CHAPTER 4
Scientiﬁc Visualization

Technological advances over the past decade have enabled scientists to create ever
larger and more complex scientiﬁc data sets. Examples are advanced numerical
simulations, satellite measurements and medical imaging data. As a result it has
become increasingly diﬃcult to understand, analyse and communicate the resulting
data sets. Ware et al. summarize this situation by the observation that knowledge has risen exponentially while human capacity to absorb information has stayed
constant [WCG00].
Consequently new ways must be found to maximise the information acquired
from data while minimising the cost of interacting with it. Scientiﬁc visualization is
an attempt to achieve this goal by transforming numeric scientiﬁc data into one or
more images (the visualization) that, when presented to a human observer, convey
insight or understanding of the data.
The process is often described by means of a visualization pipeline that maps
data into graphical representations which are then perceived and interpreted by the
user. Scientiﬁc visualization improves the perception of features and patterns in the
data, facilitates the navigation through and interaction with complex and disparate
sets of data and improves the communication of scientiﬁc results with peers and
the wider community. Furthermore scientiﬁc visualization is increasingly integrated
into simulation processes. Computational steering of a simulation allows immediate
feedback of changes in a simulation process upon parameter change [Mv95] and in
combination with visualization techniques helps to recognise errors in computational
models early [JP94, JPH+ 99, JPW00, JPWH02].
This chapter reviews the current state of the art of scientiﬁc visualization with
a particular emphasis on tensor ﬁeld visualization. The ﬁrst two sections give
an overview of challenges encountered when visualizing multidimensional data and
present a new schema representing the visualization process. The next section gives
an overview of data transformation techniques which are used to generate intermediate data representations more suitable for the visualization process. A summary
of perceptual concepts and results from cognitive science is followed by a new clas69
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siﬁcation of visual attributes according to representational accuracy, perceptual dimension and spatial requirements. The classiﬁcation is used to obtain values for the
information content and information density of an attribute.
The main part of this chapter is an extensive survey of visualization techniques for
scalar, vector, and tensor ﬁelds and is followed by a classiﬁcation of these techniques.
We conclude with a summary of issues relevant for combining multiple visualization
techniques and for creating eﬀective visualizations.

4.1

Challenges in the Visualization of Multidimensional Data

The biggest challenge in visualizing multidimensional data is that the visualization
must be displayed on a two-dimensional screen (with limited resolution) using colour
as an extra output dimension. Animating a visualization introduces an additional
output dimension which is frequently reserved for the independent time variable.
Using the characteristics of human visual perception it is possible to obtain additional perceptual output dimensions. A third spatial dimension can be perceived if
stereoscopic techniques are used or pictorial cues for depth perception are employed
(see subsection 4.4.3). Several authors refer to texture as an independent output
dimension which makes use of the brain’s ability to identify patterns. In addition
the perceptual colour space is three-dimensional though limitations in human colour
vision restrict its full usage and usually only two perceptual output dimensions, such
as hue and lightness or hue and saturation, are employed. Some authors refer to
colour and transparency as independent output dimensions, but since transparency
impacts the perceived brightness and saturation of a colour we do not follow this
interpretation. In the following we use the term output dimension to refer to both
physical (e.g., 2D dimension of the computer screen) and perceptual dimensions such
as a perceived depth value.
Rather than creating new graphical representations for each data set it is convenient to use predeﬁned graphical entities (visualization icons) that can be used
to represent selected variables (ﬁelds) of the data such as temperature and velocity.
Each visualization icon employs one or more visual attributes such as colour, shape
and texture. The challenge in scientiﬁc visualization is to ﬁnd appropriate icons
for a particular visualization task and to combine the visualization icons such that
information is enhanced rather than obscured.
In order to develop suitable guidelines for visualizing data the next section
presents a visualization schema which relates the visualization process to the perception and understanding of the visualization.

4.2
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A Visualization Schema
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A multidimensional data set Lnm consists of m independent variables representing
the data domain and n dependent variables deﬁned over the domain [WLG97]. In
most applications the independent variables deﬁne a two or three dimensional spatial
domain and the data set is simply called 2D and 3D data, respectively. An additional
independent variable can be introduced by considering time. Both dependent and
independent variables can be either discrete or continuous and can have a ﬁnite or an
inﬁnite range of values. Common examples for dependent variables are scalar ﬁelds
(n = 1) such as temperature, vector ﬁelds (n = 3) such as velocity, and symmetric
tensor ﬁelds (n = 6) such as stress. Many scientiﬁc data sets consist of multiple
ﬁelds deﬁned over the same domain resulting in a high-order space of dependent
variables.
As an example consider a three dimensional ﬁnite element data set of a linear
elastic solid (see section 2.3). The data set consists of three independent variables
deﬁning a sample grid and 15 dependent variables for the stress and strain tensor (6
variables each) and the displacement vector (3 variables). All variables are discrete
and ﬁnite.
Traditionally the visualization process has been represented by a pipeline [HM90]
which performs data encoding. However, already Bertin observed [Ber81] “a graphic
is never an end in itself; it is a moment in the process of decision-making”. This
means that an eﬀective visualization can only be created if the perception and interpretation of the data is taken into account. As a consequence we extend the
traditional pipeline model by a data decoding step as shown in ﬁgure 4.1 [WL01a].
The ﬁrst stage of the data encoding step is the data transformation stage that
converts raw data into a form more suitable for visualization. This can involve resampling, data type changes, subset creation, and the derivation of new quantities.
The subsequent visualization mapping converts the raw data into a number of visualization icons which represent one or more variables over the whole or a subset of
the domain. A visualization icon which represents only one data point is called a
glyph.
Some authors (e.g., [Chi00, WCG00]) prefer to subdivide the mapping stage further into visual transformation (or data modelling) and visual mapping. However, in
the ﬁeld of scientiﬁc visualization the visual transformation step is usually implicitly
performed by choosing a particular visualization icon. For example, a streamline can
be considered as a data model connecting points according to an underlying vector
ﬁeld. The visual mapping process does then consist of specifying appropriate parameters for the streamline (e.g., colour mapping a scalar ﬁeld onto it). Since icons
are usually associated with a set of inherent parameters we think that choosing an
icon and specifying its parameters are one and the same step which is reﬂected in
our visualization schema.
The rendering stage displays the visualization either on a screen or by printing.
Creation of real physical models using texture photomapping has also been reported
[CB97]. Note that the display of images using diﬀerent output media is a complex
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problem involving issues such as resampling and conversion between colour gamuts
or halftoning [Poy00, SBS99] which are outside the scope of this thesis. Furthermore icons can in general be displayed by diﬀerent rendering algorithms (e.g., ray
tracing vs. hardware supported polygon scan conversion) the choice of which is usually dependent on the required image quality and performance considerations (e.g.,
interactivity).
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Figure 4.1. A visualization schema.

The data decoding step describes how visual information is perceived and processed and consists of visual perception and cognition. Visual perception is the
translation of a visual stimulus into a mental image of the scientiﬁc data whereas
cognition refers to the interpretation and understanding of the data.
A visualization is represented by visual attributes such as geometry, position,
colour, and textual attributes such as text and symbols which themselves are represented by simple visual attributes. The visualization is eﬀective if the decoding can
be performed eﬃciently and correctly. “Correctly” means that perceived data quantities and relationships between data reﬂect the actual data. “Eﬃciently” means
that a maximum amount of information is perceived in a minimal time. An interesting observation is that visual attributes are processed in the right half of the brain
whereas text and symbols are processed in the left half of the brain [Edw00]. Using both types of attributes appropriately might maximize the amount of perceived
information.
The visualization scheme can be extended further by interpreting it as a bidirectional model as has been suggested by Groß [Gro94a]. This interpretation complements the visualization pipeline (⇒) with an interaction pipeline (⇐) in the reverse
direction. The interaction pipeline allows the user to retrieve the original data from a
pixel of the displayed image and enables the integration of physically based modeling
and visualization under real-time conditions.
Various researchers have tried to employ other sensory organs than the eye to
perceptualize data in order to avoid visual overload. Grinstein et al. experimented
with the soniﬁcation of scientiﬁc data employing the loudness, pitch and orchestration of sound as additional output dimension [GS90, GL95]. Corresponding tools
such as sound probes and property soniﬁcation have been proposed [SMP98]. Soniﬁcation has also been employed to perceptualize uncertainty [LWS96] and volume
images [RN96]. Other experiments have utilized tactile perception as an output
dimension [HF96].
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Summarizing we conclude that two issues are vital for creating eﬀective visualizations: The data must be transformed and mapped onto meaningful graphical
entities (visualization icons) which can be easily perceived and interpreted. An understanding of the human visual perception is important for the successful design
of these icons and in order to create an eﬀective visualization from a selection of
visualization icons and contextual cues. We explore these topic in the following
sections.

4.3

Data Transformation

Scientiﬁc data can consist of multiple scalar, vector, and tensor ﬁelds. The previous
section introduced a range of visual attributes available for encoding such data. In
order to map data onto visual attributes it is often necessary to convert the data
ﬁrst into a more suitable form. This is achieved by using a data transformation
which modiﬁes the independent variables, the dependent variables or both.

4.3.1

Transformations Based on the Independent Variables

In general the independent variables of a scientiﬁc data set deﬁne the spatial and
the temporal domain. Transforming data by considering a part of this domain only,
e.g., a slice in an MRI data set, is easy and intuitive. This type of transformation
is often called subspace selection and is an example of a data reduction. Subspace
selection is frequently performed interactively using slicing tools in order to choose
individual space or time slices, selection tools to deﬁne a region of interest, or more
exotic tools such as magic lenses [FG98]. In addition semantic information such
object boundaries can be used to deﬁne interesting subspaces. For example, Max et
al. achieve good results by restricting a ﬂow visualization to the vicinity of contour
surfaces [MCG94].
Transforming data by considering the independent variable often improves the
perception of the data set by uncovering hidden features and hence facilitates the
exploration of the data set (see subsection 4.11.3). However, the understanding of
the data set might not be enhanced since structural information contained in the
dependent variables is not extracted.

4.3.2

Transformations Based on all Variables

Many scientiﬁc data sets are given by discrete sample values and must be transformed into continuous data before transformation. This type of data transformation
is an example of data enrichment and can be accomplished by using interpolation
techniques such as scattered data interpolation [HL92a] or ﬁnite element interpolation previously described in subsection 2.4.2. A survey and analysis of diﬀerent
interpolation techniques is given in [WT04]. When dealing with 3D scalar data the
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problem is often referred to as volume reconstruction. Optimal reconstruction functions for speciﬁc application areas such as volume rendering are an ongoing topic
of research (e.g., [ML94, MZ95, MMK+ 98, MMC99]). Reconstruction of vector and
tensor data is more complicated. A technique based on spectral analysis has been
suggested by Aldroubi and Basser [AB99].
Sometimes discrete data is obtained from continuous or other discrete data by
sampling. The conversion between two discrete data sets is termed resampling and
often involves the use of interpolation techniques. Discretizing data and applying
image processing techniques can be utilized in scientiﬁc visualization to reveal hidden
information [KK93].
Several more advanced data reduction and simpliﬁcation techniques exist. The
general aim is to ﬁnd a balance between data size and data quality. Advantages
are less storage, faster visualization, easier placement of visualization icons and
extraction of visual features.
An example is given by Leeuw and Post [dP94] who use statistical methods such
as the mean and standard derivation in order to reduce vector data in accordance
with its distribution characteristic. Vector data has also been simpliﬁed using clustering and principal component analysis by employing an error metric based on
streamline distance [HWHJ99] or vector similarity [Tv99].
A generalised data simpliﬁcation process can be obtained by using the concept of
data signatures [WFL+ 00]. Data signatures represent data sets by numerical entities
(e.g., vectors) and can be used to measure the diﬀerence between two data sets using
an appropriate metric. Construction of data signatures is based on such diverse
measures as velocity gradient tensors, critical points and their eigenvalues, covariance
matrices, intensity histograms, content segmentation and conditional probability.
A simple simpliﬁcation technique is to represent subsets of data, such as time
slices, by statistical properties such as the median, maximum and minimum value.
This technique forms the basis of box plots used in charting [Cle93].
Classical statistics oﬀers many more techniques for reducing the dimension and
the amount of data. An important subset of statistical analysis algorithms are
methods designed for multivariate data (multivariate data analysis) which can be
deﬁned as a set of entities where each element ei consists of a vector of n observations
(xi1 , . . . , xin ) [War94]. In contrast to scientiﬁc data multivariate data does not have
the necessary semantic information to allow a diﬀerentiation into dependent and
independent variables. An example is survey data classifying m people (cases or
rows of data) according to n personal preferences (variables or columns of data).
The following techniques are frequently used for dimension reduction: Principal
component analysis represents data as a set of new uncorrelated variables which are
linear combinations of the original variables and are ordered by importance. A low
dimensional overview associates a Euclidean distance metric with the dissimilarity
between any two data points and therefore allows a mapping into two dimensional
space. Multidimensional scaling combines dimensions with a high correlation of data
and attempts to ﬁnd a linear combination of original dimensions with a maximal
spread of data. Care has to be taken when applying these techniques to data rep-
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resented by a set of independent and dependent variables [CC80]. Other statistical
techniques aim to reduce the overall amount of data. These include cluster analysis
and vector quantization which attempt to ﬁnd clusters of data with high a correlation
[Gro94b].
A more general approach to ﬁnd structures and correlated variables in a data
set is to use data mining techniques [Rhy00]. In addition to the methodologies
from classical statistics data mining also employs artiﬁcial intelligence techniques
such as Kohonen maps and learning vector quantization [Gro94b]. Recently several
methods for visual data mining have been suggested where user-interaction guides
projection [HKW99, KS02] and clustering-based [RKJH99] data mining techniques
and replaces automated decision making. Surveys of visual data mining techniques
are given in [Kei02, dL03].

4.3.3

Transformations based on the Dependent Variable

Finally data can be transformed by considering the dependent variable only. Advantages of this approach are that frequently intuitive results can be derived, a usually
easy implementation and that structure not apparent in the original data can be
uncovered. Transformations of the dependent variable can be represented as mathematical operators. Techniques are classiﬁed into data reduction, data expansion, or
data modiﬁcation algorithms, depending on whether the dimension of the dependent
variable reduces, increases or stays the same, respectively.
Examples for data reduction techniques are the computation of vector magnitude,
eigenvalues and eigenvectors. Other applicable operators include the dot product,
matrix determinant, evaluating surface curvature and distance metrics [SML96a].
Projections can be used to reduce the dimension of the dependent variables. Max et
al. suggest diﬀerent projections of 3D vector ﬁelds onto curved surfaces [MCG94].
Data expansion is commonly obtained using a gradient operator for scalars and
a Jacobian for vector data. Both of these operators give neighbourhood information
at a point and can be utilized to detect local features in a data set (e.g., extrema,
ridges).
Finally examples of data modiﬁcation are coordinate transformations and various
techniques for vector ﬁeld and tensor decomposition. For instance, Polthier [PP00]
and Tong et al. [TLHD03] decompose a vector ﬁeld into a divergence-free part, a
curl-free part and a harmonic part. Lavin et al. [LLH97] decompose a tensor T into
a deviator tensor D and an isotropic tensor U where
1
qI
3
D = T−U

U =
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I is the identity matrix and
q=

3

i=1

λi =

3

i=1

Tii

is the ﬁrst tensor invariant which is identical to the sum of the eigenvalues of the
tensor (see subsection 2.1.1). Visualizing the deviator only removes the constant
contribution of the isotropic component which otherwise could obscure structure in
the visualization [BP98b, Bor98].
Many applications require more specialised derived measures. In subsection 3.2.5
and 3.2.7 we introduced specialised measures derived from the strain tensor and in
subsection 3.3.3 we presented a large variety of measures characterizing the diﬀusion
tensor.

4.4

Human Visual Perception

The visualization schema previously shown in ﬁgure 4.1 indicates the importance of
understanding human visual perception in order to create eﬀective visualizations.
Visual Perception is the interpretation of visual stimuli by the brain and is determined by both the physiology and psychology of the human visual system. This
section ﬁrst reviews the anatomy and physiology of the visual system and then gives
an introduction into low and high-level perceptual processes with a separate subsection dedicated to colour perception. The section concludes with a classiﬁcation of
visual attributes.

4.4.1

Anatomy and Physiology of the Eye

The human eye consists of an optical system, represented by the cornea, the lens
and the iris, and a neural system of which the main component is the retina [Fer98].
The optical system is responsible for refracting and focusing the incoming light. The
neural system contains photo receptors and associated neural tissue and converts incoming light within the visible spectrum (380-760nm) into nerve signals. Two classes
of photo receptors are found on the retina: Rods are highly sensitive to light and are
responsible for achromatic vision. Cones enable colour vision and are divided into
three types whose spectral response function have their peak for red, green, and blue
light, respectively. There is a signiﬁcant overlap between the spectral response functions and each spectral response function is highly nonlinear [FvFH92]. According
to the opponent-process theory a subsequent layer of ganglion cells processes colour
stimuli into three antagonistic responses: red-green, blue-yellow and white-black
[Sch96]. The theory explains several colour illusions such as simultaneous contrast
and after-images explained in subsection 4.4.4 [Wan99].
After being generated in the neural system of the eye visual stimuli travel via
diﬀerent visual pathways towards the visual cortex. The primary pathway consists
of the optic nerves, which cross at the optic chiasm and project to the visual cortex
at the posterior side of the brain [Fer98]. This pathway seems to be responsible for
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the “what” information [Dav91]. It has been suggested that the primary pathway
is further divided into separate pathways for visual processing of shape, colour,
movement and depth [LH87] and that a secondary pathway exists in the lateral
regions of each hemisphere which seems to be responsible for the “where” information
[Dav91].
Visual information is processed in diﬀerent layers of the visual cortex [Fer98].
Low level visual information is processed in “layer 4B” by three types of nerve
cells, which are sensitive to colour and contrast, edges, and orientation and direction of movement. It has been suggested that maximum intensity information is
lost during processing and only contrast information is transfered along later stages
of visual processing [Fer98]. Other layers are responsible for higher level function
such as stereoscopic depth perception. Current research indicates that further visual processing is divided into two functional layers responsible for localization and
recognition of function.
The visual system possesses several fundamental characteristics which determine
its functionality. Adaption refers to the eye’s capability to adjust to diﬀerent lighting
condition. Full adaption to a dimly illuminated environment can take 15-30 minutes; adaption to a brightly illuminated environment takes only a couple of seconds
[Sch96].
Visual Acuity describes the minimum perceivable separation between the centers
of adjacent dark and light bars. Under optimal conditions visual acuity is about 0.5
minute of arc [HIR99] though the ability to localize an object in the visual ﬁeld is
higher by a factor of 5 [SL82]. Spatial acuity increases with luminance [Fer98] and
changes non-linearly with contrast [SL82]. Spatial resolution by colour diﬀerences
is only half of that achieved by luminance contrast [Dav91].
Finally the human eye has the ability to fuse rapidly interrupted images. The
temporal resolution of the human eye is less than 16 frames/sec so that higher frame
rates are usually perceived as continuous motion. However, the eye is sensitive to
ﬂicker up to 60Hz [GL95].

4.4.2

Visual Processing

The perception of a scene is the result of two major processing stages [Sch96]. The
initial preattentive stage allows perception of very simple features without conscious
attention. An example is the instantaneous perception of a red dot in a cloud
of blue ones. The second principal visual processing step is the focused attention
stage which involves conscious examination of a scene, rapid mental calculations and
quantitative reasoning. This stage is responsible for identifying complex unitary
objects and complex quantitative information.
Preattentive vision seems to be dependent on primitive textural features (textons) such as length, width and orientation of simple elongated shapes as well their
end connections, angle orientations, and intersections [Sch96]. Apart from these
preattentive vision also exists for shape, curvature, closure, colour (hue), intensity
and more complex visual attributes such as texture and depth [HIR99, Hum92].
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The underlying mechanism has been attributed to humans’ having diﬀerent sensory
dimensions for basic visual attributes such that a unique feature in any dimension is
immediately detected [Dav91]. This might explain why combinations of preattentive
features usually do not work [HIR99].
Preattentive vision can be suppressed by cognitively demanding tasks, the presence of visually important features or where the preattentive feature is not task
relevant. Preattentive vision applies not only to feature detection but also to region
segregation and basic quantitative tasks such as estimating the percentage of red
dots in a cloud of red and blue dots [HIR99]. Research indicates that preattentive
features are ordered by importance with hue being the most important especially in
dynamic environments [HIR99].

4.4.3

Visual Attributes

The previous subsection described the basic organisation, properties and processes of
the visual system. This subsection explains how perception of more complex forms
and concepts is achieved by processing visual stimuli into integrated units through
several layers of perceptual mechanisms.
The most basic integrated units are the visual attributes colour, line orientation
[GL95], and contrast which is fundamental for the perception of contours [Sch96].
Other basic perceptually signiﬁcant attributes are transparency, position and size
[ERS+ 99, Fer98, Dav91]. All of these attributes are determined in the ﬁrst initial
visual processing step performed by the brain.
The brain utilizes the previously listed low-level visual attributes for performing
more complex visual tasks such as the perception of shape, Gestalt, and depth which
together are referred to as spatial vision [Fer98]. Other higher order tasks are ﬁgureground perception and texture perception. The attributes perceived by these tasks
are called high-level visual attributes.
Texture is perceptually characterized by its spatial frequency, contrast and orientation [Sch96, WK95]. Recognition of feature patterns is accomplished using primitive textural features (textons) such as length, width and orientation with line segment orientation being particularly important for visual segmentation of surface
textures [PGLS95]. Note that textons are also preattentive features. Pattern detection is orientation dependent and is inﬂuenced by adaption (familiarity) [Fer98].
Shape information is directly derived from luminance, motion, binocular disparity, colour, and texture, with luminance yielding shadow and subjective (illusory)
contour information [Dav91]. Shape perception is dominated by the curvature of
the silhouette contour (ﬁgure-ground boundary) and 3D surface shading [Hum92].
Shape perception is highly orientation dependent: Rotated versions of the same form
can sometimes be perceived as diﬀerent shapes. Perception can also be dependent
on previous stimuli [Sch96]. Familiar shapes and conﬁgurations can improve the
recognition of a target if they are a part of it [Sch96].
Depth perception is achieved using binocular vision and visual cues [IIC]. Binocular vision includes disparity, accommodation and convergence and motion parallax.
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Binocular disparity is the most important depth cue for medium viewing distances
and refers to the fact that the retinal images of an object viewed by two eyes which
are slightly displaced diﬀer slightly. The displacement of the retinal images of an
object is converted by the brain to depth information. Accommodation is the adjustment of the focal lengths of the lens and convergence is the angle made by the
two viewing axes of a pair of eyes. These cues are only eﬀective for small distances
and in combination with other binocular cues. Motion parallax is the eﬀect that
the relative distance an object moves determines the amount its image moves on
the retina. For visualization purposes binocular vision is achieved by using stereo
goggles or VR Head Displays.
Independently of binocular vision, visual cues such as retinal image size, brightness, shade and shadows, linear perspective, overlay, texture gradient, and aerial
perspective [Hum92, Lip] can be used to aid depth perception. Aerial perspective
stems from the observation that colours on the horizon usually appear bluish blurred.
As a consequence the brain associates such colours with large distances. Visual cues
are also called psychological cues since they are learned, i.e., they are assisted by
experience.
The concept of Gestalt originates from the ﬁne arts and expresses the notion that
the “whole contains more information than the parts” [Edw00]. An example is the
perception of a circular arrangement of symbols as a circle. Perception of Gestalt is
inﬂuenced by proximity, similarity, continuation, closure, symmetry, and the law of
Prägnanz, which states the the eyes tend to see the simplest and most stable ﬁgure
[SL82, Sch96]. Context might also play a role in Gestalt perception [Hum92].
Figure-ground perception describes the observation that an object can be instantly separated perceptually from its background [Sch96]. This is due to usually
physically diﬀerent attributes of a ﬁgure and its background but is also inﬂuenced
by size, angle, and association with meaningful shapes [Sch96].
The previously described perceptual processes are all utilized for object recognition. Other important factors are stored knowledge acquired by perception and
conception of sensory information. Object knowledge is divided into functional and
descriptive information [Dav91]. It has been proposed that 3D object recognition
is achieved by mentally decomposing an object into 24 perceptual building blocks
and by identifying their size, orientation and position [Sch96]. The visual system is
especially adapted to some specalised classes of objects such as facial expressions.
For instance, Chernoﬀ utilizes the brain’s ability to quickly recognize small changes
in facial expressions for the design of Chernoﬀ faces for information visualization
[Che73]. Note however that facial expressions are not recognised preattentively
[MER99]. Understanding the process of object recognition is important when designing visualization icons.
As previously indicated in section 4.2 visual information is predominantly processed in the right hemisphere of the brain whereas the left hemisphere is responsible
for recognizing symbols and words. Word recognition includes basic feature detection on the lowest visual processing level but largely involves higher order processing
tasks such as detection of letters, spelling patterns, syllables, and phonological codes
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which are independent of the visual system [SL82]. These observations might be one
reason why careful addition of text and symbols can improve the perception of a
visualization. Overuse of textual information must be avoided, though, since it leads
to visual cluttering and information obstruction [Tuf83].
Some additional remarks about colour vision are given in the next subsection.

4.4.4

Colour Perception and Colour Spaces

Although colour is a basic visual attribute its perception by the brain is a complex
process. As explained in subsection 4.4.1 colour is perceived through stimulation
of the visual system by electromagnetic waves within the visible spectrum (380760nm). A colour sensation is the result of a stimulus of three types of colour sensors
(cones) on the retina with peak responses for red, green and blue light [FvFH92].
Diﬀerent spectral distributions can produce the same colour sensation and are called
metamers. Encoding the light spectrum into amounts of light absorbed by the
three types of cones forms the basis of trichromacy, i.e., human colour vision is
three-dimensional. Using the concept of trichromacy a perceived colour can be
represented as weighted sum of three primary colours red, green, and blue. The
resulting RGB colour space is represented by a unit cube with black at the origin,
white at the position (1,1,1) and the primary colours at the end of each axis aligned
edge. Figure 4.2 (a) shows an image of the RGB cube looking along its main diagonal
from white to black.
The RGB colour space is used to represent colours on a computer screen and
models the physiology of colour perception. The appearance of colour, however,
is also inﬂuenced by perceptual and cognitive eﬀects, i.e., the processing of colour
stimuli and our knowledge of the environment [Sto00]. A more intuitive representation of colour is given by the perceptual attributes hue, brightness and saturation
which reﬂect the physical attributes wavelength, intensity, and spectral purity, respectively. A hue is in general determined by the dominant wavelength of a spectral
distribution, with short wavelengths being perceived as blue and long wavelengths
as red. Brightness varies with the physical intensity of light, but some hues such as
yellow appear brighter than others such as blue even if they have the same intensity [Sch96]. Saturation reﬂects the relative amount of a hue and is hence related
to spectral purity. Monochromatic light, which consists of only one wavelength, is
perceived as highly saturated whereas all shades of grey have a saturation of zero.
The colour space corresponding to this more perceptual classiﬁcation is termed HSB
(hue, saturation, brightness) space. The HSB colour space is reﬂected in the HSV
(hue, saturation, value) and HLS (hue, lightness, saturation) colour models for raster
graphics [FvFH92]. An image of the HSV colour space is shown in ﬁgure 4.2. Note
that some authors use the term lightness to indicate the luminance and the term
brightness to indicate the perceived intensity.
The CIE colour space reﬂects both perceptual and physiological issues. Colours
are constructed as a mixture of three special “supersaturated” primary colours that
do not correspond to real colours but that have the properties that all visible colours
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Figure 4.2. Images of the RGB (a), HSV (b) and CIE (c) colour spaces.

can be represented as a positive combination of them. One of these primary colours
models the response of the eye to constant luminance (luminous-eﬃciency function).
Thus colourfulness is separated from brightness [Sto00]. Figure 4.2 (c) shows the
CIE chromaticity diagram. The horseshoe shaped area contains all visible colours
with maximum luminance. Connecting the horseshoe shaped boundary to the origin, which represents black, deﬁnes the CIE colour space of all visible colours. The
coloured triangle in ﬁgure 4.2 (c) represents the monitor gamut, i.e., all colours (with
maximum luminance) which are obtained by linear combinations of the three primary colours of the monitor. Using a non-linear transformation the CIE colour space
can be converted into the CIE LUV or CIE Lab colour space which are both additionally perceptually uniform, i.e., perceived colour diﬀerences vary linearly [FvFH92].
Although colour is represented by a 3D space the brain’s ability to locate a colour
in this space is limited. Davidoﬀ reports that even colour experts have diﬃculties
separating hue and lightness [Dav91]. Colour perception is also dependent on the
wavelength with long wavelengths perceived most easily whereas short wavelengths
are only identiﬁed where luminance is relative high. Changes in saturation with
constant lightness and hue are perceived most easily at the extremes of the spectrum
[FvFH92].
Colour perception is inﬂuenced by surrounding colours (colour illusions). For
example, a colour appears less saturated against a dark background than against a
light background and a patch’s colour is perceptually shifted by the colour of adjacent
patches (simultaneous contrast). If colours of diﬀerent intensities meet, non-existing
intensity changes (Mach bands) are perceived [KK93]. Prolonged exposure to a
colour can also change perception of subsequent visual impressions since it produces
an afterimage of the complementary colour [Sch96]. In addition some black and
white patterns can cause colour sensations (subjective colours) [Sch96].
Often colours are mentally associated with certain properties or functions. For
example, blue and violet are generally associated with “cold”, red and yellow with
“hot”, high saturations with “high density”, lighter colours with “more active” and
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ﬁnally red is frequently associated with “critical/dangerous” and green with “safe
values” [Dav91]. Note that such associations are dependent on the environment (e.g.,
cultural inﬂuences). For example, in the Chinese culture red is usually associated
with “good luck”.

4.4.5

Classiﬁcation of Visual Attributes

Not all visual attributes are equally well suited for displaying quantitative information. The perceived scale of many attributes is a power of their actual scale
(Steven’s law) [Cle85]. The power is close to one for the perception of length so that
length variations can be estimated quite accurately. For area and volume changes
the power is smaller than one so that small areas are usually perceived larger than
they actually are and vice versa for large areas. In addition perception of visual
attributes can be inﬂuenced by orientation, e.g., angles with a horizontal bisector
are seen as larger than angles with a vertical one [Cle85]. Also it has been shown
that slope changes inﬂuence the perception of vertical distances.
In this section we suggest a classiﬁcation of visual attributes according to representational accuracy, perceptual dimension and spatial requirement [Wün04b]. The
classiﬁcation supports the identiﬁcation of suitable visual attributes for representing a given data set and hence forms the basis for mapping data onto visualization
icons. An alternative classiﬁcation of visual attributes for information visualization
has been suggested by Dastani [Das02] who classiﬁes visual attributes into spatial
attributes, non-spatial attributes and topological attributes and derives from that
diﬀerent perceptual structures. The aim is to ﬁnd a structure-preserving mapping
from data structures onto perceptual structures.
We introduce the term representational accuracy as a measure of how accurately
a human can estimate a quantitative variable represented by a visual attribute.
Cleveland shows that a quantitative variable is most accurately represented by a
position along a scale, and then in decreasing order of accuracy by interval length,
slope or angle, area, volume and colour as indicated in the following diagram [Cle85].
highest accuracy
of representation

lowest accuracy
of representation

6

position on scale
interval length
slope/angle
area
volume
? colour

The above ranking changes when visualizing ordinal or nominal data which occurs frequently in information visualization [Mac86].
Since more complex visual attributes are based on basic visual attributes the
suitability of a high-level visual attribute for a visualization task depends on the
low-level attributes dominating its perception. For example, a spot noise texture
consists of “smeared dots” with a length and a direction [van91]. The texture is
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therefore well suited for representing 2D vector ﬁelds or 3D vector ﬁelds which are
constrained to a surface.
We diﬀerentiate visual attributes further by their perceptual dimension and spatial requirements. The perceptual dimension of a visual attribute refers to the number
of its dimensions which can be perceptually diﬀerentiated. Length and slope represent only one dimension and the direction of a 3D vector represents two independent
dimensions. As mentioned previously colour, while being represented as a 3D space,
has only 2 easily distinguishable perceptual dimensions, e.g., hue and brightness.
Texture is usually composed of several basic visual attributes such as colour and the
length and orientation of texture elements. The perceptual dimension of a texture
is therefore in the ideal case the sum of the perceptual dimensions of the inherent
(independent) basic attributes. An additional perceptual dimension is given by the
spatial frequency of a texture. Similarly shape has been shown to represent multiple
independent perceptual dimensions.
We deﬁne the spatial requirement of a visual attribute as the smallest unit of
space (i.e., pixels on a screen) necessary to identify a piece of information. A point
has a dimension of zero, a line a dimension of one, etc. Note, however, that a point
on the screen is represented by a pixel which occupies a ﬁnite screen area. Analysing
various visual attributes we can see that colour has a minimal spatial requirement
only limited by the resolution of the human visual system whereas a texture requires
a much larger space on the output medium to enable the viewer to identify inherent
information. For example, a pixel of a spot noise texture contains no information
since neither direction nor length of the represented vector ﬁeld are apparent.
Using this classiﬁcation we deﬁne the information content of a visual attribute as
the product of representational accuracy and perceptual dimension. The information
density is given by dividing the information content of a visual attribute by its spatial
requirement.
A listing of common visual attributes classiﬁed using the above criteria is shown
in table 4.1. For clarity the spatial requirement is described both subjectively (lowhigh) and then in brackets more objectively by the dimension of the occupied space.
For example, a position on a scale is given by a point (dimension 0, however the scale
itself requires some space) whereas volumes and other 3D shapes occupy a threedimensional region. Colour can be represented by points, but colour perception is
very poor for isolated pixels so that for many applications the space requirement of
the colour attribute is higher than zero dimensions.

4.5

Visualization Icons

In order to create an eﬀective visualization, scientiﬁc data must be mapped to visual
attributes in a way that optimizes perception and understanding. The task is diﬃcult
since the perception, interpretation and comprehension of visual input is inﬂuenced
by context, attentional focus, expectations, prior knowledge, past experiences and
subjective biases [HIR99].
The visualization task can be facilitated by using standardized visualization
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Perceptual
dimension

Position on scale
Length
3D Direction
Area
Volume
Shape
Texture
Colour

1–3
1
2
1
1
≥3
≥3
2

Representational
accuracy
High
High
Medium
Medium
Medium
Low-Medium
Low-Medium
Low

Spatial
requirement
(dimension)
Low (≥0)
Medium (1)
Medium (1)
Medium (2)
High (3)
High (3)
Medium (1-3)
Low (≥0)

Information
content

Information
density

High
Medium
Medium
Low-Medium
Low-Medium
Medium-High
Medium-High
Medium

High
Medium
Medium
Low
Very Low
Medium-High
Medium-High
High

Table 4.1. A classiﬁcation of common visual attributes.

icons for scalar, vector and tensor ﬁelds. Visualization icons are graphical objects
that encode scientiﬁc data by visual attributes. In general the independent variables (specifying the domain) of the scientiﬁc data are reﬂected in the spatial (and
temporal) position of an icon leaving colour, textures, shape, orientation and size
(length/area/volume) to encode the dependent variables (the values deﬁned over the
domain).
The following three sections introduce a wide variety of scalar, vector and tensor
icons. Each section concentrates on methods for static 2D and 3D data sets since
this type of data has attracted most of the research on visualization techniques and
since this type of data is dominant in biomedical science. The choice of an icon is
often determined by the dimensionality of the data. For example, vector arrows in
2D ﬁelds are unambiguous, but the same is not true in 3D and additional cues are
needed. Most of the icons can be applied to time-varying data by changing the icon
smoothly over time. Specialised techniques for time-varying data sets are mentioned
where appropriate.

4.6

Scalar Icons

The simplest type of data sets in scientiﬁc visualization are scalar ﬁelds which have
just one dependent variable. Typical examples are density, temperature, and pressure.

4.6.1

Colour Mapping

A popular way to visualize scalar ﬁelds is to associate the ﬁeld’s range of values with
a colour scale. The scalar ﬁeld is then displayed over a domain by colouring each
point of the domain according to its ﬁeld value. The most frequently used domains
for this colour mapping process are lines or surfaces intersecting the visualization
domain. The example in ﬁgure 4.3 shows that using an appropriate colour scale can
reveal otherwise hidden structures. Colour scales can also be mapped onto other
visualization icons such as height ﬁelds, hyperstreamlines, and textures, in order to
increase the encoded information content. Speray proposes volume probes as an
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additional application. The probes consist of colour mapped polygons assembled to
a trihedral or paddle-wheel shape and they are used to interactively explore data
sets [SK90]. A generalisation of colour mapping is used in direct volume rendering
where scalar ﬁeld values are associated with both colour and opacity values using
transfer functions (see subsection 4.6.6).

Figure 4.3. Density of matter of an astrophysical jet in intergalactic space visualized by
c
using two diﬀerent colour scales (1993
IEEE Computer Society Press [KK93]).

Colour mapping is well suited to give an overall impression of the distribution
of a scalar ﬁeld. Note, however, that subsection 4.4.3 showed that quantitative
information displayed by colours can not be perceived accurately. Also the eﬀectiveness of the colour mapping process depends on perceptual issues and the colour
scale used. Levkowitz and Herman summarize the following desirable properties of
a colour scale [LH92]:
• colours should be perceived as preserving the order of the scalar values they
represent
• colours should convey the distances between values they represent and should
associate related values and separate unrelated values.
• colours should be continuous for a continuous value range.
The scale should additionally accentuate important features while minimizing less
important or extraneous details. Artistic or aesthetic quality can also be important.
Note that a colour scale can not be judged in isolation since colour illusions such as
simultaneous contrast [War88] can reduce its eﬀectiveness (see subsection 4.4.4).
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Various colour scales have been presented in the literature [RO86, War88, LH92].
Some examples of the colour scales described in the following paragraphs are illustrated in ﬁgure 4.4. A special scale is the linear gray scale which varies linearly from
black to white. Levkowitz and Herman report that this scale resulted in a better
identiﬁcation of simulated features in medical images than any of the tested colour
scales [LH92]. Gray scales have also been successfully employed in combination with
colour scales in order to represent restored missing data. The technique blends missing data into the existing data using luminance interpolation while at the same time
allowing the scientist to distinguish the restored data by its lack of colour [TCS94].
Adding a constant hue to a gray scale creates a univariate colour scale. The main
disadvantage of gray scales is their limited perceived dynamic range of only 60-90
noticeable values [LH92].

Figure 4.4. Several examples of common colour scales and colour scales described in the
literature.

Double ended colour scales are obtained by pasting together two monotonically
increasing scales. Their advantage is a clear visual diﬀerentiation between low,
middle and high values [HIR99]. The rainbow colour scale is deﬁned by the horseshoe
shaped boundary of the CIE chromaticity diagram and contains all fully saturated
colours. Rheingans and Landreth point out that it is potentially misleading since
the brightest colour (yellow) is in the middle [RL95]. Also it has been suggested
that this colour scale organises data into discrete regions so that the user might
infer non-existing structures and might miss details within a colour region [BRT95].
The heated-object scale from Pizer and Zimmermann increases monotonically with
brightness from black through red, orange and yellow to white [RL95]. Its main
advantage is the association of colours with high and low values (temperatures).
The optimal colour scale from Levkowitz and Herman maximizes the number of
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distinct perceived colours along the scale and increases monotonically with both
brightness and RGB components [LH92]. The authors report that this scale was
preferable to the heated object scale when identifying features in medical images.
In many applications specialised colour scales have been developed which make
use of the association of colours with ﬁeld values and properties. Examples are
specialised scales for meteorological data [fCG93] where cold and hot temperatures
are represented as blue and red, respectively, and snow and blowing dust are coloured
white and brown, respectively. Brewer et al. have developed colour schemes for maps
which are also suitable for colour blind people [BHH03, Bre].
Other specialised scales are common in biomedical imaging. For example, if
ﬂows are imaged using echocardiography then by convention ﬂows towards and away
from the transducer are represented in red and blue, respectively [Duk]. Velocity
is encoded by the saturation of the hue. The range of perceivable values can be
increased by extending the red end of the colour scale to bright yellow and the blue
end to bright pale blue.
Several authors have researched how optimal colour scales can be found semiautomatically. A rule-based tool for colour map selection based on the data type,
spatial frequency, and the user’s task is presented in [BRT95]. A tool for the dynamic
exploration of colour maps is described in [RT90]. Unfortunately these tools are
quite limited in their application and it is useful to summarize here some general
recommendations for the selection of a colour map.
For shaded curved surfaces colour maps with only hue variations are recommendable since the luminance gradient is used as a shape cue [HIR99]. If simple shapes
are used shading can be disabled to encode extra information into the colour scale.
Ware suggests that a colour scale which varies in both luminance and hue is well
suited to represent both ﬁeld and surface properties by minimizing simultaneous
contrast [War88, HIR99]. Small disturbances in a scalar ﬁeld can be emphasized by
using histogram equalization or by skewing the colour table [KK93, Example 6-1,
Example 11-3].
It is also possible to represent two scalar ﬁelds simultaneously by colour mapping
using bivariate colour scales. Encoding is accomplished by using either two colour
components (such as red and green) or two perceptual properties (such as hue and
saturation) [HIR99]. Using hue variations for both scales is not recommendable since
it hinders the localisation and comparison of values [Tuf83]. Rheingans and Landreth
suggest an alternative bivariate colour scale where the two axes express changes
in saturation of two complementary colours. The resulting visualization shows an
equilibrium of the two scalars as gray values with the magnitude of both scalars
encoded as brightness and any imbalance between them shown as hue variations.
The colour scale is best suited to display correlation between two variables [RL95].
A discretized colour scale is called a colour band and if used for colour mapping
shows isocontours and facilitates the comparison of values in non adjacent regions.
Similarly discretizing a bivariate colour scale results in a colour matrix. An example
is given by Viecelli and Keller who use a colour matrix to visualize two independent
variables by hue and saturation [KK93, p.46]. Instead of discretizing a complete
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colour scale it is also possible to introduce sporadic discontinuities in order to highlight important boundaries in data. An example is the separation of a land mass
from water [MHC90].

4.6.2

Contours and Isosurfaces

The overall distribution of a three-dimensional scalar ﬁeld ρ(x) can be indicated by
constructing a c-isosurface
S = {x|ρ(x) = c}
(4.1)
which consists of all points x where the ﬁeld value ρ(x) equals a given isovalue c.
The surface divides the domain into regions where the scalar ﬁeld is either greater
or smaller than the isovalue c.
Numerous algorithms (so-called polygonization methods) have been proposed
for the eﬃcient computation of isosurfaces (e.g., [WMW86, Blo88, DK91, Wal91,
Wv92]). The Marching-Cube algorithm [LC87] has been one of the earliest and
most popular methods. The algorithm requires as input a regular grid of sampled
ﬁeld values and “marches” through the volume cell-by-cell. Each grid cell has eight
sample values at its corners. The method constructs a tessellation by computing for
each cell the intersection points of the cell’s edges with the isosurface and by connecting these intersection points with triangles obtained by a table look-up. The original
algorithm suﬀers from holes due to ambiguities [Düu88]. Various modiﬁcations and
alternative methods have been proposed [NH91, HH92, GH95]. Ambiguities and
topological considerations for isosurface construction are described in [vW94].
Interactive display rates and reduced storage requirements can be achieved by utilizing adaptive methods [BW90, HW90], mesh reduction techniques [KT96, HDD+ 93]
and multi-resolution meshes [CPD+ 96, Hop97, LDW97]. Shen presents an eﬃcient
isosurface extraction for time varying scalar ﬁelds [She98]. Multiple isosurfaces for a
data set are eﬃciently computed by preprocessing the data set [Wv92, IK95, LSJ96,
CMM+ 97]. Various polygonization methods are compared in [SHSS00]. Additional
information is found in reviews of polygonization methods [NB93, Kal92] and optimization techniques [Wün97].
In many applications semi-transparent isosurfaces are used to reveal inside structure or to display layered surfaces. Interrante et al. improve the shape and depth perception of such surfaces by illustrating them with texture strokes which are advected
along the directions of the principal curvatures [IFP96, IFP97]. Similarly principaldirection driven line integral convolution can be employed [Int97]. Surfaces in medical imaging have been enhanced using ridge and valley lines [IFP95]. Instead of using
transparencies it is also possible to employ opacity-modulated textures [Rhe96] or
to approximate isosurfaces by clouds of oriented particles [van93a, WH94] or small
spheres [KK93]. The shape of an isosurface can also be emphasized by colour mapping it with the Gaussian curvature [NFHL91]. DeCarlo et al. [DFRS03] improve
shape perception by using suggestive contours which are lines drawn on clearly visible parts of a surface, where true contours would appear with a small variation of
the viewpoint.
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Isosurfaces can be generalised to interval sets S = {x | c1 ≤ ρ(x) ≤ c2 }. Guo
presents a method to eﬃciently triangulate interval sets and to render them as semitransparent surfaces or clouds [Guo95]. Fujishiro et al. use a modiﬁed marching
cube algorithm to extract an interval set as a solid data structure [FMS95].
Equation 4.1 can also be employed in 2D in order to deﬁne (iso)contours. Contour lines can be drawn by tracking [DBV89] or by employing similar techniques as
suggested for the 3D case. Saito and Takehashi [ST90] propose an algorithm based
on image processing techniques and also introduce curved hatching as a method to
achieve an even visual distribution of contour information. Contouring can be considered as a natural extension of colour mapping which constructs explicit boundaries
between similarly coloured areas [SML96a].

4.6.3

Textures

An increasingly popular technique in scientiﬁc visualization is texturing. Similar
to colour mapping texturing generates a continuous representation without added
geometry. In addition gray-scale textures can be colour mapped in order to encode
multiple scalar ﬁelds at once.
An early texturing example by Crawﬁs and Allison uses bump mapping to encode
wind velocity by a chaotic roughness of the surface [CA91]. In a more recent work
Healey and Enns introduce perceptual texture elements (pexels) and examine the use
of their height, density and regularity to visualize scalar ﬁelds [HE98, HE99]. A later
paper attempts to visualize multiple scalar ﬁelds and the relationships between them
by combining layers of linear texels element with varying luminance and orientation
[WEL+ 00].
Texturing is particularly popular in the ﬁeld of vector ﬁeld visualization and
several techniques will be presented in subsection 4.7.5.

4.6.4

Particle Systems

Traditionally particle systems have been used most frequently for the visualization of
vector ﬁelds. A simple application for scalar ﬁelds is the use of randomly positioned
colour mapped particles to show the internal distribution of the ﬁeld [PW95].
Particles can also be used to approximate isosurfaces by moving them along the
gradient towards a given isovalue. Particle density is controlled by using birth/death
events [PW95] with an even particle distribution being achieved by a repulsion mechanism [WH94]. Crossno and Angel increase particle density with local curvature
[CA97]. Shaded surface representations are achieved by considering particles as
small surface facets modelled as points with a normal [van93a]. Recently several
methods have been presented for the direct rendering of surface models deﬁned by
large sets of sample points [RL00, PG01, ABCO+ 03, DVS03].
Pang proposes an expandable visualization environment build on the metaphor
of spraying particles in the visualization domain [Pan94, PA94, PW95]. The concept,
termed spray rendering, uses smart particles with initial attributes such as colour,
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trajectory, life span and an associated behaviour. Depending on the visualization
task the user can select diﬀerent types of particles such as particles for the detection
of isosurfaces or the tracking of ﬂow directions.
A general drawback of using particles is the diﬃculty in perceiving their 3D
position in space. Several techniques for improving 3D perception are explained in
subsection 4.7.2. Alternatively particles can be replaced by small spheres [MR90].
Spheres require more screen space but improve depth information due to shading
and overlay.

4.6.5

Height Fields

Height ﬁelds can be used to visualize the scalar ﬁeld over a surface by constructing an
oﬀset surface where the oﬀset at each surface point is proportional to the underlying
scalar ﬁeld. Height values can be emphasized by line segments connecting the height
ﬁeld and the base surface [NFHL91]. The main advantage of height ﬁelds is their
accurate display of quantitative information.
In general height ﬁelds are constructed over a planar domain and the oﬀset is normal to it. Curved base surfaces make it diﬃcult to perceive height values and might
result in a self-intersection of the oﬀset surface. Sometimes self-intersection can be
avoided by choosing a radial projection from the centre of the domain [NFHL91].

4.6.6

Direct Volume Rendering

Scalar volume data can be directly converted into an image using direct volume
rendering (DVR). The technique interprets scalar values as density values which are
associated with colour and transparency values using transfer functions.
Two types of direct volume rendering algorithms exist. The ray casting method
traces for each image pixel a ray through the volume and accumulates colour and
transparency information along the ray [Lev90, SK94, WKB99]. Ray tracing uses
additional recursive rays to obtain reﬂections and refractions [Lev90].
The splatting method is an object-order technique and maps volume data directly
into an image by accumulating colour and transparency values there [Wes91]. In
general splatting is faster than ray casting but produces lower quality images. Fast
splatting methods with improved image quality have been proposed in [MMC99,
Kul01]. An example is given in ﬁgure 4.5.
Volume images can be generated faster by extracting a 2D plane of data from
the 3D Fourier transformed volume and by applying the inverse transform to this
slice only [Mal93, TL93]. Although Totsuka and Levoy [TL93] employ frequency
domain lighting and depth cueing techniques Moorhead and Zhu [MZ95] report that
the resulting projections lack depth information.
It is also possible to use the wavelet domain for volume rendering. Lippert and
Gross propose a ray-casting type method which saves computational cost by making use of the self-similarity between the wavelet basis functions when projecting the
wavelet transformed volume back into the spatial domain [LG95]. A later paper sug-
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Figure 4.5. Direct volume rendering of a human pelvis data set. The images show muscle
tissue (left image) and bone material (right image). Skin is represented as a thin semic
transparent layer (used with permission Peter
Kulka 2001 [Kul01]).

gests wavelet splats for fast volume rendering incorporating progressive reﬁnement
[LGK97].
Volume rendering can be sped up by replacing trilinear with bilinear interpolation
and by rendering object-aligned slices using hardware accelerated texture mapping
[CCF94, BR98]. A recently presented method [RSEB+ 00] using the multi-texturing
capabilities of the GeForce family of graphics cards [nVi] allows interactive frame
rates on a PC. Interactive DVR of unstructured data sets is achieved by using
the programmable vertex shaders on current generation commodity graphics cards
[WMFC02].
Direct volume rendering involves added complexity if compared with alternative
scalar ﬁeld visualization methods. For example, most DVR implementations require
volume data sampled over a regular grid. Techniques without this restriction have
been proposed but are in general less eﬃcient (e.g., [MHK95, WvTG96]). A second
diﬃculty is that suitable colour and opacity transfer function have to be found in
order to extract meaningful images. Several techniques for automatically ﬁnding
transfer functions for general volumes [KD98, FBT98, FTAT00] and photographic
volumes [ERY02] have been proposed. Rheingans and Ebert suggest that ﬁnding
good transfer functions requires substantial hand tuning and propose instead a nonphotorealistic rendering technique to enhance important features [RE01]. Finally
image quality is dependent on the reconstruction kernel [ML94, MMK+ 98] and the
normal estimation scheme [MMMY97] employed.
Kim et al. [KWP01] suggest techniques for comparing DVR algorithms and
present initial results.
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A simpliﬁcation of DVR is the maximum intensity projection (MIP) which is
obtained by computing for each pixel of the view plane the highest data value along a
viewing ray through that pixel. Since the method lacks depth information interactive
viewing techniques and visual cues are necessary in order to understand the data.
The method produces x-ray like images and is frequently used for the visualization
of vascular structures in medical data sets (angiography). Several implementations
oﬀering interactive speed have been described in the literature [HMS95, MHG00].
Hauser et al. [HMBG00, HMBG01] devise a technique to fuse DVR, MIP, surface
rendering and nonphotorealistic rendering. The authors suggest that this approach
is especially useful when visualizing inner structures together with semi-transparent
outer layers, similar to the focus-and-context approach known from information
visualization. An implementation which allows interactive exploration of volume
data sets is also presented.
An interesting new techniques is Spectral Volume Rendering proposed by Noordmans et al. [NvS00]. The approach abolishes the association of voxels with RGB
colour and opacity values and instead models spectral changes in light caused by
interaction with the material within a voxel. The method allows interesting transparency eﬀects and makes it easy to reveal hidden structures in a volume.
Feature rich visualizations can be obtained by replacing one-dimensional transfer
functions with multidimensional ones and by applying these to scalar or multivariate
data [KKH02]. The authors also suggest a set of manipulation widgets for the
intuitive and convenient speciﬁcation of transfer functions.
A completely diﬀerent approach is presented by Driver and Buckalew [DB91]
who consider a scalar ﬁeld as a light source and employ a radiosity type technique
to display the resulting illumination on the three coordinate planes. The idea suﬀers
from a poor display of 3D structures but has the advantage that regions of interest
hidden from view are still visible because of the light cast by them.

4.6.7

Scalar Field Topology and Features

The visualization icons presented so far display a scalar ﬁeld over a user-deﬁned
visualization domain by encoding the ﬁeld values for each point of the domain. For
example, particle ﬁelds show scalar ﬁeld values at selected points, a colour mapped
surface encodes ﬁeld values over a surface and direct volume rendering visualizes a
scalar ﬁeld over a volume.
A diﬀerent approach is to create visualization icons which reﬂect the entire structure of a scalar ﬁeld without representing individual data values. One such icon for
2D scalar ﬁelds is the scalar ﬁeld topology proposed by Bajaj and Pascucci [BP98a].
The topology is deﬁned by connecting critical points (local maxima, minima, and
saddle points) by integral curves which are tangent to the scalar ﬁeld’s gradient ﬁeld.
Additional structure is displayed by inserting contour lines.
A topological analysis of scalar volumes has been proposed by Fujishiro et al.
[FTAT00]. The authors employ a 3D generalization of Reeb graphs which encode
topological changes between consecutive isosurfaces in the volume.
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For time varying scalar ﬁelds it is often desirable to observe higher level phenomena. This can be achieved by detecting features and by tracking their evolution over
time. Features can be deﬁned as thresholded connected regions and are usually represented as isosurfaces [SSZC94, SW98]. Problems arise due to merging, splitting,
creation and death of features. A general feature tracking algorithm is presented
in [SW98]. Features can also be used to enhance a visualization by colour coding
individual regions [SW97].

4.6.8

Visualization Techniques for Multivariate Data

So far this section has introduced visualization icons for individual scalar ﬁelds.
In some instances scientists are interested in ﬁnding relationships between multiple
scalar ﬁelds. This can be achieved by using techniques from multivariate analysis
which is concerned with detecting correlation in multivariate data [CC80].
Multivariate as deﬁned in section 4.3 can be considered as a selection of elements
ei (rows of data), each with n observations (xi1 , . . . , xin ) (variables or columns of
data). The challenge in visualizing multivariate data is to maximize the number of
displayed variables while showing spatial relationships between diﬀerent variables
without causing mutual interference [RL95]. Visualization methods for multivariate
data can be divided into three major groups: geometric projection techniques, layout
manipulation techniques and attribute mapping.
Geometric projection techniques are common in multivariate analysis and can
be considered as advanced data reduction transformations. Examples include principal component analysis and multidimensional scaling introduced in section 4.3. A
further popular method is projection pursuit which attempts to ﬁnd interesting lowdimensional projections using a so-called pursuit index [CBCH95]. The eﬀectiveness
of this and other techniques can be increased by using a Grand Tour which gives a
dynamic overview of multiple low-dimensional projections [CBCH95].
Layout manipulation techniques interpret multivariate data as a high-dimensional
space with one dimension for each variable (column of the data) and a point for each
case (row of the data) [YR91]. Examples are parallel coordinates, world-withinworlds and matrix coordinates.
Parallel coordinates represent variable spaces as uniformly spaced parallel vertical
coordinate axes [ID90]. Each point in the data set is represented by a polyline
intersecting a parallel coordinate axis at the corresponding coordinate (=variable)
value of the point. Correlation between variables is perceived as a pattern or common
behaviour of the plots. Wegenkittl et al. present several modiﬁcations which allow
improved perception of structure within a data set [WLG97].
World-within-world is a technique in which two or three of the variables are
chosen in order to describe a 2D or 3D slice of the multivariate data set, respectively.
Previously not chosen variables can be added by embedding a sub-frame into the
resulting coordinate frame. The process is either repeated recursively or the subframe is used to display data using conventional visualization techniques [FB90]. If
only 2D subframes are chosen and data points are represented by individual pixels

94

Scientiﬁc Visualization

the technique is often referred to as dimensional stacking [War94].
Matrix coordinates is a technique for studying k variables by arranging them into
a matrix with shared scales and by creating graphs comparing each variable with
every other variable [Cle85]. If the employed graph is a scatter plot the technique is
termed scatterplot matrix. The brain’s ability to identify patterns makes it possible
to quickly identify relationships between the variables. Interactive computer graphic
methods can further improve the displayed information content. An example is data
brushing in which data points selected in one matrix element are highlighted in all
matrix ﬁelds which facilitates the discovery of relationships between subsets of the
data [WB96, WB97].
In contrast to layout manipulation techniques, attribute mapping interprets multivariate data as deﬁned over a low dimensional space with several variables for each
data point. The technique usually involves glyphs which Ribarsky et al. deﬁne as
graphical representations whose attributes, such as position, size, shape, colour, and
orientation, are bound to data [RAEM94]. The authors present a visualization tool
which allows the interactive creation of glyphs for multivariate data sets [RAEM94].
A popular example for multivariate glyphs are Chernoﬀ faces [Che73, MER99]
which encode data by facial features and make use of the brain’s ability to quickly
perceive changes in facial expression. The technique can be extended to other familiar shapes with variable components. Chuah and Eick, for example, encode data
by the wings, head, tail, and body of an insect shaped glyph [CE98].
Ebert et al. [ERS+ 99, SHB+ 99] explore the use of shape in the visualization
of multidimensional data by using superquadrics, fractals, and isosurfaces as shape
generating entities. In fractal shape generation the base shape is perturbed with
a high frequency pattern which does not reduce perception of the base shape. Superquadrics can encode up to two dimensions by varying the two exponents in their
mathematical formulation. The parameters control the convexity and the concavity
of shapes such that they are visually distinct yet related. Similarly spherical shapes
with blobby bulges have been suggested where the vector between the centre of a
blob and the centre of a glyph represents the value of a scalar [ERS+ 99, RSE99].
Variables have also been encoded using star or wheel shaped glyphs where colour,
length, and shape of each segment encode information [CE98]. Pixel based techniques map each dimension to a pixel and combine the pixels to a square or rectangleshaped array. The resulting pixel arrays for each data point are in turn arranged
in various fashions to form the ﬁnal visualization [KK94]. Finally stick icons can
be used to encode data by the orientation and length of individual components. If
the icons are displayed in a high-density representation the visual eﬀect is that of a
texture with diﬀerently textured regions indicating structure in the data [EG95].

4.7

Vector Icons

Vector ﬁelds are a common entity in scientiﬁc and engineering data. Examples are
displacement ﬁelds in elasticity theory and velocity ﬁelds in computational ﬂuid
dynamics (CFD). In general vector ﬁelds have an orientation and are then termed
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signed, though unsigned vector ﬁelds, such as eigenvector ﬁelds, also exist.
Many visualization techniques for vector ﬁelds were speciﬁcally developed for
velocity ﬁelds. We therefore use in this section the terms vector ﬁeld and ﬂow ﬁeld
interchangeably. A couple of deﬁnitions are necessary to facilitate the following discussion. A steady ﬂow is a ﬂow ﬁeld which is constant over time. Time-varying ﬂows
are termed unsteady and can be further diﬀerentiated into laminar ﬂows and turbulent ﬂows. Laminar ﬂows are characterized by layers of ﬂuid elements with similar
velocities whereas in turbulent ﬂows the velocities in neighbouring ﬂuid elements
vary randomly.

4.7.1

Vector Glyphs

The straightforward way to represent vector ﬁelds is by drawing arrows or line segments at individual points with the direction and length of the glyph indicating the
length and magnitude of the vector at each point. If the domain is two-dimensional
the resulting arrow plots are sometimes called hedgehogs [Pv94].
Drawbacks of this representation include the visual system’s attempt to interpolate line segments [KH91]. Also, since vector glyphs cover multiple pixels on the
screen, it is not intuitively clear which value a glyph represents, i.e., is the location
of the visualized vector value the centre, start or the end point of the glyph?
One solution is to indicate the location of the visualized vector value by a point or
a sphere or by marking the location on the arrow glyph using a stripe. Rather than
using a vector arrow it is also possible to use a short streamline (subsection 4.7.3)
with a length proportional to the vector magnitude [WFL+ 00]. Other alternative
icons are presented by Klassen and Harrington [KH91].
Care has to be taken that the grid distance of an arrow plot is smaller than the
maximum vector length since otherwise visual cluttering due to the intersection of
glyphs representing diﬀerent data points may occur. Perception of vector plots can
be improved by animating line segments using colour cycling [YM95].
The above mentioned techniques can also be employed over 3D domains. However, using 2D icons in three dimensions makes it diﬃcult to perceive the 3D position and orientation of the represented vectors. A solution is to include shadows
of the vector icons when visualizing planar sections of a 3D vector ﬁeld [KH91].
Alternatively the out-of-plane component can be visualized using colour mapping
[WMK+ 99]. Max et al. [MCG94] visualize vector ﬁelds near contour surfaces by
growing little hairs out of the surface and have them bend with the ﬂow ﬁeld.
Improved perception of a 3D ﬂow ﬁeld is obtained by using three dimensional
glyphs and by illuminating the icons. For example a 3D arrow can be composed
of a cylinder and a cone. Haswell [Has95] proposes a hollow cone with diﬀerent
surfaces on the inside and the outside which not only reinforces vector direction but
also allows immediate perception of the vector orientation. In general 3D glyphs
require more screen space then the 2D equivalent and therefore reduce the amount
of represented data. Furthermore illumination can compromise the perception of
colour if information is encoded by colour mapping an icon.
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The main diﬃculty with using vector glyphs is to distribute them optimally over
the domain such that perception and encoded information is maximized. The problem magniﬁes if the underlying vector ﬁeld has large variations of vector magnitude.
Furthermore, since vector glyphs are not spherically symmetric the optimal sampling density varies vastly in each dimension [MZ95]. Flow features such as vortices
are especially diﬃcult to identify.
A more uniform visual display can be achieved by normalising the glyphs and
representing the vector magnitude by colour information or other attributes. Dovey
presents a technique to distribute vector icons uniformly over arbitrary surfaces
[Dov95]. A completely diﬀerent approach for representing vector ﬁelds with glyphs
is given by employing vector ﬁeld simpliﬁcation as a data reduction scheme and
using one glyph only for each resulting cluster [Tv99, HWHJ99]. The resulting
representations are sparse yet information rich.

c
Figure 4.6. Vector glyph representing the local ﬁeld behaviour in a ﬂuid ﬂow (1994
Academic Press [Pv94]).

The vector glyphs discussed so far represent the ﬁeld information at only a single
point. In many instances it is useful to also know the local ﬁeld behaviour in the
neighbourhood of that point. Neighbourhood information is encoded by a ﬂow ﬁeld
probe devised by de Leeuw and van Wijk [dv93, vHdP94]. The glyph represents
properties derived from the local velocity gradient tensor and is illustrated in ﬁgure 4.6. The length, curvature and the candy stripes of the cylindrical shaft visualize
magnitude, local streamline curvature and rotation of the ﬂow ﬁeld, respectively. A
half ellipsoid at the bottom of the shaft encodes acceleration of velocities and convergence or divergence is described by bending the circular membrane so that it is
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everywhere orthogonal to the ﬂow ﬁeld. Finally shear is encoded by the angle of a
ring shaped surface with respect to a reference frame.
Alternative glyphs can be constructed for topological ﬂow features (special points
in the vicinity of which the ﬂow direction changes suddenly) and are explained in
subsection 4.7.8.

4.7.2

Particle Advection

A simple method to visualize vector ﬁelds is to distribute a set of particles over the
domain and to advect them with the vector ﬁeld. Flow direction and speed can be
emphasized by blurring the particles in the direction they move. The method is particularly eﬀective for the visualization of ﬂuid ﬂows since the particle representation
is perhaps the most realistic one [Pv94] and is therefore intuitive and easily understood. Particles are especially well suited for turbulent ﬂows where icons computed
by integral curves and surfaces (see next section) become highly irregular [vHdP94].
Potential drawbacks are the lack of interactivity if the particle number is too
high and diﬃculties in perceiving the 3D structure of the ﬂow. Also the animation
of particles by vector ﬁeld advection might lead to the evolution of uneven particle
distributions [WG97]. This disadvantage can not occur when animating textures
and colours [WG97] (see subsection 4.7.5). A similar idea has been employed by
van Gelder and Wilhelms who animate particles using hardware supported colour
interpolation and discrete colour mapping [vW92].
The 3D perception of particle systems has been improved by Stolk and van Wijk
[Sv92, van93a] who introduce surface particles which are modeled as motion blurred
points with a surface normal. Distortions due to speed and ﬂow direction are revealed
by employing spherical particle sources with discrete release time. An example is
given by the red and yellow ellipsoidal shapes in ﬁgure 4.7. The texture generated by
blurred particles helps to discriminate between overlapping surfaces. For low density
particle clouds good images are achieved without considering occlusion whereas for
high density particle surfaces depth sorting and z-buﬀering improves the perception
of the 3D geometry [van93a].
Max et al. modify this technique and achieve interactive speed by taking advantage of hardware rendering [MCG94]. The authors generate particles only in the
vicinity of contour surfaces. Since this restriction reduces depth ambiguities surface
normals for particle shading are dispensable. Particles leaving the contour vicinity
are deleted and new particles are created such that a constant particle density is
maintained.
An eﬃcient visualization of turbulent ﬂow is achieved by modelling particle motion as a smooth convective motion with a random perturbation [HP93, vHdP94].
The method is based on Reynolds-average equation which is used in the simulation
of turbulent ﬂows and gives an impression of the distribution of local ﬂow dynamics
without reconstructing the complete turbulent motion of individual particles.
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c
Figure 4.7. Surface particles visualizing a turbulent ﬂow (1994
Academic Press [Pv94]).

4.7.3

Integral Curves and Surfaces

The previously introduced icons represent vector data only at discrete points. A
continuous representation of particle paths in a steady ﬂow is obtained by using
streamlines which are everywhere tangential to the underlying vector ﬁeld. Mathematically a streamline can therefore be described as an integral curve x(s) which
satisﬁes
dx
= v(x(s)) ,
x(0) = x0
(4.2)
ds
where v(x) is a vector ﬁeld and the initial condition x(0) deﬁnes the starting
point x0 of the streamline.
In general the above system of equations has no analytic solution and is solved by
numerical integration. Standard techniques for streamline integration include ﬁxed
step size integrators such as the Euler, Midpoint or Runge-Kutta method. A faster
computation can be achieved by adaptive step size integration [PVTF92, HWN93].
If the step size is too large or the curvature is too high a dense sampling of the
streamline might be required in order to obtain a good visual approximation of it.
The sampling can be performed as a post-integration interpolation step [SH95] or by
using a specialised integrator which produces an interpolation from the integration
information [HWN93, pp.176].
Note that a streamline for an unsigned vector ﬁeld, such as an eigenvector ﬁeld,
must be integrated in both the positive and the negative direction of the unsigned
vector ﬁeld.
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The general advantage of streamlines is their intuitive representation and that
they reduce visual cluttering by replacing multiple vector glyphs, such as vector
arrows, by a single line. Additional information, such as vector magnitude, can be
encoded by colour mapping the streamline.
One problem with streamlines is the diﬃculty in placing them. Even in 2D
accurate control of streamline density is the key to producing eﬀective visualizations
of vector ﬁelds. If streamlines are too close together they merge and the directional
information is obscured whereas if the streamlines are too far apart information is
missing for large areas.
Several authors have explored methods for ﬁnding a uniform distribution of
streamlines. Turk and Banks minimise an energy function in order to place streamlines at a speciﬁed density. The energy function expresses the diﬀerence between a
low-pass ﬁltered version of the current image and the required visual density [TB96].
Mao et al. extend the technique to distribute streamlines over a 3D parametric surface as found in curvilinear grids [MHHI98]. Jobard and Lefer [JL97a] present a
faster alternative method which is an extension of earlier work from Max et al.
[MCG94]. The algorithm grows streamlines from seed points which are a minimum
distance dsep apart from all existing streamlines. A streamline grows until it leaves
the domain, ends at a sink or comes closer than dtest to another streamlines. The
authors recommend a value dtest = 0.5dsep in order to obtain an aesthetically pleasing image with long streamlines. A related method proposed by Wegenkittl and
Gröller [WG97] places short streamlines (streamlets) into a 2D image by using a
distance image with the same resolution as the output image. Each pixel of the
distance image contains the distance to the closest streamlet. If a streamlet can be
successfully placed the distance image is updated.
The problem of placing streamlines becomes even more diﬃcult in 3D. A 3D
extension of the streamline placement algorithm by Jobard and Lefer [JL97a] is
found in [FG98]. Zoeckler et al. generate seed points for streamline integration by
dividing a volume into uniform cells [ZSH96]. Each cell is given a degree of interest
depending on vector magnitude and other scalar entities inside the cell. Random
seed points are then chosen within cells which themselves are selected randomly with
a probability proportional to their degree of interest. Stalling et al. [SZH97] suggest
several techniques to interactively select seed points for streamline generation. Seed
volumes provide seed points randomly distributed over a volume with a density
depending on a degree-of-interest function usually given by another scalar ﬁeld over
the domain. Similarly seed surfaces can be constructed by triangulating a modelled
or a derived surface (isosurface) and seed lines can be interactively constructed by
intersecting surfaces, such as isosurfaces, with cutting planes.
Once an eﬀective set of streamlines for visualizing a 3D vector ﬁeld is found the
problem remains that the resulting scene is often complex and hard to interpret due
to the lack of depth information. An improved perception of 3D geometry is achieved
by replacing streamlines with illuminated cylindrical tubes. Since each such deﬁned
streamtube is composed of multiple polygons the frame rate and spatial resolution
of the visualization is reduced.
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A better solution is illuminated ﬁeld lines which were proposed by Stalling et al.
[SZH97, ZSH96]. Illuminated ﬁeld lines are semi-transparent streamlines which are
rendered using hardware supported texture mapping and a Phong-like illumination
model. A dense representation of a vector ﬁeld is achieved by distributing the
streamlines pseudo-randomly over a region of interest. Illuminated ﬁeld lines can be
animated by changing texture coordinates or other attributes [Cur01].
Using the concept of streamlines more advanced visualization methods can be
derived. The following paragraphs introduce several two or three dimensional constructs formed by connecting multiple streamlines. The resulting icons can be illuminated and have local parameters mapped on them [BHR+ 94]. Advantages of
such representations are that display ambiguities due to the lack of shading information are resolved and that additional information about local ﬂow behaviour in
the vicinity of the trajectory can be encoded by the shape of the construct.
An example is stream ribbons which were proposed by Volpe [Vol89] as a method
to show translation, angular rotation, and shear deformation in a ﬂow ﬁeld. The
original implementation uses two streamlines and connects them by a mesh of polygons. Ueng and Ma construct a stream ribbon from a streamline and a constant
length normal vector at each point of the streamline. The normal vector is rotated
around the streamline using the rotation (curl) of the vector ﬁeld [USM95, USM96].
Interesting see-through eﬀects have been achieved by rendering stream ribbons with
surface particles [van93a].
A generalisation of stream ribbons are stream surfaces which are deﬁned by
adjacent streamlines originating from a line (rake) or a curve perpendicular to the
ﬂow [Hul90]. A basic implementation of this technique traces only a couple of
streamlines and connects them by polygons [Hul92]. Problems due to convergence,
divergence and shear ﬂow have been partially solved by Hultquist who uses a particle
tracing method. The author inserts particles into the ﬂow front if divergence becomes
too strong and he deletes particles if the convergence exceeds a given limit [Hul92].
For incompressible ﬂows a stream surface can be deﬁned implicitly as the solution
of the equation f (x) = c, satisfying the condition ∇f · v = 0. The unknown function
f is computed iteratively for all grid points by solving the convection equation for
incompressible ﬂows. The solution is based on the idea that the streamsurfaces
are isosurfaces in the concentration ﬁeld resulting from simulating the convection
process for a given concentration of ink at the inﬂow boundaries.
An algorithm for extracting implicit stream surfaces at interactive frame rates
is proposed in [van93b, vHdP94]. Cai and Heng present an extension which automatically generates implicit stream surfaces that properly depict the topology of an
irrotational ﬂuid ﬂow [CH97]. Problems occur if the streamlines cross singularities
and saddle point type critical points. Stalling et al. present an algorithm which
considers these diﬃculties [ZIBb] and computes stream surfaces for general vector
ﬁelds.
Löﬀelmann et al. suggest several strategies to improve visual perception of stream
surfaces in ﬂuid ﬂows [LMGP97]. Inserting semi-transparent arrow shaped “windows” into the surface reduces occlusion of other scene constructs. Additionally the
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distorted shape of the arrows indicates velocity and divergence of the ﬂow. Perception of the 3D geometry is improved by employing cutting planes to divide the
stream surface into portions rendered using diﬀerent attributes. Flow within stream
surfaces is emphasized using an anisotropic spot noise texture. The authors employ
hash-shaped spots and align the texture space with the parameter lines of the stream
surface which corresponds to streamlines and time lines [LMGP97]. In contrast to
Line Integral Convolution (LIC) textures (see subsection 4.7.6) not only the ﬂow
direction within the surface is visualized but also ﬂow fronts.
The principles used in the construction of stream surfaces can be extended to 3D
to create ﬂow volumes. Instead of a linear particle source a polygonal particle source
is chosen and the resulting streamlines are connected to triangular prisms by using
a curvature-based adaptive subdivision [MBC93, CMB94]. If the ﬂow diverges new
streamlines are inserted and a ﬁner subdivision is generated. The resulting volume
is subdivided into tetrahedra and displayed as semi-transparent smoke or clouds
using tetrahedral volume rendering. Clouds can be animated by varying the texture
coordinates. Varying the opacity of the smoke with each time step can generate
interesting eﬀects such as smoke puﬀs. An eﬃcient calculation of ﬂow volumes for
unsteady ﬂows is presented in [BLM95].
A streamtube is deﬁned as the set of streamlines that originate from a circular
curve perpendicular to the ﬂow. A streamtube can be eﬃciently constructed by
sweeping a circular cross section along the streamline with a radius dependent on the
cross ﬂow divergence [USM95, USM96]. An alternative deﬁnition for a streamtube
sweeps a polygon along a streamline and deforms the polygon by the local strain and
rotation. The radius and the sides of the polygon can be used to encode additional
scalar ﬁelds such as the velocity, vorticity and divergence [SVL91].
A range of alternative methods originating from CFD experiments have been
proposed to visualize time dependent vector ﬁelds: Streaklines are generated by
continuously injecting particles, e.g., dye, into a ﬂow. For a computer simulation a
streakline at time t0 is visualized by joining the positions of all particles released at
previous time steps. As with streamlines, streaklines can be extended to 3D to form
ﬂow volumes. Pathlines describe the path of a single particle released into the ﬂow
and are therefore represented by a polyline connecting the current particle position
with its position at all previous time steps. Note that for steady ﬂows streaklines
and pathlines are identical to streamlines. Finally timelines are rakes of connected
points released simultaneously from a linear source and time surfaces are deﬁned as
grids of connected points released from a planar source [vHdP94]. Eﬃcient methods
for computing streaklines, pathlines and timelines in time dependent ﬂows with a
moving curvilinear grid have been proposed by Kenwright and Lane [KL95, KL96].
Many computational problems with ﬂow surfaces and ﬂow volumes can be avoided
by the streamball technique proposed by Brill et al. [BHR+ 94]. The method uses
particles to visualize the ﬂow but models each particle as the source of a potential
ﬁeld. An individual particle is then rendered by an isosurface of its potential ﬁeld.
If particles are suﬃciently close together the potential ﬁelds overlap and particle
isosurfaces fuse together to form tube and surface-like structures. An extension of
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the method uses continuous ﬁeld lines, such as streamlines, as skeletons for potential
ﬁelds in order to obtain smoother looking ﬂow representations. The method eliminates numerical problems such as when to split and merge stream surfaces and can
display additional information such as the velocity of a ﬂow ﬁeld by the distance of
individual streamballs.
Wegenkittl et al. [WLG97] have generalised streamlines to visualize higher dimensional dynamical systems described by a system of diﬀerential equations. The
resulting trajectories with wings are constructed by using a base trajectory with
several oﬀset curves added for additional dimensions.
Related to the concept of integral curves and surfaces is the technique of vector
warping [SML96a]. The underlying idea is that vector data is often associated
with motion in the form of velocity or displacement. A vector ﬁeld can therefore be
visualized by applying it to an object and depicting the resulting deformed structure.

4.7.4

Multivariate Colour Maps

Subsection 4.6.1 introduced colour mapping for the visualization of scalar ﬁelds
and presented bivariate colour maps as a method to encode two independent scalar
variables. The same principles can be used to encode the two independent variables
of a 2D vector ﬁeld (e.g., x- and y-coordinate or angle and magnitude). In contrast
to the vector icons introduced so far colour mapping generates a continuous vector
representation over a domain. In addition colour is invariant under projection, i.e.,
the bivariate colour map always displays the same information whereas a vector icon
might give misleading information when viewed from diﬀerent angles. A drawback
of colour mapping is the poor representation of quantitative information. As a result
perception of the displayed vector information, usually orientation and magnitude,
is limited. Also the representation is non-intuitive so that perceived information
might be limited for an inexperienced user.
An example of bivariate colour mapping is the colour wheel techniques by Johannsen and Moorhead [JI94, JI95]. The authors employ the HSV colour model and
represent vector direction by the hue and vector magnitude by both saturation and
lightness. A log scale mapping for the vector magnitude reﬂects the visual system’s
nonlinear perception [MZ95]. The representation shows zero vectors in black and
indicates vortices in the vector ﬁeld by rainbow coloured whirls.
Similarly Boring and Pang suggest mapping the vector direction to the HSV
value and the vector magnitude to the HSV hue [BP96b]. The authors represent the
vector direction by the angle with the light source so that, as with bump mapping,
vectors pointing away from the light source appear dimmer. Alternatively roles can
be reversed, i.e., the vector direction is mapped to hue which results in a higher
diﬀerentiation of angular diﬀerences.
Kindlmann and Weinstein use colour maps to visualize 3D vector ﬁelds. The
authors encode the direction of a normalised 3D vector by using a spherical colour
map which indicates the polar coordinates of the vector [KW99]. Moorhead and Zhu
[MZ95] summarize a technique by Hall [Hal93] who visualizes vector ﬁelds using
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perceptually-based colour spaces and direct volume rendering. According to the
authors Hall uses a perceptually uniform color space like the Munsell space in order
to encode the complete 3D vector information by the 3D colour space. Moorhead
and Zhu suggest that this idea is reaching too far and that limiting the paradigm to
a 2D space may be wise. Furthermore the authors note that global variations can
be emphasized by quantizing the color-space in order to produce abrupt edges.

4.7.5

Texture-based Methods

All vector icons introduced so far have a limited spatial resolution with the exception
of bivariate colour mapping which, however, suﬀers from a weak and unintuitive
encoding of directional information. Both of these drawbacks can be avoided by
using textures which are able to clearly encode orientational information over both
continuous 2D and 3D domain. The technique also avoids the problem of visual
cluttering (common to streamlines and vector glyphs) and relieves the user of the
task of placing icons in order to ﬁnd interesting features.
One of the ﬁrst applications of textures in scientiﬁc visualization has been presented by Upson et al. who use large clouds of semi-transparent advected particles
to create smoke or cloud like textures in order to visualize velocity ﬁelds [UFK+ 89].
Ware and Knight [WK95] encode scalar and vector data using the size, contrast
and orientation of a texture. The texture is produced using Gabor functions which
model the visual system’s processing of spatial information by spatial frequency
analysis. The technique suﬀers from its high computational complexity and the fact
that the texture is sine based. An example is given in ﬁgure 4.8.
Spot noise is used to synthesize textures over curved surfaces in order to visualize
vector ﬁelds. The method distributes a large number of spots over the surface and
transforms them according to the underlying vector ﬁeld. The original algorithm
[van91] stretches spots elliptically along the vector ﬁeld which results in a weak
representation of small scale structures. An improved version by de Leeuw and van
Wijk bends spots along a local stream surface [dv95, dPPW95, LLN]. Since the
total spot area is kept constant an increased vector magnitude is encoded by a ﬁner
texture granularity. The authors reﬁne texture details by using high-pass ﬁltered
spots. The representation can be animated by advecting the spots.
Similar results as with spot noise are produced with Line Integral Convolution
(LIC) which is explained in subsection 4.7.6. A comparison of spot noise and LIC
is given in [dv98]. Related to both of these techniques is a method of Preußer
and Rumpf [PR99b] who use nonlinear anisotropic diﬀusion to smooth an input
noise texture along streamlines while sharpening it in the orthogonal direction. The
authors also discuss methods to extend the algorithm to 3D by using properties of
the diﬀusion texture to open up the view in inner regions.
Jobard and Lefer [JL97a] generate a texture by placing streamlines close together
until the visualization domain is covered. The authors then separate streamlines by
mapping a periodic intensity function onto the streamlines. Aliasing eﬀects due
to intensity diﬀerences between adjacent streamlines are removed by a blur ﬁlter.
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Figure 4.8. Magnetic ﬁeld visualized using a texture generated by Gabor ﬁlters. Field
orientation, strength, and potential are mapped to texture orientation, contrast and inverse
c
size, and colour, respectively (1995
Association for Computing Machinery [WK95]).

A similar method can be employed for animating steady ﬂows and involves the
creation of a dense streamline representation, the computation of a velocity map and
a colour table animation [JL97b]. In later papers Jobard, Erlbacher and Hussaini
advect textures directly by using hardware acceleration [JEH00] and a LagrangianEulerian approach [JEH01, JEH02]. In both cases multiple frames of the texture are
blended together in order to introduce spatial correlation into the images. Adding
random noise to the texture avoids loss of detail in divergent regions.
Verma et al. [VKP99] present a related technique called Pseudo Line Integral
Convolution (PLIC). Images spanning the spectrum from LIC to streamline representations are generated by varying a single parameter.
Löﬀelmann et al. propose the use of virtual ink droplets to visualize vector ﬁelds
over a plane [LKG97]. Ink droplets are modeled as height ﬁelds and are distributed
randomly over the surface. The ink is then propagated over the surface according to
the underlying vector ﬁeld while the height is reduced according to the amount of
ink absorbed by the underlying “paper”. The method visualizes the orientation of a
vector ﬁeld similar to oriented LIC (subsection 4.7.6) but according to the authors
is up to 200 times faster. The method suﬀers from inaccuracies due to the merging
of ink droplets and no comparison with FROLIC (fast rendering of oriented LIC) is
given.
The techniques described above all deﬁne textures using mathematical principles.
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An alternative methodology associates vector information with brush strokes in an
oil-painting. Kirby et al. [KML99] utilize techniques from oil painting to combine
multiple layers of visual elements to a surface texture encoding multiple ﬁelds. One
application is to display simultaneously ﬂow direction and related data such as
velocity, vorticity, divergence, strain rate and shear.

4.7.6

Line Integral Convolution

Line Integral Convolution (LIC) is an eﬀective method to visualize vector ﬁelds by
using curvilinear ﬁlters to locally blur an input noise texture I along a vector ﬁeld
v. The algorithm, as originally proposed by Cabral and Leedom [CL93], assumes
square pixels for the input and output texture map and its steps are indicated in
ﬁgure 4.9.

P0

Figure 4.9. Vector ﬁeld with a streamline through the pixel with the centre p0 (left), white
noise texture (middle), and output texture of the pixel.

For any pixel I(q, r) of the input texture the centre p0 = (q + 0.5, r + 0.5) of it
is used as the centre of a streamline which is advected forwards and backwards by
a length L. The pixels intersected by the streamline in the forward direction have
the indices (pi,x , pi,y ) where
pi = pi−1 +

v(pi−1 )
∆si−1
v(pi−1 )

and ∆si−1 is the distance to the pixel boundary, s0 = 0, si+1 = si + ∆si , and
i = 0, . . . , l where l is chosen such that sl ≤ L < sl+1 .
Pixels intersected in the backward direction are computed analogously and are
indicated by negative indices i = −ˆl, . . . , 0 where ˆl is chosen such that s−l̂ ≤ L <
s−(l̂+1) . For each line segment [si , si+1 ] of the streamline intersecting pixel pi an
exact integral of a convolution kernel k(w) is computed and used as weight in the
LIC
 si +∆si
k(w)dw
hi =
si
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The output pixel O(q, r) is then given by
l

O(q, r) =

i=−l̂

I(pi,x , pi,y )hi
l

i=−l̂

hi

In the simplest case the convolution kernel is a box ﬁlter so that the output texture
represents the weighted input texture along the streamline. Vector magnitude is
represented either by using colour mapping or by varying the length L of the ﬁlter
kernel.
Parameters inﬂuencing the quality of the output texture are the input texture,
the ﬁlter kernel, and the length L. Most authors employ an input texture based
on white noise which has a constant power spectrum and is completely random.
Aliasing eﬀects due to high frequency components in the white noise texture can be
reduced by low-pass ﬁltering the input texture [CL93]. Verma et al. demonstrate
that any correlation in the input texture is increased by the vector ﬁeld which leads
to artifacts [VKP99]. Okada and Lane obtain good output images with high contrast
by applying LIC twice, i.e., the authors use the LIC image as an input texture for a
second application of the algorithm [OL96]. Kiu and Banks [KB96] present multifrequency noise for LIC. Regions of low and high frequency noise in the input texture
appear as long fat and narrow short streaks in the output texture and can be used
to symbolise high and low velocities, respectively. The method can be extended
to a curvilinear grid by generating the noise texture using Poisson ellipse sampling
[MHK+ 98].
The choice of a ﬁlter kernel depends on the intended application. For simple
images a box ﬁlter is suﬃcient so that the output texture represents the weighted
input texture along the streamline. For animations a varying phase shifted periodic
ﬁlter kernel can be used [CL93]. Wegenkittl et al. [WGP97] propose an oriented
LIC (OLIC) which convolves a sparse texture with a rump like kernel. The resulting
image resembles ink droplets smeared along the vector ﬁeld direction. Fast rendering
is achieved by approximating the “ink droplet traces” by a series of overlapping disks.
The algorithm (called FROLIC) is related to particle based methods and produces
only an approximation to LIC [WG97].
Recommended values for the ﬁlter length L range from 10 times the pixel size
1 th
[CL93] to 20
of the output image size [SH95]. A large value of L reduces contrast
in the output texture whereas too small a value of L gives insuﬃcient ﬁltering. The
ﬁrst eﬀect can be decreased by amplifying the input image or by contrast stretching
the output image. Several example of LIC using a box ﬁlter with varying length are
shown in ﬁgure 4.10.
Stalling and Hege [SH95] suggest a modiﬁcation of LIC called Fast LIC (FLIC)
which is an order of magnitude faster, more accurate and resolution independent.
The authors recognise that for a constant ﬁlter kernel (box ﬁlter) the convolution
integral of two consecutive pixels on a streamline diﬀers only for a couple of pixels.
To formalise the diﬀerence it is convenient to reparameterize a streamline σ(u) in
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Figure 4.10. Top row: LIC with a kernel length of 40. From left to right: using white
noise, using low pass ﬁltered white noise, using low pass ﬁltered white noise and contrast
stretching the output texture. Bottom row: kernel length of 10,20, and 160. All images
are contrast stretched and use low-pass ﬁltered white noise.

the vector ﬁeld v with its arc-length s
dσ du
d
σ(s) =
= v(σ(s))
ds
du ds
A streamline through the point p0 is then deﬁned by solving the above ordinary
diﬀerential equation with the initial condition σ(0) = p0 . Assume two points p1 =
σ(s1 ) and p2 = σ(s2 ) are only a small distance ∆s = s2 − s1 apart then the output
texture can be computed as
O(p2 ) = O(p1 ) − k

 s1 −L+∆s
s1 −L

I(σ(s))ds + k

 s1 +L+∆s
s1 +L

I(σ(s))ds

By calculating long streamlines and only two correction terms for each new pixel
redundancies present in the conventional LIC algorithm are avoided.
For the implementation of FLIC the convolution integral is computed by sampling the input texture at evenly spaced locations. If the number of sample points
hitting an input pixel is smaller than some minimum number a new streamline is
started. The output texture is then computed by normalizing each pixel with its
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number of hits. According to the authors a step size of h = 0.5 times the width of a
texture cell is suﬃcient. If the output image has a higher resolution than the input
texture than the step size has to be decreased correspondingly.
In contrast to the original LIC algorithm FLIC avoids aliasing due to the correlation between pixel intensities along a streamline. In addition the technique allows
the use of higher order numerical integration methods whereas the traditional LIC
technique essentially employs an Euler method. Because of the discontinuities along
cell boundaries the authors found traditional Runge-Kutta methods with a limited
maximum step size to be suﬃcient. The integration steps can become so large that
cubic Hermite interpolation is necessary for texture sampling.
A drawback of FLIC is that only simple convolution kernels can be employed.
An extension using piecewise polynomial ﬁlter kernels is presented in [HS97].
Several other extensions to LIC have been presented in the literature. Forssell
applies the algorithm to vector ﬁelds over parametric surfaces by computing the
LIC texture in material space and by texture mapping it onto the surface in world
coordinates [For94]. Mao et al. [MHK+ 98] suggest multi-granularity noise to reduce
distortions in the mapping process. A further extension for general, possibly multiply
connected surfaces has been presented by Battke et al. [BSH97]. Three-dimensional
vector ﬁelds over 2D surfaces have been visualized by varying the saturation and
lightness of a LIC texture according to the angle between the surface and the vector
[OL96]. Flow features are characterized by diﬀerent hues. Alternatively a height
ﬁeld can be build from the vector’s normal components [SBH99].
Additional modiﬁcations exist for unsteady ﬂuid ﬂows. Forssell and Cohen use
streaklines rather than streamlines for the convolution kernel [FC95]. Shen and Kao
[SK97b, SK98] achieve improved spatial coherence and more accurate time stepping
by using Stalling and Hege’s method [SH95] and by integrating along pathlines
rather than streamlines. Yang et al. [YKMF00] report that the method is not
applicable for MR blood ﬂow imaging due to the limited temporal resolution of the
raw data. Instead the authors employ a noise reduction preprocessing step based on
the principle of mass conservation in order to obtain a more consistent ﬂow data.
Yang et al. represent the ﬂow by a 3D texture with linearly enhanced streamlines
by iterating a LIC algorithm and by applying a Laplacian high pass ﬁlter at each
step [YKMF00]. Sundquist computes a FLIC texture by using a “motion” vector
ﬁeld to evolve an FLIC texture for each time-frame via a set of advected randomly
placed particles [Sun03].
LIC can be extended to 3D and displayed using direct volume rendering [CL93].
Rezk-Salama et al. present an implementation for interactive exploration of volume
LIC using texture mapping [RSHTE99]. Interrante and Grosch improve 3D perception of volume rendered 3D LIC by enclosing streamlines with visibility-impeding
halos which indicate depth discontinuities [IG97, IG98]. Shen et al. [SJM96] combine dye advection with three-dimensional LIC in order to visualize local and global
ﬂow features simultaneously.
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Direct Volume Rendering

As for scalar ﬁelds, volume rendering is an attractive proposition for vector ﬁelds
because of its promise to show the entire ﬁeld all at once. An example mentioned in
the previous subsection is direct volume rendering of three-dimensional LIC textures.
Crawﬁs and Max [CM92, MCW93] represent vectors as antialiased line segments
and compose them with a splatting-like algorithm. Opacity and colour of the line
segments are used to encode vector magnitude and its normal component. In an
alternative implementation Max et al. splat antialiased line bundles oriented along
the vector ﬁeld with colour and position of each line randomly jittered in order to
produce an anisotropic texture [MCG94]. Rather than splatting individual lines or
line bundles Crawﬁs et al. [CM93, CMB94, Cra95] suggest splatting an anisotropic
texture, e.g., a texture of particle traces, and to rotate the texture to line up with the
underlying vector ﬁeld. The technique is termed texture splats and can be interpreted
as 3D splatted spot noise.
Frühauf introduces ray casting of volumetric vector data [Frü96]. Vector direction
is encoded by lightness and hue using an angle measure dependent on view direction
and light direction. Vector magnitude is represented by opacity.
Instead of volume rendering an entire vector ﬁeld Hong et al. suggest volume
rendering a scalar ﬁeld with vector information only displayed in relevant regions
using pre-voxelized vector icons [HMK95]. The technique uses an incremental image
update to achieve interactive frame rates and supports interactive viewing tools and
real-time animation of vector icons.
Turbulent ﬂows can be visualized by evolving clouds and smoke [EP90]. Subsection 4.7.3 described several techniques to volume render ﬂow volumes as smoke or
clouds. King et al. animate such eﬀects in real-time by using graphics hardware and
texture cycling [KCR99]. Van Wijk et al. observe that this class of methods represents turbulent motion as ﬂuctuating densities. As a result small-scale turbulent
eﬀects which cause only minor spatial and temporal density changes are diﬃcult to
perceive [vHdP94].

4.7.8

Vector Field Topology and Features

A vector ﬁeld v(x) can be characterized by considering its critical points which are
points with zero vector magnitude. Critical points are the only points where streamlines are non-parallel and therefore indicate important ﬂow features. Furthermore
these points can be used for the comparison of vector ﬁelds [LBH98, BH99]. A
critical point x0 can be classiﬁed by considering the eigenvalues of the Jacobian


Jv (x0 ) =

∂vi
∂xj







i, j = 1, . . . , n
x0

where n is the dimension. The type of a critical point indicates the ﬂow pattern in
its immediate neighbourhood.
So far research in this area has concentrated on characterizing critical points
of 2D and 3D vector ﬁelds. In two dimensions the Jacobian of a vector ﬁeld is a
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2 × 2 matrix and therefore has two eigenvalues with real components R1 and R2 and
imaginary components I1 and I2 . The type of a critical point and hence the local
ﬂow topology depends on the signs of these components. Real components greater
or smaller than zero represent repelling or attracting ﬂow features, respectively,
whereas non-zero imaginary components symbolise circular ﬂows. The resulting
types of critical points are depicted in ﬁgure 4.11. Note that these are all types of
critical point which can occur in a two-dimensional bilinearly interpolated vector
data set. By using a non-linear data representations higher order singularities can
be extracted [SHK+ 97, SKMR98].

Repelling Focus
R1,R2>0
I1,I2<>0

Repelling Node
R1,R2>0
I1,I2=0

Saddle Point
R1*R2<0
I1,I2=0

Attracting Focus
R1,R2<0
I1,I2<>0

Attracting Node
R1,R2<0
I1,I2=0

Center
R1,R2=0
I1,I2<>0

Figure 4.11. Classiﬁcation and example icons for critical points. R1 , R2 and I1 , I2 denote the real and imaginary parts of the eigenvalues of the Jacobian of the vector ﬁeld,
respectively (after [HH89]).

In 2D critical points and boundary points with zero velocity (attachment nodes
and detachment nodes) can be connected by special streamlines (separation lines)
in order to divide a ﬂow ﬁeld into regions of similar ﬂow behaviour [HH89, HH90,
GLL91]. The resulting image represents the topology of the vector ﬁeld. An example
is given in ﬁgure 4.12. Implementation diﬃculties arise from numerical problems and
the fact that separation lines can exist even if the vector ﬁeld does not contain critical
points (open separation lines). Kenwright et al. present mathematical methods for
the detection of both open and closed separation lines [Ken98, KHL99].
In three dimensions critical points are classiﬁed by recognising that the Jacobian
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always has at least one real eigenvalue. The eigenvectors belonging to the remaining
two eigenvalues span a plane for which the ﬂow topology is determined analogously
to the 2D case. The ﬁrst eigenvector is non-coplanar to this plane and represents
an attracting or repelling ﬂow in the third dimension. In order to compute the 3D
topology it is necessary to detect separation and attachment lines [Ken98, KHL99]
and to connect them to the critical points via streamsurfaces [HH91].
Several interesting observations with regard to vector ﬁeld topologies have been
made. Scheuermann et al. note that for sampled vector data the computed vector
topology is dependent on the interpolation scheme used [STH99]. De Leeuw and
van Liere [dv99] show that turbulent ﬂows can result in a proliferation of critical
points and a cluttered topological representation. A simpliﬁed display is achieved by
collapsing topologies. Similarly multi-level topologies can be obtained [dv00]. The
time evolution of 2D ﬂows can be represented as a third spatial dimension resulting
in topological surfaces as illustrated in ﬁgure 4.13.

Figure 4.12. Topology and critical point
glyphs of the velocity vector ﬁeld of a 3D ﬂow
c
on the surface of a hemisphere cylinder (1991
IEEE Computer Society Press [HH91]).

Figure 4.13. A topological surface visualizing the time history of a 2D ﬂow past
c
a circular cylinder (1991
IEEE Computer Society Press [HH91]).

So far this section has explained the computation of critical points and their
function in the computation of the vector ﬁeld topology. Additional information
can be visualized by displaying the critical points themselves using critical point
glyphs. An example by Helman and Hesselink [HH91] is shown in ﬁgure 4.12. The
glyphs constitute a 3D extension of the schematic representation in ﬁgure 4.11. The
arrows point in the direction of the real eigenvectors with their lengths proportional
to the corresponding eigenvalues. The red or blue colour of the arrow head indicates a negative or positive eigenvalue, respectively. If two eigenvalues are complex
they are represented by disks which are in the plane spanned by the corresponding
eigenvectors. The disk diameters are proportional to the real and imaginary parts
of the scaled eigenvalues. A dark blue or a yellow colour represent a positive or a
negative real part, respectively, and a light blue or a red colour represent a positive
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or a negative imaginary part, respectively.
Löﬀelmann et al. observe that topological analysis gives qualitative information
but lacks quantitative information such as the spatial extent of trajectories [Löf98,
LDG98]. The authors introduce therefore a special class of vector glyphs which
combines both topological and quantitative information. The glyphs are positioned
at critical points and indicate the local topology by classifying the local ﬂow pattern
as described above. Quantitative information is added by inserting a bunch of
streamlets (short streamlines) originating in the vicinity of the critical point at points
stochastically chosen depending on the critical point type. The length, direction and
colour of the streamlets indicates the velocity, direction and orientation of the ﬂow,
respectively.
It is important to note that critical points are not the only topological ﬂow
features and therefore are not suﬃcient for understanding a complex vector ﬁeld.
Additional ﬂow features have been described and characterized mathematically by
Asimov [Asi93]. Peikert and Roth present a method to compute global line type
features in vector ﬁelds [PR99a]. Tang and Medioni present a technique to extract
local minima and maxima from a vector ﬁeld [TM98]. The resulting features are
termed extremal surfaces and extremal curves and can be used to extract extreme
features such as shock waves in CFD data. Features can also be obtained by using
concepts from computer vision and mathematical morphology [SZ93]. Flow features
are not only used in visualizations but are also employed for data reduction, localized
measurements, and data comparison [Sil95]. This means feature extraction can be
an important part of the data transformation stage in the visualization pipeline (see
section 4.3).
An important class of features in CFD data sets are vortices since they represent
regions of energy loss [PP00]. Vortices are in general characterized by a turbulent
swirling ﬂow, though no agreement for a formal deﬁnition seems to exist [RP96].
One way to identify vortices is by detecting vortex cores, e.g., by integrating in the
direction of the only real eigenvector of a 3D spiral-saddle critical point [GLL91].
Performance can be improved by correlating vorticity data with co-existing physical
ﬁelds such as pressure [MZ95]. Roth and Peikert show, however, that vortex cores
can exist regardless of the presence of critical points [RP96]. Alternative methods for
vortex identiﬁcation are described in [BS94, KH97, PR99a]. Bent vortices have been
identiﬁed using higher order derivatives [RP98]. Visual representations for vortices
include particle systems, streamlines, streamtubes and the placement of a series
of colour mapped polygons orthogonal to the vortex axis [KH97]. The associated
vortex tubes can be represented using direct volume rendering [MZ94] and twisted
tube-like surfaces [BS94].
The visualization of vortices and other ﬂow features in time-varying vector ﬁelds
poses additional diﬃculties because features can merge (amalgamate), split (bifurcate) and change type. An overview of these problems is given in [MZ95]. A feature
tracking algorithm for turbulent 3D features is presented in [SW97]. Polthier and
Preuß suggest that feature analysis can be facilitated by decomposing a vector ﬁeld
into a divergence-free, a rotation-free and a harmonic part [PP00].
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Tensor Icons

Tensor ﬁelds are a common quantity in engineering and physical sciences. Of particular interest are second-order tensors
T = (Tij )
which can be interpreted as linear transformations between vectors and are represented in 2D and 3D by 2 × 2 and 3 × 3 matrices, respectively. Examples are
stress and strain tensors (see section 2.3), diﬀusion tensors (see subsection 3.3.2)
and velocity gradients and viscous-stress tensors common in CFD.
This section concentrates on the visualization of symmetric second-order tensors
which are characterized by Tij = Tji and are represented by symmetric matrices.
Asymmetric second-order tensor ﬁelds can be visualized by decomposing the tensor
into a symmetric and an antisymmetric part [DH93]
T=

T − TT
T + TT
+
2
2

(4.3)

The ﬁrst term is a symmetric tensor and the second term is an antisymmetric tensor
which can be represented by an axial vector [DH93].
The meaning of these components can be explained by using an example from the
ﬁeld of computational ﬂuid dynamics [Alo98]. Decomposing the velocity gradient
tensor as shown above results in a symmetric and an antisymmetric component. The
diagonal terms of the symmetric component describe the elongation of an inﬁnitesimal ﬂuid element in the coordinate directions while the oﬀ-diagonal components
describe shear deformations. The oﬀ-diagonal components of the antisymmetric
part describe the rotation of a ﬂuid element (i.e. the vorticity of the ﬂuid ﬂow). A
symmetric velocity gradient tensor represents therefore an irrotational vector ﬁeld
[Ken04].
For the remainder of this section the term “tensor” refers to a symmetric secondorder tensor. Visualization techniques applicable to general second-order tensors are
mentioned explicitly. We do not consider the visualization of higher-order tensors
(see for example [KGM95]).

4.8.1

Tensor Glyphs

A popular way to visualize tensors is by depicting their eigenvalues and eigenvectors
(see subsection 2.1.1). This can be achieved by drawing the eigenvectors as line
segments whose length is proportional to the corresponding eigenvalues. In general
the 3D perception of this representation is poor and using several of these glyphs
simultaneously often leads to visual cluttering.
An improved representation is achieved by using tensor ellipsoids which encode
the eigenvalues and the eigenvectors of a tensor by the directions and lengths, respectively, of the principal axes of an ellipsoid. Solid tensor ellipsoids can occlude large
areas of a visualization. While this eﬀect improves depth perception and decreases
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visual cluttering it is often desirable to reveal a higher proportion of the ﬁeld. An
eﬀective “see-through” ellipsoid is deﬁned by using bands along the “equators” of
the ellipsoids [PvPS95]. The “equators” of an ellipsoid are the intersections of the
ellipsoid with the planes spanned by any pair of its principal axes. Consequently a
3D ellipsoid has three equators.
One disadvantage of tensor ellipsoids is the inherent perceptual ambiguity. For
example, even if illumination is used it is diﬃcult to distinguish between a sphere
and a ﬂat face-on ellipsoid [WMK+ 99]. Westin et al. propose an alternative tensor
icon consisting of a sphere, a disk, and a rod with a common centre and where the
diameters or length of these components are given by the minimum, medium, and
maximum eigenvalues, respectively [WMK+ 99].
Haber represents a tensor by a cylindrical shaft and an elliptical disk [HM90,
Hab90]. The colour and the length of the shaft indicate the sign and the magnitude
of the maximum eigenvalue, respectively, whereas the radii of the disk represent the
medium and minimum eigenvalue. The disk is coloured according to the magnitude
of the maximum eigenvalue. Alternatively the disk’s colour can indicate the sign of
the transverse eigenvalues as shown in ﬁgure 4.14.

c
Figure 4.14. Tensor Glyphs used in the stress analysis of crack propagation (1993
IEEE Computer Society Press [KK93]).

If a visualization uses multiple tensor glyphs the icons must be scaled according
to the biggest ﬁeld value. Otherwise icons representing large eigenvalues might hide
information and cause visual cluttering. For small tensors this leads to sparsely
spaced icons and the visual connection between values is lost [LAKR98]. A solution
is to normalise the icons with the maximum eigenvalue which creates a texture like
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appearance for densely spaced icons [LAKR98].

4.8.2

Integral Representations

The previous subsection explained that using multiple tensor glyphs often causes
visual cluttering. Perception is improved by replacing discretely spaced icons with a
continuous representation such as hyperstreamlines [DH93, HD94]. The trajectory of
a hyperstreamline is a streamline of an eigenvector ﬁeld. The other two eigenvectors
and corresponding eigenvalues deﬁne the directions and lengths, respectively, of the
axes of the ellipsoidal cross section of the hyperstreamline. The hyperstreamline can
be colour mapped with the eigenvalue which corresponds to the eigenvector deﬁning
its trajectory. Other scalar quantities can also be used.
An interesting alternative usage of colour has been suggested for the visualization
of stress tensor ﬁelds. Delmarcelle and Hesselink discriminate between compressive
and tensile stresses in the cross section of a hyperstreamline by associating colour
with the angle between a radial vector of the cross section and the stress vector on
the surface orthogonal to this vector. Angles of zero, 90, and 180 degrees correspond
to pure tension, pure shear and pure compression, respectively [DH93].
An example of hyperstreamlines is given in ﬁgure 4.15. The image depicts four
hyperstreamlines in the direction of the maximum principal stress in a solid under
a point load. It can be seen that the maximum principal stress is roughly radially
oriented around the point load with the transverse stresses increasing towards it.

Figure 4.15. Hyperstreamlines and deformation surfaces visualizing the stress in a solid
c
under a point load (indicated by the red arrow) (1998
IEEE Computer Society Press
[BP98b]).
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Non-symmetric tensors can be visualized by decomposing them into a symmetric
and an antisymmetric component (equation 4.3). The symmetric component deﬁnes
a hyperstreamline whereas the antisymmetric component deﬁnes a rotation vector
depicted by a ribbon along the hyperstreamline.
Diﬀerent approaches exist to compute the trajectory of a hyperstreamline. The
straightforward solution is to use streamline tracking techniques for vector ﬁelds as
introduced in subsection 4.7.3. In some instances this approach does not yield the
correct structure of the underlying tensor ﬁeld and better results are obtained by
utilizing the full tensor information. Examples are found in the ﬁeld of medical
imaging where streamlines are propagated in diﬀusion tensor ﬁelds using Markov
chains [PMF+ 98, PCF+ 99] and advection-diﬀusion mechanism [WKL99] (see subsection 3.3.4).

4.8.3

Surface and Volume Representations

The methods introduced so far represent tensor information at a point or along a
streamline. Several algorithms exist to visualize tensor information over a surface
or a volume.
Jeremić et al. connect (the trajectories) of hyperstreamlines originating from
points on an open or closed curve with polygons and call the resulting glyph hyperstreamsurface [JSF+ 02].
Laidlaw et al. display a planar section of a 3D diﬀusion tensor ﬁeld using techniques from oil painting [LAKR98]. The (planar) direction and the saturation of a
brush stroke encode the 3D direction of the maximum eigenvector whereas stroke
frequency, transparency and length-width ratio represent the maximum eigenvalue
and various derived measures such as the diﬀusion anisotropy (see subsection 3.3.3).
The authors claim that the image displays data at diﬀerent levels of abstraction if
viewed from diﬀerent distances.
Boring and Pang visualize tensors by applying them to idealized objects, such as
simple surfaces and volumes, which are subsequently displayed [BP98b, Bor98]. The
tensor ﬁeld manifests itself in the deformation of the object which includes twisting,
bending, and elongation (see ﬁgure 4.15). In order to get meaningful results the
authors decompose a tensor into a deviator and an isotropic tensor (see section 4.3).
Hagen et al. [HHW94] visualize deformation tensor ﬁelds by displaying their characteristics, such as points of minimum and maximum deformation, using generalized
focal surfaces and characteristic curves.
Zhang et al. [ZCML00a, ZCML00b] visualize regions with large maximum and
medium eigenvalues by surfaces spanned by the corresponding eigenvector directions.
The resulting surface is at any point orthogonal to the direction of the minimum
principal eigenvector.
Finally Kindlmann and Weinstein modify the opacity and colour transfer functions used in direct volume rendering in order to represent tensor quantities [KW99].
The technique is tailored for the visualization of diﬀusion tensor ﬁelds in the brain
and was explained in more detail in subsection 3.3.4.
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Tensor Field Topology

As with vector ﬁelds the complex structure of a symmetric second-order tensor ﬁeld
can be represented by its topology. In two dimensions the topological skeleton consists of degenerate points which are connected by separatrices. Degenerate points are
points for which both eigenvalues of the tensor are equal and hence every vector is
an eigenvector. Since the eigenvectors of a symmetric tensor are otherwise orthogonal degenerate points are the only points in the tensor ﬁeld where the trajectories
of an eigenvector ﬁeld can cross. Separatrices are trajectories of the major eigenvector ﬁeld connecting degenerate points and separating it into regions of similar
behaviour.
The computation of degenerate points and the connecting separatrices is described by Delmarcelle and Hesselink [DH94, Del94] as follows: Let T be a twodimensional symmetric second-order tensor. A degenerate point x0 is eﬃciently
located by using the conditions
T11 (x0 ) − T22 (x0 ) = 0 and
T12 (x0 ) = 0
The partial derivatives
1 ∂(T11 − T22 )
1 ∂(T11 − T22 )
b=
2
∂x
2
∂y
1 ∂T12
1 ∂T12
c=
d=
2 ∂x
2 ∂y
a=

are then used to deﬁne the invariant quantity
δ = ad − bc
which, if δ = 0, deﬁnes the index of the degenerate point as
1
1
I = sign(δ) = ±
2
2
The index characterizes the streamline pattern of the major eigenvalue ﬁeld in the
vicinity of the degenerate point. It is possible to divide this pattern into sectors
separated by separatrices. The separatrices are determined by the real roots xk of
the cubic polynomial
dx3 + (c + 2b)x2 + (2a − d)x − c = 0
where k = 1, . . . , n and n is the number of real roots of the above cubic polynomial.
The angle θk of the separatrices with the x-axis is given by xk = tan θk [Del94].
Only two types of elementary degenerate points exist as shown in ﬁgure 4.16: wedge
points and trisectors. The wedge point in the ﬁgure has two diﬀerent separatrices
but it is also possible to have wedge points with only one separatrix and wedge
points with three diﬀerent separatrices in which case the middle one is ignored.
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d<0
I=-1/2

d>0
I=1/2

Figure 4.16. Trisector (left) and wedge point (right). Bold lines indicate separatrices and
thin lines trajectories of the major eigenvalue ﬁeld.

In time dependent ﬂows pairs of trisectors and wedge points can merge to create
patterns similar to vector ﬁeld singularities (see ﬁgure 4.11). The type of the resulting pattern is dependent on the index of the degenerate points, e.g., two merged
trisectors have a combined index of one and therefore look like a saddle point.
Merged singularities are generally unstable and soon dissolve into wedges and trisectors [DH94].
In three dimensions a symmetric second-order tensor has three real eigenvalues.
If only two of them are identical the same patterns as in 2D can be observed on
a plane orthogonal to the third eigenvector. If all three eigenvalues are identical
separatrices can be computed numerically from a non-linear system of equations
derived from a spherical coordinate representation of the tensor [HLL97]. Each
pair of separatrices forms a separating surface which is either a hyperboloid or a
paraboloid.
In three dimensions degenerate points can appear along continuous lines and
surfaces. Lavin et al. [LLH97] compute these points as the solution of an implicit
function by using the singularities of the deviator of the tensor (see section 4.3). The
authors further demonstrate that the singularities of the deviator can be linked to
physical properties of the tensor ﬁeld, e.g., for a stress ﬁeld they represent the area
with no stress, whereas for a deformation tensor ﬁeld the singularities represent the
area of the vortex core in the ﬁeld.

4.9

The Classiﬁcation of Visualization Icons

In this section we present a classiﬁcation of visualization icons. Contextual elements
and other tools increasing the eﬀectiveness of a visualization are described separately
in section 4.11.
The previous sections showed that today’s user can choose between a multitude
of diﬀerent visualization techniques. Classifying these techniques improves their
understanding and comparison. The literature oﬀers a wide variety of taxonomies
for visualization algorithms and visualization results. Card and Mackinlay [CM97]
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extend earlier work from Mackinlay [Mac86] and Bertin [Ber83] and classify the
components of a visualization into marks (point, line, area, surface, volume), their
graphical properties such as position (x, y, z-coordinate, time), retinal encoding
(colour, shape, size, gray-level, texture and orientation), connections and enclosure,
and textual elements.
Alternatively usability criteria can be used and a classiﬁcation of 3D vector ﬁeld
visualization techniques according to these criteria is given in [MCG94].
In this thesis we classify visualization icons according to their type, spatial domain, and information scope. The classiﬁcation extends a framework originally
introduced by Delmarcelle and Hesselink [Del94, DH95] but is more comprehensive
and extends to scalar icons as well. In addition several categories that were empty in
the original work are now occupied indicating new classes of visualization algorithm
introduced in recent years. The remaining empty categories show avenues for new
research.
The type of an icon describes the type of a ﬁeld represented by it. We consider
scalar, vector and tensor icons. The spatial domain of an icon can be a point, line,
surface, or volume and describes the dimension of the region for which ﬁeld values
are represented by the icon. For example, a vector arrow deﬁnes information for
a single point whereas a streamline encodes vector information at each point of its
trajectory. The embodied information scope is elementary if the icon represents
the data only across the extent of its spatial domain; local if in addition derivative
information (e.g., gradient, curl) is displayed; and global if the icon represents the
structure of the whole ﬁeld.
Furthermore we can deﬁne for each visualization icon the main visual attributes
used for encoding the represented data. The following symbols are used:
P Position
L Length
D Direction (angles)
V Volume
C Colour
S Shape
T Texture
The resulting classiﬁcation is shown in the tables 4.2, 4.3 and 4.4. The main
visual attributes for each icon are indicated in brackets. References to less well known
icons are given in the footnotes of each table. The technique “Anisotropy Modulated
LIC” refers to an extension of Line Integral Convolution for the visualization of
diﬀusion tensor ﬁelds presented in chapter 7.
Some explanatory notes are necessary to understand the assignment of the principal visual attributes for each icon. For example, at ﬁrst sight it might seem strange

120

Scientiﬁc Visualization

that “position” is a visual attribute used by isocontours and ridge and valley lines,
but not used by streamlines. However, the position information of a point on an
isocontour or ridgeline gives information about the represented ﬁeld: a point on an
isocontour has a known isovalue and a point on a ridgeline indicates a ﬁeld maximum
in the transverse direction to the ridge line (i.e., both the visual attributes point and
shape are utilized for perception). In contrast, the position of a single point on a
streamline contains no information about the represented vector ﬁeld: The vector
direction is represented by the tangent at that point (i.e., the streamline’s shape)
and the vector magnitude is usually represented by the point’s colour.
In order to demonstrate how the classiﬁcation was achieved consider an “isosurface” which is a scalar icon. The spatial domain of an isosurface is a surface
since each surface point represents a ﬁeld value equal to the isovalue. In addition
the isosurface represents local (neighbourhood) information in the sense that all
points above and below the surface have ﬁeld values above and below the isovalue,
respectively. Analogously to isocontours the position of a point on the isosurface
gives information about the values of the represented scalar ﬁeld and the surface’s
shape indicates the direction of the scalar ﬁeld gradient. Hence an isosurface uses
the visual attributes “position” and “shape”.
Spatial
Domain

Elementary

Information Scope
Local

Point

Discretized Height Fields (P or L)
(e.g., Line and 2D Bar Charts)
Colour Mapped Particles (P,C)

Line

Colour Mapped Wireframe (C)a

Surface
Volume
a
b

Colour Mapped Surfaces (C),
Height Fields (P,S)

Global

Isocontours (P,S),
Ridge and Valley Linesb (P,S),
Gradient Linesb (S)
Isosurfaces (P,S)

2D Scalar Field
Topologyb (P,S)

Direct Volume Rendering (C),
Maximum Intensity
Projection (C)

see subsection 5.8.1
[BP98a]

Table 4.2. Scalar icons.

It can be seen that almost all elementary higher dimensional icons employ visual
attributes with a high perceptual dimension (shape or texture, often in conjunction
with colour). In contrast elementary scalar data is usually represented by positional
or colour information alone. Note that some icons, e.g., a height ﬁeld over a planar
surface, can be easily extended by a scale which creates a highly accurate representation of the data (since that way every surface point represents a position on a scale).
Many icons for scalar data use colour which has a low representational accuracy.
The reason for this is that colour also has a low spatial requirement which is ideal
for representing continuous data over 2D and 3D domains. Continuous representations facilitate the detection of structure in the data and reduce visual cluttering
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Spatial
Domain
Point
Line
Surface

Volume

Elementary

Information Scope
Local

Arrow Plots (D),
Particle Advection (S)

Critical Point Glyphsa (S),
Flow Field Probeb (S)

Streamlines (S,C),
Illuminated Field
Linesc (S,C)
Stream surfaces (S,C),
Bivariate Colour Maps (C),
Line Integral
Convolution (T,C)
Direct Volume
Rendered LICf (T,C),
Flow Volumes (S)

Stream ribbons (S),
Streamtubes (S),
Vortex Cores (S)
Vector Field
Textured (T,C),
Global Line Type
Featurese (S)
Vortex Tubes (S)
Extremal Surfacesg (P,S)
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Global

2D Vector Field
Topology (P,S),
Skin-friction
Topologyh (P,S)
Skin-friction Topology+
Separation Surfacesh (P,S),
3D Vector Field
Topology (P,S)

a

[Löf98]
[dv93]
c
[SZH97]
d
[KML99]
e
[PR99a]
f
[RSHTE99, IG98]
g
[TM98]
h
[HH91]
b

Table 4.3. Vector icons.

Spatial
Domain

Elementary

Point

Tensor Ellipsoids (S),
Tensor Glyphsa (S)

Line

Tensor Field Lines (S,C),
Hyperstreamlines (S,C)

Surface
Volume

Information Scope
Local

Global

Degenerate Points (P,S)

Anisotropy Modulated LICb (T,C),
Laidlaw’s Paint Techniquec (T,C),
Tensor Warpinge (S,C)
Diﬀusion Tensor
Volume Renderingf (C)

[Hab90, WMK+ 99]
[WL01b]
c
[LAKR98]
d
[DH94]
e
[BP98b]
f
[KW99]
g
[HLL97]
a

b

Table 4.4. Tensor icons.

2D Tensor Field
Topologyd (P,S)
3D Tensor Field
Topologyg (P,S)
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and the oversight of interesting features.
The next section explains additional issues that are important when selecting
visualization icons. It is followed by a discussion of how multiple icons can be
assembled to form an eﬀective visualization and how a visualization can be eﬃciently
explored.

4.10

Using Visualization Icons

While the visualization task is made easier by using predeﬁned visualization icons it
is often not clear which subset of the given data should be mapped onto which visual
attribute of an icon. An additional diﬃculty is that perceptual interferences between
visualization icons can occur when displaying multiple ﬁelds simultaneously. This
section gives a number of guidelines to assist with the visualization task.
The mapping between variables and attributes is usually determined by the intended purpose of the icon. The following purposes are common:
• Display quantitative information
• Draw attention
• Show correlation
As discussed in the previous section quantitative information is best displayed
by length and position and is therefore reﬂected in the shape of an icon. Examples
are vector arrows and height ﬁelds.
Figure 4.17 shows a circular vector ﬁeld visualized with multiple visualization
icons using our toolkit introduced in the next chapter. The velocity direction is
indicated by a LIC texture and by the direction of the vector arrows. While vector
arrows give more precise directional information they can easily be misleading since
there is no indication of which data point they apply to (see subsection 4.7.1). The
vector magnitude is represented by the colour of the LIC texture (a poor representation, but continuous), by the length of an arrow (precise, but only available for
selected data points) and by a height ﬁeld which oﬀers the most accurate representation since the boundaries of the domain can be used as a scale. Note that only
the height ﬁeld shows clearly that the vector magnitude increases linearly from the
centre of the data set. None of the visualization icons displayed illustrates the global
location of the vortex core or the out-of-plane motion.
The example illustrates that diﬀerent visualization tasks may require diﬀerent
visualization icons. The content of the visualization should be driven ﬁrst and
foremost by the information that the scientist needs to communicate to his or her
audience.
Attention can be drawn to a target by using bright or highly saturated colours,
movement or change, and sharp boundaries [RL95]. Target identiﬁcation is also
inﬂuenced by linear separation, colour category, and colour distance [Hea96]. If the
complexity of the scene allows it, instant target identiﬁcation can be achieved by
using preattentive features.
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Figure 4.17. A circular vector ﬁeld visualized using diﬀerent visualization icons.

Finally it has been suggested that correlation between related data sets is perceived most easily when similar visualization icons are used [KK93].
An additional way to classify visualization icons has been suggested by Bertin
[Ber81] who distinguishes between two distinct uses of graphics:
• communicating some information which is understood.
• graphical processing in order to solve a problem.
The diﬀerent results of selecting visualization icons according to usage are demonstrated by taking ﬁgure 4.17 as an example: If the user is interested in ﬁnding
interesting ﬂow features the LIC texture is suitable since it shows the entire vector
ﬁeld. In contrast, if the user wants to communicate selected results, say the direction and magnitude of the local ﬂow maxima, then a more accurate and more easily
understood icon such as a set of vector arrows might be more appropriate.
Several other issues have to be considered when employing visual attributes.
Colour is a complex attribute due to the non-linearity of human colour perception and psychological inﬂuences such as colour metaphors. If colour is used in the
segmentation of a scene no more than ﬁve colours should be used [Dav91]. Pastels should be used to show continuities (since they blend into each other) and
clashing colours to discriminate areas [KK93]. Also colour should suggest meaning
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(metaphor) and related colours should be used for clusters of similar values or in a
series of images [Cox88]. Colour discrimination just by hue is diﬃcult [GL95] so if
features are emphasized diﬀerent saturations should be employed. However, when
using illuminated coloured surfaces this would interfere with colour changes due to
shading so that in this case colour spectra with constant saturation and brightness
are preferred. Gray scales minimise complexities due to psychological inﬂuences
and are especially popular in medical imaging due to their greater range of contrast
compared with hue-only colour scales [KK93].
Textures are used to create visual richness without adding geometry. Van Wijk
suggests that texture in data visualization is best used to symbolise global and quantitative information rather than local and qualitative information [van91]. Treinish
is quoted in [KK93] as saying that the eye is more responsive to changes in texture
than colour. Textures are therefore useful as a redundant cue for shape discrimination. Healey reports that texture and colour can only be combined if the texture
has a strong textural salience [HIR99].
The shape of an icon can encode multiple dimensions. In the simplest case each
dimension encodes one variable by elongation (e.g., tensor ellipsoids). Additional
information can be represented using other shape related attributes such as curvature
and “bumps”. The fact that rotated unfamiliar shapes are perceived as diﬀerent
indicates that icons encoding directional information should be simple and familiar to
the audience. Shape perception can be improved using lighting, lightness and colour
diﬀerences, texture, shadows, and contours (both explicit and subjective ones). The
principles of Gestalt perception might be important in the design of visualization
icons since it has been shown that well-organised good ﬁgures in the Gestalt sense
are more easily remembered and make fewer demands on cognitive resources [Sch96].
Note that the visualization icons listed in tables 4.2-4.4 were restricted to scalar,
vector, and tensor data, respectively. Some applications might require more specialised representations. Examples are uncertainty visualization and comparative
visualization.
Uncertainty visualization aims to display uncertainty in scientiﬁc data due to errors introduced during measurement, simulation, transformation and interpolation.
The goal is to avoid erroneous conclusions when interpreting the displayed data
set. Uncertainty has been visualized by animation, soniﬁcation, psychovisual approaches, and by modifying geometry and attributes of existing visualization icons
[PWL97, WPL96]. An interesting example has been suggested by Hin and Post
[HP93] who add stochastic perturbations to particles paths in a ﬂuid ﬂow. Dense
clusters of particles indicate high conﬁdence in the simulated ﬂuid ﬂow in those
regions.
Comparative visualization includes a range of techniques to visualize diﬀerences
between two data sets. Examples are the comparison of data sets of healthy and
diseased organs in medical imaging and the comparison of simulated data with experimental data. An example for this application is the validation of models in
engineering [PP95, SPU98]. Comparison can be achieved on three diﬀerent levels.
Data level comparison techniques compare raw data directly using various metrics
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and derived data sets. Diﬀerences can then be visualized. Image level comparison is
achieved by taking images, usually obtained as the result of a visualization, as input
and by comparing them using diﬀerence images, Fourier analysis or overlay and layout techniques [PP95]. Finally feature level comparison uses extracted features as
input. An example is the comparison of vector ﬁelds by means of their singularities
[LBH98, BH99].

4.10.1

Combining Visualization Icons

Visualization icons can be combined so as to yield more information than the sum
of the individual icons [KK93]. Additional information may exist in the form of correlation between multiple variables or as higher-order visual information (Gestalt).
Correlation between related data sets is perceived most easily when similar visualization icons are used [KK93]. Perception can be further improved by using
multiple visualization techniques simultaneously for the same data [RL95].
Gestalt concepts in visualization are demonstrated by Laidlaw et al. who use
densely-arranged normalised tensor ellipsoids in order to obtain a texture-like representation of a diﬀusion tensor ﬁeld which improves the perception of features and
ﬁeld properties [LAKR98].
In contrast to correlated variables unrelated variables are best displayed using
orthogonal (independent) visual attributes such as shape, colour, movement, and
texture. Many visualization icons utilize multiple visual attributes so extra care has
to be taken when combining such icons. In general it has been shown that the brain
can handle a maximum of about seven unrelated elements [KK93]. Note that diﬀerent visualization icons can also be used to display the same data in order to reinforce
information or to highlight diﬀerent aspects of the data (explicit redundancy). An
example of using orthogonal visual attributes is shown in ﬁgure 4.18.
Further guidelines for combining visualization icons are obtained from research
on graphing data. For example, visualization icons which overlap should be visually
distinguishable [Cle85]. When visualization icons with similar shape are used colour
can be used to discriminate between them [Cle85]. Mackinlay [Mac86] extends work
from Bertin [Ber83] and classiﬁes graphical encoding techniques into marks (points,
lines, areas), positional (1D, 2D, 3D), temporal (animation), retinal (colour, shape,
size, saturation, texture and orientation), maps, connections (tree, network) and
others. The author uses this classiﬁcation to create a composition algebra which
speciﬁes whether two encoding techniques can be used for the same task. While
the work was developed for graph design many results apply to the ﬁeld of scientiﬁc
visualization. For example, when size and shape are composed together small sizes
must be avoided since the shapes of the small objects may be hard to distinguish.
This observation is reﬂected in our classiﬁcation of visual attributes given in
table 4.1. For example, length has a medium spatial requirement but shape has
a high spatial requirement. Consequently an icon using both length and shape
for encoding data is restricted in its usage by the spatial requirements for shape
encoding. In general the spatial requirement of an icon is given by the largest
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Figure 4.18. Visualization of three 2D scalar ﬁelds and one vector ﬁeld by using a height
ﬁeld, colour mapping, isocontours implemented by bump mapping, and vectors implemented
c
by bump mapping (1993
IEEE Computer Society Press [KK93]).

spatial requirement of any of its visual attributes.
The eﬀectiveness of visualization icons is also inﬂuenced by the chosen background. The background can be used to highlight and support features in the image
and can be used to provide supplementary information and 3D perspective [KK93].
Keller and Keller recommend that the background of a visualization should have a
neutral (unsaturated) colour with a good contrast to the foreground [KK93]. The
authors further recommend the use of a horizontal (landscape) view since it corresponds to the normal ﬁeld of vision. 3D scenes should be oriented in such a way that
important features are in the foreground and not covered by other scene components
[KK93].
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A general approach for the creation of eﬀective visualizations is given by the “Natural
Scene Paradigm” which is based on our ability to immediately perceive complex
information in natural scenes [Rob91]. Implementing this paradigm involves clear
3D structures and the association of data with recognizable properties of objects.
In many cases no natural association between data and icons exist and the understanding of a visualization is dependent on the target audience having a priori
knowledge about it. In particular familiarity with the data set and the particular
visualization techniques is often required.

4.11.1

Lighting

Since our environment is illuminated by a wide variety of natural and artiﬁcial
light sources, the human brain is well adapted to perceive geometric information
from shading. As mentioned in subsection 4.4.3 the single most important clue in
shape recognition is diﬀuse illumination. Hence lighting is essential if using icons
which encode information by shape (such as height ﬁelds, isosurfaces, and tensor
ellipsoids). On the other hand, illuminating an object changes its perceived colour
so that lighting should be disabled if colour is the primary visual attribute. For
example, in this work lighting is disabled for the rendering of ﬂat or nearly ﬂat
(“shape-less”) colour mapped surfaces.
Some authors suggest that diﬀuse shading is the most important shape cue and
that adding specularity does not signiﬁcantly improve perception of shape diﬀerences
[RB00]. Therefore specular material properties should be avoided for icons which
use colour as a secondary visual attribute. On the other hand specular highlights
can help to distinguish object details, such as the radius of a rounded edge, so that
adding specularity to objects with low colour variations (e.g., isosurfaces) improves
the amount of perceived information.
The use of shadows can further improve the perception of the 3D geometry of
an object. For example, shadows have been successfully employed for visualizing 3D
vectors over 2D slices [KH91]. Shadows can also be used to indicate the distance of
an object from a background plane and help to indicate the spatial order of objects.
It has also been shown that shadowing increases the accuracy (but not speed) of
object positioning [HWSB99]. However, Hubona et al. [HWSB99] show that using
multiple shadowing light sources decreases user performance for positioning and
resizing tasks, which indicates that the perception and interpretation of scientiﬁc
visualizations might also suﬀer if more than one light source is used for shadow
creation.
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Perceptual Clues

In general it is diﬃcult to design a scientiﬁc visualization using the natural scene
paradigm. More concrete techniques for improving perception and understanding
are
• Shape clues
• Contextual clues
• Annotations
Shape clues are used to improve the perception of the 3D geometry of a scene.
Two major classes of shape clues exist: illumination (explained in the previous subsection) and explicit redundancies. Techniques based on explicit redundancies include emphasizing of silhouette curves (ﬁgure-ground boundary) and contour curves
(depth discontinuities) [ST90] and the use of mirrors. Projections of coloured shadows on the 3 coordinate planes have also been used [Tuc97].
Contextual clues improve perception by enabling the brain to relate abstract
visualization icons to familiar objects or properties. Examples of contextual clues
inherent in a data set are coastlines, bounding boxes, and model outlines which improve the perception of positional information. Motion blur can be used to indicate
velocities. Additional contextual clues to make data more readable include numbered scales, grid lines, and abstract objects to suggest value and relationships (see
[Tuf83]). Object recognition can be increased by comparing an object with similar
ones familiar to the user. This can be achieved by using multiple windows with the
same view, by using split-screen techniques or by using overlay techniques.
Zhang et al. [ZCML00b] apply contextual clues to the ﬁeld of medical imaging
and use easily identiﬁed anatomical features to improve the understanding of the
3D geometry of visualized nerve ﬁber structures. An example from our own work
[WL01b, Wün03b] is shown in ﬁgure 4.19. The tube-like structures indicate nerve
ﬁber tracts, whereas the green and red isosurfaces represent the eyes and the ventricles, respectively. The latter two objects are anatomical landmarks which indicate
the orientation of the data set (the eyes are in the front of the head), improve the
perception of the position of the nerve ﬁbers inside the head, and clarify the perception of the 3D geometry since the ﬁbers tracts furthest away from the view point
are occluded by the ventricles.
Finally annotations can be used to identify features and to explain relationships.
Examples are legends, labels, and markers. Legends should be comprehensive, informative and draw attention to important features in the data set [Cle85]. Care
has to be taken that the annotations do not distract from the actual goal of the
visualization [Tuf83].

4.11.3

Exploration Techniques

The perception of a visualized data set is further improved by enabling the user to
interact with the data. Common types of interaction are rotation, translation (pan)
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Figure 4.19. A visualization of the nerve ﬁber structure in the brain.

and zoom. Walk through and ﬂy through features are also popular. An example of
the resulting improvement in perception is explained in [Wün03a]: If large numbers
of icons are distributed over a 3D domain, rotating the model around its axis enables
the brain to diﬀerentiate icons in the foreground and the background. Animating
the interaction, e.g., using continuous rotations or automatic ﬂy-throughs, can help
the user to concentrate on the data.
Other common interaction techniques are ﬁsh-eye views and cut-away (clipping)
techniques. A generalisation of clipping is our sectioning tool introduced in the
following chapter. The tool slices a data set into sections and arranges them regularly
in 3D. Inner structure is revealed but the global structure can still be perceived due
to the brain’s ability to visually interpolate slice data.
Region-of-interest techniques allow the user to extract a region of interest from
the data volume. In most cases regions of interest are interactively deﬁned by placing
a box or a sphere into the volume. In some cases simple shapes are not suﬃcient
to extract an interesting region such as an anatomical abnormality in a medical
data set. Ney and Fishman [NF91] present a tool for interactively creating shapes
suitable to deﬁne arbitrarily shaped regions of interest in a data set.
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Fuhrmann and Gröller [FG98] introduce magic lenses and magic boxes as a tool
to improve 3D interaction. Magic lenses are planar usually circular objects which
magnify the scene behind the lens and remove the volume in front of it. Magic
volumes are explicit focus volumes in which a detailed representation of the visualization is displayed. The back faces of the box are opaque in order to reduce
distraction.
Large data sets can be eﬃciently explored by using multiscale visualizations
which use diﬀerent levels of abstraction for detail views and overviews of the data.
An example is given by Stolte et al. [STH03].
Data brushing, originally developed for multivariate data, can also be utilized
in scientiﬁc visualization by selecting or highlighting icons shown in one view in all
other views of the data. The technique can be used to increase rendering speed,
to highlight or to extract features and to facilitate the discovery of relationships
between subsets of the data [WB96, WB97].
Finally image graphs [Ma99, Ma00] and visualization spreadsheets [CRBK98,
JKM01] allow the user to interactively change visualization parameters while seeing
their eﬀects on the ﬁnal image.
An increasingly popular approach to dealing with extremely large data sets is
the use of immersive environments such as virtual reality (VR) workbenches [BL91,
Bry96] and CAVE theatres [Jas97]. Interaction with data is achieved using data
gloves [BL91, Bry96, FBZ+ 99] or natural interaction techniques such as speech and
hand gestures [SZP+ 00].
For large data sets exploration results might be improved by employing a collaborative visualization in which research teams collectively analyze data [WWB97].
Fuhrmann et al. suggest that collaborative exploration is facilitated by using augmented reality which combines familiar physical surroundings with synthetic data
[FLSG98]. Issues relating to collaborative control are discussed in [BIP00]. Recently collaborative visualization over the Internet has been proposed as an eﬀective
learning tool [Pea02].
Direct interaction with the data can be replaced or supplemented by a presentation simulating an interaction. For example, a sequence of successively magniﬁed
images reveals structure whereas a simultaneous display of images using diﬀerent
techniques shows multiple aspects of a data set [KK93].

