Magnetic  Data Storage
This is a summary of the history of magnetic data storage to be used as a basis for designing the display on hard disks in level 5 of the Computer Science Department. It is based heavily on the references at the end.

0. Introduction

The most common forms of permanent data storage used in modern computers – hard disks and archival tapes – represent data as magnetized “bars” on the surface of a thin medium, where writing and reading of data requires mechanical movement of the medium. This type of data storage was used in the very first computers at the end of the 1940s. In the succeeding 55 years the technology has been improved to an extent that is just as remarkable as improvements to computer electronic circuitry over the same period
Just how much progress has been made? One of the first computers to use a magnetic storage was the ERA Atlas of 1950. It stored 16384 24-bit words on a drum 8.5 inches diameter and 14 inches length –  this is a density of about 400  bits/in3. Contrast the Toshiba MK 1031GAS in 2005 which stores 100 GBytes in 4 in3 for a density of  200 x 109 bits/in3. The improvement in density of storage is about 0.5 x 109, but the Atlas drum needed additionally a motor, power supply and controller, whereas the Toshiba is self-contained, so we can claim that the improvement in density is 10**9 in round numbers. There are other ways of measuring improvement, such as bits per dollar, but consideration of these also put the progress as about a billion-fold!
1. Precursors

In the late 1940s, when the designers of the first computers needed to provide fast storage/ retrieval of digital data they could draw on the technology for recording analog audio information using magnetism that had been developed over the preceding 50 years. The concept behind the technology was outlined by the American Oberlin Smith in 1878 and publicized more-widely 10 years later. However, it was not until 1898 that the first functioning magnetic recorder, the telegraphone, was demonstrated by the Danish inventor Valdemar Poulsen. The technology developed slowly during the first part of the 20th century for use in dictaphones, for telephone message recoding and for delayed radio broadcasting. The magnetic media were steel wires and steel tapes (though there were devices that used disks following the same format as gramophones.) Major breakthroughs were made in the 1930s with the use of coated plastic tapes - by the early 1940s the German tape recorders called magnetophones were being used to make high-quality orchestral recordings. 
2. Basic Ideas

Representation of digital information needs two states only. Thus, only two directions of magnetization are used, SN or NS in the direction of motion
. The medium comprises a backing material which has a thin coating that adopts the magnetization that is applied to it. To write bits, the medium is moved past a recording head that is a tiny electromagnet. By changing the direction of current in the magnet’s wiring the medium is magnetized in one direction or the other along the track (sometimes, particularly with video-based devices, the head is moved as well so it is relative motion.) The track width is usually wider than the displacement representing a bit so the magnetized area is a bar, but, unlike a bar magnet, magnetized across the short axis. 
The earliest digital magnetic stores used induction to read the information stored. The medium is moved past a “read head” which is an electromagnet used “in reverse” (sometimes the same as the “write head”). A change in magnetization direction induces a current in the electromagnet’s wires. In modern devices the magnetization is sensed by other means but the tradition is maintained that the two states of  raw bits  are represented by a transition or no transition in the direction of magnetization. 
There are problems with this representation among which is that the length of a sequence of non-transitions might be hard to determine accurately because of slight variations in the speed of the medium. These problems can be overcome by having special “timing” tracks, pre-recorded with a sequence of 1s, that are read at the same time as the data. However, most commonly, the data is “self clocking” – it is recoded
, so that a long sequence of non-transitions never occurs - the boundaries between bits can then be determined accurately.
3. Drums as Computer Memories

Computers as proposed by von Neumann and Turing required memory that would contain both data and programs. The memory had to be fast (operate at electronic speeds) and random access (take the same time for all words of memory). Although the technology for processing data electronically was available from the mid 1940s there was no matching technology for computer main memory. This did not really become available until the development of magnetic core memory in the mid to late 1950s. 

In the interim, use was made of memories that were available but which lacked some of the desirable properties. One possibility was to use magnetic data storage. This was of reasonable price and capacity but had the defect that it was slow and not truly random access – some data items took longer than others to access
.
The first magnetic data stores used information stored on the surface of drums rather than disks. Drums were easier to design with the required tolerances and read/write heads could be provided for each track, staggered around the circumference. There was thus no head movement to control which made the maximum access time quite short – one revolution of the drum. With multiple heads, data could be transferred “word parallel” so data transfer rates could be quite high, compensating for the slow, non-random access.

The first drum development was started in the USA in 1946 with the founding of Engineering Research Associates operating out of St Paul, Minnesota. ERA performed research and development work for the US Navy (actually for cryptographic applications.) Two of the first working drums were delivered in 1948, but the first drum for a computer to use as main memory was for the Atlas
 computer delivered in 1950
. This computer was funded as project number 13 for ERA so the commercial version was given the binary name of “ERA 1101” as an insider’s joke. ERA was later rolled into Univac Corporation and its successor computers given names 110x – up to 1108
 in the1970s.
ERA also designed a drum for the IBM 650, the first computer in NZ, which was of the same genre as the Atlas 1
. Although computers like the IBM 650 were slow they received a boost by having each instruction specify the address of the next. Thus, with knowledge of instruction timing, it could be arranged that the next instruction was immediately available under the read heads. This optimization was done by software, in the case of the IBM650 by the Symbolic Optimizing Assembly Program – SOAP.

Magnetic drums were also researched at the University of Manchester in England and developed as a commercial product by Ferranti for their Mark 1 computer
. The Manchester drums had a different use – rather than being the fastest memory they were used to supplement a real parallel memory and extend its capacity. They accessed data serially rather in parallel as it was more appropriate for this application.
The use of drums as main memory died out with the arrival of core memories but their use as a fast back-up or extension to fast memory remained. They were used to implement virtual memory or paging systems where the addressable main memory is much larger than the actual main memory. Drums were developed further, particularly by Univac, but the technology with momentum was the hard disk and this gradually replaced the drum. For use in paging, some disks were provided with one “head per track” (such as in the B6700 disk on display) or some fixed heads were provided on otherwise conventional disks. Special paging stores continued to be made up until the late 1970s but this role was eventually taken over by ordinary disks as they, and the capacity of regular main storage, improved.
Exhibit: The fixed head disk of the Burroughs B6700 computer at the university of Auckland in the 1970s; also other examples of the technology of the machine.
4. Magnetic Tape Development

Magnetic tape recording was a technology available for use by the first computers. However, adapting the analog audio technology to provide fast and reliable long-term storage for digital data required a number of years of development and appears to have been a more-difficult engineering task than was the development of the magnetic drum.

The first US commercial computer, the UNIVAC, was designed to operate with magnetic tapes which they called Uniservos. The characteristics of the recording were just as in later tape drives. There were 8 tracks read or written in parallel, giving 6-bit characters and timing control. The tape stored 128 bits per inch, operated at a speed of 100 in/sec and could transfer date at a rate of 12,800 characters per second once the tape was up to full speed. However, the tape took 10ms to start or stop. Data was thus arranged in blocks of 720 characters with gaps between blocks that allowed for starting/stopping of the tape.
The Uniservo used cumbersome tapes made of steel. A lighter cheaper plastic medium similar to that for audio recording would have been preferred, however, the flexibility and lower strength of the plastic tape was a serious problem for high-speed operation. These problems were eventually solved at IBM with the IBM 726 tape drive in 1953. With the IBM tapes an ingenious vacuum buffer divorced the movement of the massive reels from the movement of tape. 
The IBM tapes set standards that would be followed by others for 20 years. The reel size was 10½  inches, though smaller reels could be used. The density of storage gradually increased from 100 characters per inch to 1600 characters per inch. Tapes were used ubiquitously for backup of commercial records. Large computer installations needed to develop procedures for manually handling tens of thousands of tapes in their libraries. Before on-line disks were widely available any records required would need to be loaded on to the tape drives manually.

Exhibit: DEC tape reader (on 4th floor)

Magnetic tapes are designed so that a block of data may be read or written as a whole. It is not possible to change individual characters within a block. Likewise it is not possible to change the size of a block because of the need for fixed-size starting/stopping gaps. Consequently, it is normal for a tape to be written in its entirety. To deal with variable records stored permanently in a tape-based data base, techniques were developed called batch processing. Typically, records on tape were stored in the order of some key on a master tape. Changes to records were stored on an update tape, also ordered by key. The batch processing algorithm would read the master file and the update file in order, producing a new master file written to tape as it was produced. This style of data processing dominated commercial data processing until online storage in disks became feasible in the 1970s. A lot of early interest in sorting algorithms was to find ways of efficiently ordering the update records by their keys. 
As computer systems changed from batch processing to on-line storage and updating data on permanent direct access disks, the role of the tape changed from one of containing the data base to that of archiving and backup. The mode of use of tapes changed from accessing small records and blocks to reading and (in particular) writing very long streams of data. By 1970 tapes had capacity of 46 Mbytes, quite a lot less than the hard disks they were supporting. Tapes needed to have higher capacity and faster transfer rates. They were also awkward to use, requiring manual intervention. They were quite bulky – backups and archives could run to many tens of thousands of tapes.
Some of these problems were addressed by changing from tape reels to cassettes. The IBM 3480 cartridge of 1973 was only 4 x 5 x 1 inches but could hold 180 Mbytes (the later 3480E 400 MB) and transfer data at four times the rate of reel-to-reel tapes. These improvements were made using a number of improvements, double width recording, better magnetic material, error-correcting codes and magnetoresistive read heads. This line of development has continued to the present day with tape capacity just keeping pace with disk capacity.
Digital Equipment Corporation introduced their own streaming tapes for back-up purposes in the mid 1980s. This used a single reel ½ inch cassette with data written as a continuous stream of bits from one end of the tape to the other, then writing in the reverse direction, with a large number of tracks on the tape. This, called DLT for Digital Linear Tape, initially stored 94 Mbytes on 22 tracks. The technology was later taken over by Quantum Corporation and has become a widely used standard for small and middle-sized systems. Improvements have been made over the years to the extent that, in the same package, a longer tape stores multiple hundreds of gigabytes in up to 448 tracks!

IBM formed part of a consortium of manufacturers of tapes and tape drives in the mid-90s to specify a sequence of standards for a market to which all could contribute. This standard is called LTO for “Linear Tape Open.” The latest tape drives from IBM are the “Ultrium” series. The consortium also laid out a roadmap for gradual increase in tape capacity over the years. LTO is a streaming tape format that, like DLT, writes data in both directions along the tape. DLT and LTO seem now to be very similar. Both have heads that are movable from track to track with servo signals controlling the position of the heads accurately. LTO has always written data byte-wide with a multiple head but DLT now does the same. Tape and disks have both pushed technology to the limits and each has contributed to the development of the other.
Even with cassettes the number of volumes in a tape library is enormous and locating and mounting tapes that are required is tedious. Over the years there have been many attempts to provide automatic archiving devices of great capacity. These have been of two types, archives that involve a new type of storage and those that are “robots” automating access to conventional media. The new technologies have been generally been unsuccessful, often because the mainstream alternatives are improved more quickly. Among these were the IBM Data cell for the IBM 360 and the IBM 3850 cellular store of 1975. The tape robots were more successful. These were made originally for reel to reel tapes and more lately for conventional cassettes. There are large robots for very big data bases and more modest “juke boxes” for smaller systems.
 Exhibit: DEC DLT drives and “juke boxes”
Almost every variety of audio and video tape has been adapted for data storage. Some of these were of very large capacity, such as several Gigabytes in VHS video tape. These were also not generally widely adopted, though an exception was the standard audio digital DAT tape in the late 1980s which was extensively used – the tapes having a capacity of several GBytes. These tapes were designed for back up, operating in “streaming mode” whereby large files were transferred as a unit.

Another adaptation of audio tape was as program storage for the first low-cost personal computers. Standard audio tape recorders were used to store bits encoded as sound signals. These were very slow and of low capacity but adequate for these entry-level applications. There was never any standard for data encoding accepted
 and the tapes were soon replaced by floppy disks when they became widely available at a lower cost.
Exhibit: A collection of tape drives used in early PCs

A use of tapes that was of particular interest  in research applications was DEC- tape of Digital Equipment Corporation used in the PDP computers. The DEC tape was pre-formatted with timing tracks. It was possible to read and change individual characters on the tape so the tape was used more in the manner of a floppy disk than a hard drive. 
Exhibit: Reel to reel tapes and cassettes of various sorts

5. Magnetic Disk Development

5.1 The first hard disk

The history of magnetic disk storage for digital data has a very precise beginning. The first such storage was the result of an undertaking by IBM, from their new (1952) San Jose (California) laboratories to develop both a disk store, the IBM 350, and a computer system that was based around the use of on-line storage, the RAMAC (Random Access Method of Accounting and Control) in 1956. For the first 20 years of development of disks they were very much an IBM story. Nowadays there are others pushing the technology although IBM remains and important player.

The final IBM 350 disk storage had 50 24-inch diameter double sided disk platters on one spindle rotating at 1200 rpm. There was one dual-head mechanism that was inserted between disks to read the disk above or that below – the head had to be retracted and moved vertically to the appropriate gap when there was a change in the surface being read. One problem with large rotating disks is that they wobble (called run-out.) To get the head consistently near enough to the surface it was necessary to force it close using air under pressure pumped to the head. The head was stopped from contacting the disk surface by a jet of air from the head forming an “air bearing” that caused the head to float like a hydrocraft at 800 micro inches – 20 micro metres.  This allowed the IBM 350 to store 100 bits per inch with tracks spaced at 20 per inch
.

5.2 Modern disk compared

Dividing its capacity by its volume we can see that the first disk stored data at about the same density as the early drums, although of much greater capacity. Compared to a drum memory, which essentially has a 2 dimensional surface for storage, a disk device makes better use of space by stacking disks in 3 dimensions, thus disk storage was subject to more-intense development and improvement than drums, which has resulted in the close to a billion fold improvement. 

The modern disk remains a mechanical device and is recognizably a descendant of the 1956 IBM350. The improvement over 50 years has been obtained by continually refining all aspects of the technology. There have been many individual improvements, too many to mention all, but we will try to cover the main ones. 
Much of the early development of disks was from IBM or by ex-IBM employees around Silicon Valley in California. The IBM350, although introducing disks and air bearings, was very much a “first attempt.” The next IBM store, the IBM 1301, has more in common with the modern disk. Although having 25 disk platters per spindle, the 1301 gave up moving the head between surfaces and had a “comb” of heads, one for each surface, which were moved in unison, only one of the 50 being active
.  All disks since have had comb heads (even if with only one tooth!) – sometimes more than one. 

The other significant change was the “self acting slider” – the heads did not have to be supplied with compressed air for the air bearing but this was formed by the hydrodynamic profile of the head. The heads were forced down on the disk surface mechanically and to avoid damage the heads had to be parked off the surface at “power-on” until the disk picked up sufficient speed for the relative motion of the head to allow the head to “float.” Such “self acting hydrodynamic sliders” have been used ever since. They allow the heads to be much closer to the disk surface and thus allow closer spacing of the bits in the track. Since the 1301, there has been a steady improvement in the design of sliders, involving making them smaller and smaller, and a corresponding need for the disk surface to be made smoother and flatter to allow the head on the slider to get closer and closer to the surface – down to less than 5 microinches today. 

5.3 Disk Packs

The problem with disk stores such as the IBM 1301 was that they were of relatively low capacity yet extremely expensive. Their use in any but the largest computers would require a less expensive machine yet that could only be achieved by reducing the capacity. A solution to this conundrum was to make the set of platters removable and interchangeable. The first IBM “disk pack” introduced as the IBM 1311 in 1963 had a capacity of just 2 MB, each pack with 6 double-sided platters. The follow-on version for the System/360 increased the capacity to 7.25 MB. The disk pack and its interfaces were published standards so there were many vendors of disk packs and even disk drives. It also set the standard disk size of 14 inches that was to last for 20 years.

The disk pack was adopted by other vendors and became a widespread approach to storage, especially with smaller computer systems. Disk packs were made in a variety of sizes and formats. At one extreme were the simplest packs which had only one platter and tended to be called “cartridges.” At the other extreme, IBM introduced a multiple drive storage (the 2314) that used 8 standard sized packs to come up with a total disk storage in one unit of 233MBs. This finally began to provide at reasonable cost an on-line storage capacity that would satisfy the needs of on-line applications.

Exhibit: Examples of disk packs from various vendors

Exhibit: DEC disk cartridges and a DEC cartridge drive as used in …..
There is a serious problem involved in moving the heads to a particular track – this applies to all disks, though to disk packs in particular. How is the track identified? Up until the mid-sixties heads tended to be moved mechanically or hydraulically and the location of the track determined by a mechanical indent or stop. As tracks got closer together the variation in geometry from pack to pack made it difficult to move tracks closer while still being able to locate tracks precisely.

The modern solution to this problem was introduced in the IBM 3330. The head assembly ismovable to arbitrary positions by means of a current-carrying coil inside a fixed magnet (coiled a “voice coil” for use of the same effect in loudspeakers (where the magnet moves inside a coil.)) One of the disk surfaces is initialized with  special timing signals that can be sensed by the control hardware and used to find each track and deliver a servo signal that can be used to keep the head on track. Additionally, the start of each block begins with a permanently recorded address so that control hardware can distinguish the tracks and blocks from each other.

The disk head arm can be set moving by initiating an electric current in the voice coil -  the arm moving inwards or outwards, depending on the current direction. If the current is steady the arm will accelerate but will soon slow to a constant speed because of opposing currents introduced by the movement of the coil. With the current stopped the coil will stop moving. To move from track to track the disk controller has to operate the current for the appropriate time to make the head skip the required number of tracks, at the same time sensing tracks as they pass. Once a track is located the head assembly isn’t fixed in position (although the coil resists movement because of the induced currents) but has to be continually “jigged” with small changes of current to keep it on the correct track. This was all pretty impressive considering that control logic at the time was expensive – no microprocessors yet. 

The 3330 was another industry standard with a capacity of 100Mbytes per pack (later 200MB,) now 389 times better than the 350. The voice coil technique is universal in modern disks, though most do not have special tracks for the servo signals but have small bursts of servo signal recorded between each block of data. 

5.4 The Winchester disk

Removable disk packs dominated disk storage in the late 1960s. There was enough capacity in the multiple-disk controllers that important data bases were never removed from their drives. The amount of stored data continuously increases so there is always demand for disks of larger capacity. However, the height of head flight above the disk surface is such that removable packs are not clean enough to make progress. Additionally, variations in dimensions and properties from pack to pack restrict inter-track densities. Solution to these problems required that the disk platters and heads be sealed together as a unit.

The first IBM disk to be sealed gave its internal project name to this class of disk for the future. IBM had a project for a lower-end drive that comprised two 30MB drives – 3030 is also the number of the Winchester rifle, so the IBM 3040 was called the Winchester. As well as being sealed and having low-mass, lightly-loaded heads, the Winchester disks had lubricated surfaces on which the heads rested when the disk was not in use – previously the heads had to be lifted and parked off the disk to avoid damage at start up when the disk speed was not great enough for the heads to float – this was not compatible with a lower flight height
. 

The IBM 3340 had one strange feature that the disks were removable but the disk cartridge included the heads within the module. The next high-end disk from IBM, the 3350, gave up on removability which was never again used with advanced disks. The

3350 offered 317MB per spindle - 1538 times more dense than the 350 – and became the design point for the first half of the 70s.

Exhibit – IBM 3350 disk drive and smaller Winchester successors 
5.5 Small is beautiful

From the early 1960s most disks had platters 14 inches in diameter. This became a standard size for the high-end disks for over twenty years. The high point for the 14 in. disk came with the IBM 3380 (1981) with 9 platters and a capacity of 1260Mbytes. This device was also housed in a huge cabinet. It continued in different versions until 1987 with the 3389K drive of 3781 MB capacity.

Exhibit – IBM 3380 disk drive.
High-end disks needed a large diameter to gain the capacity needed for on-line data-bases. For less demanding markets, the head technologies developed for the larger disks made smaller disks viable – these started to be introduced in the 1980s. IBM had the 3310 disk storage with 8-inch drives in 1979. Seagate introduced a 3.5in drive in 1980 – the ST 506 – specifically intended for personal computers. 

Making devices smaller was the beginning of a virtuous cycle of feedback. Large diameter platters consume more power – proportional to RPM 2.8 times diameter 4.6. Additionally, smaller platters have better properties of rigidity and vibration which makes it possible to achieve greater densities than with wider platters. The result is that smaller disks are much more competitive in price per bit than large drives so that it becomes a better solution to capacity to have multiple small drives. For example IBM replaced the 3380 with the 10.8 in. 3390 with a slightly larger capacity but double the areal density to 62.6 MB/in2, 31,320 times better than the RAMAC.

Since then there has been a succession of new smaller disks. At present the highest capacity still have the 3.5 in size but new markets have been opened up with hard disks for personal computers, for notebooks, and now for personal entertainment devices – the smallest disks now occupy < 0.5 in3 in space.


An interesting example of the tradeoff between large and multiple small disks was the introduction in the 1990s of the RAID concept. The idea behind Redundant Array of Inexpensive Disks was that cheaper disks were available but not as reliable. However,  multiple cheaper disks could be made reliable and competitive by managing a set of disks with one controller and spreading information across the disks in a redundant way so that errors could be corrected – in the extreme making multiple copies of each file, but with many clever less-costly variations. What has happened, of course, is that small disks are not less reliable than larger disks and any system of integrity must have backup for “grand disasters.” However, the standard disk setup for large servers is now an array of small disks, up to hundreds of them, with total capacities creeping into the PetaByte region. 
Exhibit: DEC RAID array
5.6 Heads and surfaces

In order to gain improvements in density it is necessary to make the magnetized bits smaller and pack bits together much more closely. This has required the miniaturization of the head and its windings, and improvement in the flatness of the platters. IBM introduced “thin –film” heads in the 3370 disk – the head and their windings are “printed” using techniques developed for high-density circuit boards. The materials used in platters have been made thinner and more-rigid, in some cases being made of ceramic (smaller diameter platters experience much less centrifugal force.) Platter coatings were once applied as a “paint” that was spread by rotation but these are now replaced by “thin films” applied by plasma sputtering in a vacuum – a technique developed for integrated circuits. The material science behind platter coatings is now extremely sophisticated.
As the size of bits decreases there is a problem with sensitivity of reading. The inductive signal depends on the strength of magnetization and speed of rotation. Although small disks are made to rotate faster the strength of signal limits progress. To overcome this, for sensing the magnetization, other physical phenomena have been drawn upon. The most widely-used now is magneto-resistive sensors that detect magnetization by a change in the resistance of the circuit. More recently, a quantum effect called Giant Magnetoresistance or “spin valve” is drawn upon, and other phenomena are being considered. (See Scientific American, July 2004.)

5.7 Logic in Disks

The first disks, even ones as advanced as the 3350, were from an era where electronic logic to control disks was very expensive – this led to the goal of disks being simple with reliance on a shared controller or the CPU itself for sophisticated control. All the details of control were centralized, other than the transfer of the data characters themselves. 

With servo-tracking heads it is necessary for the disk device to recognize the address at the start of a track – this is just a simple matching of the bit pattern of the desired sector number with the number being read. With centrally-controlled disks from IBM the computer would be informed of a match and would be required to command the disk, in real time, to read or write the following sector. This was a severe limitation on the speed of operation of the control mechanism.

However, the opportunity presented itself of locating information by matching a data field other than the address. IBM introduced the count/key data (CKD) format that was used for many years – once a track was located the track could be selected by matching the Key rather than the Count (address). This led to an important approach to data layout called the “indexed sequential access method.” There were also proposals to extend this possibility and at least one product – the CAF or Content Addressed File store from ICL – where the disk store was referenced entirely by key, rather than address.
Apart from this deviation (which wasn’t a very good idea because of the possible other smarter ways of organizing data other than simple list) the trend has been to put more and more processing power close to the disk but keep the disk storage format as simple as possible. The processor asks the disk to read or store data at a disk address – the rest is up to the disk itself. Nowadays data is stored in fixed-sized blocks preceded by an identifying address. At one time disks were divided into cylinders and sectors containing equal numbers of bits - the inner tracks stored data more densely than the outer tracks. Now data is stored in the same density on all tracks with more blocks in the outer tracks – this can give a 50% capacity boost with small diameter disks.

Increased processing power, with special circuitry and micro-processors, has made a huge improvement to disk controllers. It is very difficult to pack bits closely together without increasing the rate of read errors to unacceptable levels. A major improvement was the development of error-correcting codes that can handle bursts of errors, corresponding with small faults on disk surfaces – “Reed-Solomon” and others. Another development is the use of signal processing and logic to match the read pattern for a group of bits to determine with maximum likelihood (PRML) just what the bits are.

As well as logic, cheaper random access memory, has improved disks. Nowadays disks commonly contain a buffer or cache memory so that recently accessed items, or adjacent items, are obtained from the high speed memory. The disk controller can separate transmission from reading, allowing the speed of transfer to be divorced from the speed of rotation of the disk.
5.8 Other Improvements

Modern small disks are clearly descendants of the IBM 3350 in many of their visible features, but there are a couple of obvious visible differences. 

The early disk arm assemblies moved in and out using a linear motion. At some stage there was a change to placing the arm assembly on a pivot and rotating the arm, causing the heads to move from track to track. This requires less mass to be moved and fits nicely in the corner of a rectangular package.

Early disk drives used an external motor to rotate the disk, usually with a belt connection. As disks became smaller this motor was replaced with a one on the same axle as the disk itself, the motor being integrated into the package, directly rotating at the same speed as the platters. This direct connection and the smaller diameter of platters has led to an increase in rotation speed to 10000 rpm and beyond in recent years, after having remained unchanged for a long time. The speed of rotation is adjusted dynamically under microprocessor control. A recent change has been the replacement of ball bearings with smoother oil-lubricated bearings that reduce noise and run-out.

5.9 Future of Fixed Disks

At the time of writing the largest disks in the 3.5 in. format have capacity of about 500 GBytes. Forecasters are predicting that 1 TByte disks are not far away, but the question remains as to how far density improvements can be continued. 

One expensive step in manufacturing current disks is writing the servo information. This is done before disk assembly (I think) because servo information is written in a different way, offset, to ordinary bits. One possible improvement is to include the ability to write the servo information in each disk – this will allow closer spacing of bits which is the aim of the game. Other proposals are to burn servo info using lasers and sense the information optically.
Currently bits are stored with a magnetic bar that is about 12 times longer than wide. Reducing the relative width offers another step to make bits smaller and pack them closer together. Another proposal is to heat the recording surface with a laser to make it easier to change the magnetization.

A long heralded change has been a move to vertical recording – with a very thin film of magnetic material, this offers the possibility of reduction in bit size. It was investigated by IBM in the late 1950s but has just made its appearance in 2005.

Everybody seems to agree that disk improvements will continue into the low TByte range, but beyond that? One problem is that as the size of bits decrease random quantum fluctuations in magnetization come into play and increase error rates.

But many are predicting 100 TBytes on your home computer. Some are questioning the implications of this amount of storage. What will it be used for? How will it be backed up. (A removable hard disk may be the only viable back-up.)
Note that recently the target market for hard disks has changed from computers of all sizes and become focused on the personal entertainment industry. The need for digital music storage has led to the development of tiny hard disks, for use in cameras even tinier. At the high-end the big application for hard disks is becoming storage of hundreds of hours of video in “set top boxes” and, eventually, on line storage of the personal video library!
6.0 Floppy Disks

The IBM 360 computer of the 1960s made great use of read-only memories to hold microcode – the speed of the read-only memory varied with the performance of the processor – each model class had its own memory technology. The designers of the successor machines made a decision to use a single variety of electronic integrated circuit read/write memory to hold microprograms for all models. This led to the problem of how to get the microcode into memory when the computer was started – the Initial Control Program Load (ICPL.) They decided to design a magnetic memory to hold the microcode so that it could be read and loaded when required.

This led to development of what became called the “floppy disc” drive. With floppy disks the magnetic medium is flexible and its lubricated surface is pressed against the read head rather then riding above the rigid medium surface as with a hard disk. The diskette is enclosed in a semi-rigid envelope that protects the surface and has a slot through which the diskette is read. The diskettes are interchangeable – the drive grips the diskette medium with a clamp over a cone in the central hole and the disk drive does not rotate except when data is being read, thus avoiding wear. The first diskettes (23FD) could hold only 81.6 KB. As well as in the System/370, they were used to hold control programs for the IBM 3330 hard disk controller.

The success of this technology led to it being adapted other applications. With computers of the time, getting new data into the computer system was awkward. Time-sharing systems were not powerful enough to enter data on-line. Punched cards were used universally for data entry though there were devices that allowed data to be stored directly to magnetic tape, quite suitable for large volumes of data. It was thought that a floppy disk that could be written as well as read would provide a replacement for cards. The ICPL disk and diskette were revamped in a slightly larger 8 inch square diskette package, made writable and improved to allow storage of 243KB. This was delivered in the IBM 3740 Data Entry station in 1973. This was the “8 inch floppy” – the initial 33-FD model underwent further improvements to the 43-FD  of 568 KB and the 53-FD of 1 MB in 1977.

Exhibit: 8 inch disk drives

The floppy disk did eventually see the end of punched cards for data entry. The floppy was also available to be used as the main long-term storage device for the first Personal Computers. Their impact was much increased by Shugart Associates introduction of a smaller 5 ¼ inch version in 1976. This started with a capacity of 81 KB, also increasing in stages to a capacity of 1 MB in 1981. All of the early personal computers, Apple and IBM included, used 5 ¼ inch floppy drives.

A last stage of mainline floppy development was Sony’s introduction of the 3 ½ inch floppy in 1981. This had a closable window to protect the surface and metal hub to allow more precise gripping of the medium. It started with 322 KB and also increased in stages to well over 1MB. The 3 ½ inch floppy was first used with the Apple Macintosh in 1984 and soon became the main interchangeable storage medium for personal computers for the next 10-20 years.

Exhibit: Various floppy diskettes and drives
The floppy diskette did not have the capacity to handle multi-media so it was gradually phased-out in favour of technologies with greater capacity. Apple made CD drives standard in all of its computers by 1994 and discontinued the floppy with the iMac in 1998. Other PCs have continued to support the floppy disk for interchange of small amounts of data but it now has been effectively replaced by flash-memories – an all-electronic technology.

Although the main line of floppy development ended with the 3½ inch profile, there were other developments of the technology that were of significant use in the period before flash-memories. One problem with the floppy is holding the medium rigid while it rotates at speed. One solution to this is to rotate the floppy disk above a rigid disk and force air to flow from the hub to the rim in the gap – the Bernouilli principle causes a vacuum that sucks the floppy surface tightly against the rigid disk while allowing it to rotate with low friction. Development of this principle led to a series of high-capacity floppy drives and diskettes with capacities of up to 100MB, the IOMega ZIP drive in particular. 

One last mention should be made of the ubiquitous use of magnetic recording of data on magnetic stripes in credit cards and the like. Now everybody uses magnetic data storage every day, it has become so commonplace that we do not think about it at all.
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 Atlas
� The medium can also be magnetized “vertically” – this improvement is discussed later. 


�  The simplest encoding “FM” - 1 is TT and 0 is TN (T – transition, N - no T.) This significantly reduces recording density and is now replaced by other schemes such as RLL (run length limited) encoding – e.g.  RLL 2,7 where the maximum run length of Ns in the encoding is 7 and the minimum is 2.


�  Acoustic delay lines, also used in early computers, had similar properties.


� The first of at least 3 computers named Atlas. This one was named after a comic-strip character.


� The drum was 8.5 in diameter, 14 in long, stored 16384 24-bit words, 80 b/in, 3450 rpm., access time17ms. 


� The first Wanganui police computer in New Zealand was one of this series.


� Its drum was 4 in diameter, 16 in long, 12,500 rpm, 4.8 ms max, 1000-2000 decimal digits encoded in the abacus-like biquinary code.


� The Ferranti Mark 1 drum was 10 in diameter and 12 in long, stored 16384 40-bit words serial 200 rpm, maximum 30ms access time.


� An adaptation of FSK data communications standard, which used two distinct audio frequencies for the bit states, was widely used.


� Assembled with covers, the 350 was 60 inches long, 68 inches high and 29 inches deep. It was configured with 50 magnetic disks containing 50,000 sectors, each of which held 100 alphanumeric characters, for a capacity of 5 million characters.


� The  IBM 1301 had two 28 MB modules each with 25 disks and 50 sliders. It rotated at 1800 rpm with seek taking 165 ms ave.  There were 50 t/in with 520 b/in - 13 times the 350 density – less than a 100 million fold improvement yet to go!





� Interestingly, in modern disks the heads are so close to the surface that they are inclined to stick – this has required that heads are again parked when the disk is not rotating.
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