CompSci 105 - Sorting

TOPIC: Sorting
Introduction ──────────────────────────────────────────────────
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	TEXT BOOK (Walls and Mirrors): 

Algorithm Efficiency and Sorting



Sorting is the process of organising a collection of data into either ascending or descending order.  
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Sorting is a very common operation, and there are many reasons for wanting to sort a collection of data.  You may want to sort some data so that it can be displayed to a user in a more convenient way, or you may need to sort some data so that it can be used by a particular algorithm.  For example, searching for a particular element amongst a collection of data is one of the most common tasks a computer performs.  If the data we must search through is randomly organised, the best we can do is examine each element in turn, which is O(n).  However, if the data is sorted, we can search for elements in the data collection in O(log(n)) time – which is very efficient.

Whatever the reason we have for wanting to sort our data, there are many different ways it can be done.  Some sorting algorithms are conceptually easier to understand than others, and some are faster than others.  We will begin by considering the problem of sorting an array of integers, and will look at five common sorting algorithms:
· insertion sort

· selection sort

· bubble sort

· merge sort

· quick sort

Swapping ───────────────────────────────────────────────────
Swapping two elements is a common operation when sorting.  This is fast and easy to do with arrays:

public void swap(int data[], int i, int j) {



int temp;



temp = data[i];



data[i] = data[j];



data[j] = temp;


}

We will make use of this swap() method when we implement each of the sorting algorithms.
The O(n2) sorts – Insertion, Selection and Bubble
Insertion sort ─────────────────────────────────────────────────
The first sorting algorithm we will look at is insertion sort.  The idea with this algorithm is that a section of the array becomes sorted and this sorted region grows as each element in the array is inserted into the sorted region in the correct position.

Imagine a set of cards

· start sorting from one end

· keep the sorted cards and unsorted cards separate

· take the next unsorted card and insert into the sorted cards

For example, consider the array below.  The shaded area represents the sorted region of the array.  At each step, the next element just outside the sorted region is inserted into the sorted region.  In the diagram below, element 7 is inserted into the sorted region between elements 6 and 9 – increasing the size of the sorted region by one. 
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Example – step by step
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Source code – insertion sort
The basic algorithm is:


for each element



insert it into the sorted region

The source code is below:

public void insertionSort(int[] data) {



for(int i = 1; i < data.length; i++)




insert(data, i);


}


public void insert(int[] data, int n) {



//inserts the nth element into the sorted elements



for(int j = n; j > 0 && data[j] < data[j-1]; j--)




swap(data, j, j-1);


}

We can rewrite this code in a single method as shown below:


public void insertionSort(int data[]) {



for(int i = 1; i < data.length; i++)




for(int j = i; j > 0 && data[j] < data[j-1]; j--)





swap(data, j, j-1);


}

Insertion Sort performance

· insertion sort performs extremely well on data which is already nearly sorted

· the following chart shows the performance of insertion sort on sorted data, random data, and reverse sorted data
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Big-oh complexity

In the worst-case and in the average-case, insertion sort is O(n2).

In the best-case, when the data is already sorted (or almost sorted), insertion sort is O(n).

Selection sort ─────────────────────────────────────────────────
The idea with selection sort is that at each step, the largest element is selected from the unsorted region of the array and put at the small end of the sorted region, which grows in size.

Imagine a set of cards

· select the biggest card from the unsorted part

· swap it with the end of the unsorted part

For example, consider the array below.  The shaded area represents the sorted region of the array.  At each step, the largest element in the unsorted region is selected and swapped with the last element in the unsorted region.  In the diagram below, element 6 is selected and moved to the end of the unsorted region – increasing the size of the sorted region by one. 
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Example – step by step
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Source code – selection sort

The basic algorithm is:


while not finished



select the biggest unsorted element



swap with the last unsorted element

The source code is below:

public void selectionSort(int[] data) {



for(int i = data.length-1; i > 0; i--) {




int maxIndex = getMaximum(data, i);




swap(data, i, maxIndex);



}


}


public int getMaximum(int[] data, int n) {



int max = 0;



for(int i = 1; i <= n; i++)




if (data[max] < data[i])





max = i;



return max;


}
Or we can rewrite this in a single method:

public void selectionSort(int[] data) {



for (int i = data.length-1; i > 0; i--) {




int maxIndex = 0;




for (int j = 1; j <= i; j++)





if (data[maxIndex] < data[j])






maxIndex = j;




swap(data, i, maxIndex);



}


}
Big-oh complexity

In all cases, selection sort is O(n2).

Bubble sort ──────────────────────────────────────────────────
The idea with bubble sort, is that all elements in the array are examined with a basic loop, and two adjacent elements are swapped if they are out of order.  After doing this once, the largest element will “bubble up” to the end of the array.  Repeating this process enough times sorts the array.

Imagine a set of cards

· start at one end

· compare adjacent cards

· swap if they are out of order

· the largest value will "bubble" up to the end

For example, consider the array below.  The shaded area represents the sorted region of the array.  At each step, a complete pass of the unsorted region is made in which adjacent pairs of elements are considered, and swapped if they are out of order.  After one complete pass, the largest element in the unsorted region will have “bubbled up” so that it is adjacent to the last element of the unsorted region.  In the diagram below, elements 5 and 4 and elements 6 and 2 would be swapped during one pass of the unsorted region, leaving element 6 adjacent to element 7 – increasing the size of the sorted region by one. 
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Example – step by step
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Source code – bubble sort

The basic algorithm is:


while not finished


for each element in the unsorted region



swap with adjacent value if required
The source code is below:


public static void bubbleSort(int[] data) {



for(int i = data.length-1; i > 0; i--)




bubbleUp(data, i);


}


public static void bubbleUp(int data[], int n) {



for(int j = 0; j < n; j++)




if(data[j] > data[j+1])





swap(data, j, j+1);


}

Or we can rewrite this in a single method:


public void bubbleSort(int[] data) {



for(int i = data.length-1; i > 0; i--)




for(int j = 0; j < i; j++)





if(data[j] > data[j+1])






swap(data, j, j+1);


}

Big-oh complexity

Given the above implementations, bubble sort is O(n2) in all cases.  However, it would be possible to terminate bubble sort as soon as one complete cycle of the inner loop (variable j) occurs without any swaps taking place.  Therefore, bubble sort can easily be implemented so that it runs in O(n) time in the best case, when the data is already sorted.

The O(n log(n)) sorts – Merge and Quick
The previous sorting algorithms were all O(n2) on average.  We are now going to look at the merge sort and quick sort algorithms which have a better average-case performance: O(n log(n)).  

Although the general performance of the previous algorithms is not as good, some of them can still be useful in certain situations.  For example if the data is almost sorted, the performance of insertion sort is basically O(n).

Divide and Conquer ─────────────────────────────────────────────
Although we can implement the insertion, selection and bubble sort algorithms recursively [see exercises], they are usually implemented iteratively (using loops) as we saw above.  
Merge sort and quick sort are naturally recursive algorithms.  The reason that they perform so well is that they split a problem into two halves, and then solve each of the halves recursively – a technique called divide and conquer.
Consider sorting 32 cards using selection sort

· time ≈ 1024 (ie. 322)
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Compare that with sorting 16 cards twice

· time ≈ 512 (ie. 162 + 162)
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Compare that with sorting 8 cards four times

· time ≈ 256 (ie. 82 + 82 + 82 + 82)
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Although in the second two cases, the cost of merging the solutions must be taken into account.

Merge sort ──────────────────────────────────────────────────
The idea with merge sort is to split the problem in two halves, recursively sort each half, and then merge the two sorted halves back together again.

Imagine a set of cards

· split the deck in half

· get two friends to sort each half into order (recursive case)

· merge the two sorted halves into correct order
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The recursive “merge sort” step (that splits the problem in half) is separate to the “merge” step (which combines the two recursive solutions).  In terms of the set of cards, detailed instructions for these two steps would be as follows:

MergeSort

· accept a pile of cards

· if you were given a single card, 
· then return it (as a single card on its own is already sorted!)

· else

· divide pile in half

· give first half to neighbour and wait for it to be returned

· give second half to neighbour and wait for it to be returned

· merge both halves

· return the sorted pile

Merge

· accept two piles of cards

· repeat until all elements are checked.

· compare top of each pile

· take largest and add to bottom of new pile
Example – step by step

MergeSort:
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Merge:
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Pseudocode – merge sort


MergeSort (start, end)



if number of elements to sort > 1




split in half (find middle)




sort left half (start, middle)




sort right half (middle, end)




merge both halves (start, middle, end)


Merge



create temporary array



for each element of temp




compare elements from each sorted half




assign smallest element to temp

Source code – merge sort


public void mergeSort(int[] a, int start, int end) {



if (start < end - 1) {




int mid = (start + end)/2;




mergeSort(a, start, mid);




mergeSort(a, mid, end);




merge(a, start, mid, end);



}


}


private void merge(int[] a, int start, int mid, int end) {



int temp[] = new int[end-start];



int i = start;



int j = mid;



for(int k = 0; k < temp.length; k++)




if (j >= end || i < mid && a[i] <= a[j])





temp[k] = a[i++];




else





temp[k] = a[j++];



for(int k = start; k < end; k++)




a[k] = temp[k-start];


}
Calling mergeSort()
The mergeSort() method above is defined recursively and needs parameters passed to it (start and end) to indicate the section of the array to sort.  As it is defined above, the initial call to mergeSort() to sort an entire array, data, would be:


mergeSort(data, 0, data.length);
Disadvantages of merge sort
· Although merge sort runs very quickly, the algorithm does require additional space in the merge step, when the array temp is created.  Unless the array being sorted is extremely large, or storage is particularly limited, this is not usually a concern.   
Big-oh complexity

Merge sort is O(n log(n)) in all cases.

Quicksort ───────────────────────────────────────────────────
The idea with quick sort is to move one element to its final position in the sorted array, and then recursively sort the elements on either side of that position.

Imagine a set of cards

· pick a single element 'p'

· shift the cards so that p is in its final position:

· all elements less than p are below p

· all elements greater than p are above p

· get two friends to sort each half (recursive case)
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The recursive “quick sort” step (that splits the problem in half) is separate to the “partition” step (which picks an element and arranges all elements less than it to one side and all elements greater than it to the other side).  In terms of the set of cards, detailed instructions for these two steps would be as follows:

QuickSort

· accept a pile of cards

· if you were given < 2 cards
· then return them (if any), as they must be sorted!

· else

· partition the cards

· keep the selected card, low cards and high cards separate

· give low cards to neighbour and wait for it to be returned

· add selected card to top of the low cards

· give high cards to neighbour and wait for it to be returned

· return the sorted pile

Partition

· accept a pile of cards

· pick the top card and put aside

· divide cards into two piles… cards lower and cards higher than the selected card.

· return the low cards, selected card, and high cards

Pseudocode – partition step


Partition



pivot is leftmost element



while left and right are different




reduce the right pointer until it refers to 




an element in wrong half




swap left and right




increase the left pointer until it refers to




an element in wrong half




swap left and right
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Example – step by step
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Pseudocode – quick sort

if number of elements to sort > 1



partition elements around pivot p



quicksort all elements below pivot



quicksort all elements above pivot

Source code – quick sort

public static void quickSort( int[] xs, int lo, int hi ) {



if( hi - lo < 2 )




return;



int p = partition( xs, lo, hi );



quicksort( xs, lo, p );



quicksort( xs, p+1, hi );


}

public static int partition( int[] xs, int lo, int hi ) {



int left = lo, right = hi - 1;



while( true ) {




while( left < right && xs[left] < xs[right] )





right--;




if( left < right )





swap( xs, left++, right );




else





return left;




while( left < right && xs[left] < xs[right] )





left++;




if( left < right )





swap( xs, left, right-- );




else





return right;



}


}

Calling quickSort()
The quickSort() method above is defined recursively and needs parameters passed to it (lo and hi) to indicate the section of the array to sort.  As it is defined above, the initial call to quickSort() to sort an entire array, data, would be:


quickSort(data, 0, data.length);
Example – step by step
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Disadvantages of quick sort
· If we choose the pivot element by selecting the left-most element of each partition, quick sort performs very poorly if the data is already nearly sorted.  This is because the recursion will not halve the problem size, but only reduce it by one.

· The most important part of quick sort therefore, is choosing a good pivot element
· we want to evenly divide the problem at each step
· ideally we want to choose an element such that its value lies in the middle of all the other values in the partition
· Methods of choosing pivot

· choose the center value
· randomly choose it

· take a sample of elements and choose the median value (for example, we can take the left most, the right most, and the center element in the partition and choose the median of these three to be the pivot – this scheme is often called “median of 3”)
Big-oh complexity

Quick sort is O(n log(n)) in the average-case and best-case.  In the worst case, when the data is sorted and the left-most (or right-most) element of each partition is selected to be the pivot, quick sort is O(n2).  However, in practice, we can easily avoid this worst case by choosing the pivot element at random or to be the median of a sample of elements.  Such a scheme makes it extremely unlikely that we will select the smallest value in each partition to be the pivot.  For data that is randomly arranged to begin with, quick sort will perform as well as any known sorting algorithm.

Generalised Sorting ─────────────────────────────────────────────
So far we have examined the problem of sorting arrays of ints.  There are of course many types of data that we may want to sort besides integers.  One approach would be to duplicate the algorithms to work with arrays of doubles, duplicate them again to work with arrays of Strings, etc., and then again to work with other reference types we may have defined.  
A much better solution than this unnecessary duplication is to develop one set of general sorting methods which implement the same algorithms as before, but work with arrays of type Object.  Any of the sorting algorithms we have looked at so far can be implemented.  As long as the objects we want to sort are defined by a class that implements the Comparable interface, any two elements in an array can be compared using the compareTo() method.

For example, using the swap() method below that swaps two elements in an array of Objects:


public static void swap(Object data[], int i, int j) {



Object temp;



temp = data[i];



data[i] = data[j];



data[j] = temp;


}

we could implement a general-purpose bubble sort as follows:

  public static void bubbleSort(Object[] data) {

 
 for(int i = data.length-1; i > 0; i--)



for(int j = 0; j < i; j++)




if (((Comparable)data[j]).compareTo(data[j+1]) > 0)





swap (data, j, j+1);

  }
──────────────────────────────
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