CompSci 105 - Performance Analysis

TOPIC: Performance Analysis
Introduction ──────────────────────────────────────────────────
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	TEXT BOOK (Walls and Mirrors): 

Algorithm Efficiency and Sorting



When we analyse the performance of an algorithm, we are interested in how much of a given resource it uses. The resource in question is usually either space (how much memory is used) or time (how long it takes).  We are going to be mainly interested in how long our programs take to run, as time is generally a more precious resource than space.  When we write a program, the time it takes to execute often depends heavily on the data that is passed to it.
	Consider the problem of downloading a file from the internet.  To answer the question “how long does it take to download a file from the internet?” is difficult, because it depends on so many factors.  Suppose it takes:

· 2000 milliseconds to initially set up the connection

· 0.5 milliseconds to download each byte from the file

The time taken to download a file of n bytes would therefore be described by the formula:
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T(n) = 2000 + 0.5n
Even though 2000 is much larger than 0.5, we can sense that the 0.5n term will become more important than the 2000 term if the size of the file is large (several MB for example).  We also know that this formula is based on specific conditions – the coefficient 0.5 will change if we have a faster connection to the internet. 
What the formula does tell us is that if we know how long it takes to download a file of a certain size, then we can expect it will take approximately twice as long to download a file that is twice the size (and this approximation becomes more accurate as the file size gets larger).  For example:

· How long would it take to download a 1MB file? 


T(1000000) 
= 502000 ms 



= 8 minutes and 22 seconds
· How long would it take to download a 2MB file? 


T(2000000) 
= 1002000 ms 



= 16 minutes and 42 seconds

Although this is not exactly twice as long, it is very close.  So, to answer the original question, we could say that downloading a file from the internet takes a “linear amount of time” – in other words the time it takes is directly proportional to the size of the file.
Similarly, the question “how long does it take this algorithm to execute?” depends on the size of the data the algorithm is working with, and also on the language used to implement the algorithm and the speed of the computer on which the algorithm is running.

In this topic we are going to learn about a useful notation, called big-oh notation, for expressing the speed of an algorithm in a way that is independent of the speed of the computer, or the language that the algorithm is implemented in.  With big-oh notation, we are interested in the rate at which the running time for an algorithm increases as the size of the problem or data increases.
Measuring time in Java ───────────────────────────────────────────
There is a static method in the System class called currentTimeMillis() that we can use to accurately time the execution of a program.  This method returns a long value which is the current time measured in milliseconds.  Recording the time before and after executing a section of code, and then subtracting the before time from the after time, gives the running time of the code.  The source code below illustrates how to do this:

long before, after;

before = System.currentTimeMillis();


// the code to be timed goes here


after = System.currentTimeMillis();


long timeTaken = after – before;

EXAMPLE:
Let’s use this approach to time how long it takes to perform 10000 assignments.  Our code will look like:


long before, after;


before = System.currentTimeMillis();


int z = 0;


// do 10000 assignments


for (int i = 0; i < 10000; i++)



z = 12345;


after = System.currentTimeMillis();


long timeTaken = after - before;


System.out.println("Time for 10000 assignments: " + timeTaken);

The output of this program is:

Time for 10000 assignments: 0
The problem is that if the code we are trying to time runs quickly, a millisecond may be too long for us to get an accurate measure of time.  In this case, we should execute the code many times, in batches, and then divide the total time taken by the number of batches to get an accurate measure.  For example, we could execute the loop above 10000 times using another loop:

long before, after;


int numBatches = 10000;




before = System.currentTimeMillis();


int z = 0;


for (int k = 0; k < numBatches; k++) {



for (int i = 0; i < 10000; i++)




z = 12345;


}


after = System.currentTimeMillis();


long timeTaken = after - before;


System.out.println("Time for 10000 assignments: " + timeTaken);
This time, the output is:

Time for 10000 assignments: 328
That is, it took 328 milliseconds to perform the operation we are timing (10000 assignments) 10000 times.  

In other words, the 10000 assignments took 328 * 10-4






= 0.0328 milliseconds
How can we comment on the performance of this code?  We could say: “performing 10000 assignments takes 0.0328 milliseconds”, however this statement is only true for the particular machine the code was executed on.  If we run the same code on a faster computer, the running time would be less.

Therefore performance is usually measured by the rate at which the running time increases as the problem size gets bigger.  In other words, it is the relationship between the running time and the problem size that is of interest.  It is very important that we identify what the “problem size” is.  For example if we are analysing an algorithm that processes an array, the problem size is the size of the array.  In many cases, the problem size will be the value of a variable, where the running time of the program depends on the value that the variable has.

EXAMPLE ───────────────────────────────────────────────────
Summing the first n integers
Consider the following program that calculates the sum of the first n integers:


int sum = 0;


for (int i = 0; i < n; i++) {


sum += n;

}
The problem size here is the value of n.  Obviously as the value of n gets bigger, the program will take longer to run.  Rather than trying to calculate exactly how long it will take to run for a particular value of n, we are interested in how quickly the running time of this program increases as n increases.
The amount of time a program takes to run depends on how many basic instructions must be executed.  To obtain an estimate of this, we can examine the source code and count how many assignment, increment, or conditional tests the program would perform.  Let’s consider the program line by line:

A) int sum = 0;

here, a single assignment is performed, and this is performed only once regardless of the value of n
B) for (int i = 0; i < n; i++)

here, one assignment is performed to intialise i, the conditional test is performed n+1 times and the increment is performed n times 

C) sum += n;

here, the assignment is performed n times, as this is inside the body of the loop.

So for an input of size n, the number of basic operations this program executes is:


= 1 + 1 + (n+1) + n + n 

= 3n + 3
What does this formula tell us about the running time of the program?  We can’t use it to accurately estimate how long the program will take to run – because not only would we would need to know how long each of the basic operations take, but we really want our analysis to be machine independent.  Therefore, the constants in the formula above are not relevant.  Also, we are interested in the performance of the program when n is large, in which case the 3n term dominates the 3 term, so we simply ignore the 3. 
So 
( 3n + 3 (ignoring the 3 on its own)


( 3n (ignoring the constant factor)


( n

which we represent using big-oh notation as


O(n)

We say that the running time is “order n” or “big-oh of n”.

What this tells us is that the running time of the program is proportional to n.  That is, if we double the value of n we can expect the running time to approximately double as well.  This gives us an indication of the scalability of the program – how well it will perform when the value of n is large.

EXAMPLE ───────────────────────────────────────────────────
Counting the number of unique elements in an array

Consider an array that is created of size n such that each element in the array is a random integer between 0 and n-1.  
The following method would construct such an array, where the parameter, size, specifies the number of elements in the array:


public static int[] randomArray(int size) {



int[] theArray = new int[size];



for (int i = 0; i < size; i++) {



theArray[i] = (int)(Math.random() * size);



}



return theArray;


}

As an example, the method call:


randomArray(10);

may return the following array:
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How could we write a method to count the number of unique elements in such an array?  For example, in the array above, there are exactly 7 unique values: 0, 1, 3, 4, 6, 7 and 9.  One way to do it would be to examine each element in the array, and count the last copy of each value.
Consider the following algorithm:


set count = 0


start by comparing element 0 with elements 1, 2, 3, ..., n-1

if none of these n-1 comparisons are equal then 



increment count

next, compare element 1 with elements 2, 3, 4, ..., n-1

if none of these n-2 comparisons are equal then 



increment count

next, compare element 2 with elements 3, 4, 5, ..., n-1

if none of these n-3 comparisons are equal then 



increment count

...


finally, compare element n-2 with element n-1

if this comparison is equal then 



increment count

return count
The method below, countUniques(), implements this algorithm:

public static int countUniques(int[] nums) {



int numUniques = 0;



boolean isLastCopy;



for (int i = 0; i < nums.length; i++) {




isLastCopy = true;




for (int j = i+1; j < nums.length; j++)





if (nums[i] == nums[j])






isLastCopy = false;




if (isLastCopy)





numUniques++;



}



return numUniques;


}

What order is the running time of this method?  In other words how quickly does the running time of the method increase as the size of the array increases?
We can do a similar analysis to the previous example, where we examine each line of code and count how many basic operations are performed as the method is executed.  
In this example, the problem size is the size of the array, nums.length.  We will use n to denote the problem size.

A) int numUniques = 0;

this is executed just once

B) boolean isLastCopy;

this is also executed once

C) for (int i = 0; i < nums.length; i++) {

this loop statement consists of three parts: the initialisation is executed once, the conditional test is executed n+1 times, and the increment is executed n times

D) isLastCopy = true;

this line is inside the loop, and so is executed n times

E) for (int j = i+1; j < nums.length; j++)

this loop is a little tricky because it is nested inside the other loop – if we count carefully we can see that the initialisation is executed n times, the conditional test is executed n(n+1)/2 times, and the increment is executed n(n-1)/2 times [see note]
F) if (nums[i] == nums[j])

this line is inside the nested loop and so is executed n(n-1)/2 times [see note]
G) isLastCopy = false;

this line is also inside the nested loop, and may be executed up to n(n-1)/2 times, depending on the result of the condition on line F [see note]
H) if (isLastCopy)

this is outside the nested loop, and is executed n times

I) numUniques++;

this may be executed up to n times, depending on the result of the boolean expression on line H [see note]

J) return numUniques;

this is executed just once

NOTES
· There is a relationship between the number of times lines G and I are executed – Line I will only be executed n times if Line G is executed 0 times and vice versa.  This does not affect our analysis, however, because it does not alter the formula we derive by more than a constant factor, and any constant factors are simply ignored in the big-oh expression
· when counting how often the statements inside the nested loop are executed, the following formula is useful:
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In total, the number of operations that will be performed is:


= 1 + 1 + 1 + n+1 + n + n + n + n(n+1)/2 + n(n-1)/2 + n(n-1)/2 + n(n-1)/2 + n + n + 1

= 2n2 + 5n + 5
This formula tells us how many operations are executed when an array of size n is passed to the method.  
When we express the performance of this method using big-oh notation, we focus on what happens as the size of the array, n, gets very large.  
In the above formula, we simply ignore the 5n and the 5 terms, because they are dominated by the 2n2 term as n becomes large.  As before, we also ignore any constant factors.  
So 
( 2n2 + 5n + 5 (ignoring the low-order terms 5n and 5)


( 2n2 (ignoring the constant factor)


( n2
Using big-oh notation, we express this as:


O(n2)
which is said to be: “order n squared” or “big-oh of n squared”.

This indicates that the running time of the algorithm is proportional to the square of the size of the input.  If the size of the problem doubles, we can expect the algorithm to take roughly four times as long.
Deriving big-oh expressions ─────────────────────────────────────────
As the previous two examples have illustrated, if we have the running time of an algorithm (for example, the number of operations executed) expressed as a function of n, we can derive the big-oh complexity of the algorithm from the function by following these simple rules:

(you can ignore low order terms in the function

for example, given the function f(n) = 4n3 + 5n2 + 10n, the low order terms would be dropped, leaving only 4n3
(you can ignore any constants in the high-order term of the function

for example, given 4n3, the constant would be dropped, leaving a big-oh expression of O(n3)

EXAMPLES
What is the big-oh complexity of the following functions?
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this is O(n), because the log(n) term is of a lower order than n
· 
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this is O(n4), because the other terms are of a lower order

· 
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this is O(n) again – the constant term can be ignored

Common growth rates ────────────────────────────────────────────
The common big-oh functions, in increasing order of growth-rate, are listed below:

	Common name
	Relationship between running time and problem size
	Big-oh expression

	constant
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	O(1)

	logarithmic
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	O(log(n))

	linear
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	n log n
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	O(n log(n))

	polynomial
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	exponential
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The following graph gives a comparison of the common growth-rate functions (if we plot the size of the problem against the running time):
[image: image14.emf]size of problem

running time


Analysing code ────────────────────────────────────────────────
If we are given the source code for an algorithm, and we want to express its running time using big-oh notation, we don’t need to go to the trouble of first producing an accurate running-time formula (as we did in the previous two examples).  By examining the loop structure of an algorithm, it usually fairly straightforward to work out the relationship between the problem size and the number of instructions executed.

EXAMPLE: O(1)
· Consider the following getFirstElement() method, which returns a reference to the first element of an array of Objects:


public Object getFirstElement( Object[] o ) {




return o[1];



}

The problem size here is the size of the array.  The number of instructions executed here is always going to be 1, regardless of the size of the array.

Therefore, the getFirstElement() method is O(1).

EXAMPLE: O(log(n))
· Consider the following recursive method for calculating xy:


public static double power(double x, int y) {



if (y == 0)




return 1;



else {




double t = power(x, y/2);




if ((y % 2) == 0)





return t * t;




else





return t * t * x;



}


}

The problem size here is the value of y, because it is the value of y that determines how many times the method is going to be called.  Each time the method is called recursively, the value of y is halved.  

The number of times that you can halve any integer value, say n, before you reach 0 is log2(n).  We omit the base when we express this in big-Oh notation, so the performance of the power() method given above is O(log(n)).

EXAMPLE: O(n)
· Consider the following method:


public static int calculate(int n) {



int sum = 0;



for (int i = 0; i < n; i++)




for (int j = 0; j < 10; j++)





sum += n;



return sum;


}

The problem size here is the value of n, although the nested loop is a bit deceptive.  The inner loop always executes 10 times – so even if the value of n increases, the number of times the inner loop executes will not change.  This method is therefore O(n). 

EXAMPLE: O(n)
· Consider the contains() method of the ArrayList class.
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The problem size here is the size of the ArrayList.  Let’s say there are n elements in the ArrayList.  When the contains() method is called, each element in the ArrayList is examined, starting from index 0 through to index n-1, to see if it is the same as the object passed as parameter to the contains() method.  

In the best-case, the element will be found at index 0 and the method will return after examining only one element.  On average, we would expect n/2 elements to be examined before the element is found.  In the worst-case, when the object is not contained in the ArrayList, all n elements will be examined.  

We usually consider the average or worst-case scenario.  Therefore, the contains() method is O(n).

EXAMPLE: O(n2)
· Consider the following method for printing all of the unordered pairs made up of values less than n:


public static void printPairs (int n) {



for (int i = 0; i < n; i++) {




for (int j = i; j < n; j++)





System.out.println(i + "," + j);



}


}

The problem size here is the value of n.  The outer loop clearly executes n times, and the number of times the inner loop executes is based on n.  The number of times the println() method is called, and hence the number of lines of output, will be (n(n+1))/2.  So this method is O(n2).

EXAMPLE: O(n3)
· Consider the following method:


public static void printAllTriples(int n) {




for (int i = 0; i < n; i++)





for (int j = 0; j < n; j++)






for (int k = 0; k < n; k++)







System.out.println("(" +i+ "," +j+ "," 


+k+ ")");



}
The problem size here is the value of n.  As n increases, the number of println() statements executed increases cubically.  For example, if n doubles, the number of lines of output increases by a factor of 8.  
The number of times the println() statement is executed is n ( n ( n – as each nested loop executes n times.  Therefore, this method is O(n3). 

Best, Worst and Average case ───────────────────────────────────────
Sometimes a particular algorithm performs much better if the data it works with is organised in a certain way.

For example in the analysis of the contains() method above, we noticed that when considering the best-case (when the element is in position 0 of the ArrayList) and when considering the worst-case (when the element is not contained in the ArrayList), different running times were obtained.  

As another example, in the next topic we will look at an algorithm called insertion sort that sorts an array of elements into order.  This algorithm runs in O(n2) time if the elements in the array are arranged randomly to begin with, however if the elements are already sorted (or almost sorted) the algorithm runs in O(n) time.  Sometimes we consider the performance of an algorithm in these different cases:

· Worst-case analysis is the most commonly discussed.  It gives a guaranteed upper bound for how much time a program will take. 

· Average-case analysis is often useful, but sometimes more difficult to compute.  Sometimes it can be difficult even to define what “average” means. 

· Best-case analysis is rarely useful, except as a contrast with the average and worst cases. It gives a guaranteed lower bound for how much of time a program will take. 

We will see more examples of this when we look at the sorting algorithms in the next topic.

Careful ─────────────────────────────────────────────────────
Big-oh notation is useful for giving us a rough idea of the efficiency of an algorithm, and hence provides a way for the performance of two algorithms to be compared.  However, we should be aware that big-oh notation leaves out any constants in the running-time formula for an algorithm – and sometimes these constants are significant.

For example, let’s say we have two algorithms T1 and T2, which have formulas f1 and f2 expressing their running times respectively:


f1(n) = n log(n)


f2(n) = 100n
We would say that the order of algorithm T1 is O(n log(n)) and the order of algorithm T2 is O(n).  Although this would suggest that T2 is more efficient than T1, in fact algorithm T1 would perform better as long as the size of the input is less than 1(1030 (which of course it would be in practice). 

Although it is worth bearing this in mind, big-oh notation provides good estimates in most cases, and is still a valuable tool.

Summary ───────────────────────────────────────────────────
Listed below are examples of the general form of algorithms that lead to different orders of complexity:

· O(1)


public void do(int n) {



a statement;


}

· O(log(n))


public void do(int n) {



for (int i = 1; i < n; i = i*2) 




a statement;


}

· O(n)


public void do(int n) {



for (int i = 0; i < n; i++) 




a statement;


}
· O(n2)


public void do(int n) {



for (int i = 0; i < n; i++) 




for (int j = 0; j < n; j++) 





a statement;


}

· O(n3)


public void do(int n) {



for (int i = 0; i < n; i++) 




for (int j = 0; j < n; j++) 





for (int k = 0; k < n; k++) 






a statement;


}

· O(2n)


public void do(int n) {



if (n <= 0)




a statement;



else {




a statement;




do(n-1);




do(n-2);



}

}
──────────────────────────────
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