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Project Overview
1. Aim
The objective of the project is to assist final year B Tech students to relate academic studies to real life development and deployment of technologies. Students will work as CNZ virtual staff members in establishing an infrastructure of engineering and information technology knowledge base. The infrastructure refers to a framework of content that will identify: (a) state of the art of technology applications in New Zealand and (b) the procedures for handling system integration and implementation projects. The project will be conducted in such a manner that both the students and CNZ will benefit from the involvement.
2. Work Contents

The goal is to develop a Linux based PC running Samba to act as the file and database server for Windows based application software on desktops. AZUL will be one of the application software for testing. AZUL is written in Delphi and intends to use a proprietary database engine to implement client-server architecture. The Linux server shall use software such as Mandrake and Samba in synchronisation with CNZ Linux development.

My project’s work content is focused on researching in the first semester. I’ve researched in following topics: Samba Server; SMB/CIFS protocol; General Installation; Samba’s supporting server type; Users and Security; Advantage and MySQL.
3. Project Supervisor

 TN Chan

TN Chan is the General Manager of CNZ. He personally supervises the project as the Industrial Partner of the University of Auckland. He was educated in Hong Kong, has a degree in Mechanical Engineering, is a Chartered Electrical Engineer as registered in London and is a Member of the Institution of Professional Engineers New Zealand. TN was the Senior Consultant and Design Manager in SCADA at ElectriCorp NZ in 1986. He then worked at DesignPower in Wellington and was the design manager of the Ohaaki Geothermal Power Station and Waireki Area Control supervisory project in 1990.

TN founded Modern Technology in Auckland in 1992, achieved ISO-9002 certification in 1995 and has received several press awards for high system performance and innovative system designs. He counts performing kapa haka at an international conference in Singapore as a NZ representative, among his achievements and has published 5 technical papers on the domestic and international power industry. TN is also the R&D Director of Compucon Australia. 

Company Background

Computers New Zealand refers to three companies that are under the same management and are based in Compucon House in Albany Auckland. Collectively, CNZ is in the business of providing IT consulting advice, hardware platforms, software and support services to customers. As differentiators to other companies in the IT industry, CNZ has been engaged in engineering researches, professional practice developments and in transferring knowledge and know-how to business partners.
1. Modern Technology NZ Limited
Modern Technology NZ Limited is a computer system manufacturer producing Compucon branded servers and workstations for the business and corporate communities. The company started operation in 1992 and has achieved ISO-9002 quality management standard since 1995. It is reputable as the best engineering company in the local PC industry.
2. Computers New Zealand Limited
Computers New Zealand Limited is an IT service company. It started operation in 2001 and has many business alliances including an Internet Service Provider (ISP), a Linux and Internet Security specialist and several IT network specialists. It flagship product for firewall and mail gateway is now in its second generation (FMG-II). It current effort is to develop a quality assurance system for IT practitioners.
AZUL Limited
AZUL Limited is a software development company specializing in Point-of-Sale software for retail chain business and integrated database including accounting and service scheduling for medium size businesses. It inherited the intellectual properties of another company in 2003 in POS and Pinstripe software that has been deployed by over 1,000 sites throughout New Zealand for the last 15 years. 

Research Topics

1) Samba Server
Vertical Scope of Research Activity
Definition of Samba: 

Samba is software that can be run on a platform other than Microsoft Windows, for example, UNIX, Linux, IBM System 390, OpenVMS, and other operating systems. Samba uses the TCP/IP protocol that is installed on the host server. When correctly configured, it allows that host to interact with a Microsoft Windows client or server as if it is a Windows file and print server.

http://us4.samba.org/samba/what_is_samba.html
Functionality & Scalability:
A Linux server with SAMBA properly configured can substitute a Windows NT/2000 server, it commonly shares directories, gives an active directory service (ADS) but it can also work as PDC (Primary Domain Controller), doing the users authentication with Windows 2000/NT/98/95 clients, sharing resources (directories and printers) and customizing the user sessions.
http://www.linuxfocus.org/English/May2002/article247.shtml
Availability:

Samba is an Open Source/Free Software suite that provides seamless file and print services to SMB/CIFS clients. Samba is freely available, unlike other SMB/CIFS implementations, and allows for interoperability between Linux/Unix servers and Windows-based clients.
http://us4.samba.org/samba/what_is_samba.html
Security:

Samba can provide following sercurity controls:

1. Limiting the number of concurrent connections
2. Using host based protection
3. Using interface protection
4. Using a firewall
5. Using a IPC$ share deny
http://www.samba.org/samba/docs/server_security.html
Ease of use:

The best way to learn Samba is to look at the Samba documentation online and it’s really not that hard. If you can config the Samba Server correctly, it can substitutes almost all functions of a server based on Microsoft operating system, with no changes in the clients computers. As a result, it would not be very hard to use it.

[image: image1.png]


and    [image: image2.jpg]



Maturity of Samba Server:

Samba was first released in 1992, it is a software package that gives network administrators flexibility and freedom in terms of setup, configuration, and choice of systems and equipment. Because of all that it offers, Samba has grown in popularity. The latest version of Samba is Samba 3.0.13. Because it’s an open source software and has been out for many years, many companys have considered using Samba Server and found it is a pretty robust and reliable server that can be used other than Windows Server.
Chronologic information of endorsement:

The following link points to a page that have full history of all releases of Samba.

http://us2.samba.org/samba/history/
Horizontal Scope of Research Activity:

Comparison with Windows Server:

Tests by IT Week Labs show the latest version of the open-source Samba file and print server software is 2.5 times faster than Windows Server 2003 in the same role. The performance difference between Windows Server 2003 and Samba 3 has increased dramatically compared with Samba 2 and Windows 2000 Server.
Samba provides file and print services to Windows PCs. It enables a Linux or Unix server to work as a file server for client PCs running Windows software. The new version also introduces support for Microsoft's Active Directory for allocating and controlling user access rights.
Samba 3's scalability is as impressive as its performance. While Windows performance scales up well initially, it then drops off quickly as more clients access the server. In contrast, Samba 3 offered excellent throughput up to the limit of our test, conducted on a low-spec Intel server.

Consequently, firms could save money on licence fees, and on hardware, by using Samba instead of Windows servers.
http://www.vnunet.com/news/1144289
Deployment:
There are four (4) basic server deployment types:
1. Stand-Alone Samba Server: A stand-alone Samba server is an implementation that is not a member of a Windows NT4 Domain, a Windows 200X Active Directory Domain, or of a Samba Domain. By definition, this means that users and groups will be created and controlled locally and the identity of a network user must match a local UNIX/Linux user login. The IDMAP facility is therefore of little to no interest, winbind will not be necessary, and the IDMAP facility will not be relevant or of interest. 
2. Domain Member Server or Domain Member Client: Samba-3 can act as a Windows NT4 PDC or BDC thereby providing domain control protocols that are compatible with Windows NT4. Samba-3 file and print sharing protocols are compatible with all version of Microsoft Windows products. Windows NT4, as with Microsoft Active Directory, extensively makes use of Windows security identifiers (SIDs). 
3. Primary Domain Controller
4. Backup Domain Controller: Backup Domain Controllers (BDCs) have read-only access to security credentials that are stored in LDAP. Changes in user or group account information are passed by the BDC to the PDC. Only the PDC can write changes to the directory.
The current status of the main technology
Samba is an Open Source/Free Software suite that provides seamless file and print services to SMB/CIFS clients. Samba is freely available under the GNU General Public License.
http://us1.samba.org/samba/
The current attempted uses of the technology
There are certainly very many thousands of Samba users, although it is impossible to tell how many since there is no central sales or distribution organization.
Examples of New Zealand firms who uses Samba Server:
Bernard Matthews NZ Ltd: Replacing their Novell server with a Linux/Samba solution. They found it runs faultlessly day in and day out and that Unix/Samba is much more cost effective solution than MS Windows Server for providing file and print services.
Steelfort Engineering: Using Samba as their file Server. They tested samba on Redhat 8 for 6 months and found it went very well. Saved a lot of money for them.
LinuxNet: To give windows machines access to a reliable file and print server, in addition to provide centralized authentication for windows clients across two different sites with potentially unreliable connections between them.
Kauri Business: GPL (General Public License) free alternative to Microsoft, saved huge licensing fees. They also found that it very fast through LAN and lightweight.
Porirua Taxis Marketing Limited: To have an easy secure file server

http://samba-survey.sernet.de/
Supplementary Technology
Linux: 

Linux is a fast and reliable operating system running on computers ranging from Intel PCs to IBM mainframes. An ever growing number of companies use Linux because the total costs of ownership is lower than any competing platform.
The majority of ISPs and web service providers have Linux running on their web servers.
Linux integrates seamlessly with existing Windows boxes, share files and print documents.
Companies like IBM, ORACLE, Sun Microsystems, HP and SAP use Linux for products and services.
Linux is distributed by companies like Mandrake Linux, Red Hat Linux and Suse. The Mandrake distribution is ideal for first time users. For a small fee you can get Linux + thousands of programs on CD-ROM. Suse offers one of the best distributions for setting up a company server with Apache web server, FTP servers, fire walls and proxy servers.
Competing Technology
Microsoft Windows Server:
Microsoft Windows Server is a productive infrastructure platform for powering connected applications, networks, and Web services from the workgroup to the data center. Easy to deploy, manage, and use. However, you need a server license and a client license for each workstation connected to the server. As a business owner you are responsible even if you are not aware someone in your company uses illegal software.
http://www.microsoft.com/windowsserver2003/evaluation/default.mspx
Functionality of Samba
Samba allows a Linux system to move into a Windows "Network Neighborhood" in a way that Windows users can happily access file and print services without knowing or caring that those services are being offered by a Linux host.
All of this is managed through a protocol suite which is currently known as the "Common Internet File System", or CIFS. This name was introduced by Microsoft. At the heart of CIFS is the latest incarnation of the Server Message Block (SMB) protocol, which has a long and tedious history. Samba is an open source CIFS implementation. 

Network Basic Input Output System. NetBIOS was a chunk of software that was loaded into memory to provide an interface between programs and the network hardware. It included an addressing scheme that used 16-byte names to identify workstations and network-enabled applications. Next, Microsoft added features to DOS that allowed disk I/O to be redirected to the NetBIOS interface, which made disk space sharable over the LAN. The file-sharing protocol that they used eventually became known as SMB, and now CIFS.

NetBIOS and TCP/IP made an interesting team. The latter could be routed between interconnected networks (internetworks), but NetBIOS was designed for isolated LANs. The trick was to map the 16-byte NetBIOS names to IP addresses so that messages could actually find their way through a routed IP network. A mechanism for doing just that was described in the Internet RFC1001 and RFC1002 documents. As Windows evolved, Microsoft added two additional pieces to the SMB package. These were service announcement, which is called "browsing", and a central authentication and authorization service known as Windows NT Domain Control.

What Samba Does

Samba consists of two key programs, plus a bunch of other stuff that we'll get to later. The two key programs are smbd and nmbd. Their job is to implement the four basic modern-day CIFS services, which are: 

· File & print services 

· Authentication and Authorization 

· Name resolution 

· Service announcement (browsing)
smbd

File and print services are the cornerstone of the CIFS suite. These are provided by smbd, the SMB Daemon. Smbd also handles "share mode" and "user mode" authentication and authorization. That is, you can protect shared file and print services by requiring passwords. In share mode, the simplest and least recommended scheme, a password can be assigned to a shared directory or printer (simply called a "share"). This single password is then given to everyone who is allowed to use the share. With user mode authentication, each user has their own username and password and the System Administrator can grant or deny access on an individual basis.
The Windows NT Domain system provides a further level of authentication refinement for CIFS. The basic idea is that a user should only have to log in once to have access to all of the authorized services on the network. The NT Domain system handles this with an authentication server, called a Domain Controller. An NT Domain (which should not be confused with a Domain Name System (DNS) Domain) is basically a group of machines which share the same Domain Controller. 

nmbd

The other two CIFS pieces, name resolution and browsing, are handled by nmbd. These two services basically involve the management and distribution of lists of NetBIOS names. 

Name resolution takes two forms: broadcast and point-to-point. A machine may use either or both of these methods, depending upon its configuration. Broadcast resolution is the closest to the original NetBIOS mechanism. Basically, a client looking for a service named Trillian will call out "Yo! Trillian! Where are you?", and wait for the machine with that name to answer with an IP address. This can generate a bit of broadcast traffic, but it is restricted to the local LAN so it doesn't cause too much trouble. 

The other type of name resolution involves the use of an NBNS (NetBIOS Name Service) server. (Microsoft called their NBNS implementation WINS, for Windows Internet Name Service, and that acronym is more commonly used today.) The NBNS works something like machines can leave their name and number (IP address) for others to see. 


Hi, I'm node Voomba.  Call me for a good time!  192.168.100.101

It works like this: The clients send their NetBIOS names & IP addresses to the NBNS server, which keeps the information in a simple database. When a client wants to talk to another client, it sends the other client's name to the NBNS server. If the name is on the list, the NBNS hands back an IP address. You've got the name, look up the number. 

Clients on different subnets can all share the same NBNS server so, unlike broadcast, the point-to-point mechanism is not limited to the local LAN. In many ways the NBNS is similar to the DNS, but the NBNS name list is almost completely dynamic and there are few controls to ensure that only authorized clients can register names. Conflicts can, and do, occur fairly easily. 

Browsing is a browsable list of services (file and print shares) offered by the computers on a network. 

On a LAN, the participating computers hold an election to decide which of them will become the Local Master Browser (LMB). The "winner" then identifies itself by claiming a special NetBIOS name (in addition to any other names it may have). The LMBs job is to keep a list of available services, and it is this list that appears when you click on the Windows "Network Neighborhood" icon. 

In addition to LMBs, there are Domain Master Browsers (DMBs). DMBs coordinate browse lists across NT Domains, even on routed networks. Using the NBNS, an LMB will locate its DMB to exchange and combine browse lists. Thus, the browse list is propagated to all hosts in the NT Domain.
Other Stuff

Samba comes with a variety of utilities. The most commonly used are: 

smbclient 

A simple SMB client, with an interface similar to that of the FTP utility. It can be used from a Unix system to connect to a remote SMB share, transfer files, and send files to remote print shares (printers). 

nmblookup 

A NetBIOS name service client. Nmblookup can be used to find NetBIOS names on a network, lookup their IP addresses, and query a remote machine for the list of names the machine believes it ownes. 

swat 

The Samba Web Administration Tool. Swat allows you to configure Samba remotely, using a web browser. 
Setup and Management

Samba is configured using the smb.conf file. This is a simple text file designed to look a lot like those *.ini files used in Windows. The goal is to give network administrators familiar with Windows something comfortable to play with. 

Each of the smb.conf variables has a purpose, and a lot of fine tuning can be accomplished. The file structure contents are fully documented and smb.conf can be manipulated using swat, which makes it nicer to look at. 

2) SMB/CIFS protocol

SMB Protocol

Samba is a suite of Unix /Linux applications that speaks the SMB protocol.

What is SMB?
SMB, which stands for Server Message Block, is a protocol for sharing files, printers, serial ports, and communications abstractions such as named pipes and mail slots between computers. SMB is a client server, request-response protocol.
How is it works?
Servers make file systems and other resources (printers, mailslots, named pipes, APIs) available to clients on the network. Client computers may have their own hard disks, but they also want access to the shared file systems and printers on the servers. 
Clients connect to servers using TCP/IP, NetBEUI or IPX/SPX. Once they have established a connection, clients can then send commands (SMBs) to the server that allow them to access shares, open files, read and write files, and generally do all the sort of things that you want to do with a file system. However, in the case of SMB, these things are done over the network.
http://samba.anu.edu.au/cifs/docs/what-is-smb.html#SMB_Servers
SMB Filesystems for Linux

One of the cool things that you can do with a Windows box is use an SMB file share as if it were a hard disk on your own machine. The N: drive can look, smell, feel, and act like your own disk space, but it's really disk space on some other computer somewhere else on the network. 

Linux systems can do this too, using the smbfs filesystem. Built from Samba code, smbfs (which stands for SMB Filesystem) allows Linux to map a remote SMB share into its directory structure. So, for example, the /mnt/zarquon directory might actually be an SMB share, yet you can read, write, edit, delete, and copy the files in that directory just as you would local files. 
Common Internet File System Technical Reference 
The Common Internet File System (CIFS) is a file sharing protocol. Client systems use this protocol to request file access services from server systems over a network. It is based on the Server Message Block protocol widely in use by personal computers and workstations running a wide variety of operating systems. Based on the widely used SMB (Server Message Block) network protocol, CIFS has become a key file sharing protocol due to its widespread distribution and its inclusion of enhancements that improve its suitability for internet authoring and file sharing. It is an integral part of workstation and server operating systems as well as embedded and appliance systems. In addition there has been a recent expansion of NAS (Network Attached Storage) and SAN-like (Storage Area Network) network storage server products based on CIFS. Although primarily a file sharing and authoring protocol, CIFS assumes even more importance due to the indirect use of CIFS as a transport protocol for various higher level NT and Windows9x communication protocols, as well as for network printing, resource location services, remote management/administration, network authentication (secure establishment services) and RPC (Remote Procedure Calls). 
3) General Installation

Installing Samba

There are two methods of installing Samba: 
1. Compile from source code.

2. Install binaries. Binary packages of Samba are included in almost any Linux or UNIX distribution. There are also some packages available at the Samba home-page.
Configuring Samba (smb.conf)

Once the Samba has been correctly installed or compiled on the host machine, we could then do the configuration. Samba's configuration is stored in the smb.conf file, which usually resides in /etc/samba/smb.conf or /usr/local/samba/lib/smb.conf. we can either edit this file ourself or do it using one of the many graphical tools that are available, such as the Web-based interface SWAT, that is included with Samba.
Configuration file syntax

The smb.conf file uses the same syntax as the various old .ini files in Windows 3.1: Each file consists of various sections, which are started by putting the section name between brackets ([]) on a new line. Each contains zero or more key/value-pairs separated by an equality sign (=). The file is just a plain-text file, so you can open and edit it with your favorite editing tool.

Each section in the smb.conf file represents a share on the Samba server. The section “global” is special, since it contains settings that apply to the whole Samba server and not to one share in particular.

Following example contains a very minimal smb.conf.
	

	[global]

	workgroup = WKG

	netbios name = MYNAME

	

	[share1]

	path = /tmp

	

	[share2]

	path = /my_shared_folder

	comment = Some random files


Using SWAT
SWAT is a facility that is part of the Samba suite. The main executable is called swat and is invoked by the inter-networking super daemon.
SWAT uses integral samba components to locate parameters supported by the particular version of Samba. Unlike tools and utilities that are external to Samba, SWAT is always up to date as known Samba parameters change. SWAT provides context-sensitive help for each configuration parameter, directly from man page entries. 

SWAT does not store the configuration file in any intermediate form, rather, it stores only the parameter settings, so when SWAT writes the smb.conf file to disk, it will write only those parameters that are at other than the default settings. The result is that all comments, as well as parameters that are no longer supported, will be lost from the smb.conf file. Additionally, the parameters will be written back in internal ordering. 

Starting Samba

Samba essentially consists of two or three daemons. A daemon is a UNIX application that runs in the background and provides services. An example of a service is the Apache Web server for which the daemon is called httpd. In the case of Samba there are three daemons, two of which are needed as a minimum. 

The Samba server is made up of the following daemons: 

nmbd 

This daemon handles all name registration and resolution requests. It is the primary vehicle involved in network browsing. It handles all UDP based protocols. The nmbd daemon should be the first command started as part of the Samba start-up process. 
smbd 

This daemon handles all TCP/IP based connection services for file and print based operations. It also manages local authentication. It should be started immediately following the start-up of nmbd. 
winbindd 

This daemon should be started when Samba is a member of a Windows NT4 or ADS Domain. It is also needed when Samba has trust relationships with another Domain. The winbindd daemon will check the smb.conf file for the presence of the idmap uid and idmap gid parameters. If they are not found winbindd will bail-out and refuse to start. 

When Samba has been packaged by an operating system vendor the start-up process is typically a custom feature of its integration into the platform as a whole.

Test Config File with testparm

It's important to validate the contents of the smb.conf file using the testparm program. If testparm runs correctly, it will list the loaded services. If not, it will give an error message. We need make sure it runs correctly and that the services look reasonable before proceeding. Enter the command: 


root#  testparm /etc/samba/smb.conf

Testparm will parse our configuration file and report any unknown parameters or incorrect syntax. 
We need always run testparm again whenever the smb.conf file is changed! 
List Shares Available on the Server

To list shares that are available from the configured Samba server we could execute the following command: 

$ smbclient -L hostname
We should see a list of shares available on our server. If we do not, then something is incorrectly configured. This method can also be used to see what shares are available on other SMB servers, such as Windows 2000.
4) Samba’s supporting server type

Types of Server that Samba handle with:

Stand-alone Server
A Stand-alone Server implies no more than the fact that it is not a Domain Controller and it does not participate in Domain Control. It can be a simple workgroup-like server, or it may be a complex server that is a member of a domain security context.
Anonymous Read-Only Document Server

The purpose of this type of server is to make available to any user any documents or files that are placed on the shared resource. The shared resource could be a CD-ROM drive, a CD-ROM image, or a file storage area. 

As the examples are developed, every attempt is made to progress the system toward greater capability, just as one might expect would happen in a real business office as that office grows in size and its needs change. 
Anonymous Print Server

An anonymous print server serves two purposes: 

· It allows printing to all printers from a single location. 

· It reduces network traffic congestion due to many users trying to access a limited number of printers. 

In the simplest of anonymous print servers, it is common to require the installation of the correct printer drivers on the Windows workstation. In this case the print server will be designed to just pass print jobs through to the spooler, and the spooler should be configured to do raw pass-through to the printer. In other words, the print spooler should not filter or process the data stream being passed to the printer. 

Secure Read-Write File and Print Server

This types of server will require a public data storage area in which only authenticated users (i.e., those with a local account) can store files, as well as a home directory. There will be one printer that should be available for everyone to use.
Domain Controller

A Domain Controller configuration can be achieved with a simple configuration using the new tdbsam password backend. This type of configuration is good for small offices, but has limited scalability and performance can be expected to fall as the size and complexity of the domain increases. 

The use of tdbsam is best limited to sites that do not need more than a primary Domain Controller (PDC). As the size of a domain grows the need for additional Domain Controllers becomes apparent. Do not attempt to under-resource a Microsoft Windows network environment; Domain Controllers provide essential authentication services. The following are symptoms of an under-resourced Domain Control environment: 
· Domain logons intermittently fail. 

· File access on a Domain Member server intermittently fails, giving a permission denied error message. 

A more scalable Domain Control authentication backend option might use Microsoft Active Directory, or an LDAP-based backend. Samba-3 provides for both options as a Domain Member server. As a PDC Samba-3 is not able to provide an exact alternative to the functionality that is available with Active Directory. Samba-3 can provide a scalable LDAP-based PDC/BDC solution.

A Big Organization

Samba-3 configuration uses a Light Weight Directory Access (LDAP)-based authentication backend. The main reasons for this choice are to provide the ability to host primary and Backup Domain Control (BDC), as well as to enable a higher degree of scalability to meet the needs of a very distributed environment.
5) Users and Security

Users and Groups

The easiest way to set up a client user is to create a Unix account (and home directory) for that individual on the server and notify Samba of the user's existence. You can do the latter by creating a disk share that maps to the user's home directory in the Samba configuration file and restricting access to that user with the valid users option. For example:

[dave]

        path = /home/dave

        comment = Dave's home directory

        writable = yes

        valid users = dave

The valid users option lists the users allowed to access the share. In this case, only the user dave is allowed to access the share. In some situations it is possible to specify that any user can access a disk share by using the guest ok parameter. Because we don't wish to allow guest access, that option is absent here. If you allow both authenticated users and guest users access to the same share, you can make some files accessible to guest users by assigning world-readable permissions to those files while restricting access to other files to particular users or groups.

When client users access a Samba share, they have to pass two levels of restriction. Unix permissions on files and directories apply as usual, and configuration parameters specified in the Samba configuration file apply as well. In other words, a client must first pass Samba's security mechanisms (e.g., authenticating with a valid username and password, passing the check for the valid users parameter and the read only parameter, etc.), as well as the normal Unix file and directory permissions of its Unix-side user, before it can gain read/write access to a share.
Shared directory for group access

With a single user accessing a home directory, access permissions are taken care of when the user account is created. The home directory is owned by the user, and permissions on it are set appropriately. However, if you're creating a shared directory for group access, you need to perform a few more steps. Let's take a stab at a group share for the accounting department in the smb.conf file:

 [accounting]

    comment = Accounting Department Directory

    writable = yes

    valid users = @account

    path = /home/samba/accounting

    create mode = 0660

    directory mode = 0770

The first thing we did differently is to specify @account as the valid user instead of one or more individual usernames. This is shorthand for saying that the valid users are represented by the Unix group account. These users will need to be added to the group entry account in the system group file ( /etc/group or equivalent) to be recognized as part of the group. Once they are, Samba will recognize those users as valid users for the share.

In addition, you need to create a shared directory that the members of the group can access and point to it with the path configuration option. Here are the Unix commands that create the shared directory for the accounting department (assuming /home/samba already exists):

# mkdir /home/samba/accounting
# chgrp account /home/samba/accounting
# chmod 770 /home/samba/accounting
Controlling Access to Shares

We've seen what happens when you specify valid users. However, you are also allowed to specify a list of invalid users—users who should never be allowed access to Samba or its shares. This is done with the invalid users option. We hinted at one frequent use of this option earlier: a global default with the [homes] section to ensure that various system users and superusers cannot be forged for access. For example:

[global]

    invalid users = root bin daemon adm sync shutdown \

                        halt mail news uucp operator

    auto services = dave peter bob

[homes]

    browsable = no

    writable = yes
The invalid users option, like valid users, can take group names, preceded by an at sign (@), as well as usernames. In the event that a user or group appears in both lists, the invalid users option takes precedence, and the user or group is denied access to the share.

you can explicitly specify users who will be allowed superuser (root) access to a share with the admin users option. An example follows:

[sales]

        path = /home/sales

        comment = Sedona Real Estate Sales Data

        writable = yes

        valid users = sofie shelby adilia

        admin users = mike

This option takes both group names and usernames. In addition, you can specify NIS netgroups by preceding them with an @ as well; if the netgroup is not found, Samba will assume that you are referring to a standard Unix group.

Be careful if you assign administrative privileges to a share for an entire group. The Samba Team highly recommends you avoid using this option, as it essentially gives root access to the specified users or groups for that share.

If you wish to force read-only or read/write access on users who access a share, you can do so with the read list and write list options, respectively. These options can be used on a per-share basis to restrict a writable share or to grant write access to specific users in a read-only share, respectively. For example:

[sales]

        path = /home/sales

        comment = Sedona Real Estate Sales Data

        read only = yes

        write list = sofie shelby

The write list option cannot override Unix permissions. If you've created the share without giving the write-list user write permission on the Unix system, she will be denied write access regardless of the setting of write list.

Guest Access

As mentioned earlier, you can configure a share using guest ok = yes to allow access to guest users. This works only when using share-level security, which we will cover later in this chapter. When a user connects as a guest, authenticating with a username and password is unnecessary, but Samba still needs a way to map the connected client to a user on the local system. The guest account parameter can be used in the share to specify the Unix account that guest users should be assigned when connecting to the Samba server. The default value for this is set during compilation and is typically nobody, which works well with most Unix versions. However, on some systems the nobody account is not allowed to access some services (e.g., printing), and you might need to set the guest user to ftp or some other account instead.

If you wish to restrict access in a share only to guests—in other words, all clients connect as the guest account when accessing the share—you can use the guest only option in conjunction with the guest ok option, as shown in the following example:

[sales]

        path = /home/sales

        comment = Sedona Real Estate Sales Data

        writable = yes

        guest ok = yes

        guest account = ftp

        guest only = yes

Make sure you specify yes for both guest only and guest ok; otherwise, Samba will not use the guest account that you specify.

Share-level access options

	Option
	Parameters
	Function
	Default
	Scope

	admin users
	string (list of usernames)
	Users who can perform operations as root
	None
	Share

	valid users
	string (list of usernames)
	Users who can connect to a share
	None
	Share

	invalid users
	string (list of usernames)
	Users who will be denied access to a share
	None
	Share

	read list
	string (list of usernames)
	Users who have read-only access to a writable share
	None
	Share

	write list
	string (list of usernames)
	Users who have read/write access to a read-only share
	None
	Share

	max connections
	numeric
	Maximum number of connections for a share at a given time
	0
	Share

	guest only (only guest)
	Boolean
	If yes, allows only guest access
	no
	Share

	guest account
	string (name of account)
	Unix account that will be used for guest access
	nobody
	Share


admin users

This option specifies a list of users that perform file operations as if they were root. This means that they can modify or destroy any other user's files, regardless of the permissions. Any files that they create will have root ownership and will use the default group of the admin user. The admin users option allows PC users to act as administrators for particular shares.

valid users, invalid users

These two options let you enumerate the users and groups who are granted or denied access to a particular share.

read list, write list

Like the valid users and invalid users options, this pair of options specifies which users have read-only access to a writable share and read/write access to a read-only share, respectively.

max connections

This option specifies the maximum number of client connections that a share can have at any given time. Any connections that are attempted after the maximum is reached will be rejected.
Authentication of Clients

Each user who attempts to connect to a share not allowing guest access must provide a password to make a successful connection. What Samba does with that password—and consequently the strategy Samba will use to handle user authentication—is the arena of the security configuration option. Samba currently supports four security levels on its network: share, user, server, and domain.

Share-level security 

Each share in the workgroup has one or more passwords associated with it. Anyone who knows a valid password for the share can access it.

User-level security 

Each share in the workgroup is configured to allow access from certain users. With each initial tree connection, the Samba server verifies users and their passwords to allow them access to the share.

Server-level security 

This is the same as user-level security, except that the Samba server uses another server to validate users and their passwords before granting access to the share.

Domain-level security 

Samba becomes a member of a Windows NT domain and uses one of the domain's domain controllers—either the PDC or a BDC—to perform authentication. Once authenticated, the user is given a special token that allows her access to any share with appropriate access rights. With this token, the domain controller will not have to revalidate the user's password each time she attempts to access another share within the domain. The domain controller can be a Windows NT/2000 PDC or BDC, or Samba acting as a Windows NT PDC.

Security option

	Option
	Parameters
	Function
	Default
	Scope

	security
	domain, server, share, or user
	Indicates the type of security that the Samba server will use
	user
	Global


Share-Level Security

With share-level security, each share has one or more passwords associated with it, with the client being authenticated when first connecting to the share. This differs from the other modes of security in that there are no restrictions as to whom can access a share, as long as that individual knows the correct password. Shares often have multiple passwords. For example, one password might grant read-only access, while another might grant read/write access. Security is maintained as long as unauthorized users do not discover the password for a share to which they shouldn't have access.

User-Level Security

The default mode of security with Samba is user-level security. With this method, each share is assigned specific users that can access it. When a user requests a connection to a share, Samba authenticates by validating the given username and password with the authorized users in the configuration file and the passwords in the password database of the Samba server.

Server-Level Security
Server-level security is similar to user-level security. However, with server-level security, Samba delegates password authentication to another SMB password server—typically another Samba server or a Windows NT/2000 server acting as a PDC on the network. Note that Samba still maintains its list of shares and their configuration in its smb.conf file. When a client attempts to make a connection to a particular share, Samba validates that the user is indeed authorized to connect to the share. Samba then attempts to validate the password by passing the username and password to the SMB password server. If the password is accepted, a session is established with the client.

Domain-Level Security

With domain-level security, the Samba server acts as a member of a Windows domain that each domain has a primary domain controller, which can be a Windows NT/2000 or Samba server offering password authentication. The domain controller keeps track of users and passwords in its own database and authenticates each user when she first logs on and wishes to access another machine's shares.
6) Advantage and MySQL

Advantage Database Server
Advantage Database Server is a complete, high performance client/server data management solution for stand-alone, networked, Internet, and mobile database applications. Advantage Database Server allows application developers the flexibility to combine powerful SQL statements and relational data access methods with the performance and control of navigational commands. Advantage has native development interfaces designed to leverage developers’ existing knowledge of popular development tools. Using optimized data access, Advantage provides security, stability, and data integrity with zero administration. With no mandatory configuration requirements, Advantage is easily installed on existing network infrastructures. Because of the embedded qualities of Advantage, it works tirelessly behind the application, delivering client/server performance, stability, and data integrity that today's mission-critical business applications demand—at a cost structure businesses demand. No longer are database application developers or IT professionals faced with deciding between full-functionality, overly expensive solutions versus low-functionality, low-cost or open-sourced RDBMS solutions.
Performance

The client/server processing and high-speed database engine of Advantage Database Server means significantly less network traffic and better performance. Network traffic and concurrency are formidable problems for non-client/server multi-user database applications. These applications cause large amounts of network traffic because the client machine performs all database processing. Advantage Database Server optimizes multi-user performance by intelligently dividing database operations between the client and the server. Client/server architecture moves the processing of database requests to the server, where the data is stored, which dramatically reduces network traffic.

Extended procedures

Advantage Extended Procedures are stored procedures that are easy to develop and easy to use. Like traditional stored procedures, Advantage Extended Procedures allow you to execute a set of code at the server where the data resides. This allows you to remove data intensive tasks from the workstations and reduces network traffic to a single send and receive operation. Unlike traditional stored procedures, however, Advantage Extended Procedures allow developers to write, store, and execute stored procedures on the server using their preferred application development tool. No database administrator and no special training are required to develop Advantage Extended Procedures.
Full text search capability

Full text searches are used to find records containing data that matches search conditions constructed of search words and phrases combined with logical operators AND, OR, and NOT and the proximity operator NEAR. Any character, memo, and BLOB field can be searched. In addition, full text search (content) indexes can be built on specific fields to provide extremely fast O(Log N) searches. The full text search function CONTAINS can be used in SQL statements and traditional record filters. In SQL SELECT statements, result sets can be ordered with the SCORE() function.
Communications compression

Communications compression provides reduced network traffic between Advantage clients and the Advantage Database Server. At the positive end of the spectrum, compression may provide a 100% to 500% speedup when using slow networks (dial-up) with encrypted data. In “normal” situations with reasonably fast servers and a reasonably fast network (10/100 Mbit), a 5% to 20% speedup may be possible when using compression.
Optimized filters

Advantage Optimized Filters (AOFs) provide industry-leading database filtering optimization. AOFs speed table filter and SQL WHERE clause processing by using high-speed indexes to filter out data. No table data is ever read that does not pass the filter (SQL WHERE clause) condition. AOFs drastically reduce the amount of table data that must be retrieved from the disk, which leads to greatly improved performance.
High-speed locking

The Advantage Database Server uses an intelligent lock management system that eliminates lock retries and network traffic. The Advantage Database Server uses an internal queuing algorithm that allows application locks to occur without making network operating system lock API calls. All locking information is maintained internally in the lock queues. Advantage allows for read-through index locking and immediate index write locking. Read-through index locking increases multi-user index read performance immensely, and the write lock queuing and elimination of lock retries greatly increases multi-user database application performance.

Database security

Advantage Database Server database security functionality allows you to "hide" files in the database from all users who are not accessing data through an Advantage application. It also allows the system administrator to remove network access rights from all users who could potentially damage the database. Once network access rights have been revoked from users to the database directory and/or files, users cannot maliciously or accidentally corrupt the database by writing to the database, creating new files, or deleting existing files in the database because they no longer have access to those files. When an Advantage application requests that a file be opened or created by the Advantage Database Server, the Advantage Database Server will open or create the file for the application regardless of the user's network access rights. The Advantage Database Server can do this because it is running on the server and is running at a "supervisor" level. Advantage's database security allows your Advantage application to have full control over who can access the database and how the database can be modified. Only Advantage applications may access the database. Non-Advantage applications will have no database access.

Flexible user access control

Advantage Database Server provides further database security functionality by allowing the creation of user accounts to control the access to the database tables, columns, views, and stored procedures. This access control mechanism consists of two database properties: login requirement and access rights verification. The user is verified when connecting to the data dictionary and user access to individual tables, views or stored procedures are also verified to make sure that proper rights have been granted. Individual user's access to the tables, columns, views, or stored procedures can be specified. User groups can be defined in the database to ease the task of setting up users with similar access rights.

Database encryption

Advantage Database Server supports encryption of database data. Advantage can physically encrypt record data to protect that data from unauthorized viewing. The Advantage encryption scheme uses a case-sensitive password to encode data, requiring a password to view data in its unencrypted form. Advantage Database Server encryption capabilities provide an easy way to integrate data security over the network. The data stored in tables and memo files on the server is encrypted as well as the table data passed over the network. If the Advantage application has the correct password, it will be able to decrypt the data on the client. The Advantage encryption engine incorporates a 160-bit, RC4-compatible encryption algorithm that ensures data is secure as it goes over the network.

Triggers

A trigger is a piece of code (similar to a stored procedure) that is executed on the server in response to an insert, update, or delete operation. Triggers can provide a very powerful means to maintain business rules at the database level and are independent of the client application. Due to this independence, triggers are excellent for enforcing complex security authorizations and for providing transparent and independent event logging and auditing.

Database stability

Advantage Database Server provides database stability and eliminates database corruption by ensuring that every database operation is executed completely or is not executed at all. Entire database update operations are executed on the server. Therefore, if the application, workstation, or network fails, the database operation will either successfully be transmitted to the Advantage Database Server or not transmitted at all. The status of the application, workstation, and network cannot affect the data in your database. By transmitting entire table and index file update operations in one command from the client to the server, Advantage eliminates corruption errors introduced by application, workstation, or network failure.

Transaction processing system

Advantage Database Server provides the powerful features of a Transaction Processing System (TPS) for your Advantage database applications. The Advantage Database Server TPS allows an application to perform multiple insert, update, and delete operations to any number of tables with complete confidence that either all of the insert, update, and delete operations will be successful or that none of the operations will occur. In other words, Advantage Database Server TPS processes multiple insertions, updates, and deletions as though they were a single operation. If the Advantage applications, the client workstation, or the network were to crash while in the midst of a transaction, the Advantage Database Server will automatically rollback the transaction so that the database is kept in a stable and known state. The Advantage Database Server TPS supports the Read Committed transaction isolation level. Therefore, while updates are being made within a transaction, the Advantage Database Server TPS hides the updates from other users until the data is committed. The uncommitted data is visible only to the user performing the transaction. The other users view the data as it was before the transaction began. If the transaction is rolled back, no users other than the one who was performing the transaction ever see the uncommitted data. If the transaction is committed, the updated data becomes visible to all users at once.
Referential integrity constraints

Referential integrity constraints verify the validity of data in your database and maintain relationships between records in your database. Advantage supports four categories of constraints:

unique and primary keys:

No two rows in a table have the same value for the set of key columns.

referential integrity:

Parent-child relationships are enforced. Through the use of RI constraints, the database server, instead of your application, can enforce many business rules.

field-level constraints:

Ensure that the data entered for each individual field in a record is logically valid. The field-level constraints include the minimum/maximum allowed value for the field, whether the field can have NULL value, and the error message associated with the constraint verification.

record-level constraints:

Ensure that the data entered for related fields in a record is logically valid before flushing the record to the database. The record-level constraints include a logical expression that defines the relationship between the fields in the record and the error message associated with the constraint verification.

Replication

Advantage Replication allows Advantage Database Server customers to maintain identical database information at distributed locations. Advantage Replication is available via Extended Systems OneBridge Mobile Data Suite, a complementary product. Replication allows for the synchronization of data and/or subsets of data in a database across one or more systems. Using replication, a consistent view of a database can be maintained. OneBridge Mobile Data Suite allows for scheduled replication of an Advantage database from a corporate server to branch servers, as well as replication from an Advantage server to a desktop, laptop, or mobile device.

Internet server

Advantage Database Server includes Advantage Internet Server functionality that provides a simple, non-HTML solution to access data through the Internet using existing Advantage applications. Advantage Internet Server functionality allows remote users to experience the same security, integrity, and performance available with LAN-based access to the Advantage Database Server, with the added benefit of using the Internet as one's own Virtual Private Network. The non-HTML design of the Advantage Internet Server functionality eliminates the need to maintain two                                                                                                                    versions of code: one for the LAN and another HTML version for the Internet. The same LAN-based application that can access data via the Advantage Database Server can access that same data across the Internet. easy deployment and no maintenance full scalability Advantage applications can be deployed in stand-alone, peer-to-peer, client/server, and Internet environments with one set of source code. Advantage does not require a different set of components and code for local, client/server, and remote database access. Advantage clients can automatically determine if the Advantage Database Server is available directly or via the Advantage Internet Server, or whether the Advantage Local Server must be used. You only need to write one application with one version of code using the same components or APIs for client/server, local, or Internet file access. Advantage also has support for mobile applications.

Development and management tools

The Advantage Data Architect is a tool designed to assist in efficiently developing and maintaining Advantage database applications. The following features are available with the Advantage Data Architect:

development:

• Import and convert other table types (such as Paradox, dBASE, Access, Btrieve,

Pervasive and MS SQL Server) to Advantage compatible tables

• Create Advantage data dictionaries and define referential integrity rules, record and field level constraints, etc.

• Create tables and indexes

• Restructure existing tables

• Encrypt/decrypt tables and dictionaries

• Generate, test and optimize Advantage SQL queries using a visual query designer and

SQL execution plan

• Generate code to automatically create tables and indexes using the Advantage Tables-to-Code Generator

configuration:

• Check the client workstation's environment to test and diagnose connection issues with the Advantage Database Server

• Setup Access Control Lists to define user access rights for users who wish to connect to the Advantage Database Server

• Create aliases similar to those used by the Borland Database Engine

management:

• Manage the database with functionality for rebuilding indexes, packing tables, restructuring tables, and repairing tables

• Manage Advantage data dictionaries with the Advantage Data Dictionary Manager

• Observe Advantage Database Server activity with the Advantage Management Utility

• Execute maintenance tasks from within a transaction

• Compare data dictionaries via the dictionary differentiation tool

• Monitor SQL statement performance as they execute advantage client solutions

Previously developed database applications can be easily converted to access the Advantage Database Server. Advantage client solutions are native and seamless in their implementation replacing existing database drivers with fully compatible Advantage drivers. Advantage client solutions are available at no charge and include                                                                                                          solutions for Borland Delphi and Delphi for .NET, Borland Kylix, Borland C++Builder, Microsoft Visual Basic, Microsoft Access, Microsoft Visual Studio.Net, Borland C# Builder, Borland JBuilder, Sun ONE Studio, IBM Visual Age for Java, Perl, PHP, CA-Clipper, CA-Visual Objects and other database development environments.
MySQL Database Server
MySQL offers several key advantages:
Reliability and Performance. MySQL AB provides early versions of all its database server software to the community to allow for several months of "battle testing" by the open source community before it deems them ready for production use.
Ease of Use and Deployment. MySQL's architecture makes it extremely fast and easy to customize. Its unique multi-storage engine architecture gives corporate customers the flexibility they need with a database management system unmatched in speed, compactness, stability, and ease of deployment.
Freedom from Platform Lock-in. By providing ready access to source code, MySQL's approach ensures freedom, thereby preventing lock-in to a single company or platform.
Cross-Platform Support. MySQL is available on more than twenty different platforms including major Linux distributions, Mac OS X, UNIX and Microsoft Windows.
Millions of Trained and Certified Developers. MySQL is the world's most popular open source database, so it's easy to find high-quality, skilled staff.
The MySQL Database Server

The foundation of MySQL Network is the MySQL Database Server. It includes all of the required enterprise features plus many innovations:

Multiple storage engines including full transaction support with commit, rollback, crash recovery and low-level locking capabilities. You can select from a range of storage engines from fast in-memory operation to full transaction support and clustering for high-availability.

Query caching delivers significant performance benefits and with database replication, many slave servers can run off a single master server increasing both speed and robustness.

A robust security system with advanced permissions and support for SSL transport-layer encryption provides robust application security.

Full text indexing and searching enables rapid searching of text fields for words and phrases. This includes relevance rankings, exact phrase matching and Boolean search operators.

Competitive Pricing Comparison
Note: Amounts are based on U.S. prices and dollars.
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1. Support cost is based upon annual telephone & email support

2. Support & Advisory Services provided on an hourly basis

3. Telephone support contracts range from $9,000-$48,000/annual

Conclusion

1. Reports Summary

In the first semester of the project, I mainly did the research part. I have researched in the following areas: Samba Server, SMB/CIFS protocol, General Installation, Samba’s supporting server type, Users and Security, Advantage and MySQL. During the process of planning, researching and reporting, I’ve gained the knowledge from many new Technology areas, not only from my report and also learnt from other members’ reports. I also gained the skill on researching and solving problem by myself. There are also some research topics which we have touched in the academic study, now I can correlate them to industrial practices. 
2. Future Plans
My goal for the rest of the project is to plan the implementation of a Linux file server running AZUL Advantage and supporting 10 desktops on Windows XP based on a client-server computing model. And I will implement such a system in CNZ.

Wang Huan
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