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Abstract

There is an increasing awareness on the importance of software measurement within the soft-

ware engineering community, as well as the necessity of respecting the scienti�c basis of mea-

surement. However there is little evidence for the latter asthere is a tendency for researchers

and practitioners to apply software metrics without a full awareness of what they mean. Cou-

pling, which is the measure of the interdependence between parts of a software system (e.g.

classes), is one important property for which many metrics have been de�ned. While it is

widely agreed that there is a relationship between high coupling and poor maintainability, I ar-

gue that current empirical evidence toward this is insuf�cient to promote a full understanding

of this relationship. Part of this is due to the lack of coverage of all forms of connections that

comprise coupling. To illustrate this I identify a speci�c,indirect, form of coupling that man-

ifests between two seemingly unrelated parts of the system through hidden connections. My

thesis is that there is a relationship between indirect coupling and maintainability. To gather

evidence for this I follow a methodology based on the philosophies of key software metrics

researchers. This involves operationally de�ning indirect coupling so that it can be accurately

measured, establishing an explanatory model as to the relationship between indirect coupling

and maintainability, and �nally empirically corroborating this model.
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1
Introduction

A major difference between a “well developed” science such as physics and some

of the less “well-developed” sciences such as psychology orsociology is the degree

to which things are measured.

Fred S. Roberts [98].

1.1 Software quality and measurement

The prominent goal of software engineering is building software systems that function as ex-

pected and are of high quality with minimum cost. The conceptof quality in a software system

hinges on various facets, such as how many defects it contains, how easy it is for developers to

inadvertently inject faults into the system, and the dif�culty involved in modifying and under-

standing all or parts of the system. Ensuring quality is important as for one thing it naturally ties

with the cost of developing and maintaining the system. For example, a high number of defects

in code results in time and resources spent by maintainers to�x them, and an unnecessarily

complex code results in more effort imposed on both maintainers and developers to understand

and modify it. Over the past few decades there has been much research on understanding what

is meant by quality, and more importantly, how satisfactoryquality can be achieved and main-

tained.

This is not at all new for more mature disciplines of engineering, such as civil, mechanical

and electrical engineering. The key to ensuring the product— be it a bridge, a motor engine, or

1
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a circuit board — satis�es expected standards ismeasurement. Measurement provides a means

to objectively assess the properties of the product and evaluate whether it meets its desired

qualities. Thus, measurement in the software realm must be done with the same purpose of

quantifying the aspects of software that affect its overallquality.

Researchers have proposed quality models as an attempt to capture and categorise the vari-

ous facets of software quality. Early seminal works includeones by Boehm ([15]) and McCall

([79]). The quality models serve to articulate the commonquality attributes, or quality factors,

among other synonyms, that are thought to be of importance. These include maintainability,

modi�ability and understandability, which all have important links to the internal properties

of software, the focus of my research. Note that there is no standard de�nition for any of the

quality attributes, but the following give some general de�nitions from several sources [16, 56]:

Maintainability The extent to which code “facilitates updating to satisfy new requirements

or to correct de�ciencies” [16]. “The ease with which a software system or component

can be modi�ed to correct faults, improve performance or other attributes, or adapt to a

changed environment” [56].

Modi�ability The extent to which code “facilitates the incorporation of changes, once the na-

ture of the desired change has been determined” [16]. Modi�ability is regarded as a

sub-characteristic of maintainability.

Understandability The extent to which code's “purpose is clear to the inspector” [16] – for

example, good naming conventions, self-descriptive modules, simple or “intuitive” con-

trol structures, etc. Understandability is another sub-characteristic of maintainability. It

is closely related to the ease at which a change could be successfully made as incom-

plete/poor understanding of the code will more likely lead to change that produces side-

effects and/or introduces defects.Program comprehensionis a maintenance activity that

is most directly in�uenced by understandability.

The question is how we should gauge these attributes, which in fact many agree are not easily,

if at all, quanti�able. The above de�nitions are not operational, meaning we cannot derive

accurate measures directly from them. For instance, with understandability, how should we

quantify the extent to which code's purpose is clear to the inspector: is it the amount of time

it takes for the inspector to correctly identify the purpose, or is it the number of errors an

inspector makes while attempting this? Thus whenever a study makes claims along the lines

of “our metric X is a clear indicator of maintainability”, we�rst would need to question what

concrete, measurable aspect of maintainability is being referred to here.

Despite these uncertainties, many argue that measurement of software is still necessary

because the very practice of attempting to capture and quantify quality attributes increases our

understanding of them, as echoed by Fenton & P�eeger [36]:
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Even when it is not clear how we might measure an attribute, the act of proposing

such measures will open a debate that leads to greater understanding. Although

some software engineers may continue to claim that important software attributes

like dependability, quality, usability and maintainability are simply not quanti�able,

we prefer to try to use measurement to advance our understanding of them.

This position is consistent with other newer disciplines ofscience, for example psychology.

Intelligence is one attribute that has been subject to many attempts at measurement, including

the widely used and disputed IQ (intelligence quotient), and the possibility of ever achieving a

measure that fully characterises intelligence remains in question. Despite this, such attempts by

researchers helped them create more detailed models of the human mind.

An important point to note is that, within the practicing software engineering community,

the property of software usually associated with quality istheabsence of defects. For this reason

software testing, the aim of which is to ensure that the program performs as desired, is a major

focus of software engineering research. This is evidenced by comparatively large volumes of

literature on testing and related validation methodologies. Testing is indeed an essential means

to enforce quality (in the sense that the system has little orno defects). However it is not the

onlymeans.

Quality after all is a multi-faceted concept, and while the operational properties of software,

such as functional correctness, performance and reliability, can be readily evaluated by testing,

the more general properties such as maintainability, understandability and reusability, which are

arguably equally as important, can not. For instance, determining how maintainable a system

is would require an analysis of the effort spent in order to perform changes on it. Furthermore,

predictinghow maintainable it should be would require insight into theinternal properties of

the system like size and structure. All of this constitutesmeasurementof one form or another.

Boehm's quality model divides quality into “as-is” and “general” utility [15]. Similarly Mc-

Call's model distinguishes the “operational” quality factors from “revisional” and “transitional”

ones [79]. Note that testing in itself can also be considereda form of measurement. However it

is the more introspective kind of measurement to evaluate the latter kinds of quality that my re-

search focuses on. It can be argued that getting the product right in the �rst place, which means

designing it in such a way that is less likely for a developer to introduce defect-causing changes,

helps to reduce the burden of testing. In other words the system has goodmaintainability.

Which quality attribute is relevant to software practitioners for a particular project depends

on what facet of software development they want to control inthe end, and they inherently tie

in with cost. The typical questions they need to answer wouldbe in the form of “how much

development effort would be required to add new features X and Y to this existing system”

(modi�ability); “To what extent can this system prevent/handle failures” (reliability); “how

much time should we assign to new programmers to get accustomed to our system” (under-

standability)? Practitioners desire a systematic method for answering these questions, which
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requires objective measurement. Also in order to obtain measures for the above qualities, we

need some information about the product, i.e. the software system, to make a sensible judg-

ment. For example, having a great team of developers may reduce overall development effort to

add new features, but if the system is poorly designed to begin with, this is going to factor into

effort as well.

The aspects directly relating to the product, e.g. the number of classes implementing an

interface, are what are known asinternal attributes, in contrast toexternalattributes, which

refer to the quality attributes mentioned so far. Internal attributes are generally easier to measure

than external attributes, because measuring internal attributes only requires information about

the product, whereas measuring external attributes requires information about the process as

well, which may not be obtainable until later stages of the software life-cycle. To summarise, in

doing software measurement we need to identify both the external attributes we want to control

and the internal attributes that could help predict these external attributes.

1.2 Complexity and software maintainability

Maintainability is one key external attribute that signi�cantly affects software development. In

today's industry it is expected for a system to change continuously to accommodate new features

or to adapt to changing requirements. Maintenance is in factone of the biggest factors of cost,

with �gures reported to be around 60 to 80% (various sources,eg. [74]). Thus it is important to

look into what makes maintenance so dif�cult. Many researchers agree thatcomplexityof the

product plays a signi�cant role in affecting the maintenance activities including comprehension,

modi�cation and testing (e.g. [72]). This prompts us to explore the internal attributes that

directly contribute to software complexity.

The IEEE glossary [56] de�nes complexity as “(1) the degree to which a system or a com-

ponent has a design or implementation that is dif�cult to understand and verify; (2) pertaining

to any of a set of structure-based metrics that measure the attribute in (1)”. What is interesting

is that the �rst part of the de�nition sounds like an externalattribute, whereas the latter sug-

gests an internal attribute. Another implication of this de�nition is that de�ning a measure for

complexity inevitably involves determining the factors that affect understandability and modi-

�ability. However many of the “complexity” measures we see in the literature — including the

well-known McCabe's cyclomatic measure [78] and Halstead'smetrics [44] (refer to section

2.2 for explanation of these metrics) — seem to treat complexity as an internal attribute and

are de�ned purely structurally, without a clear connectionto maintainability . In fact Fenton

reminds us that attempting to achieve a universal measure for complexity is problematic ([36],

pg. 322).

Perhaps the most fundamental and intuitive representationof complexity issize, which has

been a commonly used internal attribute for predicting various external attributes. The most
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commonly used measure for size is source lines of code (LOC), which can lead to multiple

interpretations as to exactly what constitutes a meaningful line of code. For example, it can

be the number of non-blank, non-commenting lines in the source �les. The trouble is, even if

we achieve a meaningful measure for size, we would �nd that itis not descriptive enough to

characterise a program, as any two programs of the same size could easily be fundamentally

different instructure. One important property of software that relates to structural complexity

is coupling[104], described in the next section.

1.3 Coupling

Coupling is described as a “measure of the strength of interconnection between modules” [116].

Here the termsstrengthandinterconnectionlead to a multitude of interpretations, evident in the

numerous coupling metrics introduced in the literature. Chapter 3 gives an overview of these, as

well as a discussion on the implications coupling has on maintenance. In general, it is desirable

to keeping coupling as loose as possible, one of the reasons being to ensure changes to one

part of the system have minimal impact on the rest of the system. Yet it should also be noted

that a system cannot be completely devoid of coupling, as some connections between system

components (classes, modules etc.) must exist for it to function. Thestrengthof coupling is an

important facet, which signi�es that some forms of couplingare stronger than others, whether

it be due to the number of connections or the nature of the connections. Such characteristics of

coupling make it interesting to study: what kinds of coupling are desirable and what are not,

and what kinds of connections constitute strong coupling? Idemonstrate in chapter 3 that not

all possible forms of coupling have been studied, and the question of what kinds of coupling

dependencies are most likely to affect maintainability hasnot been fully answered.

A form of dependency that is greatly likely to impact maintenance is one that is complex

and is dif�cult to detect. An example of this, indirect coupling, is illustrated in the following

section. The question ishow exactly the presence of such dependencies could in�uence the

tasks of understanding and modi�cation. As hinted earlier,the trouble with de�ning a complex-

ity measure is that it is not suf�cient to provide an arbitrary quanti�cation of some aspect of

the program. Instead there needs to be a sensible theory or model as to how that certain aspect

affects understandability and modi�ability, which would later be corroborated through empiri-

cal observation. This is part of a proper software measurement process, explained in chapter 2.

This theory or model would dictate how the aspects of the structure are to be quanti�ed, which

would lead to different metrics, as described further on.
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1 public class A {
2 public static void main(String[] a) {
3 C c = B.create();
4 D d = new D(c.get());
5 d.doD();
6 E.doE(c);
7 }
8 }

1 public class C {
2 private String str;
3 public String get() {
4 return str;
5 }
6 public C (String str) {
7 this .str = str;
8 }
9 }

1 public class E {
2 public static void doE(C c) {
3 F f = new F();
4 f.doF(c.get());
5 }
6 }

1 public class B {
2 static String init;
3 public static C create() {
4 C c = new C(init);
5 return c;
6 }
7 }

1 public class D {
2 private String s;
3 public D(String s) {
4 this .s = s;
5 }
6 public void doD() {
7 System.out.println(s.trim());
8 }
9 }

1 public class F {
2 public void doF(String string) {
3 D d = new D(string);
4 d.doD();
5 }
6 }

Figure 1.1: Example of null value tracking problem (arrows indicate data �ow)

1.4 Indirect coupling (via data �ow)

Consider the program in �gure 1.1. Executing the program willlead to a failure within classD.

More speci�cally, aNullPointerException is thrown when it attempts to de-reference

the value of the �elds in the print statement at line 7, which turns out to benull . This is

due to the fact that anull value was passed to classD's constructor, which is called from two

places in the code: line 4 in classA and line 3 in classF. In both cases, thenull value is from

classC's �eld str , which is in turn set to the parameter ofC's constructor. The call to this

constructor is in line 4 of classB, and we see that its argument,init has not been initialised.

This example, albeit abstract, should represent a familiarproblem to all programmers. More

realistic examples can be found in chapter 4, which discusses the problem in more detail in

relation to maintainability.

There are two key observations to be made from this example. First, B's failure to initialise

its �eld init caused a failure to occur atD. By changingB so that the problematic �eld is

initialised to some value, we can prevent theNullPointerException being thrown in

D. This goes to show thatD is dependent on, hence coupled to,B. Second, the fact that there

is no evident connection betweenB and D — for example, deleting or renamingB will not

cause the compilation ofDto fail (which implies that there is no compilation dependence, even

transitively) — suggests that the coupling is non-trivial to detect. This signals a relationship

between indirect coupling and dif�culty of program comprehension (understandability).

I maintain that the implications of the above kind of relationship extend beyond null de-
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references. The above problem can be generalised to any design scenario where the semantics

of a value being used inA is directly dependent on that of the value being de�ned in a seemingly

unrelated classB. For example, say classesA andB are compilation independent,B de�nes a

constant value that eventually �ows through toA and thatA compares this value to some other

expected value. Any modi�cation to the constant inB can potentially break the logic inA. This

problem can, again, be further generalised to any relationship betweenA andB whose locality

is orthogonal to conventional structural relationships that bindA andB (i.e. the data �ow in

the above example is orthogonal to the compilation dependencies). I designate this kind of

relationshipindirect coupling.

Data-�ow is one of the forms of indirect coupling that I have decided to investigate for the

scope of the thesis because it is ubiquitous in software systems, as evidenced later in chapter

8. Other, more complex and semantic, forms are also worthy ofexploration, and are mentioned

in chapter 4. Of course it should be noted that not every single data �ow connection may be

harmful to maintenance. In fact data �ow to a certain extent is inevitable for any software

system to function properly. As it is true for coupling in general, the potential impact of a

coupling connection does not depend as much on its very existence as it does on thenaturein

which the connection is formed andto what magnitudeit manifests in the system as a whole.

Chapter 3 expands on this point.

The merit of investigating and thus measuring exactly how indirect coupling affects main-

tenance is believed to be substantial. Doing this successfully is not trivial since it mandates

rigourous activities of measurement and empirical evaluation, but only through these can we

work toward a meaningful model of how software structure really affects cost.

1.5 Thesis statement and methodology

My thesis is that there is a relationship between indirect coupling and maintainability, and accu-

rately measuring the former enables the prediction of the latter. The speci�c sub-characterisations

of maintainability I study are understandability (ease of program comprehension) and modi�a-

bility. The thesis also states that indirect coupling complements the existing de�nitions of and

metrics for coupling, which are insuf�cient in capturing the full notion of coupling.

I choose to follow a methodology that is consistent with the philosophy of software mea-

surement presented by key researchers [5, 34, 36, 63], explained in chapter 2. Essentially the

methodology comprises the following key steps:

1. De�ne the attribute to measure (indirect coupling).

2. Develop a theory or hypothesis on a causal relationship between the attribute and another

important quality attribute (maintainability).
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3. Empirically con�rm the theory or hypothesis. The resultsmay suggest a re�nement to the

theory to more accurately re�ect the reality, or lead to the discovery of other interesting

related factors that affect maintainability. In either case the process will be repeated until

a satisfactory empirically validated theory is achieved.

The success of the above methodology lies in doingproper measurement, i.e. de�ning

attributes on an unambiguous, theoretically sound basis and making any assumptions about

the measurement explicit. While we are ultimately interested in being able to predict tangible

external attributes such as time and cost, it cannot be done without accurate measurements

of the relevant product attribute. To put it in the context ofmy research, ensuring accurate

measurement of indirect coupling (step 1 above) must precede any empirical validation effort.

There is a common misconception that a measure is only valid (hence worth studying) after

it is shown to be statistically related to some data pertaining to an external software attribute

[5]. Indeed there are many studies (discussed in section 2.7) that attempt to establish predictive

capabilities of internal metrics such as coupling to external attributes such as fault-proneness by

statistical regression tests. Such models focus on establishinga posteriorirelationships between

the internal measure and external measures [81]. The reasonings in general do not go beyond

“If this particular structural metric is shown to be strongly correlated to some measure of fault-

proneness, it is useful”. However, without a thorough understanding of the exact reason for

such correlations, we would be very likely to end up misusingour metrics. If the measure is

not properly de�ned and there are no speci�c grounds as to expect the measure to be correlated

with the data, then that correlation would not be saying anything meaningful [5, 34].

In order to be able to predict, we needa priori theories as towhysuch a relationship would

occur in the �rst place, which can then be empirically con�rmed or falsi�ed and re�ned until a

satisfactory causative relationship is established [5]. Of course this is not a trivial process, but

the importance in investigating exactlywhat it is about the internal attributes that would give

effect to external attributes is signi�cant. We want to havea clear model of how the attributes

are mutually related so that we can better understand and predict them.

1.6 Expected contributions

The overall contribution of this thesis is that it documentsthe �rst research attempt to measure

indirect coupling through a scienti�c basis. More speci�cally, I claim the following contribu-

tions:

1. The set of metrics for indirect coupling, de�ned in chapter 6, based on an a priori model

of the relationship between structures that cause this kindof coupling and the effort of

understanding and modifying code involving such structures.
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2. The results of an empirical study, presented in chapter 8 to establish an entity population

model (explained in section 2.7), which enables sensible judgment as to how typical or

atypical the values the above metrics are for a given program.

3. The design and results of a second empirical study, presented in chapter 9, to lay the

foundations for establishing the validity of the model behind the relationship between

indirect coupling and maintainability.

Through the above contributions my research is expected to help �ll the current gaps of knowl-

edge in software metrics research: one being the understanding of the full nature of coupling

and the other being the insight into the relationship between coupling and maintainability.

1.7 Thesis outline

The remainder of the thesis is organised as follows. In chapter 2 I give an overview of the

rationale and principles behind software measurement, including the emphasis on scienti�c

basis put by key researchers in the �eld. In chapter 3 I surveykey coupling de�nitions and

measures and identify some gaps in the research that indirect coupling is hoped to �ll.

In chapter 4 I present several motivating examples of indirect coupling that manifest in

real Java programs. The purpose of the chapter is to familiarise the reader in understanding

and recognising speci�c forms of indirect coupling involving data �ow, and how they signal

potential maintenance burdens.

Chapter 5 overviews work directly or indirectly relevant to my research. These include em-

pirical studies on coupling and complexity metrics and those on program comprehension. I also

review studies that attempt to relate hidden dependencies and data �ow to software maintenance.

In the following chapter 6 I present the de�nitions for indirect coupling, explanatory models

for how the structure behind indirect coupling in�uences maintenance effort, and metrics that

each represent a different way of quantifying the elements of the model.

In chapter 7 I describe the measurement instrument: a software tool. I detail the design

and implementation of the tool, which involves static program analysis. I also discuss many

practical issues of developing an accurate and scalable tool for complex large scale software

measurement. In chapter 8 I present the results of applying the measurement instrument to a

corpus of Java applications. One major aim of the study is to build an initial entity population

model, as mentioned earlier, for the measures. Another aim is to see how the different measures

compare across the sample population.

In chapter 9 I present a series of controlled experiments forfull empirical validation. I

detail the design and results of the �rst experiment of the series. I �rst present the experimental

context, including the hypotheses. Then I describe the design, including the preparation of the

experimental artifacts and the experiment procedure involving “maintenance” tasks. I highlight
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the decisions made on the design to address various threats to validity. Finally I present the

results and statistical analyses, ending with a discussionon how the �ndings of the experiment

can be used to re�ne the explanatory model.

In chapter 10 I evaluate the work in this thesis against the research goal set out in section 1.5.

I discuss the ways in which the metrics and the results of the empirical studies presented hence-

forth could help toward a more complete understanding of therelationship between indirect

coupling and maintainability. In chapter 11 I present my conclusions.



2
Software measurement

This chapter is intended as a comprehensive overview of software measurement, and thus can

be doubled as a manual for readers who are interested in doingmeasurement themselves.

2.1 Measurement and reasoning

Measurement is ubiquitous, both in science and in everyday life. We constantly deal with

measures possibly without being conscious of them, be they prices of items, temperatures of

rooms, or distances from one place to another. When dealing with such measures more often

than not there isreasoninginvolved: “this watch is $2000 so I can't afford it”; “the temperature

of the exam room is 16 degrees Celsius therefore I had better bring warm clothes”; “we will

take route A as it is 50km shorter than the alternative route B”. We can only make useful

reasonings on these measures because they are well de�ned and we have a clear notion of what

they represent. Indeed, it is easy to devise “measures” thatare meaningless despite providing

some form of quanti�cation for a certain class of objects. This leads us to the question of what

makes a useful measure, which in turn raises a more fundamental question of what measurement

really is. Fenton provides a concise and relevant answer to the latter question [36]:

Measurement is the process by which numbers or symbols are assigned toattributes

of entitiesin the real worlds in such a way as to describe them according to clearly

de�ned rules(emphasis ours).

11
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In the above example, price is anattributeof anentitycalled watch; likewise temperature is

an attribute of entity room, and distance is an attribute of entity route. Measurement allows us

to describe price, temperature and distance in terms of numbers, possibly in more than one unit;

for example distance can be described in terms of kilometresor miles. As Fenton's explanation

suggests, the important aspect of measurement is the ability to describe measures according to

clearly de�ned rules. For example, there are several intuitive relations that govern temperature,

such as what is cold, what is hot, and whether one object is hotter than the other. These are

known as theempirical relationsfor the attribute temperature. Furthermore, these relations

must bepreservedwhen mapped to numerical terms:A is hotter thanB if and only if A's

temperature value is greater thanB 's. In other words, thenumerical relation“> ” (greater than)

for the temperature values are consistent with the empirical relation “hotter than”: this is an

important property of measurement, as discussed further insection 2.4. Also we can establish

certainnormal values, such as 37 degrees Celsius for normal body temperature, and around 19

degrees Celsius for ideal room temperature. Based on these norms we can make judgments as

to whether a person's body temperature is normal or a room is too cold or too hot. Finally, there

are rules as to what operations can be performed on certain types of measurement values and

what cannot. For example we can take an arithmetic mean of several temperature values in the

same unit to obtain the average temperature; yet multiplying two temperature values together,

or adding two temperature values in different units will notyield in a meaningful result.

The attributes shown as examples seem to have an intrinsic binding to their measures, in

that it would be easy to take for granted the fact that they aremeasurable in the �rst place.

However we have to remember most of the measures we use everyday and in well-developed

sciences such as physics only became measurable through an intricate and lengthy process of

observation, experimentation and re�nement. Also an important distinction to be noted is that

between ameasureand ametric. A measure is a valid numerical representation of an attribute,

whereas a metric refers to an arbitrary mapping from instances of an attribute to a number. Thus

while every measure is a metric, the converse is not true [36]. Through proper measurement

one can ensure that an arbitrary metric is also a measure of something of interest.

Software practitioners have only recently — that is, in the last three or so decades (e.g.

[5, 16, 29, 34, 81, 83, 101]) — realised the value of directly and indirectly measuring the qual-

ity of software systems and processes. However the concurrent view is that the software engi-

neering community has not achieved the same level of understanding of proper measurement

as those in the �elds of well-developed sciences have.Complexityas explained in section 1.2 is

an example of a concept for which numerous kinds of metrics (claiming to be measures) have

been proposed. By complexity, I refer speci�cally to structural complexity, as opposed to com-

putational complexity. There is a wide consensus that complexity is an important property of

software that potentially affects many aspects of softwarequality. Yet there are debates about

the meaningfulness of many of the so-called measures for complexity [34, 11], which furthers
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the question of whether we clearly have a suf�cient understanding of all aspects of complexity

in order to capture them adequately. The following section gives an overview of some of the

classic measures for complexity.

2.2 Classical metrics for complexity

2.2.1 Halstead measures

Halstead provided one of the earliest metrics intended to evaluate source code complexity [44].

The Halstead metrics are based on four basic elements of the source code:

� � 1 : the number of unique operators

� � 2 : the number of unique operands

� N1 : the total number of operators

� N2 : the total number of operands

The metrics are supposed to capture several “aspects” of size, that is length and volume,

and also are intended to be predictors for dif�culty level (error-proneness) and implementation

effort. More precisely:

Vocabulary � = � 1 + � 2. Meaning, the vocabulary of a program is the sum of the distinct

numbers of operators and operands.

Program length N = N1 + N2. Meaning, the length of a program is the sum of the total

numbers of operators and operands.

Program volume V = N log2 � . Meaning, the “volume” of a program, which is supposed

to be a measure of how much information is needed to store the program in bits, is the

product of the program's length and the number of bits required to represent the program's

vocabulary (hence the log of base 2).

Dif�culty D = � 1 �N2
2�� 2

. Meaning, the dif�culty of a program, in other words its “error-proneness”

is proportional to the number of unique operators in the program, as well as the ratio be-

tween the total number of operands and the number of unique operands in the program.

If this is true, then this implies the more the same operand appears in the program, the

more prone the program is to errors.

Effort E = V �D. Meaning, the effort to understand and implement the program is the product

of the volume and dif�culty of the program.
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1 public static void bubblesort( int [] array, boolean ascending) {
2 int current, prev;
3 for ( int i = 1; i < array.length; i ++) {
4 for ( int j = i; j > 0; j --) {
5 current = array[j];
6 prev = array[j - 1];
7 boolean swap; //boolean swap = ascending ? current < prev : current > prev
8 if (ascending) {
9 swap = current < prev;

10 }
11 else {
12 swap = current > prev;
13 }
14 if (swap) {
15 array[j] = prev;
16 array[j - 1] = current;
17 }
18 }
19 }
20 }

Figure 2.1: Method for bubble sort implementation

Halstead metrics have the bene�t of being easy to compute. However its main criticism

is in the lack of a clear model behind their de�nitions, especially with the prediction systems

for the measures Dif�culty (D) and Effort (E) [34, 63]. Also it is not clear what the unit for

each measure is; for example program length (N ) is made up of the number of operators and

the number of operands, which represent possibly heterogenous components. Addressing these

kinds of issues requires a discussion of measurement theory, covered in section 2.4.

2.2.2 Cyclomatic Complexity

Thomas McCabe's Cyclomatic complexity number (CCN) is perhaps one of the most well-

known and still widely used metric to gauge complexity. CCN measures the number of linearly

independent paths in a control �ow graph pertaining to a codeblock, typically a method body.

Figure 2.1 shows an example code for performing bubble sort on an integer array in either

ascending or descending order; �gure 2.2 shows a control �owgraph that corresponds to the

method body of this code.

Each node in �gure 2.2 represents statement(s) at line number(s) corresponding to the node's

label. Note an extra node designated as an exit statement (labeled “e”) is added to the graph,

and that a backward edge is added from node “e” to node “2” in order to make the graph

strongly connected, which is a required property for computing CCN [78]. The number of

linearly independent paths, thus the CCN, in a control �ow graph is computed using the formula

E � N + 2 whereE is the number of edges andN is the number of nodes in the graph. In this

case the number is14� 10 + 2 = 6.

CCN is useful in determining the minimum number of execution branches that need to be

covered in testing, making it a useful guide to minimal testing effort. McCabe (and others) go

further to suggest that it is also a good indicator of other important external attributes such as
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Figure 2.2: Control-�ow graph for method body in �gure 2.1

understandability because the abundance of conditionals would lead to “cluttering” of logic.

While in general this claim makes sense, the extent to which the relationship between CCN

and understandability holds is questionable. For instance, we could replace the statements in

lines 7 to 13 with the alternative single statement commented out in line 7 to retain the same

functionality of bubble sort. Assuming we only consider while/for/if statements as branching

constructs, this modi�cation would effectively reduce theCCN of the code block by 1. However

does this actually make the code more understandable? The answer is not clear. In fact this

brings up another issue with applying measurement: should aconditional expression as with

line 7 be regarded as an atomic statement? This is a language-speci�c issue, and the original

de�nition of the metric does not explicitly address this. That is to say, with all internal software

measures, the dif�culty is not only in the conceptual de�nition but also in applying it to actual

programs [101].

2.2.3 Information �ow metrics

Henry and Kafura proposed a metric to capture control structure of modules based on informa-

tion �ow, or what is also called data �ow [49]. The proposed complexity metric is based on the

number of information �ows that go into and out of a procedure, as well as through global data

structures. More precisely, for a given procedure, the “fan-in” is the number of information

�ows into the procedure plus the number of data structures from which the procedure reads;

the “fan-out” is the number of information �ows out of the procedure plus the number of data

structures to which the procedure writes. The authors claimed that fan-in is an indicator of the

extent to which the module is reused, while fan-out is an indicator of the degree of the module's

control over other modules. The information �ow metric is computed as follows:
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Complexity= Length� (Fan-in � Fan-out)2

Lengthis de�ned as a standard lines of code count for the statementsinside the procedure,

including comments. The justi�cation for squaring the fan-in and fan-out is the authors' belief

that these two structural aspects are likely to impact complexity in a non-linear scale, i.e. at

a more signi�cant rate than length. The authors have not indicated whether this is based on

any observations or empirically validated scienti�c models. In fact Kitchenham et al. point

out a more fundamental issue with this model, which is that fan-in and fan-out are treated

as homogenous attributes by virtue of the scalar multiplication [63]. Thus a high value of

information �ow complexity could mean the module either is reused extensively, controls many

other modules, or is reused moderately and controls a moderate number of modules. The lack

of ability to distinguish between such arguably distinct cases is considered a limitation of this

metric.

2.3 Meaningfulness of a complexity measure

The main purpose of the discussion in section 2.2 is to point out that de�ning a meaningful

measure for program complexity is dif�cult when there is no intuitive notion of what makes a

program more complex than another, and if so by how much. Thisreinforces the issue illustrated

in chapter 1: measurement in the software engineering domain, despite its signi�cant value, is

not as well-developed as it is in other disciplines of engineering. The current state of research

does not demonstrate an adequate depth of understanding of the measures that are developed

and used in the context of software systems. To illustrate this, take an example of a measure we

use everyday — temperature — and contrast it with software complexity. The following can be

said about temperature:

� Temperature is measured through several possible means, all of which areindirect. That

is, temperature can be indirectly measured using laws that relate dissipation of heat to

changes in properties of materials, which are directly measurable (such as volume). A

classic instance of this is using a mercury thermometer. Although what is being directly

measured is the length of the mercury bar, we can derive the change in temperature from

the change in volume of the mercury using the model of thermalexpansion.

� Temperature can be de�ned in different units, including Kelvin, Celsius and Fahrenheit.

It is possible to convert temperature values across these units.

� There is a clearly de�ned empirical relationship between the numerical world and the

empirical world. For example, we can make the following kinds of statements:
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– 30 degrees iscolder than60 degrees.

– 32 degrees isslightly hotter than30 degrees.

– 0 degrees isa lot colder than30 degrees.

– Temperature of room A is 20 degrees, whereas that of room B is 40 degrees. The

difference between room B's temperature and zero istwice as much asthe difference

between room A's temperature and zero.

The above empirical relationships hold regardless of the unit being used.

� Certain norms can be established: roughly 37 degrees Celsius for normal body tempera-

ture and 19 degrees Celsius for average room temperature. Normal body temperature is

obtained via theentity population model(c.f. section 2.7.2, which is another important

concept in measurement that allows us to determine what the typical measures are across

the entities. We know any noticeable deviation of body temperature from the norm almost

certainly indicates something wrong with the person.

We then ask whether the above can be said for program complexity. That is to say:

� How is complexity measured? Can we make sure we achieve the same value for any two

equivalent programs written in different languages?

� There are various supposed complexity metrics: CCN, Halstead, information �ow, etc.

Are they measuring the same attribute after all, as in they are simply different units for

the same measure? If not then how are the metrics related, if at all?

� Do meaningful empirical relationships hold over those measures? Does it make sense to

say:

– Program X is more complex than Y?

– Program X is slightly more complex than Y?

– Program X is a lot less complex than Y?

– Program X is twice as complex as Y? (or at least, the difference in complexity

between X and Z is twice as much as that between Y and Z?)

� Is there a sensible norm as to what is a “standard” level of complexity?

These are indeed the kinds of questions that we would like to answer in order to control

complexity, or whatever we deem is necessary for maintaining the quality of a software system.

However with the numerous measures proposed for complexityover the years [22, 44, 78, 105,

114], this seems dif�cult. Key researchers on software measurement such as Fenton, Kitchen-

ham, Melton and Shepperd attribute this to a lack of a scienti�c basis for de�ning software
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measures [11, 34, 63, 101]. One such basis is the Representational Theory of Measurement,

which de�nes basic rules that must be satis�ed in order to de�ne measures that are meaningful

[38, 66]. This is summarised in the next section.

2.4 Representational theory of measurement

Recall that measurement of anattribute involves mappingentitiesfrom the real (empirical)

world to the numerical world. Such mapping can be thought of as a function that produces a

number from an entity, or more formallyM : E ! N , whereE is the set of entities andN is the

set of numbers. According to the representational theory, an arbitrary mapping from entities to

numbers does not necessarily constitute a measure (rather,it is simply a metric). The mapping

can only be de�ned as such if it satis�es what is known as therepresentation condition[36]. The

representation condition asserts that for all empirical relations that hold over entities inE the

corresponding numerical relations must also hold over the measures for those entities. In other

words the empirical and corresponding numerical relationsmust match. As hinted previously,

relationsare a crucial aspect of measurement, as reasoning about measures must involve some

form of comparison. For example, with temperature we have empirical relations such as “colder

than” that allow us to compare two objects. We can denote suchrelations mathematically in the

form of colderThan(e1; e2) (notice this is a binary relation). The “colder than” relation has

a corresponding numerical relation, which is `< '. The representation condition is satis�ed

becausecolderThan(e1; e2) holds if and only ifTemp(e1) < Temp(e2), whereTempis of course

a function that maps entities to their temperature values. This can be expressed more formally

as follows:

De�nition 2.1 (The Representation Condition). Let E be the set of entities in the empirical

world. LetR = f R1; R2; : : : Rng be the set of empirical relations that hold over entities inE

with respect to attributea. Each relation inR is of the form `rel(e1; e2; : : : em )', for example

colderThan(room1; room2).

LetN be the set of numbers or symbols in the numerical world. LetS = f S1; S2; : : : Sng be

the set of numerical relations corresponding toR.

For mappingM : E ! N to be a measure, the following must be true for alli :

Ri (e1; e2; : : : em ) holds if and only ifSi (M (e1); M (e2); : : : M (em )) holds [35].

Formalisms aside, the core principle of the representationcondition is that measures must

re�ect the intuitions behind the relationships in the real world. Revisiting section 2.3, one

must wonder whether this is indeed true with the aforementioned complexity measures or any

complexity measure in general. For a metricM : Programs ! N to be a true complexity

measure, it must be the case that for any two programsP1 andP2, M (P1) > M (P2) is true if

and only ifP1 is more complex thanP2. The problem here is we do not yet have a clear notion
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of what the empirical relation “more complex” entails. Alsoif the aforementioned metrics

CCN, Halstead metrics and Information Flow metrics, are indeed supposed to measure the same

attribute “complexity”, then for any pair of programs wherein one,P1, is more complex than

the otherP2, P1's complexity value must evaluate to be greater than that ofP2 for all metrics.

However it would be easy to construct examples where this is not the case [34]. Thus according

to the representational theory, the three metrics cannot all be true measures for complexity; so

which is and which is not? An inherent problem is in labellingthese kinds of as “complexity

measures” in the �rst place, even when we do not have a complete understanding of the attribute

itself. This is a major hurdle that must be overcome in de�ning software measures: what

empirical relations are we really trying to illuminate?

2.5 Measurement scales and meaningfulness

More than one valid measure can exist for a particular attribute. For instance length can be

measured in various units including metres, feet and miles.There are two important properties

to observe. One is that the measurement in one unit can be transformed to another by scalar

multiplication, for instance metres to feet by multiplyingby 0.3048. This is called anadmissible

transformation. The other property is that the existing measures for length, regardless of the

unit being used, preserve the empirical relation for length: if X is twice as long asY in metres,

then the same is true for feet and miles.

The meaningfulness of a measure depends on the richness of the empirical relations pre-

served by that measure [35]. Here, richness is effectively the kinds of comparisons we can

make between entities. This is determined by thescale type. There are �ve scale types, ordered

from least to most expressive:nominal, ordinal, interval, ratio andabsolute. Each scale type

is distinguished by the admissible transformation it allows: the more expressive the scale type,

the fewer the allowed admissible transformations.

Nominal Measures in the nominal scale map entities into numbers representing discrete cate-

gories. The only comparison that can be made between entities is whether they are in the

same category or not. An example of a nominal measure isethnicity groupin a census,

which would include categories such as 5 for “European”, 3 for “Asian”, 6 for “African”,

etc. The admissible transformations for nominal scale measures are any one-to-one func-

tions: for example we can alternatively designate 1 for “European”, 2 for “Asian” and 4

for “African” and still preserve the empirical relations.

Ordinal Measures in the ordinal scale are able to assign rankings to entities. Two entities can

be compared by testing if one of them is greater than or equal to the other. An exam-

ple of an ordinal scale is the Likert scale, which ranks responses (entities) from least

agreeable to most agreeable: 1 (strongly disagree); 2 (disagree); 3 (neutral); 4 (agree);
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5 (strongly agree). The admissible transformations for ordinal scale measures are any

order-preserving functions. That means in the case of the Likert scale the designation of

numbers to each component can be arbitrary — for example,h1; 3; 5; 7; 9i for the respec-

tive components — as long as the number for “disagree” is lessthan that for “neutral”,

which is in turn less than that for “agree”, etc.

Interval Measures in the interval scale not only de�ne ranking but also the distance between

ranks. Temperatures in degrees Celsius and Fahrenheit are examples of interval scale

measures. Note that Celsius and Fahrenheit are two valid measures for the same attribute

(in other words two different units), and each is an admissible transformation from the

other, i.e. Farenheit = 9�Celsius
5 + 32. More generally, an admissible transformation

for an interval scale measure is any linear function of the form f (x) = k � x + c where

k and c are constants andk > 0. Thus if we take three entitiesX , Y and Z , where

the difference in Celsius temperature betweenX andY is equal to that betweenY and

Z , then the corresponding differences in Fahrenheit temperature should also be equal.

This consequently means that it does not make sense to compute the ratio between two

temperatures, so as to say things like “X is twice as cold asY”, as there is no �xed notion

of “magnitude” in temperature.

Ratio Measures in the ratio scale de�ne ordering, differences andratios between entities. Such

measures can represent the notion of “magnitude” not expressible in the above. Length,

mass and absolute temperature (Kelvin) are examples of a ratio scale measure. It makes

sense to sayX is twice as long or half as heavy asY. The admissible transformations

for ratio scale measures are functions of the formf (x) = k _x wherek is a constant and

k > 0.

Absolute Measures in the absolute scale only allow a single kind of admissible transformation,

namely the identity function. In other words there is effectively only one possible mea-

surement mapping from an entity, which is of the form “numberof occurrences ofx”.

Any counting measure, such as number of bits, is an example ofan absolute measure.

Scale types also affect the kinds of operations that can be performed on measures, which

in turn affect appropriate statistics that can be inferred.For nominal scale measures, it is only

sensible to analyse the frequency of occurrence, such as computing mode. For ordinal scale

measures, further statistics such as median and percentilecan be computed. For interval scale

measures, we can additionally compute mean and standard deviation. For ratio and absolute

scale measures, we can further compute geometric mean [36].

Scale types need to be respected when doing software measurement as they restrict the

kinds of reasonings we can make on attributes of a software system. To revisit the attribute

“complexity”, the simplest measure for it would possess a nominal scale, which could only
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tell us whether the complexity of X isdifferent from that of Y. If we re�ne the measure to

incorporate an ordinal scale, it could then tell us whether Xis more complex than Y, but not

by how much, which would only be determinable with at least aninterval scale one. The more

expressive the desired scale type the harder it would be to de�ne a suitable valid complexity

measure.

The existing complexity measures in the literature such as CCNcan be said to be ordinal at

best [21, 99]. For example, say programsX , Y andZ have cyclomatic complexity values of 10,

20, and 30 respectively. From this it seems sensible to deduce that the complexities of the three

programs aredifferent, which implies at least a nominal scale (although this alonemay still be

debatable from the discussion in section 2.2.2). It also seems sensible to deduce thatZ is more

complex thanY, which is in turn more complex thanX , thus implying at least an ordinal scale.

However it would be dubious to claim that the difference between the complexities ofZ and

Y is equal to that betweenY andX (interval scale), or thatY is twice as complex asX while

Z is three times as complex asX (ratio). We do not even know how these kinds of relations

translate to the empirical world pertaining to “complexity”. Yet these are precisely the levels

of reasoning that we would like to make with complexity measures, not to mention software

measures in general. Thus the challenge lies in better understanding the empirical relationships

of the attributes we are trying to measure, and this has to involve controlled observation and

scrutiny [35].

2.6 Indirect measures, models and prediction

The distinction between direct and indirect measurement was brie�y mentioned during section

2.3. Indirect measurement of an attribute involves deriving its measure through directly measur-

ing one or more related attributes. Measuring temperature using mercury thermometers, again,

is an example of indirect measurement. Measuring constant (or average) speed using distance

and time is another. For indirect measurement to be possible, there must be a precise model of

the relationship between the relevant direct measures. Themodel must be precise enough so

that all reasonings about the indirect measure can be made just as well by reasoning from the

relevant direct measures [35]. This model is known as theattribute relationship model[63]. For

instance, the attribute relationship model for the indirect measurement of speed is the equation

speed= distance
time . Knowing about distance traveled and elapsed time is suf�cient to reason

about speed.

The concept of prediction has also been brie�y mentioned in section 1.5. Prediction of an at-

tribute is similar to indirect measurement in that it is derived from component direct measures.

However it is different in that the component direct measures alone are not necessarily fully

indicative of the resulting predictive value. Halstead'sDif�culty andEffort measures (de�ned

earlier in section 2.2.1) are some simple examples of predictive measures, although the sound-
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ness of the predictive “models” behind them is debatable. Prediction is necessary to gauge an

attribute that is not directly obtainable at the time of measurement. Attributes such as testing

effort during design or development time can only be predicted using attributes pertaining to the

resources available such as code and design. As with indirect measurement, it is crucial to have

as accurate model of the relationship as possible between the direct measures and the predicted

measure.

2.6.1 Understanding through modeling

A brief look at the development of early celestial mechanicscould illustrate how our under-

standing of natural phenomena materialised through construction of models and subsequent

re�nements thereof, in this case over a period of several millennia. The Babylonians initially

played a prominent role in accurately predicting the movements of the planets by recording

their positions in the sky for hundreds of years. The Babylonian records were known to have

heavily in�uenced the works of Greek astronomers, including Ptolemy. Further developments

in astronomy since then had focused on predictive models of planetary motion, until around

the 16th Century when Johannes Kepler derived an accurate mathematical model based on the

observations made by Tycho Brahe.

Kepler's laws of planetary motion established the fundamental properties of the orbital path

of a planet around the sun, taking into account the fact that the path is elliptical, instead of

circular as postulated in earlier works, and the planet's speed along its orbit varies according to

its distance from the sun. Thus a notable achievement of Kepler's model was in the ability to

explainhowplanets “arrive” at certain positions at different points in time. However Kepler's

model was limited in that it could not explainwhy planets would move in such ways. It was

further limited to describing the motions of planets, not all celestial objects such as comets.

Shortly afterwards it was Isaac Newton who, through application of his own laws of motion and

his law of universal gravitation, was able to explain the reason behind the movements. Further-

more, as his laws applied to all physical objects, they couldbe used to predict the behaviour of

not only planets but other celestial objects such as comets.

The above emphasises the rationale for building an explanatory model. Models of a purely

predictive nature are only accurate within the bounds of thedata used as the basis of prediction;

their predictive capabilities are limited as they cannot explain why certain things are happening

[97]. Deriving an explanatory model may not be a trivial process and may require a long term

effort beyond the scope of a single person's research, just as Newton's model was re�ned from

Kepler's, which in turn was in�uenced by numerous predecessors.
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2.7 Validating software measures

As discussed in previous sections, for a measure to be a meaningful software measure, it must

be more than an arbitrary mapping from program elements to numbers; it must represent the

intuitive relationships that exist between software entities. The process of determining whether

this is truly the case is calledvalidation. There are two major components to validity: one

concerns whether the elements of measurement, such as entities, attributes, scale types and

relationship models, are soundly de�ned; the other is concerned with utility, as in whether the

metric is a predictor of a useful external software attribute. This distinction is also known as

theoretical versus empirical validity.

2.7.1 Early works on validation

One of the widely cited early works on validation is Weyuker's 9 properties for complexity

measures [111]. While these properties are not claimed to be axioms by the author, Cherniavsky

suggests that Weyuker's work does advocate an axiomatic method to validating measures [21].

In brief, they are as follows:

1. There must exist at least two distinct programs that have different complexity values.

2. There are only �nitely many distinct programs of a given non-negative complexity value.

3. Two distinct programs can have equal complexity values.

4. Two equivalent programs (in terms of their functionalities) can have different complexity

values.

5. For any two programsP andQ, the complexity of eitherP or Q must not be greater than

the complexity ofP concatenated withQ.

6. It is possible to have three distinct programsP, Q, R such that whileP andQ have the

same complexity value, the concatenation ofP andQ yield a different complexity value

from that of the concatenation ofP andR.

7. Changing the order of statements in a given program (while maintaining the same func-

tionality) can change its complexity value.

8. Renaming a program does not affect its complexity value.

9. The complexity value of two programs concatenated can be greater than sum of their

individual complexities.
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Others have disputed the validity of these properties, including Fenton who pointed out

some inherent contradictions [34]. Also Cherniavksy demonstrated a new complexity metric

that satis�es all of Weyuker's properties but are considered meaningless, implying the properties

are not necessarily complete [21]. It leads us to ask whetherit be possible to propose a necessary

and suf�cient set of axioms for all valid complexity measures to satisfy. Cherniavksy suggests

axiomatic approach is not the best way to go due to this dif�culty.

Shepperd [101] highlighted a more fundamental issue: if we are not clear about the attribute

being measured, then determining its validity becomes baseless. Taking CCN (cyclomatic com-

plexity) as an example again, there is a problem with labelling it as a direct measure for “com-

plexity”. If we interpret this in measurement theory terms,the attribute being measured is

complexity, and the scale type is interval (since it is the number of decisions plus one). It is not

clear whether the attribute signi�es complexity in computational or cognitive terms. What one

may �nd complex to understand may be simple to another, whichsuggests that complexity may

well depend at least as much on the context in which a program is being understood as it does

on the program in itself. Instead Shepperd asserts that CCN is really an input to a range of pre-

diction systems for external attributes, including testing effort. What CCN is really measuring

is control �ow branching, and thus it would be much more meaningful to label CCN as a mea-

sure for the attribute “control �ow branching” (which makesthe scale type absolute). What this

means is that CCN would not be able to determine testing effort directly, but we can use CCN

as part of a prediction system that takes into account external (such as human, environmental)

factors in order to accurately predict testing effort, or other useful maintenance attributes.

2.7.2 Kitchenham et al.'s validation framework

Kitchenham et al. provide a comprehensive set of guidelinesfor validating software metrics

[63]. While they acknowledge that much work has to be done in order to achieve a complete

validation framework, their work does highlight many key issues that must be addressed when

validating software measures. These include the requirement that the elements of measurement,

such as entities, attributes and scale types, be clearly de�ned according to valid models. Also

there are numerous considerations to be made when performing both theoretical and empirical

validation. These issues are summarised in the following.

Measurement elements

Kitchenham et al. identify the following crucial elements of measurement: entities, attributes,

units, scale types, values and measurement instrument. These elements have been mentioned

throughout this chapter; the following recapitulates eachof them:

Entities are objects whose characteristics we want to capture. In software measurement entities

can be products, processes or resources such as personnel, teams and projects.
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Attributes are properties of entities that are actually measured. Someattributes, such as speed

and velocity, are multi-dimensional, which in turn can be either scalar (in the case of

speed) or vector (in the case of velocity).

Units de�ne how attributes are mapped to numbers. A single attribute can be measured in

different units, just as length of a program can be measured in terms of lines of code or

the count of lexical tokens.

Scale typesdetermine the expressiveness of the measure for an attribute and the admissible

transformations. They comprise nominal, ordinal, interval, ratio and absolute scales.

Scale types are tied to units, meaning an attribute can have measurement units of dif-

fering scale types.

Values are the outputs to measurement. They are obtained by applying a particular unit to a

relevant attribute of a particular entity. Thus without knowledge or precise de�nition of

any of these, whatever value we get out of “measurement” is meaningless.

Measurement instruments are used to obtain measurement values from entities; for example

thermometers are used to measure temperature. In software measurement, instruments

are typically in the forms of software programs themselves.

For every valid measure, the above elements must be de�ned. This can be nontrivial as the

choice of an appropriate unit, scale type and method of measurement for a particular attribute

depends on some kinds of models of how the elements relate.

Measurement models

Kitchenham et al. identify several models that shape how theelements of measures are de�ned:

Unit de�nition models determine how measurement units are de�ned. They can be accord-

ing to agreed standards; for example the unit “line of code” (LOC) can be de�ned as a

non-whitespace, non-comment line in a source �le. Alternatively units can be de�ned

by reference to a speci�c theory or context in which the measured attribute is observed.

For instance the unit “executable statement” may be de�ned in terms of how the compiler

interprets program elements. Some units can be de�ned as a conversion from another

unit for the same attribute; this conversion must comprise an admissible transformation.

Lastly, a unit can be de�ned as acompound unit, which implies that the attribute is ob-

tained from the measurement of other related attributes. De�ning such units requires a

precise model of the relationship between the attributes.

Instrumentation models determine the procedure involved in capturing the measurement value

from an attribute. There are two main categories of instrumentation models: direct rep-

resentational or theory-based. The distinction between the two can be exempli�ed by
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comparing the measurement of height and that of temperature. Height can be measured

using a ruler, and what is represented on the ruler (the distance between the marks) is ex-

actly what is being measured. On the other hand one temperature is measured indirectly

according to avalid theory relating volume and heat. Structural measures for software

are also in principle theory-based, as they are usually measured based on the properties

of underlying structural representations of programs, such as control �ow graphs. It is

vital for the measurement instrument to ensure that two units contributing to the same

value are equivalent. For example if a measurement instrument yields the same lines of

code value for two any two programs, that must mean that the programs are of equivalent

lengths.

Attribute relationship models as mentioned in section 2.6 apply to attributes that are derived

from other attributes, and can be de�nition models for indirect measures or predictive

models for predictive measures. In either case, there is some kind of equation between

the derived attribute and its related component attributes. The validity of this equation

is determined by the theory from which it is derived; for example measuring the dis-

tance given two points is done via Euclidean geometry. The equations can be empirically

corroborated by comparing actual direct value of attributeto the value derived from the

component attributes. Another important requirement is that the equation must be di-

mensionally constant, meaning it must respect the unit of each of the attribute involved

in the equation. This is not evident in many software metrics, as often several elements

are added or multiplied together without a clear model that justi�es such operation. The

aforementioned Halstead and information �ow measures alsosuffer from such lack of a

well- de�ned model.

Entity population models are important in interpreting measures as they tell us aboutthe typ-

ical measurement values across different classes of entities. As mentioned previously, we

have for example an established temperature value for a healthy person as well as an idea

of the height of a typical male or female adult. Hence reasonings such as “quite tall” can

be made thanks to the existence of population models. The same should be able to be

said about software measures. Population models for programs would give us a sense of

a normal value of a particular measure and thus allow us to determine what is acceptable,

too much or too little. Realistically, lack of such a model forsoftware can be compensated

by statistics over a population sample, i.e. a set of programs. It is important to note, how-

ever, that scale type constrains what statistics can be derived. As mentioned previously,

to measure central tendency, average and standard deviation can only be used for ratio

and interval scale measures, whereas medians and percentiles are suitable for ordinal and

nominal scale measures.
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Theoretical and empirical validation

Determining whether a measure is valid is done on two bases: theoretical and empirical. Theo-

retical validation is the process of ensuring that a measuresatis�es the basic properties that any

meaningful measure must hold. In other words it is used to determine whether the measure is

really a representation of what it is supposed to measure (otherwise it is simply a metric). Em-

pirical validation is the process of corroborating models and relationships on which a measure

is based through observational means, such as case studies and controlled experiments.

As said above, Kitchenham et al. do not insist on a complete set of properties or axioms

for a theoretically valid measure, but they identify the following criteria as crucial to ensuring

validity:

1. Measurable attribute should be able to distinguish one entity from another

2. Valid measure should obey the representation condition

3. Each unit of an attribute contributing to a valid measure is equivalent

4. Different entities can have the same attribute value (within limits of measurement error)

5. Measurement instrument must be accurate. If it is based ona model of an attribute of a

different entity, then must make sure the attribute behavesin a directly comparable way

to the entity of interest

Kitchenham et al. provide several caveats when performing empirical validation and in-

terpreting results, especially regarding using statistical correlations. Although correlation is a

fundamental tool for corroborating attribute relationships and thus to determine whether an at-

tribute can be used to predict the other, it should be taken with a grain of salt. The interpretation

would vary according to whether the investigator is lookingfor a causal relationship or simply

an association. One should be aware of the difference between goodness of �t and predictive

capability: that the former does not imply the latter. The next section illustrates the issues with

existing empirical validations of software measures.

2.7.3 Views on empirical research

While many empirical studies have been carried out in the past[6, 7, 14, 22, 48, 51, 72, 100,

114, 118, 120] — section 5.3 provides details on those relevant to my research — the software

engineering community's views on the integrity and utilityof their results do not seem to be

unanimous.

Comprehensive reviews [102, 121] of empirical studies in therecent past highlighted some

basic shortcomings of empirical studies with regard to scienti�c integrity, such as misiden-

ti�cation of study types, confusion between open-ended research questions with hypotheses,
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self-con�rmatory studies in favour of replicated ones, anduses of examples as sole validatory

means. Kitchenham et al. similarly traced the problems of many empirical studies [64] to them

not following scienti�c methods of investigation when theyare due, choosing inappropriate

statistical tests and misrepresenting the nature of the studies. Their guidelines to empirical re-

search promote the need to be clear in identifying the context of the study — such as whether

a hypothesis is being tested, or it is an exploratory study, etc. — and to explicitly state the

limitations of the methodologies used and the meaningfulness of the results of analyses.

Emam et al. [33] investigated the tendency for basic attributes such as size to often mask the

utility of many empirical results, putting the validity of the results of some previous empirical

studies to question. They reported on the confounding effect that class size appeared to have

on many object-oriented metrics including those from Chidamber and Kemerer's suite [23].

Bieman et al. ([11], pg 50) similarly pointed out the shortcomings of many methodologies

relying on correlation for determining predictive capability, that is, studies of the form `metric

X correlates with external attribute Y thus X can be used to predict Y'. In fact they reported on

the tendency for simple metrics such as Lines of Code to correlate generally better than other

`measures', thus making it less meaningful to draw conclusions based on correlations alone.

Briand et al. [19] presented a skeptical view towards following rigourous scienti�c disci-

pline for software measurement. They argue that a “purely mathematical, rigid and schematic

viewpoint on measurement theory” limits the kinds of studies that can be done, often leading

to “sterile results”. They maintain that, since empirical software engineering is still in a rather

“exploratory phase”, a more pragmatic approach that allowsa enough methodological freedom

to yield directly useful results (to practitioners) is called for. Zuse [124] responded to these

criticisms, suggesting that analysing empirical data is meaningless if the assumptions behind

the data are not clear, and these assumptions should be determined �rst on a theoretical basis.

Parnas [89] commented on the limitations of empirical studies in software engineering. His

main concern was in how computer scientists (and software engineers) were underestimating

the dif�culty of applying the scienti�c method, confusing “anecdotes with data, trials with ex-

periments, and data with results”. Experimental validation is inherently dif�cult in software

engineering because they often directly involve human behaviour, which introduce a horde of

factors. He identi�ed an enormous gap between the internal and external validity of said exper-

iments, usually conducted under restricted conditions with a limited number of human subjects.

Even if such experiments were properly carried out with all variables identi�ed and necessary

variables controlled, extrapolating the results to real-world conditions for large-scale projects

(where even more factors would be present) would require a “giant leap of faith”. In the end

Parnas suggested neither a purely theoretical or a purely empirical approach to software engi-

neering is suf�cient. He advocated that empirical studies be used to con�rm or reject theories,

the result of which should be used to adjust the theories to match reality.

It can be summed from these views that there is not yet a clear establishedright way of doing
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empirical software engineering. My research takes a view that agrees in principle with Fenton

et al. [34] and Kitcheham et al. [63, 64], in that �rst ensuring theoretically sound metrics is

necessary and empirical studies should be used to help re�nethe theoretical models. This may

not produce results immediately useful to practitioners inthe beginning, but will ensure correct

and necessary steps are being taken toward valid and meaningful �ndings in the larger scheme.
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3
Coupling

High coupling is widely believed (e.g. [10, 20, 23, 26, 32, 46, 57, 76, 90, 104]) to have a neg-

ative impact on many aspects of design quality. While much hasbeen said about coupling and

measures have been proposed for it, I observe that there is noclear consensus as to how exactly

coupling should be measured. This chapter illuminates thispoint by summarising existing key

de�nitions and classi�cations of coupling and illustrating some issues on the meaningfulness of

well-known coupling metrics.

3.1 Coupling and design quality

The concept of coupling was introduced while the practice ofstructured software design was

gaining prominence toward the early 1970's. The principle bene�ts of a structured system —

that is a system comprised of smaller, well-de�ned and largely independent modules — is that

it is easy to understand, change and reuse [42]. For example,provided a speci�c part of the

system's functionality of interest is encapsulated into a single module, the functionality can

be understood suf�ciently by looking at that module, ratherthan the entire system. Also, by

keeping physical connections between modules to a minimum,changes required to extend some

functionality can be localised to a limited number of modules. This way, making a change in one

module it is less likely to affect the behaviour of other modules. Parnas [88] and Stevens et al.

[104] were some of the important early advocates for modulardesign who provided guidelines

to when and how to structure systems this way. A crucial meansto achieve this is keeping the
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connections between modules as loose as possible, in other words lowcoupling.

High coupling on the other hand is linked to dif�culties in maintenance, especially in mod-

i�cation, understanding and reuse.

Modi�cation If moduleA depends on another module,B, then some change that is made toB

would affectA. For example ifA depends onB by calling its functionf then any changes to

the contract off will require the corresponding adjustment to every invocation of f inside

A. The amount of change necessary forA will be further compounded ifA depends onB

through other means as well,B is likely to change frequently during the life-cycle of the

system, and/orA also depends on modules other thanB. On a related note, ifB's function

f is depended on by many further modules, then changes made toB would necessitate

changes to the dependent modules, and if those modules themselves are depended on by

other modules, those other modules will also require modi�cation. Trying to keep the

changes consistent with each other without mistakes would be more dif�cult the larger

the transitive dependencies. This is characterised as a “ripple effect” [20, 115], and is

considered to be a signi�cant maintenance burden.

Understanding In the above case understanding moduleA requires an understanding ofB as

well, especially iff 's contract is not clearly de�ned. By this token, the more modules that

A depends on the more effort is likely to be required to understandA.

Reuse If a module has a large number of connections to other modules, then importing this

module into another system context will require importing all its dependent modules (and

their dependent modules in turn, etc.), thereby limiting its reusability.

3.2 De�nition and taxonomy

Coupling is an abstract concept, described by Yourdon and Constantine as “measure of the

strength of interconnection between modules” [116]. They suggest that coupling should be

concretely de�ned in terms of the probability that coding, debugging, or modifying one module

will necessitate the consideration of something about another module. The stronger the coupling

the greater this probability. Stevens et al. [104] gave descriptions of different categories of

design that constitute coupling between modules, each witha potentially distinct implication

on maintenance. Their discussions, along with Yourdon and Constantine's [116]), led to a

general taxonomy of coupling into the following forms:

Content coupling between two modules happens when one module directly accesses the con-

tents of another, for example the state of its local variables. This directly violates the

principles of information hiding [88] and thus makes the former module vulnerable to

many kinds of changes made to the latter.
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Common coupling is when two modules communicate by means of an unstructured,shared

global data space. This means the module modifying the global data has a responsibility

of ensuring the data is consistent with what the module reading from it expects.

External coupling is similar to common coupling, only that the data shared between the mod-

ules is structured and homogenous.

Control coupling is when one module directly affects the control of another module. For

example, moduleA invokes moduleB, and in doing so passes a �ag parameter to module

B, whichB then interprets to determine its �ow of execution. An inverted form also exists,

where the called module (B) gets to determine the calling module (A)'s control.

Stamp coupling is when the only communication between modules is through a heterogenous

non-global data structure. For example module A invokes module B with a parameter

reference to a data structure, and B acts on a part of the data structure.

Data coupling is similar to stamp coupling, only that the data structure passed between mod-

ules is of homogenous nature. In other words both modules acton the data structure on

its entirety.

Stevens et al. rank the above forms of coupling in increasingorder of “desirability”. Data

coupling is regarded as the “best” form of coupling, and stamp coupling, while not as desirable

as data coupling, is still considered acceptable. Content coupling on the other hand is viewed as

the “worst”, while common, external and control coupling are regarded to be more acceptable

in comparison but are also generally discouraged. While highcoupling is generally considered

undesirable, it is important to realise that a system cannotbe bereft of coupling altogether.

Rather, we are interested in distinguishing necessary coupling from unnecessary coupling with

the focus of reducing the latter [10].

The original discussions on coupling, which were placed in the context of procedural pro-

gramming languages, shifted to the object-oriented programming paradigm as it became the de

facto method. Berard [10] provided a taxonomy of object-oriented coupling based on previous

discussions, e.g. [26, 57]. He divided coupling into two basic categories:interfaceandinternal

coupling. Interfacecoupling exists when one object (client) makes use of another (server) ob-

ject's interface, for example by calling its public method.The authors state that in such cases

the client object is sensitive to changes made to the interface of the server object, but is immune

to any internal changes to the class of the server object1. Internal coupling occurs when an en-

tity accesses an object's state, either from the “inside” orfrom the “outside”. “Inside” internal

coupling occurs when that entity is a constituent of the accessed object, for example its method

or a component object. “Outside” internal coupling occurs when that entity is a subclass (“from

1Note however this is not necessarily the case as demonstrated in section 1.4 where indirect coupling is in-
volved.
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underneath”) or an unrelated object (“from the side”). Berard states that internal coupling is

stronger and hence less desirable than interface coupling;furthermore outside internal coupling

is “almost always” stronger than inside internal coupling.

Eder et al. [32] gave another taxonomy of object-oriented coupling. According to his clas-

si�cation, coupling takes three general forms:interaction, componentandinheritance. Inter-

action coupling effectively refers to the types of coupling de�nedby Steven et al. (content,

common, external, control, stamp and data coupling) applied in the object-oriented context,

where the participants of coupling are methods and classes instead of modules. Eder et al.

maintained the same ranking of strength (undesirability) for the respective forms of interaction

coupling as Steven et al. did, with content coupling being the “worst” and data coupling being

the “best”.Componentcoupling concerns type usage relationships; classC is component cou-

pled toC0 if any of C's instance variables, local variables or method parameters are of typeC0.

Component coupling effectively represents compile-time dependencies in the object-oriented

context. Finallyinheritancecoupling refers to the inheritance relationship between a class and

its direct or indirect subclass. Eder et al. further classify inheritance coupling according to the

nature of the inheriting behaviour of the subclass, which iseither modi�cation, re�nement or

extension, in decreasing order of strength. Modi�cation and re�nement both refer to the act of

overriding a member, the difference between the two being that the former alters the semantics

of the member while the latter narrows the semantics.

Note that these categorisations and their implications on software quality, however intuitive

they may be, are anecdotal instead of being founded on theoryor empirical evidence. The

basis on which to regard one kind of coupling as preferable toanother is worthy of scienti�c

investigation, which implies the need to measure coupling in some way.

3.3 Coupling metrics

Chidamber and Kemerer [23] were one of the �rst to de�ne metrics for object-oriented coupling.

Their metricCoupling Between Objects (CBO)was proposed as part of a suite (often referred

to as “the CK metrics”) that includes other metrics for complexity, inheritance and cohesion.

CBO for a class is de�ned as the “count of the number of non-inheritance related couples with

other classes”2. According to Chidamber et al.'s de�nition these couples areformed as a result

of one class using methods or instance variables (�elds) of another. They state that high values

of CBO imply strong coupling and therefore should be avoided. To illustrate with an example,

classA shown in �gure 3.1 contains invocations on the methodmeth() on variableb1 of type

B at line 6 and the methoddoit() on variabled1 of type D in the next line. This according

to the de�nition of CBO constitutes a “non-inheritance related couple” fromA to B and another

2This is the version of CBO from their 1991 paper. Chidamber and Kemerer revised the de�nition in [24] as
the “number of classes” instead of “number of couples”. For this thesis I refer to their original (1991) de�nitions.
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1 public class A {
2 private B b1, b2;
3 private D d1;
4 ...
5 public E foo(C c1) {
6 b1.meth(c1);
7 return d1.doit();
8 }
9 public void bar() {

10 b2.field1 = 30;
11 }
12 }

1 public class B {
2 protected int field1;
3 public void meth(C c) { ... }
4 }
5

6 public class D {
7 public E doit() { ... }
8 }

Figure 3.1: Example of coupling instances

from A to D. In additionA contains an access to a �eld belonging to an object of classB at line

10, which thereby constitutes a “couple”. OverallA has two instances of coupling withB and

one withC.

Several observations can be made about some issues with the de�nition of CBO. One is

that the de�nition is not speci�c as to whether a couple is counted in terms of instances or the

number of classes, in other words whether the CBO value forA is 3 (instances) or 2 (classes). If

Chidamber et al. mean the latter, then it raises the question of whether two instances of coupling

with B is equally as “strong” as one withD. On the other hand if they mean the former, there

are still issues. Observe thatA's coupling withB manifests in two distinct ways according to

some classi�cations including Berard's [10] and Wild's [57]. According to them the access to

B's public method is considered interface coupling, whereasthe access toB's protected �eld3 is

considered internal coupling from the side. Applying theirarguments, the latter coupling (from

the side) is stronger than the former (interface), and yet CBO does not differentiate between the

two. If Berard's and Wild's arguments were correct, then CBO would not be a valid measure

of coupling as it would not preserve the empirical relation of strength. This point is reinforced

by Hitz et al. in their critique of CBO from a measurement theoryperspective [51]. Lastly,

CBO does not count some relationships that are considered coupling by others. For example,

according to Eder et al.'s [32] classi�cation,A's relationships withCandE at line 5 are instances

of component coupling but do not �t into CBO's de�nition.

Other coupling metrics that have been proposed after Chidamber et al. face problems simi-

lar to CBO's. Li et al. de�ne data abstraction coupling (DAC) [72] as “the number of abstract

data types (ADT) de�ned in a class”, their argument being that complexity of coupling is in-

creased by the number of data structures that depend on the de�nition of other classes. The

authors imply the metric is counted in terms of the number of variables having an ADT. If the

“variables” include parameters then this metricwill countA's coupling toC in the above exam-

ple at line 5, which CBO does not. What the metric is not clear on however is how to count

instances such as in line 2 where two variables are de�ned with the same ADT. Also the metric

3protectedin Java is an access modi�er to allow a member to be accessibleonly via subclasses or classes within
the same package. Here I assumeA andB are in the same package.
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does not seem to take into account the number of times an ADT variable is actually used within

the class, which CBOdoesto an extent, as long as the usages involve member accesses. Martin

[76] provided a similar metric for coupling, emphasising the directionality of the relationship.

He distinguished between afferent (coupled to this) and efferent (this coupled to) couplings,

with the argument that efferent couplings should be kept to aminimum. The stability of a class

can be determined by the ratio of afferent coupling to the total instances of coupling. However

his de�nition of coupling is not speci�c to what exactly constitutes the dependencies. Another

metric is information-�ow-based coupling (ICP) by Lee et al.[70], which counts the number of

invoked methods of other classes weighted by the number of parameters plus one. In the above

example the ICP value forA will count the invocations at lines 6 and 7, respectively weighted

by 2 and 1, totalling 3. This metric however will not count theother kinds of references that the

previous metrics do, such as �eld access and type declaration.

My criticism of the above metrics is mainly that their implied empirical relationships appear

to be mutually inconsistent, because what some metrics regard as coupling, others do not. A

more fundamental issue I bring to question is whether these metrics faithfully represent the

essence of coupling, if such a thing can be operationalised.For this I relate back to Yourdon and

Constantine's [116] statement that coupling re�ects the probability that in coding debugging, or

modifying one module a person needs to know something about another module.

Referring back to �gure 3.1 one could ask whatshouldbe considered coupling, independent

of what the various metrics imply. Is it reasonable to say that A is coupled toC at all, and if so

what exactly is its implication on qualities such as development, maintenance and reuse? What

is the probability of having to considerC when understandingA? Assuming line 5 is the only

place whereC is mentioned, then one can argue that any knowledge of what the classC entails

is irrelevant to understandingA, as the usage ofC is limited to passing a parameter of that type

to another method. On the other hand, in modifyingCone may have to be aware of the fact that

A usesC since renamingC would require the necessary change made toA. With this reasoning,

the coupling betweenA andC in terms of understanding is likely to be zero, whereas that in

terms of modi�cation should be non-zero. What this suggests is that reasoning about coupling

requires a consideration of its speci�c development or maintenance context as well.

Now considerA's coupling toD. If we assumeD was a class from a standard library (e.g.

String ), then it would unlikely that any knowledge of the internalsof D is required to under-

standA's relationship withD nor would it be likely that any change is made toD that would

affectA. The same applies to ifD was part of the system but is a well-de�ned class that hardly

changes throughout the life-cycle of the system. This is also known as astableclass [50], and

it is argued that coupling to a stable class is a relatively desirable form of coupling. This leads

to the issue of establishing the desirability of coupling. It could be asked whether the current

metrics are meant to count only the undesirable forms of coupling; the answer is unclear as the

authors of the metrics are not speci�c on how they distinguish necessary from unnecessary.
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The main conclusion I draw from this discussion is that operationally de�ning and thus

accurately measuring coupling is dif�cult. I have presented arguments as to how the existing

coupling metrics do not capture the full essence of coupling. However this isnot to discount

the efforts to measure coupling at all; rather, the purpose of the discussion is to illuminate

the depth of issues that must be understood when reasoning about coupling. It is tempting

for one to pick a coupling metric, say CBO, measure it against a system and claim that it is

well-designed because it has a low value of CBO or that it is poorly-designed because of the

converse. Rather, it is important to understand the implications of getting certain values for

certain coupling measures: high or low values for coupling may not always mean the system

is “bad” or “good” in all respects of development and maintenance. For example, a class with

CBO value of 20 may signal a burden for modifying this class for some purpose, but may not

hinder its own reuse.

3.4 Coupling framework

Several frameworks for coupling metrics have been proposedfor classifying and evaluating

coupling metrics [50, 20]. Briand et al.'s was the most recentand comprehensive effort [20],

based on existing coupling metrics including those by the authors mentioned thus far [23, 70,

72, 76] plus other metrics by Hitz et al. [50] and Briand et al. [18]. Briand et al.'s framework

characterises each coupling metric according to the following criteria:

Type of connection the mechanism by which the coupling dependency is formed, for example

by method invocation in the case of CBO.

Strength how the strength, or strength, of coupling is determined by the metric; for exam-

ple CBO simply counts the number of instances of connections, whereas ICP involves a

slightly more dimensional calculation due to its weightingof each method invocation by

the number of parameters.

Direction whether the coupling de�nition entails directionality. This is the distinction between

import coupling andexportcoupling, which is analogous to Martin's [76] efferent and

afferent coupling respectively. A client class is coupled to a server class by importing

its services (e.g. invoking a method on the server); conversely from the server's point of

view, it is exporting its services to the client. By this notion coupling is not necessarily

symmetric (i.e.A is coupled toB does not always implyB is coupled toA).

Direct/indirect whether the coupling de�nition accounts for “indirect” coupling. Briand et al.

refer to Eder et al.'s [32] derivations of indirect coupling, where if a classX is coupled to

Y, which is in turn coupled toZ, thenX is transitively dependent onZ and hence coupled.
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Thus a modi�cation onZ may cause a cascading effect along the connections, i.e. ripple

effect.

Inheritance whether the coupling de�nition takes into account the effect of class inheritance.

The particular aspects of the framework of relevance are `types of connection' and `direc-

t/indirect coupling'. According to the framework, the connection types identi�ed throughout

the existing metrics are limited to the forms of either `method invocation', `attribute reference',

`type of attribute', `type of parameter' and `passing of pointer to method'. While these are

sensible forms, they clearly do not represent the full spectrum of coupling, as the data �ow

coupling examples in section 1.4 and in the next chapter show. Briand's framework mentions

“indirect coupling” but in the restricted sense of transitive closure of direct coupling connec-

tions of the types enumerated above. That example again shows that the two classes through

which data �ow occurs cannot be said to be coupled via transitive closure of the types of con-

nections covered in the framework. Another note about Briandet al.'s framework is that its

classi�cation on coupling measures is based on structural properties. The framework does not

help in guiding what kinds of values to expect from each measure — for example what does it

mean for the same class to have a value of 10 for CBO and 20 for DAC? This relates back to the

measurement issue of entity population model. In summary, even after these efforts on classify-

ing coupling it is still not clear as to when one metric for coupling is more useful or appropriate

than another. The next chapter demonstrates more examples of coupling of the indirect kind

that this framework does not capture.
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Recognising indirect coupling

In section 1.4 I introduced a maintenance problem involvingdata �ow based on an abstract code

example. The data �ow in the example constitutes what I classify as indirect coupling, and part

of my thesis is that measuring this kind of coupling can help predict maintainability. The pursuit

of de�ning metrics for indirect coupling �rst requires a clear understanding of the exact attribute

or attributes that we are measuring. In the following section I explore the problem in more detail

with examples taken from actual Java software.

4.1 Motivating examples

The examples presented here largely feature one particular�avour of indirect coupling, which

involves null de-referencing in a similar vein to the one shown in section 1.4. I demonstrate

this form because the potential impact of null de-referencing cases of coupling is easy to see

— the occurrence of a null-pointer exception, or the potential thereof, is a common source of

headaches [17]. The examples are from systems that are included in the study in chapter 8; the

measurement tool described in chapter 7 was used to detect these examples.

Note the examples are illustrated via Java code listings where lines are numbered. Since

they are drawn from existing programs, only relevant parts are shown here (omitted lines are

displayed as `. . . '). Hence the numbers for the lines in the listing do not necessarily match

the numbers for the corresponding lines in the actual program. Also the example illustrations

contain graphical annotations of data �ow between parts of programs, displayed with dotted

39
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1 public class Console extends JScrollPane {
2 private HistoryModel historyModel;
3 private Document outputDocument;
4 ...
5 public String getText() {
6 try {
7 return outputDocument.getText(userLimit, typingLocation - use rLimit);
8 } catch (BadLocationException ble) { }
9 return null ;

10 }
11 public void addHistory(String command) {
12 historyModel.addItem(command);
13 index = -1;
14 }
15 }

1 public class HistoryModel {
2 ...
3 public void addItem(String text) {
4 if (text.length() == 0) return ;
5

6 int index = data.indexOf(text);
7 if (index != -1)
8 data.removeElementAt(index);
9 data.insertElementAt(text, 0);

10

11 if (getSize() > max)
12 data.removeElementAt(getSize() - 1);
13 }
14 }

1 public class ConsoleTextPane extends JTextPane {
2 Console parent;
3 ...
4 public void keyPressed(KeyEvent evt) {
5 ...
6

7 String command = parent.getText();
8 ...
9

10 parent.addHistory(command);
11 }
12 }

Figure 4.1: Classes from package org.jext.console with annotated data �ow

circles and arrows.

4.2 Jext

The example in �gure 4.1 is taken from the applicationJext , a Java-based text editor1, and

looks at snippets of three classes:Console , ConsoleTextPane andHistoryModel , from

theorg.jext.console package. The classConsole represents a console that can be used as

a prompt for commands external to the text editor (such as DOScommands), andConsoleTextPane

represents a text area within that console that receives user input and prints output.HistoryModel

acts as a container of various logged events related to theConsole .

The part of the program of speci�c interest is line 4 ofHistoryModel , where it turns out

that the value of parametertext is possibly null. We can see how this is possible by tracing

the data �ow backwards (in the opposite direction of the arrows) from text as annotated in

the �gure. The methodaddItem() is called at line 12 ofConsole , with the value of variable

command as argument. Now trace the source value ofcommand, which is a parameter to the

methodaddHistory() , and there is a call to that method at line 10 ofConsoleTextPane

with the argument being another variable namedcommand. At line 7 inside the same class,

1http://www.jext.org/



41 Recognising indirect coupling

there is an assignment tocommand from the result ofparent.getText() , whereparent is

of typeConsole . Inside the methodgetText() , at line 9, we notice a possible return value

is null in the case of aBadLocationException being thrown during the execution of the

preceding statement.

This example leads to the following key observations:

1. Coupling exists fromHistoryModel to Console , because the behaviour ofHistory-

Model is potentially affected by that ofConsole . More speci�cally, changing how

getText() works inConsole can affect whether the de-referencing insideHistory-

Model succeeds or fails. Note that coupling also exists in the other direction — from

Console to HistoryModel at line 12 by virtue of the method invocation. However this

is a separate matter, as coupling is not symmetric.

2. There is no apparent link fromHistoryModel to Console , in that the source code of

HistoryModel (or its bytecode for that matter) does not explicitly mention Console .

If one were to execute the program and encounter a null pointer exception at the afore-

mentioned point, it would not be obvious one that the source of the null value was in

Console .

3. The fact that anull value is returned in the case of an exception makes the exam-

ple more interesting. In a sense, this kind of programming “hides” the fact that an

exception occurred. This may cause dif�culties in testing,as the cause of a failure

(BadLocationException ) is not consistent with its symptoms (null pointer).

The �rst two observations indicate that the coupling fromHistoryModel to Console is

an example of what I classify asindirect coupling. The last observation suggests the kind of

impact indirect coupling can have on maintenance — in this case particularly testing.

4.3 Patterns in event-handling code

GUI-based applications in general rely heavily on event handling. For instance, we may have

some component (GraphicComponent class) that responds to mouse clicks by registering

itself as aMouseListener , as in the example in �gure 4.2. Note while this example is arti�cial,

it was constructed to represent a common trait among existing GUI applications (including

jext andjhotdraw ).

In this case, there is a dependence from the place that accesses the model (line 12 of

Widget ) to the place that failed to initialise it to a non-null value(line 4 External 's con-

structor). The null value propagates from the statement at line 7 of External , through to

statements at lines 7 and 8, �nally through to the statement 9, setting the value of the �eld

model to null. Thus any subsequent de-referencing of the �eld would cause an exception.
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1 public class Widget extends JFrame
2 implements MouseListener {
3 private Model model;
4 public Widget() {
5 ... //initialise controls
6 addMouseListener( this );
7 }
8 public void setModel(Model model) {
9 this .model = model;

10 }
11 public void mousePressed(MouseEvent e) {
12 String data = model.getData();
13 ...
14 }
15 ...
16 }

1 public class Top {
2 public void run() {
3 External e = new External();
4 Widget wg = new Widget();
5 wg.show();
6 ..
7 Model m = e.getModel();
8 wg.setModel(m);
9 }

10 public static void main(String[] args) {
11 new Top().run();
12 }
13 }

1 public class External {
2 private Model model;
3 public External() {
4 ... //missing initialisation on model
5 }
6 public Model getModel() {
7 return model;
8 }
9 }

Figure 4.2: Classes involved in event-handling, with annotated data �ow

Another catch, which makes this kind of example slightly more interesting, is that the method

mousePressed() is invoked sporadically. There could be cases where a �rst timemousePressed()

is invoked, the value ofmodel is non-null, but then an external class can directly or indi-

rectly invokesetModel() with a null argument, thereby affecting subsequent invocations of

mousePressed() . This can again become a source of confusion for both users and testers,

and the real cause would not be obvious just by looking atWidget .

4.4 JHotDraw

The example below shows parts of three classes drawn from thejhotdraw version 6.0.1 frame-

work: DecoratorFigure , StorableInput and StorableOutput . Here I examine the

piece of code that allows aDecoratorFigure instance to be persisted and retrieved.

The coupling I want to point out here is betweenStorableInput andStorableOutput .

This is an interesting case as the dependency manifests in atleast two different ways:

1. FromStorableOutput to StorableInput . InsideStorableOutput.writeStorable() ,

we see a de-referencing happens on the parameterstorable . Tracking where the value

for the parameter is provided, we search for places that callthis method. One place is

the last statement insideDecoratorFigure.write() , and we see the argument pro-

vided to the call is the result of a local method callgetDecoratedFigure() , which

in turn evaluates to the value of the �eldmyDecoratedFigure . This �eld is set/ini-

tialised via the parameter to the methodsetDecoratedFigure() : notice this method
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1 public abstract class DecoratorFigure extends AbstractFigure ... {
2 ...
3 private Figure myDecoratedFigure;
4 ...
5 public void decorate(Figure figure) {
6 setDecoratedFigure(figure);
7 getDecoratedFigure().addToContainer( this );
8 }
9 public void setDecoratedFigure(Figure newDecoratedFigure) {

10 myDecoratedFigure = newDecoratedFigure;
11 }
12 public Figure getDecoratedFigure() {
13 return myDecoratedFigure;
14 }
15 / ** Writes itself and the contained figure to the StorableOutpu t. * /
16 public void write(StorableOutput dw) {
17 super .write(dw); //super method is empty
18 dw.writeStorable(getDecoratedFigure());
19 }
20 / ** Reads itself and the contained figure from the StorableInpu t. * /
21 public void read(StorableInput dr) throws IOException {
22 super .read(dr); //super method is empty
23 decorate((Figure)dr.readStorable());
24 }
25 ...
26 }

1 public class StorableInput {
2 ...
3 public Storable readStorable()
4 throws IOException {
5 Storable storable;
6 String s = readString();
7 if (s.equals("NULL")) {
8 return null ;
9 }

10 if (s.equals("REF")) {
11 int ref = readInt();
12 return retrieve(ref);
13 }
14 storable = (Storable)makeInstance(s);
15 map(storable);
16 storable.read( this );
17 return storable;
18 }
19 }

1 public class StorableOutput {
2 ...
3 public void writeStorable(Storable storable) {
4 if (storable == null ) {
5 fStream.print("NULL");
6 space();
7 return ;
8 }
9 if (mapped(storable)) {

10 writeRef(storable);
11 return ;
12 }
13 incrementIndent();
14 startNewLine();
15 map(storable);
16 fStream.print(storable.getClass().getName());
17 space();
18 storable.write( this );
19 space();
20 decrementIndent();
21 }
22 }

Figure 4.3: Classes from jhotdraw , with annotated data �ow

is called inside the methoddecorate() , the argument provided being the parameter to

decorate() . This method is in turn called inside methodread() , and we �nd the ar-

gument is the return value of the method calldr.readStorable() , one of which is

null .

2. The opposite direction, fromStorableInput to StorableOutput . From the above

example we realise thatStorableInput andStorableOutput are semantically tied

in that the string constant printed fromStorableOutput must match up with the string

value tested inside StorableInput. For instance if one changesStorableOutput to print
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lowercase"null" instead of"NULL" , then subsequentlyStorableInput will not cor-

rectly recognise the string and act errantly.

4.5 SLMS

The following is one example that, unlike the previous three, does not involve null de-referencing.

Figure 4.4 partly shows classes from a simple library management system (SLMS) that deals

with issuing an item (book, article, audio, video, etc) to a patron. SLMS was developed at the

University of Auckland with the intention of serving as a basis for evaluative studies regarding

quality and has been used for undergraduate software engineering course projects2. In SLMS,

an Item corresponds to a single copy of aBiblio , which has an associatedBiblioType

(for example, “reference”, “adult” or “teen”). APatron similarly has an associated category,

PCategory , which for instance can be “adult”, “senior”, “teen” or “child”.

An Item for a givenBiblio (e.g. book, journal, CD, etc.) is issued to a givenPatron

via the methodissue() , and one important part of its logic is checking whether the patron

is restricted from borrowing the item. For instance, a childpatron would not be allowed

to borrow an adult, teen or reference (library-only) book. To perform this check, the code

�rst extracts (line 6 ofItem ) the string representation of the category fromPatron via its

getCategory() method, which in turn calls thetoString() method of its �eld category

of type PCategory . The result of this method is the value of the �eldcat (line 17 of

PCategory ), which is initialised as string constants as either"child" , "teen" or "adult" .

This category string is then passed (line 7 ofItem ) onto Biblio via its restricted()

method, which in turn passes it to itsBiblioType via the method with the same name. This

is where the issuing policy is encoded, and we see that it performs direct comparisons on the

category string.

The string representation used for the patron category is crucial for the correctness of the

code. If someone new to the system decides it would be more “tidy” to turn thePCategory 's

string representations into capital case (e.g."Child" instead of"child" , thinking that the

string representation is only used for reports), this will introduce a fault into the code, but one

that shows up as a failure inBiblioType . This indicates that someone wanting to understand

PatronCategory must also understandBiblioType and vice versa, meaning there is cou-

pling between the two. Furthermore, there is no mention ofPCategory insideBiblioType

nor the other way around, meaning the coupling is indirect.

2https://www.se.auckland.ac.nz/courses/SOFTENG254
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1 public class Item {
2 private Biblio _biblio;
3 ...
4 public LendingRecord issue(Patron patron) throws SLMSException {
5 ...
6 String category = patron.getCategory();
7 if (_biblio.restricted(category)) {
8 throw new SLMSException(category+" is restricted from borrowing "+ _biblio);
9 }

10 ...
11 }
12 }

1 public class Biblio {
2 private BiblioType _type;
3 ...
4 public boolean restricted(String category) {
5 return _type.restricted(category);
6 }
7 }

1 public class BiblioType {
2 private String _type;
3 ...
4 public boolean restricted(String category) {
5 if (category.equals("adult")) {
6 return (_type.equals("reference"));
7 }
8 if (category.equals("teen") {
9 return (_type.equals("reference")

10 || _type.equals("adult"));
11 }
12 if (category.equals("child") {
13 return (_type.equals("reference")
14 || _type.equals("adult")
15 || _type.equals("teen"));
16 }
17 return false ;
18 }
19 }

1 public class Patron {
2 private PCategory _category;
3 ...
4 public Patron(PCategory category) {
5 _category = category;
6 }
7 ...
8 public String getCategory() {
9 return _category.toString();

10 }
11 }

1 public class PCategory {
2 private String _cat;
3 ...
4 public PCategory( int categoryId) {
5 if (categoryId == 1) {
6 _cat = "child";
7 }
8 else if (categoryId == 2) {
9 _cat = "teen";

10 }
11 else {
12 _cat = "adult";
13 }
14 }
15 ...
16 public String toString(){
17 return _cat;
18 }
19 }

Figure 4.4: Classes from Simple Library Management System (SLMS), with annotated data �ow

4.6 Summary

By illustrating the above examples, I tried to demonstrate that the problem of indirect coupling

creating maintenance scenarios exists in real code and in a variety of forms. Also I argue that

the potential maintenance burden is signi�cant enough to warrant investigation into these forms

of coupling.

It is worth clarifying the message behind the above demonstrations: I am not necessarily

labelling the programs shown here as examples of bad design.Rather, the point is to show

instances of coupling that leads to maintenance problems can be found in existing Java applica-

tions — even in purportedly well-designed ones such asjhotdraw . The question that follows

is how we can determine the real extent to which such couplingcan pose a threat to maintenance
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— to do this we need some way of measuring this kind of coupling.

The annotated data �ow in each of the �gures 4.1, 4.2, 4.3 and 4.4 can be viewed in terms of

graphs, with the circled expressions representing nodes and data �ow relationships representing

edges. I point out some similarities and differences in the topology of the data �ow graphs

between the examples. The �rst two (�gures 4.1 and 4.2) examples are similar in their data �ow

graphs are relatively sparse and comprise a singular path. The jhotdraw example (�gure 4.3)

in contrast is more dense and involves more nodes and edges than in the previous two. Also note

how the data �ow in all three examples involve exactly three classes, but in case ofjhotdraw ,

we see the data �ow spanning across multiple methods within asingle class. The data �ow

for last example,SLMS, is also relatively dense as compared to the �rst two. It distinguishes

itself from the �rst three by involving more classes (4). I believe these kinds of topological

differences lead to some kind of difference in maintenance effort, and hence these will be used

as a basis for the metrics de�ned in chapter 6.



5
Related work

Chapters 2 and 3 covered the background for the research in this thesis on indirect coupling,

and the previous chapter illustrated how indirect couplingcan be found in existing systems and

presented arguments as to its potential implication on maintenance. In this chapter I review

the areas of research related to this thesis. These are applications of data �ow to software

maintenance (section 5.1), research on hidden dependencies (section 5.2), empirical studies

on various coupling and complexity metrics (section 5.3.1), and empirical studies on program

comprehension (section 5.3.2).

5.1 Data-�ow analysis

While initial developments of data-�ow analysis were targeted at optimising compilers — for

example eliminating dead code and improving register allocation [1] — the applicability of

the technique broadened to assisting programmers in understanding, modifying, testing and

evaluating programs [61]. A classic form of data-�ow analysis, and one that is central to many

software engineering applications, isreaching de�nitionscomputation [1]. Given an occurrence

of a variablev at pointp in the program, areaching de�nitionis any point in the program that

precedesp that writes to the value ofv and is notkilled beforep. A de�nition of v is killed if it

is re-de�ned at a later point. Computing reaching de�nitionscan be applied in the maintenance

context, where for example an erroneous value is reported ata given line of a program and the

programmer needs to �nd the likely source(s) of the value.

47
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5.1.1 Program slicing

Program slicing is a method for reducing a program to represent a subset of the program's

behaviour, a technique introduced by Weiser [110]. This is similar to computing reaching de�-

nitions. The reduced program, called aprogram sliceis the set of all program elements that can

potentially affect the behaviour of a given point in the program, called aslicing criterion. Here

the behaviour is de�ned by the value of a variable being read (used). Hence the technique for

automatically computing program slices involves data-�owanalysis, where the goal is to �nd

all statements that modify the value that is ultimately passed to the slicing criterion.

Many re�nements to the technique have been made and are stillbeing made to improve the

accuracy of slice computation and to accommodate for new programming paradigms and lan-

guages. Horwitz et al. [52] extended Weiser's technique to be able to compute slices that cross

the boundaries of procedure calls. They introduced the use of system dependence graphs(also

referred to asprogram dependence graphs) to aid the program analysis. System dependence

graphs represent the program as a directed graph where nodesare statements and edges are

dependencies formed from statements to another via �ow of data or transfer of control. Having

a system dependence graph reduces the problem of slicing to arelatively simple graph traver-

sal: the desired program slice is the set of all nodes that canreach the node corresponding to

the slicing criterion. Others have further extended the techniques to apply to object-oriented

programs [45, 68, 73, 108], where system dependence graphs were adapted to cater for inher-

itance and polymorphism. Further extensions to the technique were made to incorporate some

more enhanced programmatic features such as exceptions andthreading, which add a layer of

complexity to the control structure of programs [2, 109, 122].

5.1.2 Applications of program analysis to maintenance

The utility of program slicing and program dependence graphs lies beyond the directly useful

applications such as compiler optimisation (e.g. [37]). For example Francel et al. [40] investi-

gated the utility of program slicing for debugging through experiments. They investigated the

effects of slicing on level of code understanding (in the context of debugging), and also the

effect of training programmers to use program slicing on their ability to localise program faults.

Program slicing can also be used to support program comprehension. Binkley et al. [12]

developed techniques for generating speci�c kinds of program slices called `amorphous slices'

to produce a more concise view of slices for programmers. They conducted an experimental

study to validate how amorphous slices aid programmers in understanding code. Deng et al.

[30] developed a graphical tool for viewing and browsing through program slices. Rilling et

al. [96] proposed a method for identifying program parts (slices) that are likely to require high

comprehension effort. The likely comprehension effort of aprogram slice is determined by its

“identi�er density”, which is the number of programmer-de�ned identi�ers divided by the lines
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of code in the slice. They left empirical validation as future work.

Pan et al. [87] devised metrics based on program slices, created a prediction system for when

a program �le is “buggy” based on the metrics, and then conducted an empirical study (which

they dubiously classi�ed as an “experiment” while no hypothesis was presented) on several

programs to determine how accurate and precise the prediction system was. Other maintenance

uses of program slicing have been explored, which include modi�cation, impact analysis and

testing [41]; program differencing and integration [53], building of execution models and com-

plexity metrics [86]. Program slicing has also been associated with coupling [71], as mentioned

in the next section, and cohesion [85].

5.2 Hidden dependencies and ripple effects

Yu and Rajlich [119] describe “hidden dependencies”, which occur between two classesA and

B when they are “not explicitly dependent on each other” but there is a third classC that allows

data �ow to happen betweenA andB. This form of dependency is of a similar nature to the

example shown in section 4.5 (simple library management system). They present an algorithm

for detecting such dependencies using standard program analysis techniques and suggest such

dependencies should be designated as ananti-pattern. Also they suggest a brief guideline as

to how to avoid these dependencies, which is to localise and encapsulate program concepts

instead of dispersing them across several classes. Howeverthey do not present a systematic

investigation on exactly the extent to which these dependencies are undesirable (for example,

if not all data �ow dependencies are avoidable, which ones should be?) — this is left as future

work.

Ripple effectcharacterises the phenomenon where a change made to one place in a pro-

gram propagates to many other places, as mentioned in section 3.2. Yau and Collofello [115]

originally devised a metric for computing the extent to which changes to a single variable can

propagate through data �ow dependencies. The ripple effectthat a modulem has on another

modulen — RE(m; n) — is de�ned as the number of variables de�ned inm that are used in

n (through data �ow) multiplied byn's cyclomatic complexity. The overall ripple effect for a

single modulem is de�ned as the sum ofRE(m; n) for all n 6= m divided by the number of

variables inm. Black [13] developed a tool for computing these metrics for Cprograms and

later performed a pilot study on the relationship between the ripple effect metric and a program-

mer's intuition of ripple effect [14]. This was done by getting a programmer to rate, for several

modules in a given program, the degree to which a change to themodule may “cause problems

in the rest of the program” on an ordinal scale (1 to 10). The author then found some kind of

linear correlation between the rating and the ripple effectmetrics. The author acknowledged

this was a pilot study involving one participant and hence a more rigourous empirical investiga-

tion — most likely a controlled experiment on many participants — was yet to be carried out.
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This limitation aside, other aspects of the study can be brought into question, such as perform-

ing a linear correlation where one of the variables is measured in an ordinal scale. Different

numbers could have been assigned to the rating that would result in a better correlation, thereby

undermining the meaningfulness of the result. Also even if an strong relationship is established

between the ripple effect metric and programmer intuition,it still would not say anything direct

about theactualeffect such as the cost of dealing with the change propagation.

Li et al. [71] introduced coupling metrics based on program dependence graphs used for

program slicing. Program slicing, as described earlier, �nds all the parts of a program that can

in�uence a value at a given point in the system [110]. Li et al.'s notion of coupling — which I

refer to as slice-based coupling — suggests that classesAandBare coupled when aforward slice

of an expression inA (i.e. parts that are in�uenced byA) intersects with a backwards slice ofB

(i.e. parts that in�uenceB). Their work to date does not contain any form of study that shows

the results of applying the metrics to programs, nor do they provide empirical studies to study

the relationship between slice-based coupling metrics andcomprehension or maintenance.

Yu et al. [117] have also studied coupling related to data �ow. In their study they concentrate

on a form of common coupling, that is coupling caused by the result of one module using the

value of some global data structure that is de�ned by some other module. This form of coupling

can be considered a subset of what I de�ne as data-�ow indirect coupling in the sense that the

pattern in which data �ow occurs between those two modules islimited to sharing of global

data structures. Their “measure” of common coupling was based on the number of pairs of

modules sharing global variables and the number of instances of access to global variables

within modules. Also they devise categorisations of commoncoupling to re�ect different kinds

of impacts to maintenance, where the key distinction is between kernel and non-kernel modules

(severity is deemed higher if the coupling involves kernel modules). The categorisation was not

done on the basis of empirical reasoning however.

Tools have been developed to detect certain kinds of hidden dependencies, particularly in the

form of null de-referencing such as the examples shown in chapter 4. Some of the approaches

involve static program analysis that identi�es de-referencing statements whose originating value

may be null. Hovemeyer et al. [54] developed the toolFindBugsthat statically analyses Java

programs for obvious or potential bugs according to guidelines called “bug patterns”, with po-

tential null de-references being one of them. Due to the static and thus approximative nature

of the analysis, the tool can provide false positives (i.e. de-references that are not necessarily

null). Dillig et al. [31] developed a similar tool in C for detecting what they call “semantic

inconsistencies” and claimed their tool is more accurate indetecting null-de-referencing cases

than FindBugs, albeit with greater computational costs. A different, dynamic approach geared

toward the application of debugging is found in Bond et al.'s work [17]. Their tool, developed

for Java programs, uses an approach called “origin tracking” that essentially encodes the very

�rst location where a null pointer is created into the pointer itself. This approach requires mod-
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i�cation of the execution environment to make this possible. Using this approach, whenever

a null pointer is de-referenced, the programmer can directly identify the source of the null by

inspecting the location encoded onto that pointer.

5.3 Empirical studies

Numerous empirical studies have been conducted with a common goal of validating models for

the relationship between software artifacts and human effort to develop, maintain and test them.

Studies that are particularly relevant to my research are those that attempt to validate metrics on

coupling and complexity against maintenance effort and fault-proneness, reviewed in section

5.3.1. Also of relevance is research investigating ways in which humans comprehend programs

for maintenance purposes, reviewed in section 5.3.2.

5.3.1 Validations of coupling and complexity metrics

Many have carried out empirical studies that relate complexity metrics, especially coupling, to

external attributes such as fault-proneness and effort of comprehension, development or main-

tenance. A common approach to these studies involve the construction of statistical models

relating the metric values computed for some programs and some metrics pertaining to the

external attributes, such as defect count for fault-proneness. The metrics from Chidamber &

Kemerer's Suite of object-oriented metrics (`CK metrics') [23] were a popular choice among

many studies [7, 48, 51, 72, 118].

Li et al. [72] compared a set of metrics, including those fromthe CK metrics suite, with

“maintenance effort”, which they determined by measuring the number of lines changed per

class. They used linear regression to determine the existence of a relationship between the

metrics and their measure of effort. On analysing two commercial programs, they found a

signi�cant correlation between each metric and “effort” and derived a prediction system (a

linear equation) based on the correlation.

Basili et al. [7] conducted a study on the relationship between CK metrics and fault-

proneness. The study was conducted over eight projects, each developed by teams of gradu-

ate students with identical speci�cations as part of a four-month course. The hypothesis of the

study was that each CK metric is a good predictor of how likely agiven class will contain a

fault. They con�rmed their hypothesis by performing logistic regression on the metric values of

each class in the �nished projects versus the presence of faults detected during the testing phase.

Their analysis yielded high regression coef�cients, leading them to conclude that CK metrics

are in general good predictors of fault-proneness. Others have also used regression models to

relate object-oriented metrics to fault-proneness, including Yu et al. [118] and Nesi et al. [39].

Several authors have attempted validation with a more theoretical focus, such as Harrison et
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al. [48] and Lopez et al. [75]. Lopez et al.'s study aimed to validate the representation condition

of coupling, focusing on the CBO (coupling between objects) metric from the CK metrics suite.

Their methodology was to, given a set of designs with different CBO measures, get experts to

rank them in the order of their perception of the degree of coupling. Thus what the authors were

doing was validating people'sperceptionof a measurement attribute (coupling). An issue with

this study is that experts' intuition of coupling can be considered a highly subjective matter, and

even if there is a consensus over a large group of claimed experts, it is not certain how useful

this notion is in terms of reasoning about external quality attributes. Contrast this for example

to a speci�c usability metric, where the attribute being measured is usability. Validating the

metric against people's perception of the attribute is directly useful, as the attribute is primarily

related to perception. While this is not necessarily to say Lopez et al.'s approach is invalid, there

are some doubts as to its usefulness. Also this can only validate ordinal relationships between

coupling measures, but as coupling is at least interval scale, the approach is not suf�cient.

Yang et al. [114] performed a study attempting to validate their metric called the “com-

plexity pro�le graph” (CPG). CPG is computed for each “measurable unit” of software, which

roughly equivalent to a single statement. The CPG value for a measurable unit is an aggregate

of several “complexity” values including “content complexity”, “context complexity”, “reach-

ability complexity” and “breadth complexity”. The study involved an experiment where partic-

ipants were given a small program and a set of questions de�ning a comprehension task. Each

question pertained to different parts of the program and theaverage CPG value over these parts

were computed. The authors claimed to have found a linear correlation relationship between

the average CPG value for questions and the response time for the participants to answer them.

A study by Zaidman et al. [120] presented a technique for identifying “key classes” in a

software system according to a particular set of dynamic coupling metrics. The coupling met-

rics were based on an algorithm used for web-mining, where essentially classes are treated like

web documents and “authoritativeness” in the web document context translates to “importance”

in the class context. The authors then presented the resultsof an empirical study on two open

source Java applications (Ant andJMeter ) to determine whether the dynamic coupling mea-

sures can identify “key classes”, de�ned as those that are most essential for understanding. The

key classes were divined from the documentations within theapplications, most likely on a sub-

jective basis as details were not provided. The authors' methodology was to select the classes

with the highest 15% of the coupling values and compute the precision and recall with respect to

the expected key classes. The authors found that the dynamiccoupling metrics produced high

precision and recall as compared to other existing couplingmetrics, and thus concluded that

the metrics are useful for identifying classes that need to be understood. However the authors

did not appear to have answered the question of whether beingaware of these classes actually

improves comprehension by some measurable degree.
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5.3.2 Studies on program comprehension

Program comprehension is considered an integral part of software maintenance as there is al-

ways the need to understand programs before they can be modi�ed or tested. The bottleneck

of comprehension is in the cognitive limit to which humans can process complex information.

Miller [82] reported on a collection of �ndings that lead to the conclusion that humans are ca-

pable of retaining around seven, plus or minus two, pieces ofinformation in their short term

memory. Coad and Yourdon [26] highlighted the relevance of these �ndings to program com-

prehension, in that programs requiring the programmer to deal with many pieces of information

simultaneously (for example where each class depends on average on 20 other classes) are dif-

�cult to comprehend. Research in program comprehension has produced different models and

hypotheses of how certain properties of the program or its design affect the ability for program-

mers to understand them.

Ko et al. [65] performed an exploratory study on how programmers understand unfamiliar

programs in order to perform maintenance tasks. The focus ofthe study was on what infor-

mation about the program the programmers deemed wasrelevantto the tasks and how they

searched for that information. The study involved participants in a laboratory setting who were

given a simple Java paint program and a set of tasks to modify the program either to extend

its features or to �x bugs. The authors presented several �ndings on the categorisation of ac-

tivities by the programmers in searching for relevant information and the amount of time they

spent each category. It was found that apart from reading andediting code, the navigation of

dependencies took the most signi�cant portion of comprehension time. The authors noted that

this was despite the availability of Eclipse navigational features, suggesting that existing tool

support is limited. A particularly notable �nding relevantto my research was that 42% of these

dependencies were implicit dependencies, which include data �ow (“going from a variable's

use to the method that computed its most recent value”). Basedon the �ndings the authors pro-

posed a model of program comprehension that emphasises three phases: searching for a starting

point in comprehension, relating information that is relevant, and collecting and organising the

information for later retrieval.

Detailed studies have been performed to validate the widelyaccepted assertion that program

structure has a signi�cant impact on comprehension. For example Arisholm et al. [3] explored

the effect of control styles on the effort required to understand and modify the system. The

authors compared centralised control style, where a singleobject (often called the “god” class,

e.g. [95]) acts as the main point of control, and delegated control style, where responsibilities

are distributed among several objects. The comparison was done through an experiment with

over 150 participants who were randomly treated to either a program designed with centralised

style or the same program designed with delegated style. Theparticipants were required to

perform several modi�cations to the program, a coffee machine application, and the elapsed

task time (“effort”) and correctness of their changes were recorded. The authors analysed the
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interactions between the variables control style, prior development experience of participants,

effort and correctness, through a generalised linear model. They found signi�cant differences

in effort between experience levels (as intuition would suggest) and some evidence for the same

between the control styles. Interestingly the only group ofparticipants who signi�cantly per-

formed better for delegated control style were senior developers, while other less experienced

participants performed signi�cantly better for centralised styles.

More fundamental program traits such as identi�er names have also been investigated as

factors for comprehension. A study by Lawrie et al. [69] involved an experiment where partici-

pants were treated with a series of code segments with one of three different levels of identi�er

expressiveness: using full English words, using partiallyabbreviated words and using single

letters. For each code segment the participants were asked to describe the purpose of the code

along with the con�dence in their descriptions (in an ordinal scale). The accuracy of their de-

scription was rated by two independent raters according to an ordinal scale. The authors found

that full words led to the highest mean values of both independent ratings and subjective con-

�dence levels. However they acknowledged the threat to validity with respect to the subjective

nature of the two measures. Another related threat the authors did not mention is that since rat-

ing and con�dence are both ordinal scale measures, calculating the mean does not necessarily

yield a meaningful aggregate value.

Some researchers have advocated aspatial complexitymodel of program comprehension,

wherein the lexical distance between parts of source code has an impact on the effort to under-

stand the code [22, 28, 43, 92]. The core argument for spatialcomplexity is that if two related

elements in the program, for example a use of an object and itsclass de�nition, are separated by

many lines of code, a greater cognitive burden will be placedon the programmer than if they ap-

pear one after the other. Several metrics have been proposedto capture spatial complexity. One

of the metrics given by Douce et al. [28] called “Program Spatial Complexity” is the sum of the

lexical distances (in lines of code) between all function calls and their corresponding function

declarations. If the lexical distance fromA to B spans outside a single source �le, then it is

calculated as the number of lines from the top of the �le containing A plus the equivalent forB .

No empirical validation of Douce's metrics was found in his own work or elsewhere in the lit-

erature. Chhabrah et al. [22] provide metrics in a similar nature for distances between attributes

and their previous de�nitions, and between object references and their class declarations. The

authors attempted to empirically validate their metrics bymeasuring the spatial complexity for

15 student-developed programs and the time taken by participants to improve their ef�ciency

by “around 10 percent”. The authors have found strong correlations between the metrics and

maintenance time. However the soundness of the methodologyand thus the interpretation of

the results of the studies were brought to question by Gold etal. [43]. They reported that for

different sets of programs the spatial complexity metrics by both Douce et al. and Chhabra et

al. did not offer a clearly different information about program complexity than lines of code.
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Inheritance has been explored as a factor for program comprehension, with studies by Harri-

son et al. [47] and Unger et. al [106] as examples. Both studiedthe effect of depth of inheritance

on maintainability through experiments. Programming styles (e.g. object-oriented versus im-

perative) have also been considered factors [91]. Investigations into program comprehension at

design level also exist. For example Ricca et al. [94] studiedhow annotating UML diagrams

with speci�c stereotypes helped or hindered comprehensionfor the corresponding program.

Karahasanovic et al. [60] explored the effect of the approach programmers take to understand

programs, in the form of “comprehension strategies”.

5.4 Summary

On reviewing the current state of empirical research towardcoupling and other complexity met-

rics, I found that generally these studies relied on creating statistical, rather than explanatory,

models of how the metrics predict maintainability. Regression tests were the most common

methods used by most of the studies. However I argue that a purely statistical approach is lim-

ited in creating meaningful and predictive models, in that the models can only be considered

valid within the bounds of the data collected in the studies.Also the state of empirical re-

search in the areas of hidden dependencies and data-�ow related properties of software, which

is directly relevant to indirect coupling, appear to be relatively scarce. Metrics that have been

proposed for these have either not been empirically studiedat all or were not validated within

a scienti�c framework. My research intends to �ll this gap byde�ning a metric for indirect

coupling based on explanatory models and performing empirical studies with the intent of vali-

dating and re�ning these models.
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6
De�ning metrics for indirect coupling

In this chapter I de�ne indirect coupling (section 6.1), models relating indirect coupling data

�ow with maintenance effort (section 6.2), and the metrics based on these models (section 6.3).

An earlier, informal presentation of the metrics have appeared in a previous paper [113].

In the discussion of coupling in chapter 3, I noted that many existing coupling metrics have

the problem of being ambiguously de�ned and therefore subject to misinterpretation. With

indirect coupling I avoid this problem by presenting the de�nitions operationally, that is, ob-

jectively measurable by persons other than the de�ner. A note for all de�nitions in this chapter

is that their scopes are �xed to within a single program; thusthe reader may assume that the

program is an implicit parameter to all functions and sets de�ned here.

6.1 De�ning indirect coupling relationship

Here, I de�ne indirect coupling relationship, that is, whatmakes two classes indirectly coupled,

in a top-down form (from general to speci�c) in order to facilitate reading. Thus some of the

de�nitions will contain forward references.

The original de�nition of coupling according to Yourdon andConstantine states thatC is

coupled toD if it there is a non-zero probability that understandingC requires the understanding

of D as well or that modifyingD requires a modi�cation ofC as well [116]. Note that this is

not an operational de�nition, as the exact set of activitiesthat constitute understanding and

modi�cation may vary from individual to individual. For example, if C andD are related only

57
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by means ofC's source code containing an import statement on the type ofD, the argument as

to whether understandingD is necessary for the understanding ofC could go both ways: on one

hand the import statement is unlikely to affect the behaviour of C and thus a programmer could

understand whatC does without looking atD; on the other hand if a programmer is interested

in cleaning up the code forC there is a chance that the programmer would need to consider

whatD does to determine whether it is safe to remove the import statement.

For the purposes of clarity, I de�ne a universal set,Couples, of all possible coupling rela-

tionships as follows:

Couples= f (C; D) j C coupled toD according to Yourdon et al.'s orig. de�nitiong

I also de�nedirect coupling as follows:

De�nition 6.1 (Direct coupling). A given classC is directly coupled to another classD if there

is anexplicit reference(c.f. de�nition 6.4) toD within the source code ofC. LetDCouplesbe

the set of all direct coupling relationships:

DCouples= f (C; D) j C has explicit ref. toDg

�

DCouplesis a subset ofCouples, because wheneverC has an explicit reference toD, there

is a non-zero probability that modifyingD, for example renaming, requires modi�cation toC

as well. De�nition 6.1 is an operational re�nement of the original de�nition of coupling, as the

notion of explicit reference is in itself operationally de�ned in de�nition 6.4.

I de�ne indirect coupling as a compliment of the set of all possible direct coupling relation-

ships:

De�nition 6.2 (Indirect coupling). Indirect coupling is any coupling that is not direct. Let

ICouplesbe the set of all indirect coupling relationships:

ICouples= Couplesn DCouples

�

Furthermore, the speci�c form of indirect coupling via data�ow studied in this thesis is

de�ned as follows:

De�nition 6.3 (Data-�ow indirect coupling). A given classC is indirectly coupled via data-�ow

to another classD if there exists ause-def chain(c.f. de�nition 6.7) that starts at a point inside

C and ends at a point insideD, and furthermore there is no explicit reference toD inside the
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1 public class A {
2 B b;
3 ...
4 public void foo() {
5 C c = b.get();
6 c.bar().baz();
7 }
8 }

1 public class B {
2 ...
3 public C get() {
4 return ...
5 }
6 }

1 public class C {
2 ...
3 public D bar() {
4 return ...
5 }
6 }

Figure 6.1: Examples of explicit references

source ofC. LetDFICouplesbe the set of all data-�ow indirect coupling relationships:

DFICouples = f (C; D) j chainsBetween(C; D) 6= ;g

wherechainsBetween(C; D) is a set of all use-def chains betweenC and D, as de�ned in

de�nition 6.10. Note that by de�nitionchainsBetween(C; D) is non-empty only ifC andD are

not directly coupled. �

DFICouplesis a subset ofICouples(and hence also ofCouplesin turn), since the presence

of a use-def chain means there is coupling, which is the very premise of this research. De�ni-

tion 6.3 is the overarching de�nition for data-�ow indirectcoupling, and is also an operational

re�nement of the original de�nition of coupling. The remainder of this section provides further

sub-de�nitions for the concepts referenced above.

6.1.1 De�nition of explicit reference

Within a given classA, I designate any inclusion of the type of some other classB in the source

code ofA as an explicit reference toB. Operationally, it can be de�ned as follows:

De�nition 6.4 (Explicit reference). C has an explicit reference toD if D is the declared type

of any expression or sub-expression contained within the source code ofC. �

In the context of Java, an explicit reference toB is equivalent to a compilation dependency

on the same class. The examples in �gure 6.1 help to illustrate this. Within the source code

of classA, there are mentions of classesB (at line 2) andC (at line 5) in the form of type

declarations. ThusA contains explicit references to bothB andC.

Notice the transitive invocation statement at line 6: it invokes the methodbar() on c , the

result of which is of declared typeD; it subsequently invokes the methodbaz() on the result

(assume such method is declared insideD). I also consider this form of reference as explicit.

6.1.2 Use-def chain

As a reminder of how coupling can manifest itself via data-�ow, refer to theJext example

from section 4.2, reprinted in �gure 6.2. The value of parameter text at line 4 inside class
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1 public class Console extends JScrollPane {
2 private HistoryModel historyModel;
3 private Document outputDocument;
4 ...
5 public String getText() {
6 try {
7 return outputDocument.getText(userLimit, typingLocation - use rLimit);
8 } catch (BadLocationException ble) { }
9 return null ;

10 }
11 public void addHistory(String command) {
12 historyModel.addItem(command);
13 index = -1;
14 }
15 }

1 public class HistoryModel {
2 ...
3 public void addItem(String text) {
4 if (text.length() == 0) return ;
5

6 int index = data.indexOf(text);
7 if (index != -1)
8 data.removeElementAt(index);
9 data.insertElementAt(text, 0);

10

11 if (getSize() > max)
12 data.removeElementAt(getSize() - 1);
13 }
14 }

1 public class ConsoleTextPane extends JTextPane {
2 Console parent;
3 ...
4 public void keyPressed(KeyEvent evt) {
5 ...
6

7 String command = parent.getText();
8 ...
9

10 parent.addHistory(command);
11 }
12 }

Figure 6.2: Reproduction of the Jext example from �gure 4.1

HistoryModel is directly affected by the value returned at line 9 inside classConsole —

which turns out to benull ; as a result, a coupling relationship is established fromHistoryModel

to Console .

The way in which these two values are related is through a chain of usages and de�nitions:

this is speci�cally called ause-def chain. Readers familiar with the conventional notion of a use-

def chain in the domain of compiler optimisation should notethat my application of this term

is slightly different, in that the constituents of a chain (used here) can be expressions other than

simple variables. In �gure 6.2, the use-def chain is visually depicted by the arrows between

circled expressions where each arrow depicts a single link of a chain. An arrow going from

valued to valueu means thatd provides the de�nition foru, in other words data �ows fromd

(de�nition) to u (use). One thing to note is that I designate the direction of the chain (use!

de�nition) to run oppositethe direction of the data �ow (de�nition! use). The reason for this

is so that the directionality of the chain matches the directionality of the coupling — dependent

! depended — and for indirect coupling the dependent is the entity that usesa value and the

depended is one thatde�nesit. Hence, the use-def chain starts at the point where the parameter

text is usedat line 4 ofHistoryModel (dependent) and ends at the point where the statement

at line 9 ofConsole (depended) returnsnull , i.e. thede�nition.

A use-def chain(abbreviated interchangeably aschain) can be operationally de�ned in terms
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of de�nition 6.7, which in turn builds on the notion of the setBExs (basic expressions) and the

functionreachDefs(reaching de�nitions), as illustrated in de�nitions 6.5 and 6.6 respectively.

Lastly, the concept of start and end of a chain is de�ned in de�nition 6.8.

De�nition 6.5 (Basic expressions). De�ne BExs (“basic expressions”) to be a subset of pro-

gramming language expressions, each member of which is one ofthe following:

� Any atomic expression, which is in the form of a primitive constant or string literal, local

variable and �eld reference

� Any compound expression that does not contain a binary operator, a unary operator or a

conditional operator (in the case of Java, e.g.a?b:c ). This is either a method invocation

expression, e.g.x.foo() , provided that the invoked method returns a value of non-void

type; or an object/array construction, e.g.new Point(1,2) �

De�nition 6.6 (Reaching de�nitions). De�ne reachDefs(v) to be a function that returns the set

of basic expressions that act as reaching de�nitions tov. The meaning of reaching de�nition is

elaborated in section 6.1.3. �

De�nition 6.7 (Use-def chains). De�ne Chains to be the set of all use-def chains that exist in a

program. A use-def chain is any sequence(v1; v2; : : : ; vn ) such that the following hold:

� 8 i : vi 2 BExs — i.e. comprises basic expressions.

� vi +1 2 reachDefs(vi ) for 1 � i < n — i.e. All basic expressions (except the �rst) each

act as a reaching de�nition for its immediate predecessor. Another way to look at this is

that vi is the “use” of a value that is “de�ned” byvi +1 , hence the term “use-def”.

� :9 v0 : v1 2 reachDefs(v0) — i.e. v1 does not act as a reaching de�nition for any other

basic expression.v1 is the start of the chain.

� reachDefs(vn ) = ; — i.e. no reaching de�nition exists forvn . vn is the end of the chain.

�

De�nition 6.8 (Chain indexers). De�ne an indexerfor some chainc = ( v1; v2; : : : ; vn ), in the

form ofc[i ] = vi where the indexi is an integer in the range1 � i � n.

For convenience of reference, de�ne functionsstart (c) = c[1] to return thestart of the chain

andend(c) = c[n] to return theendof the chain. �

De�nition 6.9 (Indirect Coupling chains). De�ne CChains to be a subset ofChains where

each member chain starts and ends in different classes, i.e.the class in which the chain starts

is data-�ow coupled to the class in which the chain ends. Furthermore, de�neICChains to

be a subset ofCChains where each member chain starts in a class that contains no explicit



De�ning metrics for indirect coupling 62

1 c = 1;

2 d = 5;

3 b = 7;

4 b = d * 2;

5 a = b + c;

6 print(a);

Figure 6.3: Reaching de�nitions within statement block

reference to the class in which the chain ends, i.e. the formerclass is indirectly coupled to the

latter. Formally:

CChains = f c j c 2 Chains ^ clsOf(start (c)) 6= clsOf(end(c))g

ICChains = f c j c 2 CChains^ (clsOf(start (c)) ; clsOf(end(c))) 62DCouplesg

whereclsOf is a function that returns the class to which the argument basic expression belongs.

�

6.1.3 Reaching de�nition

Reaching de�nitionas coined in Def. 6.6 is a term borrowed from the data-�ow analysis litera-

ture (e.g. [1]). Given a statementS that uses a basic expressionb, a reaching de�nition ofb is

any basic expression prior to the execution ofS that assigns to the value ofb. There are many

ways in which this can take place, as elaborated in the following.

Intra-procedural reaching de�nitions

Consider a simple statement block in �gure 6.3. Each circle represents a basic expression

involved in a use-def chain, and an arrow extending from a basic expression indicates that it

is a reaching de�nition for the destination of the arrow. Forinstance variabled at statement

4 is a reaching de�nition for variableb at statement 5, sinced is assigned tob. Note that the

de�nition at statement 4 effectively supersedes (or “kills”) the de�nition at statement 3, so the

literal 7 that assigns tob is not a reaching de�nition.

By the similar token, we can observe that the literal5 at statement 2 is a reaching de�nition

to variabled at statement 4; literal1 at statement 1 is a reaching de�nition to variablec at

statement 5; and both variablesb andc at statement 5 act as reaching de�nitions to variablea

at statement 6. As a result of these de�nitions, we observe the forming of three use-def chains

as shown by the three paths leading to variablea at statement 6.
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The above data �ow is con�ned within a statement block or method body, in other words

intra-procedural. Further rules apply for data �ow that crosses methods and classes, that is

inter-procedural. Three distinct patterns of this can be identi�ed, as explained next.

Reaching de�nitions via return values

Consider the classes,C, D, F andGshown in �gure 6.4. Inside classC's methodfoo() , we see

the reaching de�nition of the variableb at statement 13 is the value of the invocation expression

d.meth() at statement 12. The reaching de�nitions in turn for this expression are whatever

values are possibly returned from the body of the appropriate method dispatched as a result of

the invocation. Note here thatd.meth() is a polymorphic call to the methodmeth() on a �eld

declared as typeD. Here the possible runtime type ofd is eitherD or its subtypeG. Note thatF,

although also a subtype ofD, cannot be a runtime type ofd within the context of this example,

as there is no place in whichd is assigned (either directly or indirectly) to something declared

to be of typeF. Hence the reaching de�nitions for the expressiond.meth() are string literals

"from G" at statement 3 inGas well as the string literal"from D" at statement 3 inD.

To put it generally, the reaching de�nitions for a method invocation expression of the form

of v.m() comprise any return value inside the body ofm() declared within any typeT that is a

possible runtime type ofv .

Reaching de�nitions via �eld references

Figure 6.5 shows a single class,C; consider the �eldfld being used in statement 7. The

reaching de�nition for a �eld reference such as this is any value last assigned tofld prior to the

execution of statement 7. The one place that does this turns out to be the value90, to whichfld

is initialised at statement 4 insideC's constructor. Note that while the declaration at line 2 also

acts as an implicit de�nition onfld , it is effectively “killed” by the initialisation at statement

4. Thus it is not factored in the use-def chain in this example.

Reaching de�nitions via parameter passing

In case of a basic expression being a formal parameter to method M, its reaching de�nition is

effectively the actual parameter provided to any invocation of M, as illustrated in the example in

�gure 6.6. InsideC's methodmeth() , the values of formal parametersx andy (at statement 4)

are de�ned by the actual parameters — variablen and constant11 respectively — at statement

5 insideD's methodfoo() , as illustrated by the arrows in the �gure. The variablen is further

de�ned by the constant8 in the preceding statement.
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1 public class C {

2 D d;

3

4 public C() {

5 if (some_condition)

6 d = new D();

7 else

8 d = new G();

9 }

10

11 void foo() {

12 String b = d.meth();

13 print(b);

14 }

15 }

1 public class D {

2 String meth() {

3 return "from D";

4 }

5 }

1 class F extends D {

2 String meth() {

3 return "from F";

4 }

5 }

1 class G extends D {

2 String meth() {

3 return "from G";

4 }

5 }

Figure 6.4: Inter-procedural reaching de�nition through r eturn values

6.1.4 Chain notation

For ease of reference, I af�x a notation for describing chains with relation to code examples. The

notation in its full form is as follows: (hClsln i exp, . . . ,hClsln i exp) whereCls, expandln refer

to class, basic expression and statement line number respectively. For instance, The leftmost

chain shown in �gure 6.6 would render as (hC4i x, hC2i x, hD5i n, hD8i n). At other times when

referring to visual examples in the form of abstract graphs,a simpler notation will be used, such

as(a; b; : : : ; n) wherea, b, etc. are nodes representing statements, methods or classes depending

on its abstraction (c.f. section 6.1.5 on abstraction). Again note that the direction of the use-def

chain (use to de�nition) is opposite the direction of the data �ow (de�nition to use) shown in

the �gure and others like this.

6.1.5 Chain abstractions

I introduce the concept of a chainabstraction, to represent a chain at different levels of gran-

ularity. Figure 6.7 illustrates this with an example chainCh that consists of basic expressions

(a; b; c; d; e; f). The rounded boxes labelledM1, M2 andM3 denote the respective methods
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1 public class C {

2 private int fld;

3 public C() {

4 fld = 90;

5 }

6 public void doSome( int v) {

7 if (fld == v)

8 ...

9 }

10 }

Figure 6.5: Inter-procedural reaching de�nition through � eld reference

1 public class C {

2 public void meth( int x, int y) {

3 ...

4 print(x * y);

5 }

6 }

1 public class D {

2 void foo() {

3 C c = new C();

4 n = 8;

5 c.meth(n, 11);

6 }

7 }

Figure 6.6: Inter-procedural reaching de�nition through p arameter passing

that their enclosed basic expressions belong to. Representing Ch at the method level will give

a chain abstraction of the form(M1; M2; M3).

The default level of abstraction for chains is basic expressions, unless speci�ed. The moti-

vation for having chain abstractions will become more apparent when granularity is discussed

in section 6.2.

6.1.6 Chains and data-�ow graphs

De�nition 6.10 below introduces functionschainsFrom, chainsTo andchainsBetween, all of

which return a subset ofICChains (c.f. de�nition 6.9). chainsFrom(C) returns chains that start

within classC; chainsTo(C) returns chains that end within classC; chainsBetween(C1; C2)

returns chains that start within classC1 and end within classC2.

De�nition 6.10 (Chains from/to/between).

chainsFrom(C) = f c j c 2 ICChains ^ C = clsOf(start (c))g
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Figure 6.7: Demonstration of different abstractions of chain Ch: basic expression-level chain (top) and
method-level chain (bottom)

chainsTo(C) = f c j c 2 ICChains ^ C = clsOf(end(c))g

chainsBetween(C1; C2) = chainsFrom(C1) \ chainsTo(C2)

�

De�nition 6.11 describes a functionDFG(C) that constructs a data-�ow graph based on the

given subset of chains,C. The graph's nodes are all nodes that belong to some chain inC; it's

edges are all pairs of nodes such that they form a link in some chain inC. Each chain inC is

effectively a backward path — that is, path formed by walkingagainst the direction of the edge

from a sink node to a source node — inDFG(C), and vice versa.

De�nition 6.11 (Chain-based data-�ow graph). De�ne the functionDFG(C), which, given set

of chainsC � Chains, returns the graphhV; Ei where:

V = f v j 9c; i : c 2 C ^ c[i ] = vg

E = f (v1; v2) j 9c; i : (c 2 C ^ c[i ] = v1 ^ c[i + 1] = v2)g

De�nition 6.12 (Vertices and edges). Let V(G) and E(G) be functions to access the vertices

and edges of a graphG respectively. �

Figure 6.8 helps to illustrate the relationship between chains and their constructed data-�ow

graphs. This �gure shows an abstraction of a program where circles represent basic expres-

sions (nodes), arrows represent reaching de�nitions (edges), and the rectangles enclosing the

circles represent classes to which the appropriate basic expressions belong. Assume that nei-

ther classClassA norClassB contains explicit references (c.f. de�nition 6.4) to classClassX

or ClassY , meaning all chains identi�ed from this program, as below, are those involved in

indirect coupling:

� The set of all indirect coupling chains, i.e.ICChains = f (a; d; f; i ), (a; d; g; i), (b; e; g; i),

(b; e; h; j), (b; e; h; k), (c; h; j ), (c; h; k)g

� chainsFrom(ClassA) = f (a; d; f; i ), (a; d; g; i)g

� chainsFrom(ClassB) = f (b; e; g; i), (b; e; h; j), (b; e; h; k), (c; h; j ), (c; h; k)g
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Figure 6.8: Chain illustration reference

� chainsTo(ClassX) = f (a; d; f; i ), (a; d; g; i), (b; e; g; i), (b; e; h; j), (c; h; j )g

� chainsTo(ClassY) = f (b; e; h; k), (c; h; k)g

� chainsBetween(ClassA; ClassX) = f (a; d; f; i ), (a; d; g; i)g

� chainsBetween(ClassA; ClassY) = ;

� chainsBetween(ClassB; ClassX) = f (b; e; g; i), (b; e; h; j), (c; h; j )g

� chainsBetween(ClassB; ClassY) = f (b; e; h; k), (c; h; k)g

The following are a few concrete examples to illustrate how data-�ow graphs are constructed

from some of the above chains.

� DFG(ICChains), which is the data-�ow graph for the whole program, consistsof all the

vertices and edges shown in �gure 6.8. Hence,V(DFG(ICChains)) = f a,b,c,d,e,f ,g,h,i ,j ,kg;

andE(DFG(ICChains)) = f (d; a), (f; d ), (g; d), (i; f ), (i; g), (e; b), (g; e), (h; e), (j; h ),

(h; c), (k; h)g

� DFG(chainsBetween(ClassB; ClassX)) is the data-�ow graph for the chains between

ClassB andClassX . The graph is effectively an “amalgamation” of the chains(b; e; g; i),

(b; e; h; j) and(c; h; j ). Thus the vertex set for this graph isf b,c,e,g,h,i ,j g; the edge set

for the graph isf (i; g), (e; b), (g; e), (h; e), (j; h ), (h; c)g.

The sets and functions de�ned thus far serve as a basis for themodels introduced in section

6.2 and hence the metrics de�ned in section 6.3.
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1 class X {

2 void main() {

3 x = y.get();

4 ...

5 z.do1(x);

6 }

7 }

1 class Y {

2 void get() {

3 return 10;

4 }

5 }

1 class Z {

2 void do1( int x) {

3 y = x + var;

4 ...

5 ...

6 do2(y);

7 }

8

9 void do2( int y) {

10 if (y < 0) {

11 //etc;

12 }

13 }

14 }

class

method

basic block

Figure 6.9: “Topology” of chain crossing different levels of boundaries

6.1.7 Topology of chains and granularity

I use chains as previously de�ned as a central concept in de�ning indirect coupling relationship

and strength. Figure 6.9 illustrates a chain that gives riseto indirect coupling between class

Z andY, as the dashed arrows indicate. This chain in the notation described in section 6.1.4

would be noted as (hZ10i y, hZ9i y, hZ6i y, hZ3i x, hZ2i x, hX5i x, hX3i y:get() , hY3i 10). Here I

point to the topology exhibited by this chain: note the various boundaries within which the ba-

sic expressions involved in the chain can be co-located. There are class and method boundaries

(shown in their respective shapes). We can also group nodes into basic blocks, where each block

represents a series of non-branching statements. Althoughbasic block is a notion usually used

in the context of compilers, it can easily be mapped to sourcecode as well. The justi�cation for

counting basic blocks is mainly technical. As described later on, the program analysis for com-

puting chains is performed on Jimple code, which is a simpli�ed, �ner-grained representation

of Java, and thus the mapping from Java statements to Jimple statements are not necessarily

one-to-one. Basic blocks serve as a common denominator between the two abstractions that

allow us to reason about understandability still at the source code level.

I suggest that thelengthof a chain, that is how many boundaries it crosses, is an impor-

tant factor as I believe it captures a notion of cognitive distance. Intuitively one can map this

distance to comprehension effort, based on a reasoning thatthe longer the chain of the �ow of

values across the system, the more work will be required to trace this �ow, potentially having

to switch between different methods and different classes,etc. This is similar to concepts such
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as spatial complexity [43] where distance is re�ected by thenumber of lines of code “travelled”

between points in a program. The actual unit of length (i.e. thegranularity of the chain) will

be determined by the level of boundary being considered, which can either be classes, methods

or blocks. In this example, the length of the chain in terms ofclasses is 2 (X! Y ! Z), 3 in

terms of methods (get()! main()! do() ! do2()), and 4 in terms of basic blocks.

The choice of which level of granularity should be used to represent chain lengths depends

on which of them (if not all of them) best indicates effort, which is not currently obvious.

For example, reasoning about distance in terms of classes would likely be the simplest, as

often with coupling we mean the interactions between classes. However we might often �nd

that long chains take place within classes as a result of, say, self-calls, which may cause an

additional effort as compared to just a single method withina class, in which case it may be more

appropriate to reason about at method level boundaries. Hence for the time being I consider all

of them to be potentially useful, and this will be explored inthe empirical studies in chapter 9.

De�nition 6.13 (Chain length). Givenc = ( v1; v2; : : : vn ) wherec 2 Chains (cf. De�nition

6.7), de�ne functionlengthsuch that:

length(c) = n � 1

�

6.2 Models of relationship between indirect coupling and main-

tenance effort

In section 2.6.1 I explained the signi�cance of constructing a priori theories through an ex-

planatory model. To understand and evaluate the relationship between the strength of data-�ow

indirect coupling and maintenance effort, I propose an initial model that postulates this rela-

tionship in several ways, as de�ned below. Exactly what maintenance effort entails is an issue,

and for the scope of the thesis I focus speci�cally on the effort, in terms of time, to trace the

data �ow relationships for the purpose of debugging or modi�cation of some value(s) inside a

class, as exempli�ed in chapter 4. These models act as a basisof de�ning metrics for indirect

coupling. In this de�nition,Chains refers to the set of all chains in the program.Nodesand

Edges, respectively, are a set of nodes and a set of edges of the data-�ow graph constructed

from Chains. Note that the symbol/ used here denotes “association”, not necessarily a linear

correlation as it would mean in the strict sense. For the scope of the thesis I do not commit to a

prediction on the exact nature of each relationship, since that could only be discovered through

continuous empirical investigation.

1. E�ort / j Chainsj — i.e. effort is associated with the number of chains (size ofthe
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setChains), its reasoning being simply that more data �ow paths require greater time to

trace. An assumption behind this is that the lengths of chains do not have an effect on

how dif�cult or easy they are to trace.

2. E�ort /
P

p2 Chains length(p) — i.e. effort is associated with the sum of the lengths

(measured in number of edges) of all chains in the setEdgesThis theory contrasts the

above in that it implies that chains are likely to induce moreeffort when they are longer.

3. E�ort / j Edgesj — i.e. effort is associated with the size of the setEdges. This suggests

that the quantity and lengths of chains are not the sole contributors to effort. This theory

distinguishes between instances when large numbers of chains are sharing many common

edges from instances when they are not. In this case the former is considered to take less

effort to trace due to the shared edges.

4. E�ort / j Nodesj — i.e. effort is associated with the number of nodes (size of the set

Nodes), rather than edges.

An additional concept that needs to be factored in with the above models isgranularity,

which is the abstraction at which the chains are represented. Granularity will affect the way

chains are quanti�ed and thus have an in�uence on the relationships postulated above. For

example, consider the data �ow chain in �gure 6.9, which goesthrough the methodsY.get() ,

X.main() , Z.do1() andZ.do2() . The length of this chain would be 3 when counted at

the method level, or 2 at the class level. If there was anotherdata �ow path that goes through

the same number of methods (3) as the above but all within a single class, should we expect

the effort required to trace these two paths to be the same because they have equal lengths at

the method level, or expect the latter path to require less effort as it takes place within a single

class? The only way to �nd out is to test the interaction between different granularity levels, as

illustrated in chapter 9.

6.3 De�ning coupling strength metrics

Measuring coupling can be viewed from two perspectives. Oneis the relationship between

a given pair of classes (inter-class), where each measure per a given pair of classes would

represent the strength of connection. Here the measured entities are class pairs. The other is

the aggregation of coupling relationships with respect to asingle class with the intent of seeing

how much in�uence a given class has over the system (per-class). Here the measured entities

thus are classes.

A useful guide to determining how to gauge strength is to refer back to Yourdon and Con-

stantine's question “How much of one module (class) must be known in order to understand

another module (class)?” We could employ the notions of chains and lengths discussed above.
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For inter-class measures, higher numbers of chains betweenclasses is likely to indicate that

more aspects of one class must be known in order to understandthe other class. Also the longer

the chains, the harder it would be to actually determine the very fact that they are coupled.

With per-class measures, the question above could be rephrased as “How much of the class's

surroundings (other connections and classes) must be knownto understand it?”

One compelling scenario is when making a change to class C, onewould need to know

what lengths one must go to in order to make sure the change does not propagate and cause

unwanted side effects. The reasoning can be applied in the other direction as well: if something

goes wrong in this class, one would want to know how much work is needed to determine the

possible places that would have caused it. Here, the more chains it has going to other classes,

the more things one would need to know. Similarly, the longerthe chains, the greater the lengths

one would have to go to understand.

6.3.1 Inter-class metrics

No. chains

Number of chains,NC(c; c0), is a count of how many chains �ow fromc to c0. It re�ects the

intuition that the more the number of chains going from A to B, the stronger the connection as

discussed above.

De�nition 6.14 (Number of Chains).

NC(C1; C2) = jchainsBetween(C1; C2)j

�

Weighted no. chains

Weighted no. chains,WNC (c; c0), is an extension toNC where each chain is weighted in terms

of its length (depending on granularity). For the purpose ofthis study, the metric is simply the

sum of the lengths of all chains from c to c'. Through observations, however, we could �nd

an appropriate scale to normalise the metric values. Given classes A, B, C and D such that A

has 5 short chains (length 2) to B and C has 3 very long chains (length 8) to D, the second case

suggests a stronger measure than the �rst:8 � 3 = 24 and5 � 2 = 10 respectively.

De�nition 6.15 (Weighted Number of Chains).

WNC (C1; C2) =
X

c2 chainsBetween (C1 ;C2 )

length(c)

�
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Figure 6.10: Illustration of inter-class metrics and overlapping chains

Volume of �ow between classes

Volume of �ow between classes,VF (c; c0), is a distinct count of the edges within all of the

chains between c and c'. It is conceptually equivalent to WNC where the weight is reduced

for chains that share some data �ow paths. Figure 6.10 depicts two contrasting cases, each

with two pairs of classes that exhibit the sameWNC value of 16 (4� 4). The representation

condition implied byVF is that the latter case should yield a greater strength valuesince the

more “spread out” the chains are the greater the “area” that needs to be inspected, which in

turns leads to greater dif�culty in understanding the wholenetwork of dependencies.

De�nition 6.16 (Volume of Flow).

VF (C1; C2) = jV(DFG(chainsBetween(C1; C2))) j

�

6.3.2 Per-class metrics

From a single class's perspective, distinction should be made between classes it is coupled to

and those that are coupled to it. This distinction is also referred to as import and export [20],

respectively. With indirect coupling, export coupling corresponds to all classes that depend

on a value generated in the class in question, and the other direction applies for import. One

can intuit that a class that has a high degree of export coupling has a potentially highimpact;

conversely, if it has many import couplings, it is potentially vulnerable.

The following types of import/export metrics are proposed,and �gure 6.11 illustrates the

differences between the metrics based on the central class Cand its associated classes. To mark

the distinction between the directions, metric names in import direction are labelled
 ����
Metric ,

and those in export direction are labelled
����!
Metric .
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Figure 6.11: Illustration of per-class measures

Number of export/import classes

Number of export/import classes,NCls(c), is a count of how many classesc exports/imports.

De�nition 6.17 (Chains).

 �����
NCls(C) = jchainsFrom(C)j

�����!
NCls(C) = jchainsTo(C)j

�

Number of export/import chains

Number of export/import chains,NCns(c), is a count of all chains between c and its export/im-

port classes. This is equivalent to the sum ofNC(c; c0) for all c' to which chains exist from

c.

De�nition 6.18 (Classes).

 ������
NCns(C) = jf C0 j chainsBetween(C; C0) 6= ;gj

������!
NCns(C) = jf C0 j chainsBetween(C0; C) 6= ;gj

�

Export/import area

Export/import area,Area(c), in addition to counting the export/import classes of c, counts all

the “nodes” (which depends on the granularity level) involved within the chains between them.
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In �gure 6.11, we see that C has the same value ofNCls for both import and export sides but

greater value forArea on the imports side, which highlights that there are overallmore classes

both actively and passively involved in the chains on the import than on the export side.

De�nition 6.19 (Area).

 �����
Area(C) = jV(DFG(chainsFrom(C))) j

�����!
Area(C) = jV(DFG(chainsTo(C))) j

�

Export/import total volume of �ow

Export/import total volume of �ow,TVF (c), counts the distinct “edges” of export/import

chains from c. This is equivalent to the aggregation ofVF (c; c0) for all c' to which chains

exist from c. This will be able to distinguish between cases where there are same number of

nodes but different magnitudes of data �ow among them.

De�nition 6.20 (Total Volume of Flow).

 �����
TVF (C) = jE(DFG(chainsFrom(C))) j

�����!
TVF (C) = jE(DFG(chainsTo(C))) j

�

6.4 Other details

As previously implied, the de�nition of data-�ow indirect coupling, for the scope of this thesis,

is restricted to programs written in the Java language. Whilethe essential concept of data �ow

is transferable to other languages, some languages may possess idiosyncracies or low-level

differences that affect the universality of the de�nition.For instance the distinction between

primitive and object types vary between languages. Also behaviours of polymorphism differ:

for example Java treats all methods as virtual and languageslike C++ and C# do not. Focusing

on a particular language makes it easier to achieve an operational de�nition as the de�nition can

be tailored to the speci�cs of the language. Future work willinvolve a language-independent

de�nition of indirect coupling.

With every measurement, the entity needs to be clearly de�ned (c.f. section 2.4); with

software measures, the entity is the program, but the question of exactly what constitutes a

program needs answering. It is typical for programs to referto external classes (commonly in

the form ofjar libraries). In fact I will consider the Java Runtime Environment (JRE) classes
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as external library classes. For the scope of the thesis, anyreferences to external classes are not

considered mainly due to practical concerns. As it will become clearer in chapter 7, inclusion of

external libraries substantially increases analysis space, causing performance issues. This is a

deliberate limitation, and shall be reconsidered for future work. The consequence of this is, for

example, if a basic expression is an invocation expression on a third-party method, no reaching

de�nition is assumed to exist for that basic expression thereby becoming the end of a use-def

chain.
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7
Measurement instrument

As explained in chapter 2, a proper measure requires an instrumentation model, that is the

process by which it is measured. In the case of software metrics based on properties of code,

the measurement instrument itself is typically a software tool that employs complex program

analysis techniques. This chapter describes the design andimplementation of a tool that I built

for measuring the indirect coupling metrics de�ned in the previous chapter. The tool is referred

to here onwards as ICMT (indirect coupling measurement tool).

7.1 Overall software architecture

ICMT is organised essentially as a pipeline as illustrated in�gure 7.1, which processes Java

program �les through three distinct phases (“�lters”) to eventually obtain metrics data in a

presentable form. At each �lter, as numbered in the �gure, various data structures representing

program elements and associations are constructed and analysed for use in the next �lter.

Here the central data structure that acts as a direct basis for computing metrics is the whole

program data-�ow graph — at the highest �lter (3) — based on the chains that exist the program,

which is effectivelyDFG(ICChains) as de�ned in section 6.1.6. This graph is constructed pri-

marily with the aid of two existing program analysis tools,SootandIndus, which are described

in 7.2 and 7.3 respectively; these tools comprise the �rst two �lters of the tool. Sootin the

lowest �lter (1) takes in Java program �les in the form of bytecodes (compiled.class �les)

and constructs an abstract syntax representation, then derives lower-level data and control �ow

77
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Figure 7.1: Pipeline architecture of ICMT and its supporting external frameworks

information. Indusin the next �lter (2) builds on these data structures to generate higher-level

data and control �ow information. These structures are �nally used by the highest �lter (3) to

generate the data-�ow graph mentioned earlier. This is usedto compute measurement values in

various presentable forms, and this process is explained insection 7.4.

7.2 Soot (lower-level �ow analysis)

Soot1 is a Java optimisation framework developed at McGill University. The framework facil-

itates optimisation and transformation on Java bytecode through program analysis [107]. For

this purpose Soot provides several intermediate representations (which are essentially languages

in their own right) of Java bytecode, one of which isJimple. Jimple is a 3-address, typed, static-

single-assignment (SSA) form language derived from Java. Static-single-assignment means

each statement is generally of the formx = y + z where all operands (x , y , z) are atomic.

The advantage of analysing Jimple over both Java source and Java bytecode is Jimple's

concise syntax, in contrast to bytecode's stack-based assembly language structure. In bytecode,

the values of variables (registers) are not obvious directly from the code and instead would have

to be inferred from the operands on the stack at various times. Hence given a typical Java class,

1http://www.sable.mcgill.ca/soot/
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its derived bytecode representation is considerably different in structure from its source code,

making analysis on bytecode often dif�cult. Jimple can be considered a normalised form of a

program language that maintains a degree of consistency to the syntax of statements, allowing

analysis to be more systematic.

In addition to Jimple, the data-�ow and control-�ow analysis methods provided by Soot are

used as part of the initial phase of ICMT's metrics collection. As done by most conventional

program analysis tools, Soot parses input program code and constructs an abstract syntax tree

(AST) representing the program. The abstract syntax tree isused as a basis of all subsequent

analyses.

Soot goes through each method within each of the classes in the input program constructs an

intra-procedural control �ow graph for the statements within the method body. It is similar in

form to the control �ow graph illustrated in section 2.2.2 for CCN, where a node corresponds to

a statement and an edge denotes reachability from one statement to the other. Using this control

�ow graph, Soot computes intra-procedural reaching de�nitions — as explained in section 6.1.3

for each basic expression that appears in the method. A standard �xed point algorithm is used

to do this (e.g. [62]).

7.3 Indus (higher-level �ow analysis)

Indus2 is a suite of static program analysis tools developed at Kansas State University. It

provides techniques for analysing dependency and points-to information for single and multi-

threaded Java programs, and also features a program slicer [58]. The implementation of Indus

builds directly on the results of the lower-level analysis of Soot. The role of Indus is ICMT is

to take the control and data �ow information atintra-procedural levels (from Soot) and connect

them to generateinter-procedural �ow information.

In particular, a call graph is constructed to capture invocations between methods in the whole

program. The intra-procedural control �ow graphs are merged with the call graph to construct

inter-procedural control �ow information. For example, ifmethodA contains a statementS that

invokes methodB, then a control �ow is formed fromS to the entry point ofB, and another from

each return statement inB to the point immediately afterS.

The above allows inter-procedural reaching de�nitions, i.e. those via parameter passing and

return values and �eld references (c.f. section 6.1.3) to becomputed across the entire program.

The algorithm for computing these employs an object-oriented �ow analysis technique [93].

2http://indus.projects.cis.ksu.edu
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7.4 Constructing whole-program �ow information and col-

lecting metrics

With the reaching de�nitions computed by Indus and Soot, ICMTconstructs the data-�ow graph

for all chains,DFG(Chains), by simply representing the basic expressions as nodes and reach-

ing de�nitions as edges. Note that while the de�nitions de�ne data-�ow graphs with respect to

chains, in the actual tool the two are constructed in the opposite order: the graph is constructed

�rst, then the chains are enumerated from it. Chains are enumerated by starting from all basic

expressions that form the start of some chain, and traversing paths until they reach basic ex-

pressions that form the end of some chain and backtracking sothat eventually all possible paths

are covered. There are issues when there is a possible cycle (for instance in recursive methods).

Currently only acyclic paths are considered as there are in�nite ways in which cyclic paths can

be enumerated, but this will have to be addressed in the future.

From the setChains enumerated as above, ICMT �lters out indirect coupling chains to ob-

tain ICChains, from which it constructs the data-�ow graphDFG(ICChains) (c.f. de�nitions

6.9 and 6.11). This graph is used as a basis of all remaining analyses for computing metrics.

Note that various granularity levels for a single chain are obtained by grouping adjacent nodes

having the same granularity levels. For example, with a chain of (hX1i a, hX2i b, hY3i c, hZ4i d,

hZ5i e) wheref a : : : eg are basic expressions andf X : : : Zg are the methods they respectively

belong to, then the method level chain would be (X ,Y ,Z ). This provides the basic mechanism

for computing the chain-based metrics outlined in section 6.3 (NC, NCns andWNC as per

de�nitions 6.14, 6.17 and 6.15 respectively).

Other metrics —VF , Area, NCls andTVF (as per de�nitions 6.16, 6.19, 6.18 and 6.20

respectively) — instead of dealing with individual chains,act on a sub-graph of the data-�ow

graph on which the chains are based. We can still apply the above grouping method for chains

to these sub-graphs. For instance, if we want to achieve method granularity from the atomic

nodes, we can identify each set of nodesN = n1; n2; ::nx , such that all nodes share the same

methodand each node has at least one edge to or from any other node ofN . Then we could

group each them into a single “meta-node” representing a method. We rede�ne edges such that

there is a single edge from a method to another if there is an edge between its subparts. Once

boundaries and edges are determined, getting the metrics isa simple process of counting the

constituent nodes or edges (forVF , Area andTVF ) or doing a standard traversal starting from

use sites and ending in de�nition sites or vice versa (forNCls).

The metrics data are stored in a dictionary form. For each inter-class metric, a value is stored

for each ordered pair of classes, and for each per-class, a value is stored for each single class.
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7.5 Issues

7.5.1 Accuracy of analysis

The accuracy of the analysis done by ICMT is limited directly by the underlying techniques

used by Soot and Indus. Potential false positives can arise as a result of approximations of

inter-procedural control �ow, as the simple example below helps to demonstrate. In determining

the de�nition sites for the expression assigned to variablestr at line 5, ICMT would treat all

return statements (at lines 6, 9 and 11) as possible sites. However it may turn out that within

this particular calling context the value of the �eldswitch is �xed. For example, it may always

be 1, meaning only the statement at line 6 is a valid de�nitionsite. These kinds of control �ow

approximation problems are dif�cult to resolve in static analyses.

1 class A {

2 B b;

3 ...

4 public void caller() {

5 String str = b.returnSomething();

6 use(str);

7 ...

8 }

9 }

1 class B {

2 private int switch ;

3 ...

4 public String returnSomething() {

5 if ( switch == 1)

6 return "a";

7 ..

8 if ( switch > 20)

9 return "b";

10 ..

11 return "c";

12 }

13 }

7.5.2 Array aliasing

There are cases where two statements are linked by virtue of accessing the same part of an array,

for example, the statement at line 5 uses a value de�ned in thestatement at line 3:

1 A[] as = A[10];

2 ...

3 as[3] = new A();

4 int i = 2;

5 A x = as[i + 1];

This is a common problem in program analysis, and currently these are not properly detected

by the underlying tools used by ICMT, which may lead to false negatives. However note that

this problem is distinct from cases where a value being used or de�ned is itself of an array type,

for exampleint[] a = new int[30]; return a; . In these cases the value is treated the

same as with any other object type.
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1 public class C {

2 D d;

3

4 public C() {

5 if (some_condition)

6 d = new D();

7 else

8 d = new G();

9 }

10

11 void foo() {

12 String b = d.meth();

13 print(b);

14 }

15 }

1 public class D {

2 String meth() {

3 return "from D";

4 }

5 }

1 class F extends D {

2 String meth() {

3 return "from F";

4 }

5 }

1 class G extends D {

2 String meth() {

3 return "from G";

4 }

5 }

Figure 7.2: Chains formed

7.5.3 Dynamic dispatch

While de�ning indirect coupling use-def chains in section 6.1.3 I demonstrated how reaching

de�nitions via return values are one of the components of use-def chains. Figure 7.2 shows

the example code used in that demonstration again. The issueto note here is one of dynamic

dispatch and how this affects the accuracy of measurement. The expressiond.meth() at state-

ment 12 inC contains a polymorphic call to the methodmeth() on a �eld, d, declared as type

D. Just within the context of the example it is clear that onlyD andGare possible runtime types

for the �eld d, so the set of reaching de�nitions for the expressiond.meth() should comprise

of the string literal"from D" insideD and the string literal"from G" insideG.

In reality, however, the measurement tool (or more precisely, Soot and Indus) considers not

only D andGbut alsoF as a possible runtime type of �eldd by virtue of conservative approx-

imation. So, whereas by de�nition there should be only two chains: (hC13i b, hC12i d:meth(),

hD3i \ fromD 00) and (hC13i b, hC12i d:meth(), hG3i \ fromG00), in reality ICMT gives three, ad-

ditionally including (hC13i b, hC12i d:meth(), hF3i \ fromF 00). This constitutes a measurement

error. It is dif�cult to quantify the degree to which this affects the values we get out of the
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measurement tool (e.g. is it off by 1 or 2, or 10%, etc.), as it would depend mainly on how often

there are instances where subtype relationships are not fully exploited. I make the assumption

that cases such as one shown in �gure 7.2 are scarce; in fact idealistically there should be hardly

any such cases at all since unused subtype relationships undermine the purpose of having sub-

types in the �rst place. Thus I believe the limitations of thetool would be unlikely to impact

the nature of the measurement signi�cantly. However a separate investigation into the level

utilisation of subtype relationships, especially concerning dynamic dispatch, would be useful to

validate my position.

7.5.4 Performance

Like accuracy, ICMT's performance is also limited by that of its underlying tools, and this limits

the sizes of the applications that can be measured. The main issue is to do with the fact that the

tool has to analyse the entire program. It is a recognised aspect of whole program analysis tools

in general [4, 25], especially those involving �ne-grainedelements such as data and control

�ow. Soot and Indus require a signi�cant amount of time and space in order to construct the

�ow graphs and other internal representations mentioned previously. As a guide, it took ICMT

approximately 8 minutes to analyse the systemargouml with 1393 classes using just under

700 megabytes of heap space. It should be noted that the complexity is more dependent on the

density of data �ow within the program than the size of the program itself (whether it be in

terms of classes or lines of code). This means some large systems can be analysed faster and/or

using less space than some smaller ones due to structural differences.

7.5.5 Bytecode vs. Source code

The decision on analysing Java bytecode, or more precisely,Jimple, instead of source code was

primarily in�uenced by the choice of the tool available: Soot. It is still important to realise the

relative strengths and weaknesses of both options.

The primary advantage of analysing bytecode is the fact thatbytecode is already a “pro-

cessed” language [123], which reduces some burden of analysis. With source code, the over-

head of creating a “front-end” (that processes source code into analysable form) is an “expensive

undertaking”, which is “akin to writing the front-end of a compiler”, according to Lance [67].

Furthermore, the single static assignment form of Jimple gives added bene�ts of retaining sim-

plicity of analysis. There is no need to, for example, break down compound expressions such

asb.get(c) + d[i] * 5, which would be necessary in the case of analysing from source

code.

However, as Jimple code is derived from bytecode, which is inturn generated from source

code, there is a two-fold information loss. The resulting Jimple code still preserves much of the

semantics of the original source code, but not much of its structural details such as the precise
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control �ow within a method block. This is especially an issue when we want to relate the results

of the analysis back to the source code. Accurately locatingthe source statement corresponding

to a particular Jimple statement can only be accurate as its line number, if known, and only

bytecodes compiled with the `debug' option retain line numbers.



8
Measurement application

This chapter presents the results of applying the metrics de�ned in chapter 6 to existing Java

programs, using the measurement instrument (ICMT) described in chapter 7. The study was

performed with two goals. The �rst goal was part of validation: an important criteria for a valid

metric is that the measurable attribute should be able to distinguish one entity from another, as

explained in section 2.7. The second goal of the study was to achieve — or more realistically,

work toward achieving — an entity population model. In orderto be able to interpret a mea-

surement value, we need such a model that tells us what the typical values are, as explained

again in section 2.7. Here it is worth pointing out that some existing studies have used average

values of metrics to represent an attribute, even when the distribution of the metric values were

not known (e.g. [22], [114], [115]), which undermines the meaningfulness of their results.

Since constructing an entity population model for softwaremeasures is really a task in itself

[36], for the scope of this study I compensate for a lack of such model through statistical means,

that is by gathering as best a sample of the population as possible. For this purpose asoftware

corpusis used, as explained next.

8.1 Java software corpus

The termcorpusin the domain of linguistics refers to a large structured setof texts that rep-

resents a speci�c literary universe. Its purpose is to form amain knowledge base for various

kinds of linguistical analysis and processing such as checking occurrences of words or phrases

85
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and validating linguistic rules [80]. The corpus concept thus maps naturally to the empirical

software engineering domain, wherein a corpus is a set of programs that represent a software

“universe”. The purpose of a software corpus is to provide a basis on which to answer ques-

tions such as “how often are certain design principles applied”, “what is the typical measure

for a some software attribute” and “are there certain structural or syntactic patterns that are

common throughout software systems”. A further goal of a corpus would be to create different

categorisations of software systems — for example open-source, commercial, frameworks, web

applications, etc. — to de�ne more speci�c universes for broader applicability.

The Qualitas research group at The University of Auckland begun an effort to amass as

comprehensive a software corpus as possible. The “universe” that the current distribution of

the corpus represents is open-source Java systems. The current distribution of the corpus con-

tains 100 of such systems, including many of the commonly used frameworks and applications

such asJUnit, Ant, Hibernate, Spring, Eclipseand the foundation classes of theJavaruntime

environment itself. A complete list of the systems can be found in appendix A.

For the scope of this study, the actual set of systems analysed were a subset of the total set,

primarily due to performance limitations described in section 7.5. Thus a portion of the systems

were omitted from the tool analysis. The actual set of systems analysed are summarised in

table 8.1. The column `Domain' denotes a general classi�cation of the system's primary use.

The column `No. declared types' refers to the number of classes (concrete and abstract), inner

classes, interfaces and enumeration types combined. The column `Max. coupling pairs' refers

to N � (N � 1) whereN is the number of declared types. This is the upper bound on thenumber

of pairs of classes involved in coupling for a given system. This set of systems will still be

referred to as “the corpus” here onwards for ease of reference.

8.2 Measurement distributions across corpus

For each of the metrics de�ned in section 6.3 the question to answer is “does the value of the

attribute (as de�ned by the metric) distinguish between entities?” An important related question

is “what is the typical range and distribution of the attribute values (as de�ned by the metric)

among the entities?” Here, the entity is either a Java class,in the case of one of the per-class

metrics, or an ordered pair of coupled classes, in the case ofone of the inter-class metrics.

Based on these questions I make the following conjectures (not hypotheses as these are only

intended for guiding the interpretation of the data presented here onwards):

1. Each metric is able to distinguish between entities (class/class-pair)

2. For each metric, there is some recognisable kind of distribution of values among entities

(class/class-pair) — for example, normal.
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System Domain # Types Max. # coupled pairs
ant-1.4.1 Build tool 265 69960

antlr-2.7.5 Parser generator 217 46872
argouml-0.18.1 UML modelling tool 1393 1939056
emma-2.0.5312 Code coverage tool 298 88506

�tjava-1.1 Testing framework 61 3660
freecs-1.2.20060130Chat server 131 17030
ganttproject-1.11.1 Gantt charting tool 548 299756

hibernate-2.1.8 Persistence framework 600 359400
htmlunit-1.8 Testing framework 254 64262
informa-0.6.5 RSS library 162 26082

jag-5.0.1 Application generator 249 61752
james-2.2.0 Enterprise mail server 328 107256

jext-5.0 Text editor 470 220430
jgraph-5.9.2.1 Graphing tool 90 8010
jhotdraw-5.3.0 Diagramming tool 273 74256
jmoney-0.4.4 Accounting program 193 37056
jparse-0.96 Parser front-end 69 4692

jsXe-04beta XML editor 107 11342
jspwiki-2.2.33 Wiki engine 263 68906

jung-1.7.1 Graph framework 663 438906
junit-3.8.2 Testing framework 102 10302

lucene-1.4.3 Search engine library 252 63252
picocontainer-1.3 Dependency injection framework 101 10100

quilt-0.6-a-5 Code coverage tool 78 6006
sablecc-3.1 Parser generator 288 82656

squirrel sql-2.2�nal SQL client 1657 2743992
trove-1.1b5 Collections framework 569 323192

All 9681 7186690

Table 8.1: List of systems from the corpus analysed in this study

Note that the measurements presented in this section are based on the entities from the whole

corpus. An assumption made here is that an individual class's likelihood of being coupled to

other classes is not dependent on the system to which it belongs. This way it makes sense to

include classes from different systems in the same data set.Hence the total numbers of types

and class pairs shown in table 8.1 are a guide to the maximum numbers of data points.

8.2.1 NC

Figure 8.1 shows the frequency distribution (as a scatter plot) of the metricNC (number of

chains between a class pair) across the corpus. The x-axis represents a value ofNC for some

given pair of coupled classes, while the y-axis represents the number of coupled class pairs that

possess the same value ofNC.

The frequencies of class pairs with zeroNC (i.e. not indirectly coupled) values are omitted
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Figure 8.1: Distribution of values across corpus for metric NC

R2 = 0:6251

Figure 8.2: Distribution of values across corpus for metric NC , plotted on a log-log scale

in the charts shown in this section. Instead they are isolated and plotted in 8.5 in order to contrast

more clearly between the proportions of classes that are indirectly coupled and those that are

not. It is worth noting a considerable range in the metric values. The maximum value is 101,968

and there is exactly one entity that possesses it, which turns out to be the pairantlr.Tool and

antlr.Token from the systemantlr .

The graph clearly does not resemble a normal distribution asthere is a very high frequency

of the smallest metric values and a rapid decrease in frequencies for higher values. The precise

shape of the distribution is hard to tell from this scale as the extreme values in both axes mask

the smaller values. What the extremes themselves are tellingus is that there are many coupled

class pairs for which the value ofNC is low, i.e. few chains going between them, and there are

a few pairs for which there is an exceptionally high value ofNC. One kind of distribution that

has this characteristic is a power law distribution, as discussed later.

The distribution is plotted on a log-log scale in �gure 8.2 inorder to show the relatively

small values with greater clarity. The data points form a pattern that appear clustered around

a linear negative slope, although the cluster becomes widertoward the bottom due to the large

instances of low frequencies (especially 1 and 2). As a preliminary guide to how well the data

points represent a straight line, the least squares �t is computed and shown on the plot, along

with the corresponding Pearson'sR2 value of 0.6251. This may suggest a possibility of a linear



89 Measurement application

R2 = 0:5354 R2 = 0:5313

R2 = 0:5293

Figure 8.3: Distribution of values across corpus for metric WNC , one plot for each granularity level —
block (top-left), method (top-right) and class (bottom); log-log scale

relationship, in which case it would indicate a power-law distribution, but the signi�cance is not

high enough to claim the relationship with con�dence.

The following subsections show the equivalent data for the remaining metrics. Only the log-

log scale distributions are shown however as their distributions in linear scale all share similar

characteristics toNC 's. The linear scale distributions can be found in Appendix A.

8.2.2 WNC

Figure 8.3 shows a series of log-log frequency distributionplots forWNC (sum of lengths of

chains between two coupled classes): one at each granularity level (basic block, method and

class). The linear scale plots omitted here are shown in section A.2.1. As withNC, there a few

pairs possessing relatively very high values ofWNC at each granularity level. It turns out that

three same pairs possess the highest values ofWNC across all levels as well asNC. These

include the pair from the systemantlr (parser generator) mentioned previously, and two pairs

from the systemjspwiki (Wiki engine). The distributions among all granularity levels each

look similar in shape to that ofNC. Yet theR2 values for all granularity levels — 0.5354,

0.5313 and 0.5293 for basic block, method and class respectively — suggest greater degree of

variance from the least squares �t than it is the case forNC.
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R2 = 0:8441 R2 = 0:8946

R2 = 0:9312

Figure 8.4: Distribution of values across corpus for metric VF , one plot for each granularity level —
block (top-left), method (top-right) and class (bottom); log-log scale

8.2.3 VF

Figure 8.4 shows a series of log-log frequency distributionplots for VF (number of edges

in data �ow graph between two coupled classes): one at each granularity level (basic block,

method and class). The linear scale plots omitted here are shown in section A.2.2. As is the case

with WNC the shapes are similar among granularity levels. However the frequencies generally

lie relatively closer to the best �t line than for the previous two metrics, as theR2 values of

0.8441, 0.8946 and 0.9312, for basic block, method and classgranularity level respectively,

indicate.

8.2.4 NCns

Figure 8.5 shows log-log frequency distribution plots (logscale) forNCns (no. chains start-

ing/ending on class), where one on the left is for export direction (“ending”) and one on the

right is for import direction (“starting”). The linear scale plots omitted here are shown in sec-

tion A.2.3. Here (and for the following metrics) the entities are single classes rather than class

pairs, hence the reduced range of frequencies compared to the previous plots. The shapes of the

distributions are similar between export and import directions, as are their respectiveR2 values:

0.5397 and 0.5307.
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R2 = 0:5397 R2 = 0:5307

Figure 8.5: Distribution of values across corpus for metric NCns, for export (left) and import (right)
directions; log-log scale

R2 = 0:8882 R2 = 0:8744

Figure 8.6: Distribution of values across corpus for metric NCls, for export (left) and import (right) di-
rections; log-log scale

8.2.5 NCls

Figure 8.6 shows log-log frequency distribution plots (logscale) forNCls (no. classes coupled

to/from), where one on the left is for export direction (no. classes coupled to) and one on the

right is for import direction (no. classes coupled from). The linear scale plots omitted here are

shown in section A.2.4. Both distributions here suggest a relatively good �t to the least squares

line, with theR2 values of 0.8882 for export and 0.8744 for import.

8.2.6 Area & TVF

Figure 8.7 shows log-log frequency distribution plots (logscale) forArea (no. nodes in data

�ow graph to/from), arranged in 3 rows and 2 columns — the rowsrepresent granularity levels

of basic block, method and class respectively, and the columns represent export (no. classes

coupled to) and import (no. classes coupled from) directionrespectively. The linear scale plots

omitted here are shown in section A.2.5. In general, the import direction tends to �t closer to

the least squares line than in the export direction, as the respective r-square values (8.2) suggest.

The frequency distribution for the metricTVF (no. edges in data �ow graph to/from) is

similar to that ofArea, and hence not shown in this chapter (see A.2.6 instead, and see table 8.2
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R2 = 0:7856 R2 = 0:8527

R2 = 0:8286 R2 = 0:8683

R2 = 0:8839 R2 = 0:8770

Figure 8.7: Distribution of values across corpus for metric Area; rows represent granularity levels of
basic block, method and class respectively; columns represent export and import direction
respectively; log-log scale

for theR2 values)

8.2.7 Overall

Table 8.2 summarises for each metric and corresponding granularity level (if applicable) the

Pearson'sR2 values of the data points against the log-log best �t line. Each row represents a

metric and each column denotes granularity level, where `Nogran.' indicates that the metric for

the corresponding row is not in�uenced by granularity.

Two observations can be made. One is that theR2 values are similar across granularity

levels and coupling directions (where applicable) for eachmetric. The other is that there is a

reasonably clear distinction between groups of metrics. That is,WNC andNCns have similarly

low r-square values compared to all other metrics, being in the range between 0.5 and 0.55,
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Metric No gran. Basic block Method Class
NC 0.6251 N/A N/A N/A

WNC N/A 0.5354 0.5313 0.5293
VF N/A 0.8441 0.8946 0.9312

NCns (export) 0.5397 N/A N/A N/A
NCns (import) 0.5307 N/A N/A N/A
NCls (export) 0.8882 N/A N/A N/A
NCls (import) 0.8744 N/A N/A N/A
Area (export) N/A 0.7856 0.8286 0.8839
Area (import) N/A 0.8527 0.8683 0.8770
TVF (export) N/A 0.7554 0.7976 0.8452
TVF (import) N/A 0.8116 0.8424 0.8731

Table 8.2: The R2 values of distribution data points against log-log best �t l ine for each metric and
granularity

R2 = 0:7150 R2 = 0:4221

Figure 8.8: Distributions of values of metrics VF (left) and NCls (right) for jhotdraw

while the remaining metrics (VF , NCls, Area andTVF ) apart fromNC have comparatively

high values in the range between 0.75 and 0.95. It should be noted that theR2 values are not

direct indicators of whether the distributions obey the power law; they are simply used here as

a means to compare between different distributions.

8.3 Distribution of values within system

While the distributions of metric values were shown to be fairly consistent both across different

metrics and across different granularity levels, it turns out that the distributions for each indi-

vidual system do not always follow the same pattern. The system jhotdraw is one example;

its metric value distributions forVF at class level granularity andNCls in import direction

shown in �gure 8.8. TheR2 value forjhotdraw 's VF distribution is 0.7150, as compared to

0.9312 for the overallVF distribution (table 8.2); contrast this tojhotdraw 's VF distribution

(0.4221) as compared to 0.8744 for the overallNCls distribution. This suggestsjhotdraw 's

VF values are distributed more closely to the overall distribution than it is for importNCls.

On the other handemmais an example that resembles the overall distribution for most of its
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R2 = 0:8890 R2 = 0:8304

Figure 8.9: Distributions of values of metrics VF (left) and NCls (right) for emma

R2 = 0:5128 R2 = 0:1450

Figure 8.10: Distributions of values of metrics VF (left) and NCls (right) for sablecc

metrics in terms of shape and least squared �t. Its value distributions for the same two metrics

(class-levelVF and importNCls) are shown in �gure 8.9. Compared tojhotdraw , the R2

value for these distributions — 0.8890 and 0.8304 respectively — for both metrics are closer to

those of the respective overall distributions (0.9312 and 0.8744).

It may be tempting to postulate that this difference is due toexternal factors such as size.

However this is not likely the case, asjhotdraw andemmaare roughly of similar sizes (refer

to table 8.1) of just under 300 declared types. Furthermore,takesablecc , which is another

similar sized system, with its distributions for the same two metrics shown in �gure 8.10. The

R2 values — 0.5128 and 0.1450 — and the shapes are even further deviant from those of the

overall distribution.

Figure 8.11 shows the distributions for exportTVF values forjparse to demonstrate dif-

ferences are also apparent across granularity levels. The kinds of differences discussed here are

evident across other combinations of metrics and systems. Refer to appendix A for the complete

set of distributions for each system, and section A.3 for theR2 value for each system.

It should be noted again that theR2 values for individual systems presented here are not

intended to solely characterise the nature of the distributions. Hence the fact that theR2 value

for the distribution of one system is close to that of the overall distribution does not necessarily

imply that the two distributions are similar.
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R2 = 0:3326 R2 = 0:5039

R2 = 0:3895

Figure 8.11: Distributions of values of metric export TVF for jparse in each granularity level (block,
method and class)

8.4 Correlations between granularity levels

The overall distributions of metrics showed similar patterns at different granularity levels. While

this is interesting, this does not necessarily indicate that the metrics at all granularity levels are

measuring the same things. As a simple means to determine whether this is likely the case, I

compare the metric values for each entity in the corpus at onegranularity level with the values

for the same metric at another granularity level. Table 8.3 shows the result of a simple linear

regression — theR2 value — between each possible pair of granularity levels foreach metric.

The numbers in brackets indicateR2 values before adjusting for notable outliers — these ranged

from one to three for each metric. The choice of a linear modelwas based on the observation

that the data points best resemble a linear slope, where there is a noticeable relationship. The

individual plots and details of the outliers can be found in section A.4 of appendix A.

If there is some relationship between granularity levels then it opens the possibility of the

existence of an admissible transformation (c.f. section 2.5) between measures at one granularity

level and those at another. In other words granularity levels could act as units, in which case

it would be suf�cient to measure a system at one granularity level. Conversely, if there was

no obvious relationship, then it would suggest that the granularity levels should be considered

independent, and it would not be reasonable to use one level to determine or predict the other.

Several observations can be made from these numbers.WNC stands out as one where

all granularity levels are highly correlated with each other. One possible interpretation of this
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Metric B vs. M M vs. C B vs. C
WNC 0.9606(0.9728) 0.9621(0.9648) 0.8856(0.8884)
VF 0.7914(0.2360) 0.5822(0.6786) 0.3235(0.1074)

Area (export) 0.9053(0.8987) 0.7537(0.7712) 0.5973(0.5853)
Area (import) 0.8422 0.7937 0.5756
TVF (export) 0.8230(0.5841) 0.7680(0.5513) 0.5254(0.1261)
TVF (import) 0.6974(0.5457) 0.7147(0.5781) 0.3366(0.1049)

Table 8.3: Linear correlations (R2 values) between granularity levels for each metric over entities in
corpus (B = block, M = method, C = class). Numbers in brackets indicate R2 values before
adjusting for notable outliers

is that as chains become longer they grow in a relatively uniform rate across block, method

and class levels. This in turn suggests that for example if we�nd several data �ows across M

methods we would expect they �ow across similar numbers of classes. However noteR2 value

for blocks versus class are noticeably less than the other two pairs. In fact in general blocks

vs. class are least correlated regardless of metric, which makes intuitive sense. Looking at the

two per-class metricsArea andTVF , the correlations are similar between import and export

directions forArea, which is also in general more well correlated thanTVF . This adds to this

pattern of symmetry between coupling directions that we have been seeing in the distributions.

8.5 Proportion of classes involved in indirect coupling

Each of the metrics is de�ned so that it only yields a value when there is an indirect coupling

relationship between two classes. A zero value for any metric thus implies there is no indirect

coupling relationship and vice versa. More speci�cally:

� Given a class pair, a zero value for an inter-class metric (NC, WNC andVF ) at any

granularity level means there is no indirect coupling between the pair.

� Given a class, a zero value for a per-class metric (NCns, NCls, Area andTVF ) in the

import direction at any granularity level means there is no class to which this class is

indirectly coupled.

� Given a class, a zero value for a per-class metric in the export direction at any granularity

level means the class is not indirectly coupled to any other class.

Conversely a non-zero value in the above cases means there is some kind of indirect coupling

going on respectively.

Figure 8.12 is a plot of the proportion of classes/pairs involved in indirect coupling in one of

the forms described above, for each system in the corpus. Thesystems are ordered with respect

to the number of declared types — as a rough indicator of size.The �rst series (`% coupling

pairs') depicts the proportion of class pairs, out of the total possible pairs of classes, in each
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Figure 8.12: Proportions of classes/pairs involved in indirect coupling for each system

system involved in indirect coupling. The second and third series (`% export coupling' and `%

import coupling') depict the proportion of classes in each system involved in export coupling

and import coupling respectively. The last series (`% coupling) depicts the proportion of classes

in each system involved in either import or export coupling (the union of the previous two).

Several observations can be made. The proportion of class pairs involved in indirect cou-

pling (�rst series) is generally low — below 10%. It can be seen that there is no obvious trend

in the proportions of coupled classes, which reduces the likelihood of the effect of system size

on the numbers of coupled classes. For all systems, with the exception ofjparse , trove and

jchempaint , the difference between proportions in import and export coupling is no more

than twice that of either import or export. Similarly there generally is not much of a difference

between the union proportion of import and export coupling and the individual proportions for

each direction. This implies there are a signi�cant proportion of classes that are both import

and export coupled. A notable exception to this ispicocontainer andinforma .

8.6 Discussion and summary

The �rst conjecture of this study was that each metric distinguishes between entities. To do this

I looked at the general range of values that each metric givesto the entities across the corpus.

The fact that there is a noticeable range of values across entities leads to con�rm this belief.

The second conjecture of this study was that there is some kind of recognisable distribution

of values for each metric. It is clear that, regardless of what the exact distribution is, there is

a noticeable pattern for all metrics at all levels of granularity. I have mentioned the power law

distribution as a potential explanation for the patterns. Power law distributions are characterised

by large dynamic ranges wherein the bulk of the frequencies occur for fairly small bins [84].

Examples of power laws can be found in the distributions of city sizes, personal wealth and
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earthquake severity. Recent studies have also shown the emergence of a power law distribution

among properties of software structure, such as class relationships [9, 27, 55, 112]. While

the implication of the meaning of power laws in the context ofsoftware measures are still

under debate, the existence of power laws for indirect coupling could provide an interesting

comparison with other structural properties that follow the law.

It is dif�cult to determine whether a power law holds over software measurements because

they are �nite and are subject to a high level of noise [9]. In the future, establishment of power

law (or related) distribution will become more feasible when the sample size is increased by

expanding the corpus and noise is reduced. To compensate forthe noise still resident in the

expanded data set, various techniques can be applied to �nd the best representation of a power

law, such as cutting off small portions of the front and tail ends of the data, as done in [9].

It is interesting to explore the what the nature of a distribution of measures across the corpus

means with respect to the interpretation of a measure for a given application. As an example,

if the values for exportNCls (no. classes to which given class is ind. coupled) were normally

distributed across a central mean of 10, then this would suggest that a typical class in a system

would be expected to be coupled to around 10 classes. If some system happens to have more

than half of its classes coupled to 20 classes, this would suggest the system is more highly

coupled than usual. This would not automatically qualify the system as `bad', but would still

mean that the system deviates from the expected norm. If the distribution is on the other hand a

power-law, then the notion of a `typical' value may not be determinable and measures such as

mean an standard deviation will not have much meaning. What wecould do is take a system

and see whether the distribution of the metric values withinthe system look similar to that of the

overall distribution over the population. It was shown in section 8.3 that some systems display

similar distributions of metric values compared to the distributions over the corpus whereas

others do not.

To summarise, the main �ndings of the study presented in thischapter are as follows:

1. All of the indirect coupling metrics were found to be able to distinguish between entities

2. For each of the metrics, the distribution of the metric values over the Java software corpus

had a curve resembling power law. One implication of this is that computing means and

standard deviations for the measurements will yield meaningless results.

3. For some metrics, especiallyWNC , the correlations among granularity levels are strong,

indicating the possibility that granularity levels are interchangeable.

The reason I have proposed more than a single metric is due to the hypothesis that they

capture different aspects of coupling. Ultimately the goalis to �nd out whether there is one

(or group) of them that is suf�cient for the purpose. If we �ndthat the metrics are telling the

same information then we would know that the whole set is not necessary in that one could
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be used instead of the other. It is the belief that different kinds of structures lead to different

effects on comprehension effort, hence the metrics try to capture the different aspects. The

studies presented here suggested that indeed different structures prevail throughout any given

application. This leads to the next chapter, which is about �nding out whether and how different

structures actually affect effort.
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9
Model Validation

I have advocated the position held by key researchers that true understanding of software mea-

sures can only be achieved by model building, prediction, observation and analysis [8, 63, 34],

and that such models should be explanatory instead of merelypredictive (e.g. [97]). The dis-

cussion in section 2.6.1 highlighted this position.

The study presented thus far amounts to the construction of an attribute relationship model

between the internal attribute indirect coupling and external attribute maintainability, as hypoth-

esised in section 6.2. The goal is to make this model expressive enough to be able to answer

�rst whether a relationship exists to begin with, and secondwhat is the nature thereof (for in-

stance whether it is a linear or polynomial relationship). The initial model used as the basis of

the metrics in chapter 6 is by no means a fully explanatory one. It quanti�es data �ow through

�ve major elements: chains, chain lengths, edges, nodes andgranularity levels; and it considers

each as a potential factor affecting maintenance effort. The re�nements the model thus needs

are twofold:

1. Find out which of these factors actually have an effect on maintenance. In doing so ex-

traneous factors may be discovered, such as program size andhuman and environmental

aspects. Conversely there may be factors related to data �ow that the current model does

not take into account.

2. After determining the explanatory factors, identify theprecise nature of the relationship

between those factors and the dependent variable maintenance effort. This may require

statistical methods such as regression analysis.

101
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Each of the above two re�nement steps requires an empirical investigation. Controlled experi-

ments are the most suitable method for this, as they allow thenecessary degree of control over

the factors of interest, allowing detailed observations tobe made. This chapter focuses on the

experimental design and results for the �rst re�nement step: identifying the explanatory factors.

The second step — determining the precise relationship — is amuch harder, long-term process,

which is left for future work. The following section explains how the experiments �t together

as a whole and outline the procedures involved in each.

9.1 Experimental plan

As software is a complex entity, it is natural to expect thereare numerous factors that affect

different aspects of its comprehension and modi�cation. For an ideal experiment, all potential

extraneous factors must be controlled. However not only is this dif�cult, but also identifying

such factors in the �rst place would be a problem in its own right. In fact this may only be

possibleafter the observations have been made. For example the results of an initial experiment

could unexpectedly indicate that the naming conventions used for some classes in a program

through had an effect on the effort for some of the participants to understand the program's

structure. For this reason I expect to achieve a satisfactory validation not through a single

experimental phase but through several phases. In each phase I take the current explanatory

model, observe the relationship between the projected explanatory factors and the dependent

variable, then use the results to re�ne the model and subsequent experiments by controlling the

newly discovered extraneous variables. The results may either con�rm or reject the effect of the

projected factors, or additionally indicate extraneous factors that the model had not taken into

account.

9.1.1 Primary observational study

Sections 9.2 and 9.3 present the �rst of the aforementioned series of experiments. Its primary

objective is to study the interaction between the followingpossible factors:

� Number of chains

� Number of edges comprising chains

� Granularity levels

The main question the experiment answers is whether there isa relationship between any of

these factors and comprehension to begin with, as the intuition behind the initial model suggests.

Since in the initial stage it is dif�cult to anticipate all extraneous factors, mainly environmental,

that may affect comprehension, I do not claim to be able to control all of them. However I
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have identi�ed the following that I deem are important, and designed the experiments so as to

minimise their in�uence on the results:

Size Previous studies suggested program size has a tendency to eclipse many attributes as pre-

dictors for external quality attributes [33]. Hence it is important to ensure size does not

vary signi�cantly between treatments under comparison.

Human factors As the experiment involves human participants, the person's experience and

educational background may have an effect. This must be taken into account.

Environmental factors Participants may not necessarily adjust equally to the experimental

environment, so efforts must be made to ensure a level playing �eld.

The results of the experiment and analysis of the data collected therein lead to the discovery of

the signi�cant factors, which are used to determine how the model should be re�ned. They are

shown in sections 9.4 and 9.5.

9.1.2 Model re�nement

The initial model and corresponding experiment focuses primarily on data-�ow. If two pro-

grams that differ in terms of data �ow also differ in terms of semantics and control �ow, and

the experiments showed that they yield signi�cantly different efforts in comprehension, then the

current model would not be able to determine whether the effect was purely from the difference

in data �ow or the semantics and control �ow, or both. This raises questions such as:

� Would having meaningful variable and method names positively or negatively affect com-

prehension? It is likely that under circumstances where thestructure or purpose of the

program is relatively evident or familiar to the participants, they may navigate differently

from the method of tracing data �ow assumed by the model.

� Would the way in which usage and de�nition sites are connected (e.g. by local identi�er

reference, a �eld reference, parameter passing, return value, etc) affect how easy/hard it

is to trace the connection? The current model treats all data�ow connections equally.

The initial experiment considers the above as extraneous factors and controls them. However

this restricts the forms of programs that can be used for the experiment. Answering the above

questions would be one of the aims of the next phases of the experiments, as discussed in section

9.6.

9.1.3 Determining precise relationship

The experiments outlined in previous subsections should identify the factors that affect com-

prehension effort. For example, assume the signi�cant factors are numbers of chains (NC)
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and granularity at the statement and method level (G). Usingthe three as variables, I could

perform further experiments over a set of programs, each with varying degrees of NC and G.

Other extraneous factors deduced from the previous experiments will be controlled. The result-

ing comprehension effort measurements would then be analysed with respect to the factors. A

regression analysis would be used to suggest the best-�t relationship between the factors and

effort. The presence of potentially multiple factors suggests a multi-variate analysis. The result

of the analysis should hopefully establish a prediction system between the attributes NC/G and

comprehension effort, which in turn would establish validity of the measure comprising these

attributes.

9.2 Primary Controlled Experiment

Kitchenham et al. have recently made recommendations on theresearch and reporting processes

for empirical studies in software engineering [64]. These recommendations have motivated the

experiment's design and guided its presentation here.

The models that relate indirect coupling chains with comprehension effort as de�ned in

section 6.2 serve are the basis of this experiment. Below is a summary of each of the models:

1. Number of chains determines effort. All chains are considered “equal” in terms of effort,

regardless of their lengths.

2. Different length chains are considered different. Consequently within this model many

short chains can be equivalent to a few long chains.

3. Number of edges within chains determines effort. Thus having the same number of chains

and also same lengths may not necessarily mean same effort.

4. Number of nodes within chains determines effort.

5. Granularity has effect, meaning there is a difference between chains that are of the same

length in terms of methods but are of different lengths in terms of classes, for example.

What I aim to investigate is whether all, some or none of them hold true. It is also possible

that some of the models cannot hold in conjunction with each other. For example if there is

suf�cient evidence to support model 1, then models 2 and 3 areless likely to be valid as having

different lengths of chains would not make a difference to effort as long as the numbers of

chains stay the same. Consequently this would suggest that the metricNC, which is based on

model 1, is a more accurate estimator of effort thanWNC or VF , which are based on models

2 and 3 respectively. Thus the goal of the experiment is to setup tests such that the results can

determine which model, or combination of models, �t closer to reality. There are many different

interactions that could be tested. I chose to investigate three of these in particular:
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1. Many short chains versus few long chains, but equal total lengths of chain and equal

edges.

2. Many edges versus few edges, but equal number of chains andtotal lengths

3. Method vs. class level granularity. Here, explanatory factors other than granularity are

controlled at the method level and observations are made as to whether varying those

factors at the class level affects comprehension effort.

The above are formulated in terms of the null hypotheses in the following section.

9.2.1 Hypotheses

H01 (No effect of number of chains on effort) : Given two programsA andB whereA has

more chains thanB, the effort required to comprehendA is no greater thanthat required

to comprehendB.

H02 (No effect of number of edges on effort): Given two programsA and B, whereA has

more data-�ow edges thanB, the effort required to comprehendA is no greater thanthat

required to comprehendB.

H03 (No effect of granularity on effort) : Given two programsA andB, whereA andB are

equivalent in terms of the measures (chains, edges, etc.) atthemethodlevel, and yet any

set of measures forA are greater than those forB at theclasslevel, the effort required to

comprehendA is no greater thanthat required forB.

9.2.2 Experiment arrangement

Two separate groups of experiments were run, where the �rst was to test H01 and H02 and

the second was to test H03. This as opposed to testing them in a single experiment was done

primarily due to practical considerations. Initial trialsshowed that each experimental session

on average would take around 1.5 to 2 hours, which was the upper bound on how much time

the participants were willing to commit themselves to, given the voluntary nature of the exper-

iment and the limits on the incentives I could provide them (each participant received a movie

voucher).

The experiment participants were drawn from present and former students at the University

of Auckland in the computer science and software engineering [103] programmes. They were

mostly current students at their 2nd, 3rd and 4th years, but also included several graduate stu-

dents and alumni working in industry. The experiment was advertised through mailing lists,

department notice boards and announcements during lectures.
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9.3 Experimental Design

9.3.1 Artifacts and Treatments

Four programs, designated Phi, Lambda, Sigma and Delta, were created as artifacts for the �rst

experiment. They were named in this way in order to avoid possible subjective bias on the

participants' part. For ease of presentation, these tasks are referred to asBreadth1, Length1,

Spread1andDense1respectively for the remainder of this chapter. The structure of the pro-

grams are illustrated in �gure 9.1, where nodes in the graph correspond to classes and edges

correspond to data �ow. The programs were divided into two pairs, each of which was a basis

to test the appropriate null hypothesis: the pairBreadth1andLength1 is associated with H01,

while the other pairSpread1andDense1is associated with H02. Some auxiliary classes were

added to the actual code, indicated by the dotted grey nodes in �gure 9.1, that did not contribute

to themainstructure, indicated by the subgraphs within the dotted regions in the �gure. This

was done with the intent of injecting plausible distractersas well as controlling the size of the

program as a whole. For each program there was a designated“start” class, which is where

a particular value is used, and multiple“end” classes, which contain operations that eventu-

ally in�uence (de�ne) this value. A fault was injected to oneor more of the end classes such

that it causes a failure on the start class, and this created the basis for the comprehension tasks

described later on.

The programs for the second experiment had the same basic setup as those for the �rst. They

were designatedBaseline2, Nodes2, Edges2andLengths2, and their structures are presented

in �gure 9.2. Here, each node in a graph corresponds to a method, whereas an oval enclosing

a group of nodes represents a class containing the corresponding methods. The edges again

represent data �ow. In this experiment, each program represents a different means of coalescing

methods into classes, and this is re�ected by the differences between the metrics at the method-

level and those at the class-level. Notice that the data �ow structures for all four programs are

topologically equivalent at the method level. Furthermore, for each program, different sets of

metrics are varied across the two granularity levels, whileat the same time the complementing

sets of metrics are equal at both levels. The programBaseline2is considered a baseline case,

where all the metrics for the program are equivalent at both method and class granularity levels.

In Nodes2, only the number of nodes is varied across granularity, whereas inEdges2, both

numbers of nodes and edges are varied, and inLengths2, all metrics except for the number of

chains are varied.

All programs were automatically generated from a description of the different models they

correspond to. The description is in the form of a graph that details data �ow and some basic

control structures between classes. Section 9.3.2 explains how this was done. There is no spe-

ci�c meaning to the names of classes, methods and variables used in the programs. Remember

this is a deliberate measure forthis experiment, as it serves to control for the potential extra-
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Figure 9.1: Data �ow representation of the two pairs of struc tures under test for �rst experiment

neous factor of meaningful variable and method names that may vary understanding between

programs. This way the focus of the experiment can be localised to the structure of data and

control �ow. As outlined in section 9.1 in the future I plan toconduct further experimentswith

meaningful names to observe any changes in the effects.

9.3.2 Artifact generation

The artifacts used in the experiments were generated using aprogram I implemented in Java.

The input to the tool is a description of a data �ow structure and generates a syntactically valid

Java program that conforms to the given structure. The description is in the form of a graph,

and speci�es the following:

Nodes each of which corresponds to a single method in a speci�able enclosing class.

Data �ow Edges connecting de�nition nodes to usage nodes. Data �ow can either be“up-

stream” or “downstream”. Upstream means that the value used in the use node is re-
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Figure 9.2: Data �ow representation of the structures for se cond experiment: measure(M) and mea-
sure(C) denote the measure at method- and class- level granularity, respectively.

turned from the de�nition node. Downstream means that the value used in the use node

is passed as a parameter by the de�nition node.

Control �ow Edges connecting any two nodes. There is no data �ow between nodes connected

along these edges, but instead the edge signi�es that there is an invocation from the source

node to the destination node.

Additional properties including which node is to be designated as the entry method for the

program.

These graphs are programmatically represented using the Java Universal Network/Graph (JUNG)

framework [59]. The tool provides a graphical user interface (adapted from JUNG) for specify-

ing the nodes, edges and additional properties. Figure 9.3 shows an example of the construction

of a data-�ow structure graph using this tool. The tool allows nodes and directional edges to be

created on the main canvas(a). At the current stage each node corresponds to a single method

with speci�ed name and the tool allows grouping of methods into classes(b). Each directed
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Figure 9.3: Constructing a data-�ow structure speci�catio n

edge represents one of three types of connections, distinguishable by colour: upstream data

�ow (red), downstream data �ow (blue) and control �ow without data �ow (purple). When the

graph is �nalised, it can be translated into a syntacticallyvalid program(c).

The program generation works by applying some inference rules from the data/control �ow

structure. Any given node,n, in the data-�ow graph can be of the following forms:

� It has an incoming upstream edge from some nodem, in which casem invokesn, and

the value used byn is passed as a parameter bym

� It has an incoming downstream edge from some nodem, in which casen invokesm and

the value used byn is returned fromm

� There is a third (and possibly more) form, which is similar tothe �rst but which involves

�elds. This is considered future work.

With the above rules, the program generation works according to the following algorithm.

Each node,n, in the data-�ow graph has an associatedmethod bodyandusage value, de-

noted by the functionsM (n) andu(n) respectively. InitiallyM (n) andu(n) are unde�ned for

all n until they are eventually de�ned through the algorithm. LetNoe be all nodes that have no

outbound edges. For eachn 2 Noe:

1. Retrieve (that is, create if not already de�ned)M (n).



Model Validation 110

2. Setu(n) as an arbitrary variablev. Create a statement insideM (n) that usesv (by default:

System.out.println(v) ).

3. Do a depth-�rst traversal of all inbound edges connected to n — for each edgehn1; n0i

that is not already visited:

(a) RetrieveM (n1) andM (n0)

(b) If a downstream edge exists fromn1 to n0, then:

� Set (if not already de�ned)u(n1) as an arbitrary variablev

� InsideM (n1), create a statement invokingM (n0), with v as the argument.

� InsideM (n0), introduce a parameter,x; and create a statement assigningu(n0)

to x

(c) Else if an upstream edge exists fromn1 to n0, then:

� Set (if not already de�ned)u(n1) as an arbitrary variable

� InsideM (n0), create a statement that assignsu(n0) to an expression invoking

M (n1).

� InsideM (n1), create a return statement that returnsu(n1)

(d) Else if a control edge exists fromn1 to n0, then:

� Create a statement insiden1 that invokesn0.

(e) If n1 has no inbound edges:

� Create a statement that assignsu(n1) to an arbitrary literal.

Figure 9.4 illustrates the result of running the algorithm on part of the data-�ow graph shown

on the top left. The three nodes within the blue dotted region, X, Z andR, each represent a sin-

gle class and method.X.rosen() is the “start method”, which does not have any outbound

edges, and uses the value of variableanza . This is a point at which a failure may occur as the

value ofanza could be negative. The downstream edge fromZ to X translates toZ.rich()

invoking X.rosen() with the argumentmang, and a corresponding parametercech being

introduced insideX.rosen() . The upstream edge fromR to Z translates toZ.rich() in-

vokingR.hiat() and assigning its return value tomang. These two edges effectively link the

data �ow from Z to X with that fromR to Z so that the value returned fromR �ows directly to

X. Also, the downstream edge fromUto Z translates to the parameteredlu being introduced to

Z.rich() (in a similar fashion to the edge fromZ to X) and being assigned toZ's usage value

mang. Note the result ofZ having multiple inbound edges, both fromUandR, is that there are

multiple possibilities in the origin of its usage valuemang, as denoted by the switch statement.
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1 public class X {
2 public static void rosen( int cech) {
3 double anza;
4 anza = Math.cos(Math.toRadians(cech));
5 System.out.println(Math.sqrt(anza));
6 }
7 }

1 public class Z {
2 public static void rich( int edlu) {
3 int mang;
4 int rand = ( int ) (Math.random() * 2);
5 switch (rand) {
6 case 0:
7 mang = R.hiat();
8 break ;
9 case 1:

10 mang = edlu;
11 break ;
12 }
13 X.rosen(mang);
14 }
15 }
16

17 public class R {
18 public static void hiat() {
19 int deg = -12;
20 return deg;
21 }
22 }

Figure 9.4: Data-�ow structure and corresponding generate d code

9.3.3 Tasks and experimental procedure

Associated with each program was a task to de�ne comprehension activities. Appendix B con-

tains the descriptions of the tasks and other resources provided to the experiment participants.

Each task required the participant to trace the location of the fault as described above. A cross-

over design was employed in the allocation of tasks to the participants, where all participants

had the complete set of treatments, without any indication or implication of how they relate to

the hypothesis. One of the reasons for doing this was to utilise a small sample size. Another

reason was it would allow for a more meaningful result as the primary interest of the study

lies in the comparative difference within the individual, more so than the difference between

the collective absolute times across individuals. The orders of the treatments however were

randomised to avoid learning bias.
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In addition to the main tasks, two extra tasks were created, neither of which were to be

factored in the analysis. The �rst task was the “primer” task, which required the participants to

carry out an activity similar to that required by the main tasks, except on a small program with

a more intuitive construction than that of the programs for the main tasks. The goal of the task

was to familiarise the participants with the experimental setting. A second task was set up with

a similar intent, but in this case the participants were unaware of the fact that it was a “dummy”

task.

The experiments were run across several sessions to accommodate for the availability of

the participants. The participants were restricted to the use of the Eclipse IDE (integrated

development environment). They were also required to use a web-based application, called

TimeTracker, through which they were to record the time theytook to solve each task.

Before the experiment began, the participants were asked to �ll out a demographic ques-

tionnaire on their educational background, programming experience and programming ability

(re�ected by grades attained for courses with large programming components).

The experiment began with a brie�ng session that gave them anoverview of the steps they

have to follow and the environment they were restricted to. Abrief tutorial was given to make

sure that they were equally informed with respect to the environment. The tutorial covered

some useful navigational features in Eclipse (e.g. call hierarchy searching) and the use of the

TimeTracker web application.

After the brie�ng, the participants were prompted to start on the primer task and asked to

use the opportunity to familiarise themselves to the environment. On everyone's completion

of the primer task, a debrie�ng session was given, which explained the correct solution. The

necessity of this was prompted by trial experiments that were done to check the experimental

design. They identi�ed a problem that participants often gave an answer that indicated lack of

understanding of the task, and so the debrie�ng was introduced to deal with this.

Following the debrie�ng, the participants were instructedto proceed with the actual tasks.

For each task, they were to �rst read the description detailing which program the task concerns

and what the problem is, start the timer as soon as they were about to begin comprehending the

program, and then stop the timer as soon they have worked out their answers.

A short interview was carried out for each participant afterthey have �nished all of the

tasks to pro�le their comprehension methods and their perception on the relative dif�culties of

the tasks.
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Participant Breadth1 Length1 Spread1 Dense1
1 314 234 239 388
2 147 179 537 618
3 292 652 449 316
4 289 187 285 329
5 779 331 676 645
6 1541 306 256 349
7 846 383 449 344
8 135 227 340 193
9 645 370 527 572
10 446 221 790 390
11 294 542 412 478
12 625 631 377 190
13 375 412 388 583
14 260 147 619 479
15 351 143 370 527
16 477 131 201 123
17 434 179 600 469
18 455 270 487 279
19 382 347 683 279
20 357 145 534 666
21 716 260 393 464
22 377 631 373 555

Median 379.5 265 430.5 427
Median(cor.) 366 247 421 427

Median(incor.) 440 586.5 449.5 N/A

Table 9.1: Elapsed times in seconds for all tasks. Times in boldface italic correspond to incorrect solu-
tions

9.4 Results

9.4.1 First experiment

The �rst experiment had 22 participants over 6 sessions. Foreach of the 22 participants I

collected the times they took to complete each task along with the correctness of their solutions.

This information is summarised in table 9.1. For incorrect solutions, the times are shown in

boldface italic. We see that on average (median), the participants took a longer period time on

Breadth1 than onLength1. They also took a slightly longer period of time onSpread1than on

Dense1, but the difference does not appear to be as signi�cant as that betweenBreadth1 and

Length1.

The times for bothBreadth1andLength1are comparatively more widely spread than those

for the Spread1andDense1pair. In particular, there is a notable outlier (participant number

6) within the elapsed times forBreadth1, which contributes considerably to the large standard

deviation. Yet the time taken for that participant to complete the other three tasks was not out
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Pairs W N � z p(1-t)
Breadth1 vs Length1 137 22 61.60 2.22 0.0134
Breadth1 vs Length1(C) 67 13 28.62 2.32 0.0101
Breadth1 vs Length1* 115 21 57.54 1.99 0.0233
Breadth1 vs Length1* (C) 54 12 25.50 2.10 0.0179
Spread1vs Dense1 39 22 61.60 0.64 0.2607
Spread1vs Dense1(C) 10 16 38.68 0.27 0.3930

Table 9.2: Wilcoxon signed-rank test for Breadth1-Length1 and Spread1-Dense1pairs

of line with that for the rest of the participants. A possibleexplanation for this is the fact that

the particular participant was still adapting to the experimental setting.

We see that there were more incorrect solutions given toBreadth1 than toLength1. Also,

there were more incorrect solutions given toSpread1than toDense1, which in fact everyone

answered correctly. Factoring out the times for participants who gave incorrect solutions does

not appear to affect the average. Only forLength1 is the average time for incorrect solutions

notably different from the general average, but since thereare only two it is dif�cult to say

whether this is signi�cant.

The goal of this study is to see if the null hypotheses can be rejected. Speci�cally, an appro-

priate method is needed that determines whether there is a signi�cant difference between the

times for a pair of programs. A Wilcoxon signed-rank test wasdeemed an appropriate statistical

method, since the distribution of the data is unknown (whichcalls for a non-parametric test) and

I needed to test pairs of correlated samples. In addition, the hypothesis implies a one-tailed test,

as I am not only interested in the presence of a difference butalso the direction thereof.

The results of the Wilcoxon test are summarised in table 9.2.The �rst row (Breadth1 vs

Length1) shows the result of testing the times forBreadth1against those forLength1over the

whole sample. The following row shows the same test for a subset of the sample who have

given the correct solutions to bothBreadth1 andLength1. The next two rows are analogous

to the previous two, except that they both discard the one outlier participant #6 (this was done

in order to see how much impact it has on the resulting signi�cance). The next row shows the

result of testing the times forSpread1against those forDense1over the whole sample. The

�nal row shows the test applied to a subset of the sample who have given the correct solutions

to both. The columnW in 9.2 shows the sum of the signed ranks according to the Wilcoxon

test. The following columns show the sample size, standard deviation and z value respectively.

The last column shows the p-value for a directional test.

According to the p-value of the �rst row, that is, test between Breadth1 andLength1 over

the whole population, I can reject the null hypothesis H01 comfortably beyond the 0.05 level. I

observe that the signi�cance actually increases if I factorout incorrect solutions. Also, discard-

ing the aforementioned outlier participant still gives a signi�cance that allows us to reject H01

at the 0.05 level. Furthermore, the positive signed-rank test suggests thatBreadth1 requires
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Times F-measures
Part. Baseline2 Nodes2 Edges2 Lengths2 B2 N2 E2 L2

1 605 644 1380 744 1 0.5 1 1
2 713 662 684 741 0.8 1 1 0.67
3 815 1410 902 1094 0 0.5 0.4 1
4 717 693 291 445 1 1 1 1
5 601 486 235 404 1 1 1 1
6 543 922 352 494 1 1 1 1
7 516 901 639 895 1 0.67 0.8 0.67
8 453 206 229 466 1 1 0.5 1
9 737 666 1215 876 0.8 0.4 1 1
10 297 548 334 446 0 0.4 0 0.67
11 273 425 339 286 1 1 0.5 1
12 1179 620 993 414 0.4 0 0.67 0.33
13 394 649 590 330 1 1 0.67 1
14 428 407 1227 739 1 1 1 0.8
15 169 395 316 292 0 0.4 0.29 0.33
16 438 566 686 1314 0.4 1 0 0.8
17 549 738 577 500 1 1 1 0.67

Median 543 644 590 494 1 0.83 1 1

Table 9.3: Elapsed times (seconds) and F-measures for all tasks, experiment 2

more effort (time) thanLength1. On the other hand, the test betweenSpread1andDense1

did not yield a signi�cant result. It still showed thatSpread1had a higher rank sum than that

of Dense1, the difference was not great enough to allow us to reject thenull hypothesis H02

(“Spread1does not require more effort thanDense1”) at the appropriate level.

9.4.2 Second experiment

For the second experiment, there were 17 participants, someof which have participated in the

�rst as well, over 3 sessions. The elapsed times for each taskare shown in the left half of table

9.3. There is a slight but not signi�cant variation in the median times across all tasks (ranging

from 490s – 650s), withLengths2having the lowest median, andNodes2having the highest.

On the other hand there was some variation as far as the individual times are concerned, with

Edges2exhibiting the greatest noticeable spread of values. Thereis at least one value that

deviates notably far from the median in each task. In each ofBaseline2andNodes2, there

is one such outlier (participants 12 and 3 respectively). InEdges2, despite the three notable

values over 1000 seconds, its rather broad distribution of the values tends to mask these outliers.

Lengths2, meanwhile, has two such notable outliers.

The solutions to the tasks in the second experiment were morecomplex than those in the

�rst. It naturally followed that the correctness of the participants' responses were also more

diverse. Thus, instead of a binary measure (correct or incorrect) as with the �rst experiment,
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Pairs W N � z p(1-t)
Baseline2vs. Nodes2 -39 17 42.25 -0.91 0.1811
Baseline2vs. Edges2 -45 17 42.25 -1.05 0.1461
Baseline2vs. Lengths2 -63 17 42.25 -1.48 0.0695

Table 9.4: Wilcoxon signed-rank test for Baseline2

precisionandrecall were computed, which respectively correspond to the ratio of the number

of correct answers given by the participant to the number of all given answers, and the ratio

of the number of given correct answers to the number of all correct solutions. AnF-measure

was further obtained by taking the harmonic mean of the two togain an overall indication of

correctness, as shown in the right half of table 9.3. While it is dif�cult to say that one task

was generally more well-answered than another, several observations can be made.Nodes2,

despite having a highest number of completely correct (F-measures of 1) solutions, also has the

lowest median for F-measure, giving the impression that it is generally not very well-answered.

Conversely,Lengths2, while not having the highest number of completely correct solutions,

seemed to be consistently well-answered, with its highest median, highest minimum and least

variation in the measures.Baseline2was also one of the better answered questions, where it

had a highest number of completely correct solutions and a highest median.Edges2, despite its

highest median, had the least number of completely correct solutions and a lowest minimum.

Table 9.4 shows results of the Wilcoxon signed-ranked testsperformed betweenBaseline2

and the rest of the programs. While none of the tests indicateda small enough p-value to show

statistical signi�cance and thus allow us to reject H03 at a suf�cient level, we can see that one

pair is particular close, namelyBaseline2andLengths2. These two are at the two extreme ends

of the granularity spectrum, which is to say, the measures atclass-level granularity forBaseline2

are collectively the highest, whereas the opposite is true for Lengths2. An interesting outcome

of this test is that the rank sum (W) is negative, which suggests that the elapsed times for

Baseline2are in general lower than that forLengths2. In fact this is true for all other tests. This

is contrary to the primary intuition that method co-location (which is the case forLengths2)

should simplify comprehension. A possible explanation forthis is that con�guringBaseline2to

have one method per class produced a side-effect of actuallymaking it simpler to comprehend.

9.5 Analysis and discussion

9.5.1 First experiment

The above analysis strongly suggest thatLength1 andBreadth1 are different with respect to

comprehension effort. Furthermore it shows thatBreadth1 required more effort, at least in

terms of time. This suggests that “breadth” (number of chains) is a more critical factor in de-

termining effort than “length”. On the other hand the results did not indicate a clear difference
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betweenSpread1andDense1with respect to comprehension. GenerallySpread1had a ten-

dency to require more effort thanDense1(both according to median and directionality of the

Wilcoxon test), but the difference was not statistically signi�cant. This is interesting in that

according to post-experimental interviews,Dense1was perceived to be more dif�cult to at least

half of the participants. The particular aspect ofDense1that caused the participants' cognitive

burden was the effect of what I call branching and interleaving chains. Refer to the description

of the system used forDense1in �gure 9.1. The particular class the participants had trouble

with wereC (and to a lesser extentR). Note that all four chains that exist in the system pass

throughC. The participants would follow one path, then come back to investigateC and have a

dif�cult time remembering which path they have visited (e.g. “have I already looked atV, R or

T?”). This indicates that effect of branching and interleaving chains on comprehension effort is

promising and the next step should be to investigate this in isolation.

9.5.2 Second experiment

Primary analysis of the results suggests that the difference in method and class granularity does

not have as much impact on comprehension time as originally believed. Still one test (Baseline2

vs. Lengths2) showed promise and led to suggest that a higher signi�cancecould be gained

with a larger population. The results on the other hand suggest that granularity had some effect

on correctnessof the comprehension tasks, and this signals the need for a more descriptive

measure for comprehension effort to directly factor in bothtime and correctness — perhaps

even a vector attribute instead of a scalar one. When speci�cally asked in the post-experimental

interviews whether co-location of methods had any impact onunderstanding, the participants

were mixed in their responses. In particular, those who did not feel a difference were found to

have heavily relied on the navigational features in Eclipse, one such feature being method call

hierarchy searching. This leads to a question of the extent to which the use of modern tools

support has affected my results.

9.5.3 Threats to Validity

There are several issues that must be considered in assessing my results. One concern is the

accuracy of the participants' answers. For example a participant could have spent a short amount

of time on a task but given a wrong answer. This was dealt by analysing of the results with the

results with incorrect answers factored out. The results (for Length1 vs. Breadth1 at least)

were still signi�cant.

A drawback from the experiment's cross-over design is the possibility of a carry-over effect

where the experience of one treatment makes subsequent oneseasier [64]. This was addressed

in two ways. One was to randomise the order in which the participants were to deal with the

tasks. The other was to give them a “dummy” task — one that looked like the other tasks but
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was not actually part of the experiment. All participants did this task �rst. This was intended

to reduce the risk of the participants disadvantaging themselves earlier on in the tasks due to

unfamiliarity. When the participants were asked as to whether they felt a learning effect as they

progressed, they uniformly answered to have felt only to a small extent, but not large enough to

have a visible effect on their effort.

The participants were self-selected and most of them were from the software engineering

programme, or had recently completed the programme. The responses to the demographic

questionnaire indicated that about two thirds of the participants performed well academically

(most grades were some kind of “A”) with the remainder performing adequately (passed almost

all courses). This is a fairly uniform group, and so this raises the question as to what degree

my results would hold with other groups. Without studying other groups, particularly more

experienced developers (which I hope to do), it would be dif�cult to provide a convincing

answer to this. However note that use of the cross-over design should reduce this effect due to

variability of the participants.

A closely related threat to validity is speci�cally in the use of students, as opposed to experi-

enced industry professionals, as the majority of the participants. One way in which experience

may factor into the results is that experienced developers would generally spend less time to

solve the tasks by virtue of the fact that they are more accustomed to debugging and under-

standing unfamiliar code. However this is unlikely to be a major factor in this experimental

setting as I am not investigating absolute elapsed times, but rather the difference between two

elapsed times produced by the same individual. Thus as long as the same participant, expe-

rienced or inexperienced, performs better in one task than the other, whether the participant

solves the tasks quickly or slowly in general should not greatly affect the signi�cance of the re-

sults of the Wilcoxon signed-rank tests. One of the participants in the �rst experiment (number

16) was working in industry at the time the experiments were run, and spent considerably longer

to solve the breadth task than the length task, which is consistent with the general �nding.

The experiments were not double-blind, however I feel thereis little risk in this. I masked

the programs through my choice of names, and it is very unlikely any of the participants were

familiar with the speci�cs of the models in my study. Furthermore, even if they were aware of

the models, they would still need to take the necessary code navigation steps to solve the tasks

successfully.

9.6 Direction for subsequent experiments

Arti�ciality was a deliberate design aspect of the primary experiment. Recall this is the �rst in

the series of experiments that need to be done to properly validate the explanatory model asso-

ciating indirect coupling with comprehension effort. Arti�ciality was the result of leveraging

automatic artifact generation as well as a measure to control the potential extraneous factor of
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naming semantics. This then leads to the question of whetherthey would cause a signi�cant

difference in comprehension: to which I answer by setting upa next experimentwith meaning-

ful variable names and observing any differences. Note thatI would not be able to determine

this effect without the arti�cial experiment in the �rst place.

Basili et al remark [8] on the dif�cult balance between achieving external validity and

achieving internal validity in software engineering experimentation. In designing this exper-

iment there was indeed a contention between making the experiment as realistic as possible

(externally valid) and maximising its internal validity through control and restriction. In this

case internal validity was given more weight as the focus of the experiment was in determin-

ing the signi�cant factors as best as possible. By contrivingthe artifacts it was possible to

gain control over the exact structures being tested. However whether the structures used in the

experiment re�ect those in real life software at all is unclear as of yet.

From the empirical study over corpus from chapter 8 I can at least claim that, structurally, the

programs used in the experiment can be seen as a subset of those found in actual Java programs.

While there might not be systems that look like any one of the programs used in the experiment,

I can �nd similardifferencesin the structure between parts of the code of the applications I have

studied. Since the focus on the experiment is in the difference between structures, the fact that

all structures are contrived in the same manner is believed to cancel out the issue of whether

they are realistic.

On a similar note, another question to ask is whether the strategies that the participants used

for solving the tasks apply to comprehension on systems at a larger scale. This is more dif�cult

to answer, and to do this it would help to have participants with substantial industrial experience

to comment on the differences between real and contrived settings.

The result of the �rst experiment suggested that the number of chains, or “breadth”, in-

creases cognitive load and thus has a more signi�cant effecton effort than just the lengths of

chains. Verbal feedback from the participants further supported this �nding. This suggests that

the model be re�ned to incorporate branching of chains as a potential explanatory factor and

subsequent experiments be designed to observe the effect ofbranching on comprehension effort

in isolation.

9.7 Summary of �ndings

In summary, the main �ndings of the empirical studies presented in this chapter are:

1. The experiments have shown that in general indirect coupling data �ow has an effect on

maintenance effort (measured in time and correctness).

2. The dominant characteristic of data �ow that were shown tohave a signi�cant effect was

the number of chains and the effect of branching.
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3. Lengths of chains did not show to have a signi�cant effect on maintenance effort, suggest-

ing metrics that incorporate lengths of chains, such asWNC , may not tell us any more

information than those that purely take into account the number of chains, such asNC.

4. Chains of the same basic length having different granularity at method and class levels

did not show to have any signi�cant difference on the effect on maintenance effort, and

there is a possibility that IDE navigational support have biased the results.
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Evaluation

In the introduction and in chapter 4 I argued why indirect coupling could have an impact on

maintainability and in chapter 3 I suggested how measuring indirect coupling should help to

�ll some of the gaps in the existing coupling literature. My work is rooted on the position that

we need to do measurement properly, and while the way to do it is long and hard, the effort is

necessary. Thus I acknowledge that the work in this thesis only lays the groundwork for the

studies in the larger scale that are needed to satisfactorily validate indirect coupling as a useful

metric. In this chapter I review the approach I have taken forthis and outline its strengths and

shortcomings.

10.1 Review of methodology

In section 1.5 I outlined an ideal methodology (according toBaker, Fenton, Kitchenham et al.

[5, 34, 63]) for measuring an internal software attribute: 1) de�ne the attribute, 2) develop a

theory of its relationship with a useful external attributeand 3) empirically validate the theory.

I largely base the evaluation of the work in this thesis on thevalidation framework and

guidelines to empirical research proposed by Kitchenham etal. [63, 64] (c.f. chapter 2). I

answer the following questions in the rest of the section:

1. Are the metrics in chapter 6 de�ned unambiguously, actually measurable and theoretically

valid? (sections 10.2, 10.3 and 10.4)

121
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2. Has a theory been developed as to the relationship betweenthe metrics and maintainabil-

ity? (section 10.5)

3. Is the theory con�rmed, rejected or to be re�ned? Are the empirical studies needed for

this valid in their design and execution? (section 10.6)

10.2 Metric de�nition

I demonstrated in section 3.3 that a problem with many coupling measures is that their de�-

nitions lead to ambiguous interpretations. I addressed this problem by creating an operational

de�nition for the indirect coupling metrics that can be objectively measured by an automated

tool (the instrument).

It should be noted that the indirect coupling metrics that I proposed are each measuring a

different attribute, all of which constitute a coupling relationship in some way but may not be

coupling in its entirety. Section 3 discussed this issue: since the existing “coupling measures”

individually do not capture all aspects of coupling, one canwonder whether a holistic measure

for coupling is at all possible. As an example of my metrics, theNC metric measures `number

of use-def chains between two classes', which constitutes coupling, but one cannot necessarily

claim that it is a measure of theattribute coupling. Rather, the attribute being measured is

precisely the `number of use-def chains between two classes'. Whether this metric, or any of

the others for that matter, is truly a metric for coupling is not a question that can be answered

until we have a clear understanding of what coupling entailsas a whole. What is important is

that the metrics can be accurately measured, and thus can be used as part of a prediction system.

The experiments in chapter 9 were designed to highlight the factors that do affect maintenance

effort so that these factors can be incorporated into the re�ned prediction system.

One could argue that it is unlikely that all data �ow dependencies in the system are inher-

ently interesting. For example if class A de�nes a value thatis used in class B, but the usage of

the value in B is a debug statement, then it is unlikely that any effect of change to a value in A

will affect B in an adverse way. Conversely if B's usage is a predicate to a statement that raises

an exception, then the coupling would be more noteworthy. The metrics do not distinguish

between the two cases. Whether itshould, i.e. consider the latter as stronger than the for-

mer, is an open question of how this translates to maintenance (through empirical observation).

Regardless this suggests a more semantic classi�cation is worth investigating.

10.3 Measurement instrument

One of the necessary parts of valid measurement is having a valid instrumentation model, which

concerns how the attribute is measured, as mentioned in 2.7.2. The measurement for the indirect
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Chains (true +'ve) f (A; B; E; F )g
Chains (false +'ve) f (A; D; F ), (A; C; E; F )g
Chains (false -'ve) f (A; B; D; F )g
Edges (true +'ve) f (B; A ),(E; B ),(F; D ),(F; E )g
Edges (false +'ve) f (D; A ),(E; C),(C; A)g
Edges (false -'ve) f (D; B )g

Figure 10.1: Determining the accuracy of the measurement instrument

coupling metrics is through a tool that constructs a data �owgraph of the program (chapter

7). The validity of this instrumentation model depends on whether the data �ow graph of the

program as de�ned by the metrics (section 6.1.6) is represented totally by the tool. In section

7.5.1 I demonstrated cases when the measurement instrumentwould either miss some data

�ow relationships that exist (false negatives) — such as onevia array aliasing — or identify

relationships that do not or are unlikely to exist (false positives) due to the conservative nature

of static analysis used by the instrument. Thus the measurements obtained from the instrument

could yield a higher value than expected due to false positives, or the converse due to false

negatives.

The issue raised here is the extent to which this in�uences the accuracy of the measurement.

Determining accuracy of the measurement instrument such asthis is important, as it in�uences

the con�dence in the level of judgment we can make on the numbers. However this is a research

problem in its own right because of the necessary decision asto how to represent the accuracy,

for example error bounds or percentage. A further challengeis that it requires a knowledge of

what the `true' values are, which can only be manually determined as long as the underlying

analysis tools are not 100% accurate.

I try to demonstrate the issue with a hypothetical example in�gure 10.1. The diagram

on the left shows the data �ow relationships (edges) that actually exist between statements

(nodes); the one on the right shows the relationships identi�ed by the instrument. Assume

each statement is enclosed in a separate class. The purple edges denote false positives and

the dotted red edges denote false negatives. From the actualrelationships the metricNC (no.
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chains) betweenA andF is 3 (1 true positive and 2 false positives), as opposed to thetrue

value of 2. Several interpretations could be made as to how accurate this measurement is.

In one sense, the measurement is only off by 1. However in another sense, representing this

in terms of precision and recall gives us 33% precision (the proportion of true positives over

identi�ed chains) and 50% recall (the proportion of true positives over true chains), which is

not considered a reasonable level of accuracy in the contextof information retrieval. Thus the

question of how accurate the measurement is cannot be immediately determined until we have

a clear model of what is the best representation of accuracy.This is an area of future work not

just for my research but for any measurement involving program analysis and data �ow analysis

in particular.

Other practical concerns regarding the measurement instrument exist. For example the scal-

ability of the measurement tool is a major issue as it limits the range of systems that could be

analysed within the practical time and memory bounds. Againthis is bound by the current de-

velopment of the data �ow analysis techniques, and one can only hope that they improve over

time.

10.4 Entity population model

Another important part of having a meaningful measurement is the entity population model, as

mentioned in section 2.7.2. It was also mentioned that sincea complete population model in

software is unrealistic, a sample population — the softwarecorpus — was used as compen-

sation. The results of applying the metrics to the entities over the sample population (chapter

8) indicated that while noticeable patterns were in the distributions of the metric values, none

of them conformed to the normal distribution. One implication of this is that it may not make

sense to compute means or standard deviations on these metrics. This �nding is useful as it

prevents us from performing operations on the metrics that yield meaningless values.

The major threat to the validity of the entity population model is the representativeness of

the sample population. In fact how representativeness can be determined is in itself an open

question. Effort was taken to ensure that the systems are suf�ciently varied at least in terms

of the number of declared types (one indicator of size), ranging from 61 to 1657, and their

domains. The 28 systems studied here include text editors, diagramming tools, chart generators,

application frameworks, testing frameworks, parser generators and SQL front-ends (c.f. table

8.1). Expanding the corpus and collecting measures from more applications from a greater

range of domains will generally increase the chances of representativeness, which is future

work. It should be noted that the number of systems studied here are signi�cantly larger and

more numerous as compared to other studies that have been done, many of them ranging from

one or two to ten systems (e.g. [7], [13], [72], [120]).

It is also worth exploring whether certain types of systems have classes that exhibit stronger
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measure of indirect coupling but which may not necessarily contribute to the actual overall

maintainability. For example applications such asjparse , axion andhsqldb include a

handful of classes in which a majority of the data �ow occurs.These classes turn out to be

generated parsers or similar kinds of classes. It can be argued that the knowledge as to whether

a parser class works is taken for granted, thus even if a classis deemed indirectly coupled to the

parser class by virtue of data �owing from the parser to the class, it is not likely to be affected

as the parser is unlikely to change. This relates to the stability of server class issue mentioned

in section 3.4, where generally coupling to a stable server is preferred over that to unstable

(frequently changed) ones.

10.5 Theory of relationship

The de�nition of the metrics in chapter 6 were based on initial theories of the relationship

between the strength of indirect coupling, in terms of data �ow chains, and maintainability.

The theories state that the effort of maintenance is proportional (the exact growth of which is

currently unknown) to a number of possible quanti�cations of the data �ow chains, including

the number of chains, the lengths of chains, the number of edges and nodes within the chains,

and the granularity at which the lengths of chains are counted.

Maintainability, like other external quality attributes,is not clearly de�ned. Usually how

maintainable a system is depends on the individual context —for example what part of the sys-

tem is being dealt with, whether it is being changed, comprehended or tested, etc. Thus instead

of a measure for a blanket notion of maintainability it is more relevant and useful to identify

the speci�c aspects of maintainability and the applicable context. In the case of indirect cou-

pling, I noted the relevant aspects of maintainability are to do with the cognitive effort in tracing

dependencies for the purpose of modi�cation or understanding. The speci�c activities that are

affected by this involve making a change to some value insideone class and determining what

other classes may be affected, and determining the source ofa certain value inside one class,

which may have originated from multiple other classes. Of course other aspects of maintenance

such as testing may be shown to have some effect due to indirect coupling, and further empirical

observations would help uncover these.

Rather than taking an a posteriori approach of de�ning arbitrary measures and correlating

them with data about maintenance effort, I built an a priori model on which to create sensible

metrics. This was based on the reasoning that if the model does not satisfactorily explain how

the internal and external attributes are related, then its general predictability outside the data we

have would be limited. Thus my empirical studies are designed to try and validate the smaller

elements of the model — such as do the number of chains have an effect, do granularity levels

have an effect. If the smaller elements are validated and thus make sense, then the theoretical

plausibility of the whole model of the relationship betweenaspects of indirect coupling and
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maintainability would be bolstered.

Different metrics were proposed as they are based on distinct theories that are likely to hold.

For example metricsNC andNCns are based on the theory that the number of chains is a pri-

mary variable for affecting cognitive effort.WNC is an extension on the theory, where not only

the number of chains but their lengths are factors of cognitive effort. The results of empirical

studies will illuminate whether to reject some of these theories, i.e. certain metrics may not have

relevance, or con�rm some theories, i.e. certain metrics could be kept and explored further. For

instance, if empirical observations suggest that the effort to trace chains are not affected by how

long they are, then this may meanWNC does not tell us anything more thanNC does.

The empirical results may also introduce new factors. For example, as the result of the

experiment in chapter 9 it was shown that a likely factor not directly accounted for in the met-

rics is the effect of branching of data �ow chains, i.e. when tracing data �ow from one place,

and there are multiple possible reaching de�nitions, some extra cognitive burden is placed with

keeping track of these. What this is suggesting is that in somecases we could have two classes

between which there are same number of data �ow edges but due to their topological arrange-

ment (one short and wide, and the other narrow and long) the one with the wide arrangement

takes signi�cantly more effort. On that note the assumptionheld by the theory regarding edges

(reaching de�nitions) is that any two edges are considered equivalent. It could be that non-local

data �ows are more burdensome to deal with than local data �ows. If observations con�rm this,

then a metric that involves weighting the edges in some way would be plausible.

It is also likely that not all metrics relate to the same aspect of maintainability. For example

some metrics may be shown to affect maintenance in the debugging comprehension context

(�nd origins of value), whereas others may be shown to affectmaintenance in the modi�cation

context (�nd impact of change), or some may affect both.

10.6 Experimental validity

Effort was made to ensure the validity of the experiments presented in chapter 9 as per the

guidelines in [64]: the context of the study was made clear and the hypotheses were stated. The

potential for experimental design and environmental factors to in�uence participants' behaviour

was carefully considered and addressed by means such as introducing primer tasks. An effort

was made to rule out as many factors regarding the software artifacts. An approach I took

for this is to generate artifacts in a systematic, controlled way, as opposed to using existing

applications. Of course this is only intended for the beginning phases of experimentation when

arti�ciality is not a primary concern, otherwise it would affect the experiments' utility. Finally,

I chose statistical methods consistent with the type of data(non-parametric test for data of

unknown distribution) and the hypothesis tested.

Despite this, threats to validity still remain, as discussed in section 9.5. This is a challenge
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especially in empirical software engineering (c.f. section 2.7.3), as anticipating and controlling

every possible factor is dif�cult, especially when it comesto human interaction with code.

However this should not be a detractor to doing empirical studies in the �rst place, as the more

we attempt to study the detailed interaction between factors, the more insight we get into the

causes of maintenance effort.

All in all I believe that the methodology for my empirical studies point to a reusable frame-

work for validating explanatory models involving softwareartifacts: specify a model, generate

the artifacts, �nd interesting factors; then based on thesefactors choose real systems and do the

experiments, then repeat the process. This could be appliedoutside the context of this thesis to

other metrics, and having an artifact generator helps reduce the effort of experimental design.

Having said this the current generator may need to be extended to be able to produce artifacts

for more sophisticated models.

10.7 Utility of indirect coupling measurement

While I have been maintaining the position that indirect coupling leads to maintenance burdens,

there is the question of whether it can be avoided altogether. A possible criticism of my research

is that if it turns out that the types of data �ow that create these maintenance problems cannot be

easily avoided, then the value of measuring indirect coupling in the �rst place is diminished. I

believe that it is possible to establish a classi�cation that distinguishes between indirect coupling

that is harmful and one that is not, and also indirect coupling that is avoidable and one that is

not. My research has focused on the former classi�cation: how harmful is indirect coupling in

terms of the cost in understanding and modi�cation. This suggests that one of the next steps to

the research is the latter classi�cation: the kinds that canbe avoided. The kinds that are harmful

and can be avoided are the ones that are interesting since they can be reduced. I explore this

issue by revisiting the simple library management system (SLMS) example shown in section

4.5.

Figure 10.2 shows an altered version of SLMS from �gure 4.4. To remind the reader, this

portion of the system deals with checking whether anItem can be issued to a givenPatron .

This is done by checking the patron's category representation (as a string) with the item's biblio

type. In the original example (�gure 4.4), the patron category representation was passed around

as aString object. Here, the code has been altered so that instead it is passed as aPCategory

object toBiblioType 's methodrestricted() . The consequence of this change is that now

BiblioType is directlycoupled toPCategory . Consider a scenario when a person notices that

a comparison has gone wrong insideBiblioType and tries to work out the cause. An argument

can be made that due to the direct coupling toPCategory , the person should easily be able to

determine that the cause is insidePCategory 's toString() method. Also with respect to the

de�nitions in chapter 6, since the indirect coupling no longer exists, the measurements for all
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1 public class Item {
2 private Biblio _biblio;
3 ...
4 public LendingRecord issue(Patron patron) throws SLMSException {
5 ...
6 PCategory category = patron.getCategory();
7 if (_biblio.restricted(category)) {
8 throw new SLMSException(category+" is restricted from borrowing "+ _biblio);
9 }

10 ...
11 }
12 }

1 public class Biblio {
2 private BiblioType _type;
3 ...
4 public boolean restricted(PCategory category) {
5 return _type.restricted(category);
6 }
7 }

1 public class BiblioType {
2 private String _type;
3 ...
4 public boolean restricted(PCategory category) {
5 if (category.toString().equals("adult")) {
6 return (_type.equals("reference"));
7 }
8 if (category.toString().equals("teen") {
9 return (_type.equals("reference")

10 || _type.equals("adult"));
11 }
12 if (category.toString().equals("child") {
13 return (_type.equals("reference")
14 || _type.equals("adult")
15 || _type.equals("teen"));
16 }
17 return false ;
18 }
19 }

1 public class Patron {
2 private PCategory _category;
3 ...
4 public Patron(PCategory category) {
5 _category = category;
6 }
7 ...
8 public PCategory getCategory() {
9 return _category;

10 }
11 }

1 public class PCategory {
2 private String _cat;
3 ...
4 public PCategory( int categoryId) {
5 if (categoryId == 1) {
6 _cat = "child";
7 }
8 else if (categoryId == 2) {
9 _cat = "teen";

10 }
11 else {
12 _cat = "adult";
13 }
14 }
15 ...
16 public String toString(){
17 return _cat;
18 }
19 }

Figure 10.2: Simple Library Management System (SLMS) from � gure 4.4 altered so that the patron
category representation is passed around as PCategory instead of String

of my metrics would subsequently be reduced.

At this point one should ask whether the introduction of direct coupling makes the design

better than the original example. One can answer yes, given that the criteria for a better design

is one that requires less effort, at least in the context of understandingBiblioType . However

the same cannot be said in the context of modifyingPCategory , as the problem with changes

to any of the category strings affectingBiblioType remains. A simple alteration to the system

that reduces this problem is encapsulating the string representations as global constants.

The other question is whether the direct coupling fromBiblioType to PCategory can be

considered “good” coupling, again within the context of understandingBiblioType . An argu-

ment can be made that the direct coupling is bene�cial since without it someone unfamiliar with
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BiblioType would end up having to follow the data �ow path in order to arrive atPCategory .

Interestingly, this line of reasoning would then directly contrast to metrics such as CBO. The

CBO value1 for BiblioType in this example will be at least greater by 3 than the equiva-

lent CBO value in the original example, due to the calls made toPCategory 's toString()

method at lines 5, 8 and 12 ofBiblioType .

The discussion in section 3.3 illuminated the general lack of depth and clarity in the under-

standing of how coupling re�ects design quality, especially in terms of what aspects of coupling

are harmful to which contexts of software maintenance. The convenient wisdom of “high cou-

pling being bad” cannot be blindly applied to every context.Besides, since a system with zero

coupling cannot exist, the questions are how much is enough and how much is too much, which

again have not yet been answered thoroughly with coupling ingeneral.

This illustrates the possibility that valuable insight will be gained from studying the relation-

ship between directand indirect coupling. The motivation for proposing indirect coupling was

to capture important connections that existing direct coupling metrics do not take into account.

As a consequence it is likely that indirect coupling alone isalso not suf�cient in representing

the essence of coupling, and investigations can be made as towhat direct coupling forms best

complement the indirect forms.

10.8 Summary

In this chapter I have discussed the extent to which the methodology I followed in my research

has achieved its scienti�c goals. Although threats to validity have been identi�ed, addressing

them will generally require a long term effort beyond the scope of this thesis. It is possible

that there is a practical limit to the level of detail and control I can achieve with the necessary

empirical studies in order to validate indirect coupling. This limitation is not unique to my

research but to empirical software engineering in general,and it should not serve as a detractor

to doing this kind of study at all, as I have argued from the beginning about the signi�cance of

gaining understanding through measurement. In fact in order to �nd the limit in the �rst place

I need to go ahead with the necessary scienti�c endeavour, and I believe that my initial results

are promising enough to make this journey worth continuing.

1using their 1991 de�nitions
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11
Conclusions

11.1 Summary

In this thesis I argued that it is important to approach software measurement on a rigourous

basis. The essential elements for this are theoretically valid measures, a priori theories as to the

relationship between measures and a useful external software attribute, and a sound validation

methodology for con�rming these theories [5]. I also arguedthe signi�cance of measuring cou-

pling, given the widespread acknowledgement of its impact on software maintenance. However

on reviewing the state of the art in the research on coupling metrics, I concluded that there are

inherent ambiguities with many of the de�nitions of the metrics and thus the metrics cannot be

measured objectively. Also I have identi�ed a form of coupling that has not been explored very

well — indirect coupling — and argued that its potential impact on maintenance is signi�cant

and thus is worthy of study. I concentrated on a speci�c form of indirect coupling that is caused

by data �ow, and have demonstrated that it is prevalent amongexisting Java applications. My

review on coupling research led to another �nding that empirical studies on the relationship

between coupling and aspects of maintainability — fault-proneness being the most common —

have primarily focused on a statistical, regressive approach to establishing such relationships,

rather than one based on an a priori theory or hypothesis. Also while some research on metrics

for internal software attributes related to data �ow exist,they are limited in terms of available

empirical studies. Thus my research in indirect coupling isintended to �ll these gaps.

The thesis of my research is that indirect coupling affects maintainability. To gather evi-
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dence in support of this I followed a methodology based on thephilosophy of software mea-

surement by key researchers including Fenton and Kitchenham et al. [36, 63]. I established

an operational de�nition of the internal attributes that comprise indirect coupling and metrics

for quantifying them. I proposed an initial theory (explanatory model) as to how they relate

to maintainability. The speci�c sub-characteristic of maintainability of interest is the effort to

trace the indirect coupling connections for the purposes ofunderstanding and modi�cation. The

theory states that this effort is proportional to several possible quanti�cations — length, quan-

tity, number of edges, number of nodes and granularity — of the data �ow chains that make

up the connections. The metrics were applied to 28 open source Java applications from a soft-

ware corpus to establish an entity population model, as wellas to demonstrate that the metrics

can distinguish between different applications (one of thefundamental properties of a software

product measure). Finally a controlled experiment was performed with the goal of determining

the validity of some of the theories as to how the internal attributes relate to comprehension

effort. The experiment is part of a much larger but necessaryvalidation scheme, and the ini-

tial results help signi�cantly toward achieving a re�ned, satisfactory model of the relationship

between indirect coupling and maintainability.

11.2 Future work

Elements of future work have been mentioned throughout the thesis. This section provides a

summary these as well as other areas of work yet to be done.

11.2.1 Re�ned explanatory model

Sections 10.2 and 10.6 discussed how the results of the empirical studies presented in chapter

9 could be used to re�ne the existing model of the relationship between indirect coupling and

maintainability. An immediate step is to investigate new possible factors, such as the perceived

effect of branching data �ow paths causing greater cognitive burden to trace than expected

from my initial explanatory model. Also the interaction between levels of granularity other

than methods and classes should also be investigated. Another immediate step is to run the

experiments on real software systems to strengthen external validity. This would compromise

the level of control, but the results of the primary experiments will serve as guides to what

systems to choose.

11.2.2 More elaborate entity population model

The study of metrics in chapter 8 must be expanded to cover a more representative sample of

software systems. This also includes non-open-source and commercial systems, and systems

written in programming languages other than Java. The latter implies that the measurement
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tool needs to accommodate for analysis of multiple languages. This raises a related issue of the

degree of language dependence in the de�nitions of metrics.While the de�nitions are based

on Java, the overall concept of data �ow is common to all languages, at least object-oriented

ones. However there may be some language-speci�c features that may make certain kinds of

data �ow more implicit, for example the delegate mechanism1 in C#. Also the implication of

needing to measure more systems means the performance limitation of the tool must be lifted

in order to accommodate for larger systems, such as Eclipse.

11.2.3 Semantic expansion and re�nement of indirect coupling

I narrowed down the de�nition of indirect coupling to data �ow due to its prevalence in software

systems. More speci�cally, I de�ned that this form of indirect coupling occurs between two

classesAandBwhen a value used inA comes from some place inB through a chain of de�nitions

and usages (i.e. a use-def chain de�ned in section 6.1.2). Itwas discussed in section 10.2 that

not all forms of such indirect coupling may be considered interesting in the sense that they do

not exhibit an obvious threat to maintenance. While more empirical evidence would be needed

to determine whether this suggestion holds any value, it is also worth exploring the semantic

variations on this form of indirect coupling. For example I suggested that the context in which

the value in classA is used may affect what kind of implication any change toB would have

on A. This could also further depend on what kind of change is madeto B. These kinds of

questions are unanswered within the coupling literature inthe large. On a related note, forms

of indirect coupling other than data �ow should also be explored to further close the gap in the

existing coupling de�nitions in the research �eld. An example of this is when the classesA and

B above are coupled through a similar mechanism, except that in the middle there is persistency

or a remote communication involved. This would be more dif�cult to systematically de�ne and

automatically detect through a tool, but still present a signi�cant burden to maintenance for that

very reason.

11.2.4 Toward a more explanatory framework for measuring coupling

Following from the above discussion, the implication of having different kinds of coupling is

that the meaning behind the term “measuring coupling” can become unclear especially when

there so many different forms of coupling. This is more of a problem when we link to predicting

external attributes: which coupling metric do we use to predict maintainability? The existing

frameworks only categorise in terms of how the coupling metrics are constructed (types of con-

nections, etc.), not what their implications on maintenance are. This issue is somewhat evident

in the tendency for people, when measuring coupling, to chose a metric on no �rm basis other

1Reference: http://msdn.microsoft.com/en-us/library/ms173171(VS .80).aspx , ac-
cessed 20 April 2009
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than what is most commonly used — for example CBO (coupling between objects) from the

CK metrics [23]. It is worth exploring whether we can achieve aframework that establishes

some cause and effect relationship between all different forms of coupling and corresponding

maintainability-related external attributes. In an idealistic sense, managers or developers would

be able to pick and choose appropriate coupling metrics in terms of what aspect of maintain-

ability they want to predict. Of course this would require a long term effort from the software

metrics research community, but I believe it is a vision worth pursuing, and the current and

future results of my studies serve as an ingredient for this.

11.2.5 Identifying and reducing unnecessary indirect coupling

In section 3.3 I discussed the issues with distinguishing between necessary and unnecessary

forms of coupling. Different authors have different classi�cations as to when one type of cou-

pling is preferable to another, such as direct �eld access being bad while method invocations be-

ing okay [32]. I extended this discussion to indirect coupling in section 10.7 and suggested that

some classi�cation in terms of necessity may be possible. Wecan envisage a design heuristic

that advocates that for example “you should avoid having more than 50 chains to other classes

if you do not want to negatively impact understandability ofthat class”. To come up with such

recommendations there needs to be a convincing empirical basis, and one of the things that

could help is the entity population model, as discussed section 8.6. Another approach would

be to explore the semantics of indirect coupling, as discussed in section 11.2.3 and isolate cer-

tain categories as unnecessary based on intuition and observation. This would require further

theories to be developed and tested in a similar setting as the experiment in chapter 9. After

having established what is unnecessary indirect coupling,answering the question of how it can

be reduced will be possible. Representing it as some kind of design principle — an example

analogy for direct coupling would be dependency inversion [77] — would be useful.

11.3 Contributions

I believe that studying indirect coupling helps to address some of the problems in the status quo

of coupling research that I have identi�ed in chapter 3. One problem is that the existing de�ni-

tions of coupling do not capture the full essence of the original notion posed by Yourdon and

Constantine [116]. The indirect coupling form I study is one of them. The other problem is that

the relationship between coupling (mostly CBO) and quality has not been explored much be-

yond statistical correlations as explained in chapter 5. Thus my approach toward establishing a

precise relationship between indirect coupling and maintainability for better understanding and

prediction presents a viable blueprint for research on other coupling metrics, direct or indirect.

The results of the empirical studies in chapters and 8 and 9 respectively indicated that in-
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direct coupling is prevalent in software systems and that ithas some effect on software main-

tenance, although the precise nature is yet to be determined. I believe that the methodology

followed by these empirical studies has a merit of its own. AsI argued in section 10.6 the

methodology provides a reusable framework for doing empirical validation in general, espe-

cially due to the ability to automatically generate experimental artifacts.

Although the question of whether there is a systematic method for reducing indirect coupling

is yet to be answered, I can present a general heuristic for preventing indirect coupling from

becoming a maintenance problem. In section 10.7 I provided an example of reducing indirect

coupling by introducing direct coupling. What makes indirect coupling inherently dif�cult to

deal with is the fact that it arises due to unstated assumptions or implicit contracts that hold

between classes, which may be known to the author of the code but not to anyone else unfamiliar

with the code. Thus a good design principle would be to enforce any such assumptions to be

made explicit by the programmer.

Overall, I feel that the insight into the methodology for de�ning and validating metrics

through an explanatory model is a contribution to the pool ofknowledge in software metrics

research. I believe it provides a reference to researchers who need ways of quantifying com-

plex structural properties of a nature similar to indirect coupling or coupling in general. I have

argued, echoing the key researchers in the �eld, the need to avoid the shortcomings of many

metrics studies, particularly on coupling, which have not shown attempts to follow proper mea-

surement. I believe my work is an important �rst step along the necessary long and hard road

to creating a meaningful software measure.



Conclusions 136



Bibliography

[1] A. V. Aho, R. Sethi, and J. D. Ullman.Compilers: principles, techniques, and tools (2nd Edition).

Addison-Wesley Longman Publishing Co., Inc., Boston, MA, USA, 2007.

[2] M. Allen and S. Horwitz. Slicing java programs that throw and catch exceptions. InPEPM '03:

Proceedings of the 2003 ACM SIGPLAN workshop on Partial evaluation and semantics-based

program manipulation, pages 44–54, New York, NY, USA, 2003. ACM Press.

[3] E. Arisholm and D. I. K. Sjoberg. Evaluating the effect of a delegated versus centralized control

style on the maintainability of object-oriented software.IEEE Transactions on Software Engi-

neering, 30(8):521–534, August 2004.

[4] D. C. Atkinson and W. G. Griswold. The design of whole-program analysis tools. InICSE

'96: Proceedings of the 18th international conference on Software engineering, pages 16–27,

Washington, DC, USA, 1996. IEEE Computer Society.

[5] A. L. Baker, J. M. Bieman, N. Fenton, D. A. Gustafson, A. Melton, and R. Whitty. A philosophy

for software measurement.Journal of Systems and Software, 12:389–416, July 1990.

[6] R. D. Banker, S. M. Datar, C. F. Kemerer, and D. Zweig. Softwarecomplexity and maintenance

costs.Communications of the ACM, 36(11):81–94, November 1993.

[7] V. R. Basili, L. C. Briand, and W. L. Melo. A validation of object-oriented design metrics as

quality indicators.IEEE Trans. Softw. Eng., 22(10):751–761, October 1996.

[8] V. R. Basili, F. Shull, and F. Lanubile. Building knowledge through families of experiments.

Software Engineering, IEEE Transactions on, 25:456–473, 1999.

[9] G. Baxter, M. Frean, J. Noble, M. Rickerby, H. Smith, M. Visser, H.Melton, and E. Tempero.

Understanding the shape of java software.SIGPLAN Not., 41(10):397–412, 2006.

[10] E. V. Berard. Essays on Object-Oriented Software Engineering, volume 1, chapter 7. Prentice

Hall, Englewood Cliffs, New Jersey, 1993.

[11] J. M. Bieman, N. Fenton, D. A. Gustafson, A. Melton, and L. M. Ott.Software Measurement,

chapter Fundamental Issues in Software Measurement, pages 39–52. International Thomson

Computer Press, 1996.

[12] D. Binkley, L. R. Raszewski, C. Smith, and M. Harman. An empirical study of amorphous slicing

as a program comprehension support tool. InIWPC '00: Proceedings of the 8th International

Workshop on Program Comprehension, page 161, Washington, DC, USA, 2000. IEEE Computer

Society.

[13] S. Black. Computing ripple effect for software maintenance.Journal of Software Maintenance

and Evolution: Research and Practice, 13:263–279, 2001.

137



BIBLIOGRAPHY 138

[14] S. Black. Is ripple effect intuitive? a pilot study.Innovations in Systems and Software Engineer-

ing, 2(2):88–98, 2006.

[15] B. W. Boehm, J. R. Brown, H. Kaspar, M. Lipow, G. J. MacLeod,and M. J. Merritt. Characteris-

tics of software quality.TRW Software Series, December 1978.

[16] B. W. Boehm, J. R. Brown, and M. Lipow. Quantitative evaluation of software quality. InICSE

'76: Proceedings of the 2nd international conference on Software engineering, pages 592–605,

Los Alamitos, CA, USA, 1976. IEEE Computer Society Press.

[17] M. D. Bond, N. Nethercote, S. W. Kent, S. Z. Guyer, and K. S. Mckinley. Tracking bad apples:

reporting the origin of null and unde�ned value errors. InOOPSLA '07: Proceedings of the 22nd

annual ACM SIGPLAN conference on Object oriented programming systems and applications,

pages 405–422, New York, NY, USA, 2007. ACM.

[18] L. Briand, P. Devanbu, and W. Melo. An investigation into coupling measures for c++. InSoftware

Engineering, 1997., Proceedings of the 1997 (19th) International Conference on, pages 412–421,

May 1997.

[19] L. Briand, K. E. Emam, and S. Morasca. On the application of measurement theory in software

engineering.Empirical Software Engineering, 1(1):61–88, January 1996.
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