
C H A P T E R 5

The Visualization Toolkit

The previous chapters illustrated that biomedical data sets can comprise a diverse
range of measurements such as tissue densities, sensitivity to magnetization, blood
flow velocity, and material strain. The size and complexity of these data sets makes
it increasingly difficult to understand, compare, analyze and communicate the data.
Visualization is an attempt to simplify these tasks according to the motto “An image
says more than a thousand words”.

This chapter introduces a toolkit developed for exploring and visualizing complex
biomedical data sets with a particular emphasis on tensor fields. The program was
written in C++ using OpenGL and FLTK, a LGPL’d C++ graphical user interface
toolkit for X (UNIX), OpenGL, and WIN32 (Microsoft Windows NT 4.0, 95, or 98)
[Spi].

The main contributions of this chapter are as follows: We suggest a modular
toolkit design which facilitates the comparison and exploration of multiple data sets
and visualizations. We introduce a novel field data structure which allows interactive
creation of new fields and we present boolean filters as a universal visualization tool.
Finally we explain how model properties can be computed from a finite element
model and we suggest some new visualization techniques and several improvements
to existing ones.

The chapter starts with a survey of popular visualization environments and moti-
vates the development of our toolkit. An overview of the overall design of the toolkit
is followed by an explanation of our novel field data structure. We then introduce
tools for 3D interaction, tools for selecting and creating colour maps, and tools for
selecting volumes, surfaces and points for visualization purposes. The following sec-
tions present the various visualization icons implemented in our toolkit and explain
the computation of model properties from FE models. We conclude with additional
remarks about the rendering control, input and output techniques, and advanced
features for exploring and annotating data sets.
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5.1 Visualization Environments

The main objective of this thesis is the visualization of tensor fields in biomedicine.
As previously illustrated biomedical structures are often modeled using finite ele-
ments and a visualization tool for such structures should therefore be able to handle
curvilinear grid data and data representations in world and material coordinates.

All popular visualization environments and programming frameworks known to
us are general enough to cover a wide range of visualization tasks but can also be
customized for specialized tasks. Visualization environments, such as AVS, IRIS
Explorer, OpenDX (formerly IBM Data Explorer) and VTK contain modular and
extensible components covering the entire visualization process from data input
and transformation to rendering. The underlying visualization model (data flow
paradigm) consists of three processes: Filtering maps data into data, mapping maps
the resulting data into geometric primitives and rendering renders these primitives
into images.

AVS/Express, IRIS Explorer, and OpenDX improve usability by providing a
visual programming environment in which suitable processes are connected to form
a visualization pipeline [AVS, NAG98, IBM97]. The applications incorporate most of
the common visualization techniques and allow curvilinear grids. AVS also permits
a variety of different coordinate systems [AVS] and allows incremental rendering and
data references for efficiency improvement [Lor95]. Iris Explorer claims to be the first
available commercial visualization software to support collaborative visualization
[NAG, NAG98] and also incorporates image processing modules.

OpenDX [IBM] is an open source version of the IBM Data Explorer and dif-
ferentiates itself by incorporating “smart interactors” which examine the data and
create meta data and suitable option menus. An example is the vector interactor
which reconfigures itself according to the dimensionality of the data and the max-
imum and minimum of each vector component. Other data-driven tools are the
Color Map Editor and the Sequencer used for animations. OpenDX extends the
data flow mechanism by introducing commands to store the state of a visualization
which can be used to combine icons from different frames of a time varying data set.
Efficiency is improved by computing only required results in the data flow graph
[AT95a, AT95b].

One disadvantage of most commercial data flow based visualization environments
is that for efficiency reasons graphic objects are “final” and can not be reused as input
to other modules [FH94]. For example the isosurfaces produced by a polygonization
module cannot be used as input data set for a 2D streamline algorithm. Note,
however, that it is usually possible to write specialised modules which generate an
isosurface of an appropriate input type format for further processing. A survey of
various general and specialized packages is found in [Bra95] while Globus and Uselton
suggests a standardised test suite for the evaluation of visualization software [GU95].

A couple of additional visualization environments deserve explicit mention: VTK
is a public domain programming framework implementing the data flow paradigm
[SML96a, SML96b, SAH00, Kit]. Applications can be built in Java, C++ or us-
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ing the interpreted command languages Tcl/Tk or Python/Tk. Chen reports that
the latest version of VTK offers execution efficiency and visualization capabilities
comparable with commercial systems [Che99]. Current versions incorporate most
of the common visualization techniques including some tensor icons, such as tensor
ellipsoids and hyperstreamlines. A visual programming environment for VTK with
an integrated self-learning help capability has been proposed [Tv00].

Interactive Data Language (IDL) is a data manipulation language for data anal-
ysis and visualization [Res]. Its key features are image processing analysis routines,
integrated mathematical and statistical functions, GUI tools, and data mining tools
[Res]. IDL contains a library of colour map look-up tables and most of the basic
visualization icons, such as isosurfaces, isocontours, particle traces, streamlines and
colour mapped surfaces. Visualizations are created using a scripting language. Data
can not be defined over curvilinear grids [Res99]. An NCSA Training web page
recommends to avoid IDL when creating high quality visualizations and animations
[NCS].

Amira, originating from the Department for Scientific Visualization of the Konrad-
Zuse-Zentrum für Informationstechnik Berlin (ZIB), Germany, is an integrated 3D
visualization and volume modelling program for medicine, biology, and engineering
[ZIBa]. The program supports multiple coordinate systems, curvilinear grids, and
the creation of grids for FE simulations. Processing of 3D image data is supported
by automatic and interactive segmentation tools. Advanced vector field and volume
visualization tools are available and an extensible development version has been
released.

All of the above introduced visualization environments form an acceptable foun-
dation for a tensor field visualization workbench. Unfortunately, AVS, IRIS Ex-
plorer, Amira, and IDL are commercial software packages and OpenDX went open
source only recently. We considered using VTK as a framework for our thesis, how-
ever, when we commenced this work VTK had considerable less features then now.
Also VTK does not accept curvilinear grid data as input. We therefore decided
to develop a visualization toolkit from scratch using OpenGL [WND97] and FLTK
[Spi], a public domain toolkit for GUI development. The results of this research are
presented in this chapter. Novel features which according to our knowledge are not
or only partially supported in the previously mentioned tools are explained in some
more detail.

While we refer to our application as a visualization toolkit it really represents
the prototype of an integrated visualization and modelling environment. The term
“toolkit” has its origin in our original idea to create a workbench for testing and
experimenting with tensor field visualization techniques.

It is interesting to note that recently an application has been published specifi-
cally for visualization diffusion tensor imaging data [Sci].
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5.2 Top Level Design of the Visualization
Toolkit

The top-level control of the visualization toolkit manages lists of models, visualiza-
tions, visualization windows, rendering controls, and colour maps which are used for
the creation of visualization icons. Figure 5.1 shows a screen shot of the toolkit at
work.

All models used in our toolkit are finite element models. If a data set is not asso-
ciated with a FE model (e.g., MRI raw data) a single trilinear element representing
the bounding box of the data volume is used as a default model.

Figure 5.1. An example of the visualization toolkit at work. The image shows the toolkit
control at the top-left, two visualization windows partially covered in the middle, two vi-
sualization controls at the left, and one rendering control in the top-right and the colour
map control partially covered in the bottom-right.

A visualization object contains a display list of visualization icons (high-level
graphic primitives) and a set of transformation parameters. Most common visual-
ization icons such as particle systems, vector glyphs, streamlines and streamtubes,
hyperstreamlines, colour mapped surfaces, height fields, isosurfaces, tensor glyphs



5.3 A Field Data Structure for Interactively Exploring Biomedical Data Sets 135

and various types of line integral convolution textures are implemented. Annotations
used to identify features and to explain relationships can also be created. Examples
are legends, labels, and markers.

Transformations are necessary to align two data sets, e.g., MRI and PET data,
or to represent two models, such as a healthy and a sick heart, at the same scale.
A visualization object also contains data fields associated with the model (including
any interactively defined new measures), field macros, and a list of boolean filters
defined over the data fields. Additionally the visualization contains a list of volumes,
surfaces and point sets of interest which among others are used to define the location
of visualization icons.

A visualization window displays a visualization object with rendering parameters
provided by a rendering control object. A rendering control contains a view, a track-
ball, lighting information, mirrors, and global clipping planes. The same rendering
control can be used for different windows which is useful, for example, when com-
paring two models. Vice versa the same visualization can be displayed in different
windows with different rendering parameters, for example, in order to display two
different sides of the model simultaneously or in order to give a global and a detail
view.

Each visualization is associated with exactly one model while a model can have
several visualizations. The advantage of this design is that the user can simultane-
ously run two visualizations of the same model (e.g., from different research groups
who examine the same data set) with different visualization icons and derived fields.

The colour map control manages a list of colour maps used by the visualization
icons. The decision to provide “global” colour maps was motivated by users who
found it easier to interpret visualizations when identical colour maps were used for
the visualization of related data fields. A typical example is the comparison of the
myocardial principal strain field in a sick and a healthy left ventricle.

The top-level control of the toolkit, shown in the top-left of figure 5.1, displays
the relationship between its components graphically and allows the user to hide,
show, add and delete components. The top-level class structure of the toolkit is
displayed in figure 5.2 using a class diagram. All class diagrams used in this chapter
were constructed using UML (unified modeling language) and the software package
Rational Rose [Rat].

5.3 A Field Data Structure for Interactively
Exploring Biomedical Data Sets

In order to explore a data set efficiently and effectively it is desirable to interactively
choose and create new measures and different data representations. For example, the
user might want to compare the difference in velocity magnitude or flow direction of
two velocity fields. In this section we present a data structure and a user interface
designed for that purpose.

Previous work related to this area seems to be extremely limited. Bryson et al.
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Figure 5.2. Top-level class diagram of the visualization toolkit.
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[BKGY96] describe a Field Encapsulation Library which provides a grid independent
interface to gridded three dimensional field data. Moran and Henze [MH99] and a
previous paper by us [WL99] suggest a tool where new fields can be created from
existing fields using a list of predefined operators. The computation is efficient in
the sense that the new field is computed only at data points where it is needed.
However, only fields defined over the same grid can be combined. Moran and Henze
prevent recomputation of the same value by caching vertex values once they have
been created. Our work allows the combination of fields from different domains
and permits a more powerful variety of derived fields. Furthermore, since we don’t
interpolate sample values but use the representation of the underlying source field,
the resulting field values are more accurate.

The following two subsections introduce first a general field data structure and
then the graphical user interface used to create new fields and field macros. The
capabilities of the data structure are demonstrated in the case studies in chapter 6
and 7.

5.3.1 Field Data Structure

In order to unify different field representations our toolkit represents the domain of
the entire data set (the model) by a finite element mesh. Note that this prerequisite
does not limit the range of input data sets since, for example, the domain of a
mathematical function or of an MRI data set can be represented by a single trilinear
interpolated cuboidal element enclosing the region of interest.

When combining fields specified in different coordinate systems (i.e., world co-
ordinates (x, y, z) or different material coordinates) a mapping between coordinate
systems must be accomplished. The mapping from material to world coordinates
is achieved by using the finite element interpolation. The reverse mapping requires
a multi-dimensional Newton method [PVTF92]. We found that 3 iterations are
usually enough to find a material point inside an element for a given point in world
coordinates. The coordinate transformation of vector and tensor quantities has been
described in subsection 2.4.3 on page 26.

Using these techniques it is possible to define fields with different domains and to
combine them using operators. Our data structure consists of an abstract field class
that is first subclassed into a (symmetric) tensor field, a vector field, a scalar field,
and a general n-d field class as shown in figure 5.3. These classes contain attributes
and methods common to their subclasses. For example, for every symmetric tensor
field the algorithm to compute eigenvectors and eigenvalues is identical, and for
every vector field it must be distinguished whether it is signed or unsigned. All
of these classes are then subclassed into FE mesh fields, regular grid fields, derived
fields, analytic fields, and expression fields.

Note that while multiple inheritance might sound like a more appropriate design
technique it has several drawbacks [Eck02] and in our case does not significantly
improve either code reuse or readability.

A FE mesh field is associated with a finite element mesh and a set of element
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interpolation functions. The type of interpolation functions depends on the spatial
variation and the continuity requirements of the field. In particular the interpola-
tion functions for FE mesh fields are not necessarily the same as the ones used to
interpolate the geometry of the underlying model. An example of a FE model which
uses different interpolation functions for different fields is the numerical model of a
canine heart introduced in subsection 3.2.8.

A regular grid field contains a regular 3D grid of sample values, a single trilinearly
interpolated finite element which specifies the domain (coordinates) of the sample
values, and a reconstruction filter used to interpolate the sample values.

A derived field is associated with a parent field and contains a function specifying
how a field value is derived from the corresponding parent field value. As an example
consider an eigenvalue field which has a tensor field as a parent. The eigenvalue field
contains a link to the associated tensor field, a variable specifying whether the major,
medium, or minor eigenvalue is selected and a method to compute the eigenvalue at
a point. Other examples of derived fields are eigenvector fields (major, medium, or
minor), vector length fields, vector angle fields (specifying the angle with any of the
world or material axes), gradient fields, and vector and tensor component fields. For
most FE models the user is interested in the components of a tensor with respect
to the material coordinate system of the model so that a basis transformation is
performed if the tensor is defined with respect to a different coordinate system (see
subsection 2.4.3).

Figure 5.3. Top-level class diagram of the field data structure.

An analytic field is specified by an algebraic function defined over a domain
in world coordinates or element coordinates. This type of field proves useful when
creating test cases for visualization algorithms and can be used in applications where
the analytic solution to a problem is known.

Finally an expression field contains an arithmetic expression tree where the leaves
are numeric constants or are fields themselves.

Figure 5.4 demonstrates the subclassing of the field data structure in figure 5.3
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Figure 5.4. Class diagram of (a subset of) the scalar field data structure.

by showing a subset of the scalar field class hierarchy. Note that the computation of
the gradient function is implemented in subclasses since the most suitable compu-
tation method depends on the type of a field. For a regular trilinearly interpolated
sample grid finite differences can be employed, for analytic functions a numerical
approximation can be used and for higher-order finite element meshes the deriva-
tives of the interpolation functions can be used to get the coordinate derivatives of
the field.

The advantages of our field data structure compared to precomputing field values
at common sampling points are threefold:

• we eliminate problems with the interpolation of derived values. For example,
directly interpolating the eigenvalues of a tensor over a finite element gives
usually the wrong results. Instead we interpolate the tensor and compute the
eigenvalues from the resulting tensor.

• we can combine arbitrary fields through arithmetic functions (e.g., the differ-
ence between two scalar fields) even if they are defined over different grids.
Similarly, we can interactively derive new fields by choosing a parent field for
a derived fields.

• No additional sample errors are introduced as would happen, for example, if
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sampling an analytic field over a fixed grid structure and then interpolating
those values.

• Entities defined over a finite element grid can be represented with respect
to either the world coordinates or the material coordinates. This choice of
representation increases the power of the visualization. For example, chapter 3
demonstrated that some entities defined with respect to material coordinates,
such as the circumferential strain, are more meaningful for diagnosis.

The disadvantage of the described field structure is that

• the computation of a derived field value is slower than if the field values were
precomputed at sample points.

5.3.2 Graphical User Interface

We have implemented a graphical user interface which allows the interactive deriva-
tion of new (expression) fields from existing fields. Figure 5.5 shows on the left
the user interface for managing fields and the visualization of a model. The right
hand side of the figure shows the user interface for creating a new field. The three
output text components on the top contain the currently defined scalar, vector and
tensor fields. The user can create a new field by inputting a simple mathematical
expression which currently can contain the following elements:

Scalar field: Expressions for selecting eigenvalues and components of tensors, com-
ponents of vectors, numerical constants, binary operators (+, -, *, /, ˆ), unary
operators (sin, cos,...), vector length, trace, angle of a vector with the x, y, z,
ξ1, ξ2, or ξ3-coordinate axis.

Vector field: Expressions for selecting eigenvectors of a tensor, gradient of a scalar
field, binary operations (+, -, cross product), vector constants.

Tensor field: Binary operations (+, -, *), tensor constants.

We have also implemented a conditional expression

switch(<cond1>:field1;...;default:fieldN)

Currently the conditions are restricted to boolean expressions containing scalar fields
and comparison operators only. Chapter 7 demonstrates how such an expression can
be used for the visual segmentation of an image.

The left part of figure 5.6 shows a visualization obtained by using the field defined
in figure 5.5. If the user is not satisfied with the result the expression field can be
edited in the modification window shown on the right of figure 5.6. Using the
update button of the visualization control (figure 5.5 left) the user can recompute
any visualization icons dependent on that field.

Expression fields also offer a convenient way to create visualizations for multiple
versions of a field F. In order to do this define a new field E equal to one version
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Figure 5.5. A visualization control (left) and the graphical user interface for creating a
new field (right).

of the field F and use E to derive other fields which are then visualized. If we
want to visualize a different version of F, say F’, it’s sufficient to set E equal to F’
and to update all visualization icons. This property is useful, e.g., when comparing
visualizations for raw and smoothed versions of the same data set.

Frequently used expressions can also be saved as a macro and the macro name
can then be used during field creation. An example is given in figure 5.7.

5.4 User Interaction in 3D
Two types of user interaction are essential in a visualization toolkit: visualization of
the model from different view points and selection of and interaction with objects
in the visualization domain.

5.4.1 View & Model Transformations

The visualization of a scene from different view points is achieved by using the
standard OpenGL camera model and by implementing rotation, translation, and
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Figure 5.6. The visualization of the field defined in figure 5.5 (left) and the user interface
used to edit an expression field (right).

Figure 5.7. Defining a macro and using it to create a new field.
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zooming. The camera is specified by an eye point, a view direction and an up-vector
[WND97]. The camera is translated parallel to the view plane by moving the mouse
and pressing the <alt>-key and the left mouse button. The perceived movement is
that of the scene being dragged with the mouse.

Rotation is performed using a virtual trackball [BY96]. Moving the mouse cursor
in the visualization window while pressing the left mouse button is interpreted as
movement on the surface of a virtual sphere enclosing the window. The model is
rotated according to the mouse position on the virtual sphere. The trackball can
be animated (i.e., it keeps spinning after releasing the mouse button) by enabling
the corresponding button in the rendering control associated with the window. The
speed of the rotation depends of the speed of the mouse movement. An alternative
to the trackball is the arcball [Sho94] which has the advantage that the defined
rotation matrix is not path dependent and more versatile (i.e., constraint rotations
about an arbitrary axis can be implemented). However, we found that trackball
rotations are more intuitive and therefore use them for our toolkit.

Two different functions for zooming are provided. By pressing the <ctrl>-key
and the left mouse button the user can select a rectangular area of the current
window which becomes the new view of the scene. Using a selection rectangle with
a shape different from the display window leads to a distorted display. This can be
avoided by enabling a fixed viewport ratio in the rendering control.

Zooming can also be achieved by moving the mouse while pressing the <shift>-
key and the left mouse button. The zoom factor is determined by the ratio of the
distances of the start point and current point of the mouse movement to the centre
of the visualization window. A mouse movement from the window’s centre to its
corner increases the model size by a factor of three, whereas the opposite movement
decreases it to a third of its original size. Smaller movements correspond to smaller
zoom factors.

Note that rotation, translation and zooming of the model are implemented by
the rendering control object (see section 5.11) and are therefore identically applied
to all windows using the same rendering control.

5.4.2 3D Object Selection and Interaction

In order to interactively place, transform and modify objects, such as regions of
interest or annotations, it is necessary to implement an object selection mechanism.
The toolkit uses the standard OpenGL selection mechanism [WND97]. For example,
in order to select a point with the mouse all selectable points are drawn in the
GL SELECT mode while loading a unique name for each point. OpenGL returns a list
of primitives that intersect the viewing volume specified by the current model-view
and projection matrix. In order to pick a point with the mouse it is necesary to
define a pick matrix using the command gluPickMatrix with the current mouse
position as an argument. All objects rendered onto the viewport region specified by
the pick matrix are then stored in a selection buffer which can be examined to find
the front most point hit.
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In many cases, such as the specification of a region of interest, we want to trans-
late or scale objects in 3D. This is achieved by specifying for an object translation
handles and modification handles which are rendered as blue and red points, re-
spectively. Translating a translation handle translates the whole object, whereas
translating a modification handle only changes that point and as such deforms the
object. Figure 5.8 illustrates these concepts.

Figure 5.8. A cube object with a translation handle (blue) and a modification handle
(red). Part (b) of the figure shows the scene from part (a) after moving the blue handle
which translates the cube object. Part (c) of the figure shows the deformed object obtained
by moving the red handle.

Handles can be selected and translated in 3D by interpreting the mouse move-
ments on the screen as an object movement parallel to the view plane. This is
achieved by determining the z-buffer value of the selected object. The new mouse
position is then projected back into the 3D domain so that the z-buffer value stays
constant. An example is given in figure 5.9. Note that the object is moved in world
coordinates (x, y, z) which in general are not axis-aligned with the view coordinates
(u, v, n).

In many engineering applications objects are moved in 3D by moving them par-
allel to the coordinate planes which is achieved by using orthographic projections in
the direction of the three world coordinate axis. Our method is a generalization of
this, but if required an axis aligned view is obtained by pressing the ‘x’,‘y’, or ‘z’-key,
which aligns the yz-, xz-, or xy-plane of the world coordinate system, respectively,
with the uv-plane of the view coordinate system. Perspective and orthographic
projections can be selected from the rendering control.

In order to improve 3D understanding of the scene and to make positioning of
objects easier the user can split a window into four view ports by pressing the ‘s’-
key. The bottom-right view port shows the scene with the current view whereas the
top-left, top-right and bottom-left view port use a view along the z, y, and x-axis
of the coordinate system, respectively1. An example is given in figure 5.10.

1Actually rather than changing the camera we rotate the model such that the x, y and z-axis
are aligned with the current view direction. The two operations are equivalent.
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Figure 5.9. An object is moved in 3D by converting a mouse movement on the screen to
a movement in world coordinates (x, y, z) parallel to the screen.

Figure 5.10. Manipulating an object in 3D is facilitated by splitting a window into four
parts and by displaying simultaneously the current view (bottom-right) with projective views
aligned with the three coordinate axes.
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Note that the trackball operation is only applied to the bottom-right window,
whereas zooming and translation are applied to all view ports. Return to the full
screen view is achieved by pressing the ‘u’-key.

Alternative methods for 3D point manipulation include arcballs and two pointer
input [PGV99, ZFS97] but are not (yet) implemented. A survey of 3D interaction
techniques is given in [Han97].

5.4.3 The Field Probe

Using the previously described principles we have designed a field probe which the
user can move through the 3D domain in order to explore the data set. At any point
the probe shows the current world coordinates. If the probe is inside the current
model the element ID, material coordinates and the material coordinate directions
at the probe’s position are shown. Additionally, the values of all enabled fields at
that point are output (see figure 5.11).

Note, that since the probe is moved in world coordinate a multi-dimensional
Newton method [PVTF92] must be employed to find the corresponding material
coordinates. When computing the material coordinates for the start point of the
probe and during sudden large fast probe movements a brute-force method is used
which tests all finite elements for the current world coordinate point. In all other
cases the start point of the search for the material coordinate of the probe is given
by the element number and the ξ-coordinate of the last position of the probe. If
the returned ξ-coordinate lies outside the element the algorithm determines the face
intersected by the line connecting the old point and new point in parameter space.
By using a precomputed adjacency matrix the neighbouring element is obtained and
the search continues using the intersection point with the face as the start point of
a new Newton search. We found that on average three iterations are sufficient to
determine the material coordinates of the probe when moving it through the model.

The Newton method fails in the vicinity of degenerate points in the underlying
FE model (i.e., regions where finite elements have two or more duplicate vertices).
The reason for this is that the Jacobian of the element interpolation functions (equa-
tion 2.25) is not invertible at such points. An example of a degenerate point is the
apex of the heart models (see subsection 3.2.8).

One possible solution is to use a singular value decomposition (SVD) to isolate the
singular terms in the Jacobian matrix and to use a lower dimensional Newton search
(this technique is used in NASA’s Plot3D code). A cruder but still effective method
is to perturb nodes by a small displacement and then re-evaluate the Jacobian at
the new location [Ken04].

5.5 The Colour Map Control

A popular method to visualize a scalar field over a one-dimensional or two-dimensional
domain is colour mapping (see subsection 4.6.1). The technique associates a range
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Figure 5.11. The visualization window in the top-middle of the figure shows a zoomed
view of the heart model and the field probe with the material coordinate axes being displayed.
The white lines indicate the finite elements of the model (see subsection 5.8.1). The top-
right window is used to create the field probe and allows the user to define the information
which is displayed in the “field probe output” window shown in the bottom-right of the
figure.
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of scalar field values with a colour spectrum and uses this mapping to represent user-
defined subsets of the scalar field in the appropriate colours. Colour maps can also
be used to map scalar information onto other visualization icons such as streamlines
and streamtubes.

The visualization toolkit contains a global list of colour maps which can be used
for multiple icons of the same or different models. A colour map consists of a colour
spectrum, a range of field values associated with the spectrum, and a default min-
and max-colour indicating values above or below the specified range, respectively.

5.5.1 Colour Spectra

A selection of the colour spectra implemented is shown in figure 5.12 (a). The
specifications of the colour scales proposed by Levkowitz and Hermann [LH92] were
obtained from [Lev97]. Spectra with hue variations only, such as the rainbow colour
scale, are best suited for illuminated surfaces since the surface shading variations do
interfere with the brightness variations of a colour spectrum. Spectra with bright-
ness variation only, such as the linear gray scale, are best suited for visualizations
employing a large number of different visualization icons since that way interference
between icon colours is minimized. Finally colour spectra with hue and brightness
variations maximize the number of perceivable different field values.

In some applications it is preferable to define new colour maps, for example to
minimize color clashes with existing icons or where specific colours are associated
with material properties. Part (b) of figure 5.12 shows the graphical user interface
for creating a new color spectrum as a linear interpolation of a set of user defined
colors.

Figure 5.13 shows two examples. The spectrum in part (a) of the figure inter-
polates linearly between saturated yellow, saturated red, and saturated blue and is
popular because of its intuitive colour choice: Blue is usually associated with cold
temperatures (ice) and is therefore well suited to indicate low field values whereas
yellow is associated with high temperatures (flame) and therefore implies high field
values. Though the colour scale is popular we are not aware of an official name for it
and we term it the temperature scale. We found that the red colour tends to dominate
the spectrum which makes the interpretation of the visualization results difficult. An
improved version shown in part (b) of the figure is obtained by extending the blue
color to black-blue and the yellow colour to white-yellow. The temperature spectra
proved useful in our research because they are intuitive, because our collaborators
use similar spectra in their research software, and because the spectra use only three
hues which leaves the remaining hues for colouring simultaneously displayed icons.
A further advantage is that both spectra are relatively robust against simultaneous
contrast (caused by neighbouring complementary colours) since they have neither
red-green nor yellow-blue boundaries. The spectra could be further improved by
linearizing them according to perceived colour differences.

Another tool for creating new colour maps has been implemented in a student
project supervised by us [Qu02] and is contained in an extended version of this
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Figure 5.12. (a) Subset of the colour spectra available in the toolkit. (b) User interface
for creating piecewise linear colour scales.

Figure 5.13. Two versions of the piecewise linear temperature colour spectrum.



150 The Visualization Toolkit

PhD work. Colour maps are defined by constructing a spline curve in a 3D colour
space (RGB, HIV, CIE, CIE Lab, CIE Luv). The spline curve is then parameterized
with its arclength [HL92b] and sampled at regular intervals resulting in a 1D texture
map usable with our colour mapping algorithm. Using a perceptually uniform colour
space such as the CIE Lab space results in a perceptually uniform colour map.

If a colour map is changed all visualization icons using this map are marked as
changed and can be updated with a single button press. The automatic update
proves useful when adding a new model to an existing visualization. For example, if
a visualization has been created for the model of the healthy left ventricle and the
user wants to compare the results with the sick left ventricle it is sufficient to change
the range of all colour maps to reflect the range of field values for both models.

5.5.2 Texture Mapping

An object can be colour mapped either by vertex colouring or by texture mapping.
Most visualization icons available in our toolkit, such as colour mapped surfaces,
give the user a choice between these two options.

Defining colour mapped objects by specifying vertex colours results in the graph-
ics hardware using bilinear interpolation (Gouraud shading [FvFH92]) to render the
polygons. Since the spectrum colours in general do not vary linearly this can result
in shading artifacts or, worse, in sections of the colour spectrum being omitted. Fig-
ure 5.14 (a) shows that this problem becomes especially obvious when using cyclical
colour maps which are explained in the following subsection.

The problems can be alleviated by subdividing the colour mapped surface into
more polygons. This, however, is inefficient and memory expensive. Instead we
define a colour map as a one-dimensional texture map. For each polygon vertex we
define a texture coordinate and render the polygons using texture mapping hardware.
We found that 1024 texels, each consisting of three floats for the RGB colour values,
are sufficient for all our applications. Using an OpenGL graphics card the rendering
times using Gouraud shading and texture mapping do not noticeably vary. The
improved graphical representation obtained with texture mapping is illustrated in
figure 5.14 (b).

Care must be taken when deciding whether a colour mapped object should be
illuminated or not. On the one hand lighting is important for perceiving the 3D
geometry of an object. On the other hand shading a coloured surface changes its
perceived colour. We illuminate a colour mapped surface if the surface shape encodes
important information. An example are hyperstreamlines which are explained in
subsection 5.9.2. The use of texture mapping for colour mapping does not impede
surface illumination: Texture mapped polygons can be lit in OpenGL by specifying
their colour as white, by shading them and by modulating the polygon colour with
the texture colour.



5.5 The Colour Map Control 151

Figure 5.14. A colour mapped surface using Gouraud shading (a) and texture mapping
(b).

5.5.3 Features

We have implemented several features for colour maps in order to increase their
effectiveness.

Spectrum Markers

Spectrum markers can be inserted into the colour spectrum by specifying their po-
sition within the value range of the colour map. A colour map marker appears as
isocontours on a colour mapped surface as illustrated figure 5.15 (a). Markers are
useful for emphasizing significant values. The example in figure 5.15 (a) shows the
0-isocontour of the principal strain which separates the surface into compressive and
expanding regions.

Discrete Colour Maps

Discretizing a colour map into equally spaced constant coloured segments facilitates
the comparison of field values in different regions. Also note that the boundaries
between the discrete colour regions represent isocontours of the visualized field and
the width of a constant coloured region indicates the variation of field values in that
region. Discrete colour maps are therefore useful for understanding the structure of
the visualized field. An example is shown in figure 5.15 (b).
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Figure 5.15. Features of colour maps: (a) spectrum marker, (b) discrete colour map, (c)
cyclical colour map, (d) exponential colour map.
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Cyclical Colour Maps

Cyclical colour maps map several cycles of a colour spectrum over the specified
mapping range. We found cyclical colour maps are especially useful when trying
to understand the fine structure of a scalar field and to uncover symmetries and
discontinuities [WL99, WL01b]. An example is given in figure 5.15 (c). The image
shows clearly some discontinuities of the visualized scalar field along the element
boundaries. Also note that the contour density and contour normal direction of a
surface mapped with a cyclical colour map indicates the magnitude and direction,
respectively, of the visualized scalar field. Furthermore cyclical colour maps can be
used to discover symmetries in a data set (e.g., the symmetry between the left and
right hemisphere of the human brain).

Exponential Colour Maps

For some applications scalar fields can have large variations in values. An example
from the field of structural mechanics is crack propagation, where small areas of
extreme stress values occur resulting in visualizations with large constant coloured
regions.

We “stretch” a colour spectrum by associating the range of visualized values
with a variable γ (0 ≤ γ ≤ 1) and by replacing γ with γe where e is a user defined
exponent. The resulting spectrum is suitable for applications where the minimum of
the spectrum range represents extreme field values. If the extreme values are given
by the maximum values of the spectrum range the user can invert the spectrum
which replaces γe with 1 − (1 − γ)e.

The example in figure 5.15 (d) uses a colour map which is stretched so that
red and orange represent values close to zero, blue represents large negative values
and yellow represents large positive values. While the exponential colour map does
not give an exact differentiation of the field into positive and negative regions as
is achieved by the colour marker used in part (a) of the figure we believe that the
visualization is more intuitive and the structure is more easily perceived than in (a).

5.5.4 Implementation

A colour map consists of a colour spectrum and a spectrum marker. Furthermore
it contains a range of scalar values over which the spectrum is mapped, two default
colours for values above and below the specified range (by default set to light gray
and dark gray, respectively), the number of discretization steps, the exponent and
the number of colour cycles. A spectrum marker is specified by an isovalue, a half-
width, and a colour.

A colour spectrum is defined over the unit range [0, 1]. The colour associated with
a given field value f is obtained by computing the value γ ∈ [0, 1] which corresponds
to the relative position of the field value with respect to the range [fmin, fmax] of the
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colour map, i.e.,

γ =
f − fmin

fmax − fmin

The spectrum colour at that point is then obtained by the virtual method
indexColourMap(). The colour map is reversed by setting γ := 1 − γ. An ex-
ponential colour map is created by using γ := γe where e is the selected exponent
and for an inverted colour map we set γ := 1 − (1 − γ)e. Figure 5.16 shows an
example of different colour maps obtained by reversing, inverting and exponentially
stretching the temperature scale.

Figure 5.16. Color maps generated from the temperature scale by reversing, inverting
and exponentially stretching it: (a) the original temperature scale (b) the original scale
reversed (c) the original scale exponentially stretched (d) the original scale exponentially
stretched and reversed (e) the original scale exponentially stretched and inverted (f) the
original scale exponentially stretched, reversed and inverted.

Using this design a new colour spectrum is easily defined using inheritance and
by overriding the method indexColourMap(). Note that a colour spectrum is a
subclass of a texture map and the colour spectrum is stored as a 1024 texel 1D
texture map. Figure 5.17 shows a diagram of the colour map class structure.

5.6 Volume, Surface and Point Selection
A data set is visualized by creating visualization icons which represent the data at
selected points or over surfaces or volumes of interest. Rather than requiring the
user to specify the spatial domain of each new icon the toolkit keeps a list of volumes,
surfaces and point sets which represent regions-of-interest.

For example, when examining the left ventricle (figure 3.11) medical specialists
are particularly interested in its outside surface (epicardial surface), the inside sur-
face (endocardial surface) and the surface in the middle of the heart wall. Using our
selection tools the user can define these surfaces and reuse them with different visu-
alization icons such as colour mapped surfaces and line integral convolution textures.
Volumes of interest are also an essential component of the “surface sculpturing” tool
introduced in subsubsection 5.9.1 which is used to “trim” isosurfaces. For exam-
ple, in chapter 7 anatomical structures are defined by isosurfaces and artifacts are
removed by specifying appropriate regions-of-interest.
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Figure 5.17. Diagram of the colour map class structure.

All region-of-interest objects belong to a visualization object and can be created,
modified, loaded and saved using the tabs at the bottom of the visualization control
window (see figure 5.1).

5.6.1 Volume Selection

Volumes-of-interest can be specified as geometric structures in world coordinates
or as sets of elements. A simplified class diagram of the data structure used to
implement volume-of-interest selection is shown in figure 5.18.

A volume-of-interest in world coordinates is either a cuboid or a sphere. The
user can specify the dimensions of these objects by using a text interface or by
modifying the object interactively in the visualization window. The default values
of these volumes are given by the dimensions of the bounding box of the underlying
finite element model. More complicated regions-of-interest represented by CSG-
objects might also be useful and will be implemented in future versions of this
toolkit. Figure 5.19 shows the user interface for selecting a volume-of-interest in
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Figure 5.18. Simplified class diagram of the data structure for selecting a volume-of-
interest.

world coordinates and figure 5.20 shows two examples of such volumes.
An element set can be specified as a range of element indices, a list of element

indices, as elements enclosed by a bounding box, and as elements intersected by a
plane. A range of elements proves useful for applications where most or all of the
elements of the model are selected. The element list and bounding box are usually
employed for selecting a small region of interest. The set of elements intersected by
a plane proves useful for the definition of colour mapped surfaces and height fields.

The user interface for selecting element sets is shown in figure 5.21 and examples
of the resulting sets are illustrated in figure 5.22. All element set selections imple-
ment methods to loop through the set of elements as indicated by the class diagram
in figure 5.18.

5.6.2 Surface Selection

A simplified class diagram of the data structure for selecting a surface-of-interest is
shown in figure 5.23. Surfaces can be specified in material or in world coordinates.

A plane ξi = c, (i = 1, . . . , 3) parallel to a material coordinate plane is character-
ized by the isovalue c and the index i of the fixed coordinate ξi. If using curvilinear
elements the plane will be a curved surface in world coordinates. The user must
specify an element set and only surface patches within these elements are created.
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Figure 5.19. User interface for creat-
ing volumes-of-interest in world coordi-
nates.

Figure 5.20. Two examples of
volumes-of-interest in world coordi-
nates.

A plane in world coordinates (more precisely a parallelogram) can be defined
interactively by the user by positioning three points in the 3D world space. A more
general curved surface is created by positioning the control points of a NURBS
surface [Far95]. It is also possible to specify a plane xi = c, (i = 1, . . . , 3) parallel to
a world coordinate plane by the isovalue c and the index i of the fixed coordinate
xi.

The surfaces defined using the above described mechanism can be used to create
visualization icons such as colour mapped surfaces. Furthermore the surface selection
mechanism is used for the point selection mechanism explained in the following
subsection.

Figures 5.24 and 5.25, respectively, show the user interface for creating surfaces-
of-interest and some examples of the resulting surfaces. All surfaces in the figure are
colour mapped with the major principal myocardial strain. Part (a) of the figure
shows from left to right a material coordinate plane (ξ3 = 0) selected for all elements
(using the input shown in figure 5.24), a plane orthogonal to the world coordinate
z-axis, and an interactively specified plane in world coordinates. Part (b) of the
figure shows on the left an interactively defined NURBS surface and on the right
the same surface colour mapped.
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Figure 5.21. User interface for specifying
element sets.

Figure 5.22. Examples of element sets.

Figure 5.23. Simplified class diagram of the data structure for selecting a surface-of-
interest.
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Figure 5.24. User interface for
specifying surfaces-of-interest.

Figure 5.25. Examples of various surfaces-of-
interest.

5.6.3 Point Selection

In many applications it is desirable to explore a field by distributing a number of
visualization icons uniformly or randomly over a region-of-interest. Typical examples
are vector arrows distributed over a flow field or a planar set of seed points for tracing
a streamline bundle. Depending on the application either a volumetric point set or a
surface-based point set can be more desirable. We have implemented different types
of sample point sets which can be used to place visualization icons. The simplified
class diagram of the resulting data structure is shown in figure 5.26.

Volumetric point sets include regular grids of points or random point sets in world
space over a volume-of-interest and regular grids of points or random point sets in
material space over a selection of elements. It is also possible to directly specify a
list of points in world or material coordinates. Since a uniformly distributed set of
random points in material space is usually not uniformly distributed in world space
we introduce additionally a volume-weighted random selection of points where the
number of random points for each element is proportional to the element’s volume.

Points specified in material coordinates are usually computationally more effi-
cient since they can be used immediately as parameters of the field interpolation
functions (if the field uses a FE interpolation). In contrast, a world coordinate
point must be transformed into material coordinates first using a multi-dimensional
Newton method.
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Figure 5.26. Simplified class diagram of the data structure for creating a point set over
a region of interest.
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Using sample points defined in material coordinates may also result in a more
informative visualization since the material space often reflects the inherent structure
of the modelled object (e.g., the anatomic structure of the ventricle). As mentioned
above a disadvantage of defining sample points in material space is that the sample
density in world coordinates varies according to the volume of an element. Note,
however, that this effect is sometimes desirable since small elements are frequently
used in finite element modelling to represent regions with large field variations which
are of particular interest to the user.

The described point selection mechanisms can be enhanced by defining a boolean
filter. Filters are boolean expressions defined over selected data fields and are ex-
plained in more detail in the next section. If a filter is specified only points at
coordinates for which the boolean expression is true are chosen. This feature can be
used to reveal inside structures in a dataset and to prevent visual cluttering.

Figure 5.27. User interface for creat-
ing a volumetric point set.

Figure 5.28. Six examples of volumetric point
sets.

Figure 5.27 shows the user interface for creating sample point sets. The active
tab shown in the figure is used to create a regular grid of sample points in material
coordinates within an element set (see subsection 5.6.1).

Some examples of volumetric point sets are illustrated in figure 5.28. The two
images in the top row of the illustration depict a regular grid in material coordinates
over 5 of the 10 elements of the model and a regular grid in world coordinates over
half of the bounding box of the model. The middle row shows on the left a random
point set in material coordinates (using all elements) and on the right a random point
set in world coordinates within a spherical region-of-interest. The left image in the
bottom row illustrates a volume-weighted random point set in material coordinates.
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Note that in contrast to the image above it large elements contain more points than
small elements resulting in a more even distribution in world coordinates. Finally
the image in the bottom-right of the figure shows an example of applying boolean
filters, introduced in the next subsection, to a volume weighted random point set.
A filter implements a boolean expression containing data fields. Applying it to a
point set has the effect that all points for which the boolean expression is false (i.e.,
the fields at that point do not fulfill the specified conditions) are removed.

Surface-based point sets include spiral point sets and regularly or randomly sam-
pled surfaces-of-interest defined with the previously described surface selection tool.
Figure 5.29 shows the user interface for creating sample point sets over surfaces.
The active tab in this illustration is that for creating a regularly sampled surface.

A surface is sampled by dividing its parameter space into equally spaced steps.
The parameter space of a NURBS surface is defined by its knot vectors and the
parameters of a plane in material space (ξi = c) are ξj (j =1, ..., 3; j �= i). A quadri-
lateral uses the parameters of the bilinear interpolation of its vertex coordinates.
Similarly a surface defined as a plane in world coordinate space (xi = c) uses the
parameters of the bilinear interpolation of the coordinates of the rectangle formed
by intersection the model’s bounding box with the coordinate plane.

Figure 5.29. User interface for creat-
ing a surface-based point set.

Figure 5.30. Examples of surface-based
point sets.

Finally a spiral point set of size N , distributed over the surface of a sphere, is
defined by [RSZ94]

θk = cos−1hk , hk = −1 + 2(k−1)
(N−1)

, 1 ≤ k ≤ N

φk =
(
φk−1 + 3.6√

N
1√

1−h2
k

)
(mod2π)
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where (θ, φ), 0 ≤ θ ≤ π, 0 ≤ φ ≤ 2π are the spherical coordinates of the points.
The world coordinates of the resulting points are

(xk, yk, zk) = (r cos φ sin θ, r sin φ sin θ, r cos θ)

where r is the radius of the sphere over which the points are distributed. Saff and
Kuijlaars report that this construction has for large N considerable advantages over
other algorithms for distributing points over a sphere [SK97a].

Figure 5.30 shows from top to bottom a regularly sampled NURBS surface, a
randomly sampled surface in material coordinates, and a spiral point set. Only
points lying within the model are shown.

Points regularly distributed over a surface in world coordinates are useful as seed
points for streamlines since the changes in distance between neighbouring stream-
lines indicate divergence and convergence in the field. Spiral point sets can also be
used to generate seed points for streamlines and are ideal for examining topological
flow features such as sources in a flow field from where streamlines emanate in all
directions.

5.7 Filters

In many instances visualization icons are only required in regions with interesting
field properties. Such regions can be specified by using filters which are boolean ex-
pressions defined over the model domain containing three types of terms: a compar-
ison between scalar fields or constants, e.g., “0.5 < density(x)”, a range expression,
e.g., “0 < density(x) < 1”, or a probabilistic expression where the probability that
the expression is true is determined by the value of a scalar field. The maximum
value of the scalar field gives a probability of one and the minimum value a prob-
ability of zero. New filters can be constructed from existing filters by combining
boolean expressions using the logical operations AND, OR, XOR, NOT, and IMPLIES.

The toolkit uses filters for three tasks: The first task is the definition of point
selections. Any of the previously introduced point selection mechanisms can be
supplemented with a filter. A sample point is selected only if the boolean expression
at that point is true. This tool is useful for the creation of visualization icons at
regions of interest, e.g., points where the blood flow velocity exceeds a certain limit.
Figure 5.31 gives an example.

The second task for which filters are used is the definition of conditional expres-
sions in the field data structure introduced in section 5.3. All conditions of such an
expression are represented by filter objects. An interesting application of this tool
is given in chapter 7 where we use conditional expressions for the visual segmenta-
tion of a brain data set by tissue types. The user can interactively adjust values to
improve the segmentation result.

Finally filters are also useful for specifying the shape of a visualization icon.
For example, when defining streamlines and streamtubes filters can be used as an
integration condition. The integration along a vector field is continued as long as
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Figure 5.31. (a) Graphical user interface for filter selection. The illustration shows the
tab for creating a simple range filter. (b) Example how a range filter is used to define a
set of sample points with field values within the specified range. (c) A visualization of the
direction of the principal stress using bidirectional vector glyphs located at regularly spaced
sample points with a principal stress of greater than 140 (using the point set specified in
(b)). The region specified by the filter is indicated by the red isosurface.

the filter condition is true along the trajectory of the streamline. Chapter 7 will
explain how this tool can be used to extract the nerve fiber structure in the brain
from a diffusion tensor data set [Wün02].

5.8 Model Geometry
Visualizing the geometry of a finite element model facilitates the understanding of
the 3D orientation and position of scene components with respect to the underlying
structure. The FE model can also be used to compute properties of the biomedical
structure it represents. An example is given in chapter 6 where the left ventricular
FE model introduced in subsection 3.2.8 is used to compute important ventricular
output measures.

5.8.1 Visualizing the FE Model Geometry

The display of the FE model geometry is important since it improves the perception
of a visualized data set. In the simplest case where the underlying FE model is the
bounding box of the data set the model boundary serves as a scale. Comparing
the position of a point to the edges of the bounding box helps estimating its 3D
coordinates and makes it easier to compare the distances between scene components.
The model outline also improves the perception of the 3D geometry and orientation
of features within a visualized structure.

The model geometry can be displayed either as a wireframe or by rendering
element surfaces. Figure 5.32 shows on the left the user interface for creating a
wireframe representation. In general a wireframe should be displayed with a colour
which improves its perception and is clearly distinguishable from other scene com-
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Figure 5.32. The user interface for defining a wireframe mesh (left) and the plate model
rendered as a colour mapped wireframe (right).

ponents. Alternatively the user can colour map the wireframe with a scalar field.
Dependent on the resolution of the FE model this feature can yield an excellent
understanding of the 3D distribution of the visualized field. Also note that for many
FE simulations the extreme values are at or near the nodes of the FE mesh so
that colour mapping the mesh can reduce the risk of missing important features in
the visualized data set. Finally, a colour mapped wireframe uses the screen space
effectively and therefore helps to reduce visual cluttering.

A complex model geometry is often difficult to perceive if rendered as a wireframe.
Perception is improved by using shaded element surfaces instead. Often it is possible
to select a subset of element surfaces which illustrates the object geometry but also
allows a view inside the model and its visualization. Element surfaces are also
useful for reducing visual cluttering (by hiding complex scene components in the
background) and for producing anatomical structures such as the ventricular cavities
(see chapter 6).

The user interface for creating the model surface is shown in figure 5.33 on the
left. Pressing the button “Set Model Surface” automatically selects all element
faces which are part of the boundary surface of the FE model (i.e., faces which
are not shared by two elements). The selection can be modified by pressing the
button “Change Surface” which brings up the user interface shown in the middle of
the figure. The user can add or delete either individual element faces or the faces
of a set of elements specified using the element selection mechanism explained in
subsection 5.6.1. The image on the right of figure 5.33 shows the surface of a FE
model.

In some instances it is preferable to visualize the surface of the FE model together
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Figure 5.33. The user interface for computing the model surface (left), the interface for
modifying the surface, and the resulting surface of the FE model (right).

with other objects on the surface. An example is the simultaneous display of the
boundary surface and the wireframe of a FE model as demonstrated in figure 5.33.
If two objects with the same coordinates are rendered with OpenGL it is undefined
which one is visible. In practice, however, it is usually desirable to show all objects
lying on the object surface. This effect is obtained by selecting the check box “Enable
polygon offset” which adds a small amount to the depth buffer values of the surface
polygons using the OpenGL commands

glEnable(GL POLYGON OFFSET FILL);

glPolygonOffset(0.2f,-0.4f);

5.8.2 Computing Model Properties from the FE Ge-
ometry

The health of an anatomical structure such as the heart is often quantified using
various volume, area and length measures. For example, the performance of the left
ventricle is described by its systolic and diastolic volume and its ejection fraction.
Our visualization toolkit enables the user to specify elements, parameter surfaces
and parameter curves of a FE model and to compute their volume, area and length,
respectively.

Computing Volume Measures

The volume of a single element is obtained by integrating the identity function over
the finite element in world coordinates. The calculation is simplified by using the
substitution rule of multi-dimensional integration [Heu81, p.478] which gives

∫
x(Ω)

1 du =
∫
Ω
|det J(ξ)| dξ (5.1)
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where Ω is the unit cube representing the domain of the parent element, x(ξ) is the
transformation function from ξ-coordinates to world coordinates and J is its Jaco-
bian. The resulting integral can be evaluated efficiently using Gaussian Quadrature
(see subsection 2.4.4).

Computing Surface Measures

The area of a surface Φ = Φ(u, v) over a parameter region K is computed by [Heu81,
p.505]

I(Φ) =
∫

K
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We are mostly interested in surfaces parallel to one of the material coordinate
axes. For example, the endocardial surface of the left ventricle is given by the
coordinate planes in material space with ξ3 = 0. In this case Φ(ξ1, ξ2) = x(f(ξ1, ξ2))
where f(ξ1, ξ2) = (ξ1, ξ2, 0) and
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and similarly for the other partial derivatives. The surface area A is therefore given
by
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where the partial derivatives ∂xi

∂ξj
are the elements of the Jacobian J of the coordinate

transformation function x(ξ).

Computing Length Measures

Similar to the volume and area computations it is also possible to compute the
arc-length of a parametric function γ : [a, b] → IR3 [Heu81, p.354]

L(γ) =
∫ b

a
|γ̇(t)|dt =

∫ b

a

√
γ̇1

2 + γ̇2
2 + γ̇3

2dt (5.3)

Assume the start point and end point of a parameter curve within a finite element
are ξs and ξe. Then γ(t) = x(ξ(t)) where the line segment ξ(t) = ξs + t(ξe − ξs)
with t ∈ [0, 1] = [a, b] is the curve in material coordinates. Hence

γ̇(t) =
∂x

∂ξ

∂ξ

∂t
= J(ξ(t))(ξe − ξs)

where J is again the Jacobian of the transformation function from ξ-coordinates to
world coordinates.
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Numerical Integration

In general the element integrals in equations 5.1-5.3 can not be computed analyt-
ically and a numerical integration is necessary. Since the basis functions of the
finite element method are polynomial the integration method of choice is Gaussian
quadrature (see subsection 2.4.4).

We compare Gaussian integration with alternative integration algorithms using
as an example the computation of the myocardial volume of the left ventricle at
end-diastole and end-systole (see figures 3.11-3.12).

As explained in subsection 3.2.8 the left ventricle is modeled using bicubic-linear
interpolation functions Ψk

i which are constructed analogously to the bicubic inter-
polation functions introduced in subsection 2.4.2. In order to choose the correct
number of gauss points consider the Jacobian J =

(
∂xi

∂ξj

)
of the finite element trans-

formation function
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which interpolates the nodal coordinates and coordinate derivatives with the element
basis functions. Since the basis functions Ψk

i are bicubic-linear the highest degree
term of x(ξ) is ξ3

1ξ
3
2ξ3 so that the highest degree term in detJ(ξ) is ξ8

1ξ
8
2ξ

2
3 . Assuming

that the determinant of the Jacobian has a constant sign, which is the case for
non-degenerate finite elements, the integral in equation 5.1 is evaluated exactly by
choosing 5 gauss points in the ξ1 and ξ2 directions and 2 gauss points in the ξ3

direction.
In order to test the suitability of different Gaussian quadrature formulas we use

them to compute the left ventricular volume and compare the results with alter-
native integration methods. The first integral approximation divides the material
space into n3 cubes and approximates the corresponding regions in world space by
parallelepipeds whose volume is computed using the scalar-triple product [Wei]. The
second method is a multi-dimensional Newton-Cotes integration with n steps in each
dimension [eFu] and the third method is a Monte-Carlo integration with n3 sample
points [Wei]. We compare these methods for n=10, n=50, and n=100 with different
Gaussian quadrature formulas.

Table 5.1 demonstrates that Gaussian quadrature is superior to all alternative
integration methods tested. As explained above the correct integral is obtained by
choosing 5x5x2 Gauss points. Choosing 3x3x2 Gauss points gives 4 figure accuracy
and using 4x4x2 Gauss points achieves (at least) 6 figure accuracy. Since Gaussian
quadrature is also considerable faster than the other examined techniques we use it
for all numerically evaluated FE integrals.

User Interface

Figure 5.34 shows the user interface for computing the volume of an element set
(left), the user interface for computing the area of a surface (middle), and the user
interface for computing the arc length of a parameter curve (right).
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End-diastole End-systole
Volume Error Volume Error

(in mm3) (in %) (in mm3) (in %)
Approximation by parallelepipeds (n = 103) 203206 -6.60 146543 -7.90
Approximation by parallelepipeds (n = 503) 214313 -1.50 156460 -1.67
Approximation by parallelepipeds (n = 1003) 215493 -0.96 157540 -0.99
Numerical Integration (Newton-Cotes n = 103) 229851 5.64 165543 4.04
Numerical Integration (Newton-Cotes n = 503) 219954 1.09 160357 0.78
Numerical Integration (Newton-Cotes n = 1003) 218760 0.54 159732 0.39
Numerical Integration (Monte-Carlo n = 103) 218521 0.43 159906 0.50
Numerical Integration (Monte-Carlo n = 503) 217606 0.01 159136 0.02
Numerical Integration (Monte-Carlo n = 1003) 217602 0.01 159135 0.01
Numerical Integration (3*3*2 Gauss Points) 217594 0.01 159138 0.02
Numerical Integration (4*4*2 Gauss Points) 217575 0.00 159112 0.00
Numerical Integration (5*5*2 Gauss Points) 217575 0.00 159112 0.00

Table 5.1. Myocardial volume of the healthy left ventricle at end-diastole and end-systole
computed using different integration methods.

Currently the area computation is only implemented for material coordinate
planes which are characterized by having a constant ξi parameter. This type of
surface defines the boundaries of finite element models and is hence often of interest
in practice. For example, the ξ3 = 0 and ξ3 = 1 surface of the left ventricular model
represent the endocardial and epicardial surface, respectively. In some applications
the area and enclosed volume of an isosurface might be important and appropriate
computational methods might be added in future.

The user interface for computing length measures is currently restricted to the
arc length of parameter curves which are defined by fixing two material coordinates
of a finite element and varying the remaining one. Future versions of this toolkit
might be extended with a selection tool which allows the specification of a wider
variety of curve representations within the model.

Figure 5.34. The user interfaces for computing the volume of an element selection (left),
the area of a surface (middle) and the arc length of a parameter curve (right).
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5.9 Visualization Icons
So far this chapter has presented the overall structure of our visualization environ-
ment and some general tools. This section introduces the currently implemented
visualization icons and explains their effective usage. The visualization icons can be
created, modified, saved and loaded using the visualization control pictured on the
left of figure 5.1.

Figure 5.35. A bulged plate with a hole (a) and the corresponding model of 1/4 of the
plate under an uniaxial load F.

The application of the visualization icons is demonstrated with a popular problem
in linear elasticity: the stress and strain in a plate with a hole under an uniaxial
load. Figure 5.35 (a) shows a plate under an uniaxial load F in x direction. To make
the resulting strain and stress field more interesting the plate is thickened (bulged)
around the hole. Because of symmetry only one quarter of the plate is modelled
(b). In order to get a unique solution, boundary conditions must be specified. We
fix the x-coordinate of the nodes on the left face and the y-coordinate of the nodes
of the front face of the plate since these faces will not move in the corresponding
coordinate directions because of the symmetry of the model. We fix additionally the
z-coordinate of the nodes on the bottom right edge in order to get a unique solution.
The data set was computed using the formulas derived in appendix D.2.

Since visualization icons are explained in chapter 4 this section concentrates
on the graphical user interfaces for defining and placing visualization icons, the
application of icons to a visualization problem, and the improvements and changes
in our implementation over those described in the literature.

Please note that the visualizations shown in this section illustrate the features of
the toolkit and do not attempt to create an optimal visualization of the stress and
strain field in the plate with a hole. In fact, some examples will demonstrate that
the careless use of certain icons does indeed obscure information and leads to poor
visualizations.

5.9.1 Scalar Icons
Colour Mapped Surface

Colour mapped surfaces are ideal to visualize the distribution and structure of a
scalar field over a 2D domain. The user interface for creating a colour mapped
surface is shown in the left part of figure 5.36. Any surface-of-interest defined with
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the surface selection tool introduced in subsection 5.6.2 can be colour mapped. The
user can choose whether the surface is texture mapped or Gouraud shading (see
section 5.5).

In order to achieve a smooth surface representation each surface patch is ap-
proximated by n2 polygons where n is selected using the “Number of refinements”
slider. A NURBS surface or a surface in world coordinates consists of only one
patch whereas a surface defined in material coordinates has one surface patch for
each element.

The user can also select the visualized scalar field and the colour map. In order
to make it easier to select or define an appropriate colour map the user interface
displays the currently selected colour map and the range of the currently selected
scalar field. The middle part of figure 5.36 shows two examples of colour mapped
surfaces. The visualization shows clearly that extreme stress values occur at the left
bottom corner of the hole (in yellow) but no conclusions can be drawn about the
stress distribution inside the plate.

Figure 5.36. The user interface for creating a colour mapped surface (left), two colour
mapped surfaces used to visualize the maximum principal stress in the plate with a hole
(middle) and the colour mapped surface of the plate model with transparencies enabled
(right).

If a colour mapped surface obstructs other icons the user can enable surface
transparencies. Figure 5.36 shows on the right a scalar field visualized by colour
mapping its boundary surface and making it partially transparent.

Transparencies are currently not fully implemented and are simulated using the
OpenGL blending function [WND97]. The colour of a pixel on the screen is computed
as αCs + (1 − α)Cd where α is the opaqueness, Cd = (Rd, Gd, Bd, Td) is the current
pixel colour, and Cs = (Rs, Gs, Bs, Ts) is the colour of the currently drawn object.
The colour components and the transparency value are indicated by R,G,B, and
T . Note that for several overlapping objects the result is dependent on the drawing
sequence and not, as it should be, on the depth value of a pixel. This means that
blending does not create “real” transparencies. However, an experienced user can
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create interesting visualizations with this technique. Correct transparencies could
be achieved by depth sorting polygons using a BSP-tree [SBGS69, FKN80].

A disadvantage of using transparencies is that they make it more difficult to
perceive actual colour values, i.e., blending reduces the information content of the
visual attribute colour which reduces the effectiveness of any visualization icon using
this attribute (see table 4.2-4.4).

Isosurface

The c-isosurface of a scalar field s is defined as all points x for which s(x) = c.
Isosurfaces impart knowledge about the overall distribution of a scalar field and are
best combined with continuous field representations, such as colour mapped surfaces,
in order to achieve optimal results.

We have developed a modified Marching Cubes algorithm [LC87] which computes
an isosurface in material space. The algorithm divides the cubic parent element of
each (potentially curvilinear) finite element into a regular grid of (n + 1)3 sample
values which form n3 cubes in material space. The algorithm determines how the
surface intersects a cube, then moves to the next cube. The isosurface intersection
is determined by the sign of the scalar field at the cube’s vertices. Each edge with
vertex values of different sign is assumed to intersect the isosurface once. The
intersection point is approximated by linearly interpolating the scalar field values
between the vertices.

Since there are eight vertices in each cube and two values, positive and negative,
there are 28 = 256 ways the surface can intersect the cube. Lorensen and Cline use
symmetries to reduce the number of patterns to 15 which are shown in figure 5.37
2. Since the complete table of 256 cases is still very small we use it directly without
eliminating topologically equivalent configurations.

The algorithm can be summarized as

• Subdivide the material space into cubic cells.

• Calculate an 8-bit index for each cube from the sign of the eight scalar field
values at the cube vertices.

• Using the index, look up the list of edges forming triangles from a precalculated
table.

• Using the scalar field values at each edge vertex linearly interpolate the iso-
surface intersection and compute its world coordinates.

The surface normals of the isosurface are given by the field’s gradient function if
it is defined and if its use is appropriate. Otherwise the normals are determined by
first precomputing the material coordinate gradients for all grid points using finite
differences. For each isosurface intersection the ξ-derivative of the scalar field s at

2The cases 12 and 15 are reflective with respect to the xy-plane. This leaves 14 topologically
distinct patterns (22 without inversed patterns) [LVG80].
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Figure 5.37. Triangulated cubes.

that point is then approximated by linearly interpolating the gradients at the grid
vertices. Finally the surface normal is given by the gradient in world coordinates
which is

∇s =




∂s
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∂x2
∂s
∂x3


 =



∑3
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∂x3


 = ∇ξs J−1

where J−1 = ∂ξi

∂xj
is the inverse of the Jacobian of the isoparametric mapping (see

equation 2.25) and ∇ξs is the gradient of s with respect to the material coordinates.
Performing the isosurface computation in material space has the advantage that

scalar field values can be computed directly without performing a multi-dimensional
Newton method or resampling the data. Also the resulting isosurface lies smoothly
inside the finite element, i.e., there are no bits of the isosurface sticking out of the
model boundaries and there are no erroneous results due to sample values which
lie outside the model boundary and for which the scalar field is undefined. Finally
the computation in material space is often more precise. For example, if tricubic
elements are used then the linear interpolation used to compute the intersection
points of the cube’s edges with the isosurface will yield the exact result. In contrast
the computation in world coordinates is exact only if the elements are cuboidal
(which is usually not the case as can be seen from the “plate with a hole example”)
and if the sample grid is aligned with each element.

It is interesting to note that the modified Marching Cubes algorithm is stable
even if degenerate finite elements are used. Figure 5.38 gives an example of an
element which has two pairs of vertices with the same world coordinates. If we
approximate the finite element with a single MC cell then we obtain two triangles
(configuration 9) where one of the triangles is a line since the two edge intersections
on the right face have the same world coordinates. Our algorithm automatically
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Figure 5.38. Isurface within a degenerate finite element approximated with one Marching
Cubes cell.

removes such degenerate triangles since they are not rendered anyway and since we
might in future want to implement algorithms which use the polygonized isosurface
as input.

The main disadvantage of the algorithm is that some patterns in figure 5.37
are topologically ambiguous as noted by van Gelder and Wilhelms [vW94, pages
343 – 344]. This may produce a surface with a hole as pointed out by Düurst [Düu88]
(see figure 5.39). Also in some applications the topology of a biomedical structure
is known in advance and specialised polygonization algorithms could be employed
to take this into consideration [BK02]. An optimized version of our algorithm is
presented in [WL03].

Positive vertex

Negative vertex

Polygon

Figure 5.39. A hole in the polygonization because of a face ambiguity.

The literature offers various solutions to the ambiguity problem [NH91, MSS94,
Che95, LM00, Nie03, LB03]. We have surveyed and analysed polygonization meth-
ods and optimization techniques to achieve faster computation and rendering of
isosurfaces [Wün97]. While we haven’t experienced any problems with the current
implementation we intend to incorporate some of the improved methods in future
versions of this toolkit.

Figure 5.40 shows on the left the user interface for creating an isosurface. Since
the isosurface is constructed in material space the user must select a set of elements
containing the surface (usually all elements are selected).



5.9 Visualization Icons 175

A “Surface Sculpturing” tool allows the user to select or cut off parts of the
isosurface after computation. This is done by defining interactively a region in world
space and by specifying whether the part of the surface inside this region is selected or
removed. The tool was motivated by our observation that for many medical imaging
data sets anatomical structures can be approximated by isosurfaces. Because of
image noise and the proximity of unrelated structures such isosurfaces frequently
contain unwanted bits which can be eliminated with the “Surface Sculpturing” tool.
Chapter 7 demonstrates that this tool can be used to approximate the eyes and the
ventricles inside the brain by isosurfaces.

The colour of an isosurface is either specified directly or is given by indexing
a colour map with the surface’s isovalue. The latter choice is convenient when
combining isosurfaces with other icons using the same colour map. A user-defined
colour can help preventing ambiguities and differentiating between multiple icons.

Rendering options include the number of subdivisions n for each material co-
ordinate of a parent element and options for calculating the surface normal of the
isosurface. Note that isosurfaces are always illuminated in order to improve the
perception of their 3D geometry. While illumination makes it difficult to perceive
the correct object colour this is not a problem for isosurfaces since they are always
single-coloured and the only quantitative information is represented by the isovalue.

Figure 5.40. The graphical user interface for creating an isosurface (left), the maximum
principal stress visualized using four isosurfaces (middle) and the same visualization after
applying the “sculpturing” tool (right).

The results of visualizing the plate with a hole with isosurfaces are shown in
figure 5.40. The image in the middle shows the 100-, 200-, 300-, and 400-isosurfaces
of the maximum principal stress. The region indicated by the red square is shown
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enlarged in the image on the right. The image displays the visualization after ap-
plying the “sculpturing” tool using a single cuboid (in yellow) and retaining the
isosurfaces within the cuboid.

In contrast to the visualizations shown previously the isosurfaces convey an im-
pression of the overall distribution of the scalar field. For example, it can be seen
that the maximum principal stress indeed occurs at or close to the left bottom corner
of the hole in the plate.

Height Field

Height fields are offset surfaces where the offset to the reference surface at each
point is proportional to the value of the visualized scalar field at that point. Since
quantitative information is best visualized by length or position along a scale (see
subsection 4.4.5) height fields can improve the precise perception of field values.

Figure 5.41. The user interface for creating a height field (left) and the maximum prin-
cipal stress on the bottom face of the plate with a hole visualized with a colour mapped
height field (right).

The user interface for creating a height field, shown in figure 5.41 on the left,
allows the specification of the scalar field which defines the surface offset, the scale
factor for the offset, and the scalar field which is colour mapped onto the height
field. The reference surface of the height field can be any surface of interest except
of NURBS surfaces.

NURBS surfaces are usually not suitable for creating height fields since they
have often a large and non-uniform curvature which hampers the perception of height
values and can cause self-intersections of the offset surface. The most suitable surface
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for creating height fields are planes in world coordinates. However, we found that
perception of height values is also satisfactory for planes in material space, such as
the epicardial surface of the heart, if they have an approximately uniform curvature.

Figure 5.41 shows on the right an example visualization. The reference surface
is the bottom face of the plate with a hole and the surface height and colour encode
the maximum principal stress. It can be seen that the height values considerably
improve the perception of quantitative and qualitative values. For example, the
height field reveals that the maximum principal stress over the bottom of the plate
is lowest at the front corner of the hole and its value is approximately constant over
the right hand side of the plate.

Particle Systems

A good impression of the structure of a scalar field can be obtained by colour coding
and randomly distributing a set particles over the field domain. For example, the
image in the middle of figure 5.42 indicates that the maximum principal stress in
our example data set occurs at the left bottom corner of the hole.

Figure 5.42. The user interface for creating a particle system (left), the maximum princi-
pal stress visualized using volume-weighted randomly distributed particles (middle) and the
regions of positive minimum principal stress (yellow-red) and maximum principal stress
(green-blue) visualized using two particle systems with different particle sizes and colour
maps (right).

Compared with colour mapped surfaces particle systems have the advantage that
the scalar field is visualized over a 3D domain. Since the visualization is not “dense”
structures inside the model can often be observed. The 3D effect can be improved
by making particles partially transparent. Transparency is implemented by using
the OpenGL blending mode explained on page 171, by depth sorting the particles
with respect to the view point and by rendering them back to front.

In order to reveal more structures in a field the point set defining the particle



178 The Visualization Toolkit

positions can be filtered, i.e., particles are displayed only at locations where the field
fulfills a user defined criteria (see section 5.7). An example is shown in figure 5.42
on the right. The image illustrates the regions of positive minimum principal stress
(yellow-red) and positive maximum principal stress (green-blue) visualized using two
particle systems with different particle sizes. It can be seen that the maximum prin-
cipal stress is positive everywhere whereas the minimum principal stress is positive
around the back side of the hole and in some regions close to the back face of the
plate. The maxima of both the minimum and maximum principal stress occur at
the left bottom corner of the hole.

The graphical user interface for creating particle systems is shown on the left
of figure 5.42. The particle positions are specified using the point selection tool.
In general the best visualization results are obtained by using random sampling in
world coordinates or volume-weighted random sampling in material coordinates.

Figure 5.43. Isosurfaces can be identified by moving particles along the gradient of a
scalar field until they reach the required isovalue.

The user interface allows also the creation of isosurface finding particles as shown
in figure 5.43. Isosurfaces are determined by moving particles along the gradient of a
scalar field until they encounter the user-defined isovalues. If a particle is caught in
a local extremum of the field a new start position is randomly generated. Perception
of the isosurface is improved by illuminating the particles. The “surface normal” of
a particle is given by the field’s gradient.
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Probabilistic Distributions

As a new method to visualize scalar fields we propose to use field values to control
the distribution density of a discrete visualization icon over the visualization domain.
A higher density reflects a higher value of the underlying scalar field. The method
was motivated by experiments with probabilistic filters for point selection (see sec-
tion 5.7) but might also be useful on its own. Since a high number of icons must
be drawn in order to perceive a density value, particle fields are the most suitable
objects for this application.

Another application for the probabilistic distribution would be to reflect the
level of uncertainty or confidence in the data [Ken04]. Similarly the technique can
be used to reflect the degree of interest in different regions of the data in order to
reduce visual cluttering. For example, if visualizing a fluid flow it is often desirable
to draw more vector icons in regions of high flow velocity or rapid changes in the
flow direction whereas tensor icons for the viscous stress are drawn predominantly
in regions of high principal viscous stresses.

The probability λ to draw an icon at a random point p is given by

λ =
s(p) − smin

smax − smin

where smax and smin are the maximum and minimum values, respectively, of the
scalar field s. A particle is drawn if λ > rand() where rand() returns a random
value between zero and one.

The above function gives visually poor results since the likelihood of two ran-
domly drawn particles overlapping on the screen increases with the icon density. As
a result of this overlap the perception of the actual icon density is impaired. An
improvement is achieved by using an exponential probability function, i.e., an icon
is drawn if rand() < λe where 0 ≤ e ≤ 1.

Figure 5.45 shows a probabilistic particle field visualizing the maximum diffu-
sivity over a horizontal section of the brain. The result is inferior to using a colour
mapped surface (figure 5.44), but the same basic structures can be recognized. In
contrast to colour mapped surfaces probabilistic particle fields can also be used to
visualize volumetric regions and the particles can be colour mapped in order to en-
code other scalar fields. The comparison of particle densities with particle colours
can be used to detect correlations between the visualized fields.

5.9.2 Vector Icons

Vector Glyphs

As explained in section 4.7 vector fields can be either signed or unsigned. Signed vec-
tors are represented with vector arrows and unsigned vectors, such as eigenvectors,
with thin cylinders. The user interface for creating a set of vector glyphs is shown
in figure 5.46 on the left. The vector glyphs are placed using the point set selection
tool described in subsection 5.6.3. Various rendering parameters are available and
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Figure 5.44. The maximum princi-
pal diffusion in the brain visualized us-
ing a gray scale colour map.

Figure 5.45. The same data set visu-
alized using a probabilistic distributed
particle field.

are explained in the following paragraphs. For most applications the default values
are sufficient.

Figure 5.46. The user interface for creating vector glyphs (left). A set of vector glyphs
visualizing the displacement field in the plate with a hole under an uniaxial load (middle).
The displacement field visualized by projecting a set of vector arrows onto a colour mapped
surface (right).

An example is shown in figure 5.46. The visualization uses regularly distributed
vector arrows to illustrate the displacement field in the plate with a hole under an
uniaxial load. It can be seen that the displacement on the (fixed) left side of the
plate is almost constant in z-direction (i.e., the plate moves downward) whereas
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closer to the right hand side the displacement is predominantly in the x-direction
(the direction of the uniaxial load), i.e., the plate is stretched in this direction.

However, it is difficult to determine how the material deforms in the y-direction.
In order to allow a more detailed analysis of vector fields we implemented the pro-
jection of vector glyphs onto a surface. Projected vectors enable the user to better
recognize directional variations transverse to the normal direction of a surface and
can be used to increase the information content of colour mapped surfaces. In gen-
eral projected vectors are useful for visualizing flow near surfaces, but the loss of
one dimension makes them misleading for arbitrary flows [Ken04].

The current implementation checks whether the selected point set is sampled
over a surface or a volume and in the former case projects the vectors onto the
underlying surface3. The image on the right of figure 5.46 shows that the back side
of the hole moves towards the hole’s centre axis whereas the right hand side of the
hole moves away from the centre axis. The means the circular cross section of the
hole deforms into an ellipsoid.

Vector glyphs are by default illuminated since shading gives important shape
and depth cues. However, shaded vector glyphs require more screen space and
unfavorable lighting conditions make their perception difficult. The user can disable
lighting which gives the vector glyph a 2D appearance. This feature is useful if the
vectors vary only in two dimensions (e.g., if the vectors are projected onto a surface)
and if a high vector glyph density is required.

In many applications unsigned vector fields are associated with scalar fields (e.g.,
an eigenvector field is associated with an eigenvalue field) and the scalar field’s sign
is essential for the correct interpretation of the vector field. The user interface
for creating vector glyphs allows the selection of an associated scalar field. The
sign of this field is encoded into the glyph either by using different colours or by
using bidirectional arrows whose heads point apart or towards each other to indicate
positive and negative scalar field values, respectively.

Figure 5.47 gives an example. Both parts of the figure visualize the displacement
vector field with yellow arrows. Part (a) of the figure indicates the direction of
the minimum principal stress with bidirectional arrows and part (b) of the figure
uses red and blue coloured cylinders to indicate positive and negative values for
the minimum principal stress, respectively. Both parts of the figure suffer from a
high degree of visual cluttering which indicates that it is problematic to visualize
two different vector fields at once with vector glyphs. In contrast to part (a) of
the figure it can be seen immediately from part (b) of the figure that the minimum
principal stress is compressive everywhere except for a region at the back side of
the plate. This means, bidirectional arrows are not suitable if the recognition of
regions with compressive and tensile stresses is important. However, bidirectional
arrows have the advantage that it is intuitively clear where the stress is compressive
or tensile whereas the display using cylinders is of little use without an explanation
of the colour coding.

Comparing the displacement direction with the minimum principal stress reveals

3Currently this feature is only implemented for planar surfaces in material coordinates.



182 The Visualization Toolkit

Figure 5.47. (a) The displacement field (yellow arrows) and the minimum principal stress
visualized using bidirectional arrows. Part (b) of the figure shows the same fields but this
time the minimum principal stress field is visualized using red and blue coloured cylinders
to indicate positive and negative principal stresses, respectively.
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that the plate deforms at the back of the hole approximately in the direction of the
minimum principal stress (i.e., in the direction of the maximum compressive stress)
whereas at the right hand side of the plate it stretches in the direction of the uniaxial
load.

Streamlines

A continuous representation of a vector field which reduces visual cluttering is given
by streamlines. As explained in subsection 4.7.3 a streamline is mathematically
described as an integral curve x(s) which satisfies

dx

ds
= v(x(s)) , x(0) = x0 (5.4)

where v(x) is a vector field and the initial condition x(0) defines the starting point
x0 of the streamline.

We have implemented three fixed step size ordinary differential equation (ODE)
solvers to compute the trajectory x of a streamline. The most basic ODE solver is
the Euler method which is derived from the first two terms of the Taylor expansion
of x(s) [eFu]:

x(s0 + ∆s) = x(s0) +
∞∑

n=1

∂nx

∂sn

∣∣∣∣∣
s0

(∆s)n

n!

Given a start point x(s0) the Euler method hence computes the next point on the
streamline as

x(s0 + ∆s) = x(s0) +
∂x

∂s

∣∣∣∣∣
s0

∆s

1
= x(s0) + ∆s v(x(s0))

where ∆s is called the time step of the ODE solver. From the Taylor expansion it
can be seen that the error of the Euler method is O((∆s)2).

Smaller integration errors are obtained with the mid-point method which uses
the first three terms of the Taylor expansion and has an error of O((∆s)3) and
the 4th order Runge-Kutta method which uses the first five terms of the Taylor
expansion and has an error of O((∆s)5). We have implemented an OO framework
of ODE solvers based on [PVTF92]. It is important to note that the use of higher
order solvers with large time steps can lead to large errors around critical points
where the field directions and gradients change rapidly. An adaptive time-stepping
scheme will be implemented in the future to produce more accurate streamlines in
the neighbourhood of critical points.

An example is shown in figure 5.48. The left part of the figure shows the user
interface for defining a streamline bundle. The start points of the streamline are
specified with the point set selection tool described in subsection 5.6.3. The user
must define either a vector field and a scalar field which is colour mapped onto the
streamline or the eigenvector field of a tensor field in which case the corresponding
eigenvalue is colour mapped onto the streamline. If the vector field is unsigned (e.g.,
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Figure 5.48. The user interface for creating a streamline bundle (left) and the results of
using different integration methods (right). The yellow streamlines were computed with the
Euler method and the red and green streamlines, which are virtually indistinguishable, were
computed with the mid-point method and a 4th order Runge-Kutta method, respectively.

an eigenvector field) the streamline is integrated from the start point in both the
negative and the positive eigenvector directions.

The bottom section of the user interface is used to specify the integration param-
eters. Parameters include the ODE solver used, the step size, the maximum number
of steps and the maximum length of a streamline. If the latter two parameters are
not given the streamline integration continues until the streamline leaves the model
domain or until it encounters a zero vector which indicates a critical point in a vector
field (see subsection 4.7.8). If a vector field contains circular or vortex patterns this
can result in an unacceptably long or even infinite computation.

Examples of the results obtained using the three implemented ODE solvers are
shown on the right hand side of figure 5.48. The yellow streamlines were computed
with the Euler method and the red and green streamlines were computed with the
mid-point method and the 4th order Runge-Kutta method, respectively. In all cases
a step size of 0.1 and a maximum of 35 integration steps was used. It can be
seen that the streamlines computed with the mid-point method and the 4th order
Runge-Kutta method are virtually indistinguishable.

In general we found that the mid-point method is sufficient for smooth trilinearly
interpolated vector fields whereas the Euler method produces large integration er-
rors. The Euler method performs poorly because trilinear fields are in general cubic
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in any direction not orthogonal to any of the coordinate axes.
Cubic interpolated vector fields and analytically defined vector fields require

higher-order ODE solvers such as the 4th order Runge-Kutta method. Note however,
that higher order methods with long step sizes can cause problems across element
boundaries if the degree of continuity is insufficient.

In addition to the previously explained integration parameters the user can spec-
ify a filter (see section 5.7) which terminates the streamline integration if the filter
function is not fulfilled. Filters are useful for the visualization of biomedical data
sets since they can be used to characterize different tissue types. For example, as
explained in subsection 3.3.3 white matter is characterized by a high mean diffu-
sivity and a high diffusion anisotropy. Chapter 7 will demonstrate that nerve fiber
tracts can be computed by specifying these conditions as a filter function and by
integrating along the major diffusion direction.

Line Integral Convolution

In many instances it is desirable to have a dense representation of a vector field over
a surface so that all important features are visible. While this can be achieved using
streamlines it is difficult to place them appropriately. Subsection 4.7.6 introduced
Line Integral Convolution (LIC) as a solution.

Figure 5.49. The user interface for creating a line integral convolution texture (left) and
a visualization of the minor principal stress over a material plane of the plate with a hole
(right).

We have implemented the original algorithm proposed by Cabral and Leedom
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[CL93]. In order to represent 3D vector fields over 2D surfaces we scale the length
of the convolution kernel with the out-of-plane component of the vector field. As
a result regions where the vector field is approximately parallel to the surface are
represented by long texture components and regions where the vector field is ap-
proximately orthogonal to the surface have an almost noise-like texture.

The left part of figure 5.49 shows the user interface for defining a LIC textured
surface. The user interface has three sections. The first section is used to select a
surface over which the vector field is visualized. The current implementation accepts
only material coordinate surfaces. In order to get a smooth polygonal approximation
of curved surfaces the user can select the subdivision level.

The second section allows the selection of texture parameters, i.e., the underlying
vector field, the size of the texture map (for material coordinate surfaces we have
one texture map for each element), and two booleans to enable low pass filtering of
the input noise texture and contrast stretching of the output noise texture.

The third and last section of the user interface enables the user to select a scalar
field and a colour spectrum in order to colour map the LIC texture.

An example is shown in figure 5.49 on the right. The visualization represents the
minor principal stress over the material plane ξ1 = 0.5 of the plate with a hole using
line integral convolution. In addition the direction of the minor principal stress
is represented by cylinders. It can be clearly seen that the cylinders are aligned
with the texture direction and that the texture looks noise like in regions where the
direction of the principal stress is almost orthogonal to the surface.

5.9.3 Tensor Icons

Tensor Ellipsoids

Tensor ellipsoids encode the eigenvectors and eigenvalues of a tensor T by the di-
rections and lengths of its principal axes. As an improvement to the original icon
we visualize additionally the sign of each eigenvalue by dividing an ellipsoid into
six octagonal sectors which are coloured blue or red if representing a negative or
positive eigenvalue, respectively.

The construction of the icon is illustrated in figure 5.50. The unit sphere is
divided into 6 octagonal sections orthogonal to the unit axes. Each section is ap-
proximated by 16 polygons. The surface normal of each polygon vertex is given by
the corresponding point itself. An ellipsoid is obtained by scaling the unit sphere
with the diagonal matrix S whose elements are the eigenvalues of the tensor T. The
ellipsoid is aligned with the tensor’s principal directions by rotating it with the basis
transformation matrix R whose columns are the corresponding eigenvectors of T.
The ellipsoid’s normals are transformed with (R ∗ S)−1T

.
An example is given in figure 5.51. The image illustrates that the maximum

principal stress occurs close to the bottom of the back side of the hole and that it
is tensile and tangential to the hole’s boundary surface. Therefore the plate is most
likely to break under the load at this location. Overall the stress in the plate is in
general tensile in the x-direction and compressive in the z-direction.



5.9 Visualization Icons 187

Figure 5.50. One octagonal section (red) of a unit sphere (yellow).

Figure 5.51. Tensor ellipsoids visualizing the principal stress in the plate with a hole.
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Hyperstreamlines

A continuous representation of a tensor field is obtained by using hyperstreamlines
[HD94]. As explained in subsection 4.8.2 the trajectory of a hyperstreamline is a
streamline in an eigenvector field. The other two eigenvectors and corresponding
eigenvalues define the directions and lengths of the axes of the ellipsoidal cross
section of the hyperstreamline.

The user interface for creating hyperstreamline bundles, shown in figure 5.52,
is similar to that for creating streamlines. The user must select a tensor field and
the eigenvector field which determines the trajectory of the hyperstreamline. The
corresponding eigenvalue field is colour mapped onto the hyperstreamline unless the
user selects a different scalar field.

Various render options can be used to change the graphical representation of the
hyperstreamline. If the “Streamtube” option is selected the diameter of the hyper-
streamline is normalised with the maximum transverse eigenvalue. The feature is
useful in applications where the transverse eigenvalue fields have large variations.
Without normalisation hyperstreamlines can become so narrow that they are invis-
ible or so wide that they obscure other parts of the visualization.

The parameters for streamline integration have been extended by a feature which
limits the density of hyperstreamlines. The algorithm subdivides the bounding box
of the FE model into a regular grid with a user defined cell size. The user can specify
the maximum number of streamlines intersecting a cell or its 6-neighbourhood. If
the hyperstreamline intersects a cell whose limit of intersecting hyperstreamlines has
been reached the streamline integration is terminated. Using this tool in combination
with a regular distribution of sample points creates a dense representation without
excessive visual cluttering.

Figure 5.52. The stress tensor visualized using hyperstreamlines in the direction of the
maximum principal stress.
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Figure 5.52 shows a set of hyperstreamlines in the direction of the maximum
principal stress. The hyperstreamlines reveal the complete tensor information along
their trajectories with the exception of the sign of the transverse stresses. Perception
of the icon shape is improved by illuminating it. However, note that this hampers the
correct identification of scalar values from colours. It can be seen that the transverse
stresses are oriented approximately in the z-direction and the y-direction. The
principal stress in the z-direction is negative (not visible from the visualization) and
very small except close to the tip of the hole. The principal stress in the y-direction
changes its sign which is indicated by the constrictions of the hyperstreamlines.

Tensor Topology

Currently we have only implemented a tool for generating the topology of a 2D tensor
field. The computation of degenerate points has been described in subsection 4.8.4.
The visualization indicates degenerate points by white dots and the direction of the
separatrices which separate regions of different behaviour by white arrows. Stream-
lines are integrated in the direction of each separatrix until they leave the domain
or hit another degenerate point.

Figure 5.53. Topology of a strain field with the maximum principal strain visualized by
colour mapped spot noise.

A two-dimensional example of a nonlinear strain field is shown in figure 5.53. In
order to enable the reader to compare the tensor topology with the actual tensor
field we have visualized the major principal strain using spot noise [dv95]. It can be



190 The Visualization Toolkit

seen that the separatrices do indeed separate the stress field into regions for which all
streamlines in direction of the major principal stress behave similarly. Information
about the minor eigenvector field can be obtained by using hyperstreamlines as
separatrices.

Anisotropy Modulated Line Integral Convolution

In some applications only selected derived measures and not the complete tensor
information is required. Subsection 3.3.3 introduced two scalar measures relevant
to diffusion tensor imaging data: the mean diffusivity and the diffusion anisotropy,
which together with the principal diffusion direction are used to classify neural tissue
and to extract nerve fiber tracts.

As a new visualization method for diffusion tensor fields we introduce Anisotropy
Modulated Line Integral Convolution (AMLIC). The method creates a LIC tex-
ture from the maximum principal diffusion direction but additionally defines trans-
parency values inversely proportional to the diffusion anisotropy in order to “re-
move” regions not corresponding to white matter. The resulting texture is then
blended with a colour mapped image of the mean diffusivity using the OpenGL
“GL BLEND” operation [WND97]. The three dimensional direction of a nerve fiber
is encoded by varying the length of a convolution kernel with the normal component
of the principal diffusion direction.

The colour coding of the resulting texture provides a segmentation of tissue
types and the orientation of the LIC texture indicates the 3D direction of nerve
fibers. Chapter 7 gives a more detailed description and an example. The technique
can be applied to any tensor field for which the mean eigenvalue and the anisotropy
of eigenvalues characterize different regions of the modelled structure.

5.10 Additional Features

5.10.1 Contextual Cues

Contextual cues improve perception by enabling the brain to relate abstract visu-
alization icons to familiar objects or properties. An important contextual cue is
the model boundary which can be displayed either with shaded surfaces or as a
wireframe mesh (see subsection 5.8.1).

In addition the toolkit incorporates labels and markers. These annotations can
be used to identify features and to explain relationships.

Markers

Markers are basic graphic objects with handles for moving and transforming them.
Currently implemented markers include spheres to indicate points of interest, 3D
arrows to indicate points or forces and other vector information, and B-Spline sur-
faces, B-Spline curves and polygons to mark areas of special importance. Regions



5.10 Additional Features 191

of interest can be described using spheres and cubes.

Figure 5.54. Example of markers used to highlight model features: The yellow sphere
depicts the point of the maximum stress concentration, the blue rectangle the side of the
model under uniaxial load and the green arrow indicates the load direction. The image
shows additionally a red B-spline surface which is meaningless in this context but can be
useful in anatomical models with more irregular features.

Markers are placed and modified using the interaction mechanism described in
subsection 5.4.2, i.e., markers have translation handles and modification handles
which are rendered as blue and red points, respectively. Translating a translation
handle translates the whole object, whereas translating a modification handle only
changes that point and so rotates or deforms the object. An example for the appli-
cation of markers is given in figure 5.54.

Labels

Labels are displayed using the glutBitmapCharacter function from the GLUT
toolkit. A newly created label is placed with its left-top corner at the origin. The
user can modify the 3D position of the label using our 3D interaction mechanism.
Optionally a label can be displayed in front of the visualization so that it is always
readable. In this case the pixel position of the bitmap is determined by projecting
the 3D position of the label onto the near plane of the viewing frustum. The contex-
tual information provided by the label is enhanced by an “info” field. An example
is shown in figure 5.55.
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Figure 5.55. User interface for defining a label (left) and a visualization with two labels
shown before (middle) and after (right) rotating the scene.

Anatomical Landmarks

The identification of anatomical structures can be facilitated by inserting easily
recognisable features into the 3D visualization. The idea was suggested indepen-
dently from us by Zhang et al. [ZCML00a] who term these features anatomical
landmarks.

Two such structures suitable for visualizing the brain are the ventricles and the
eyes (see subsection 7.2.2). The main purpose of inserting anatomical landmarks into
a visualization is to give the user an orientation aid when identifying other anatom-
ical features. However, we also found that inserting appropriately chosen landmarks
can reduce the amount of visual cluttering as demonstrated in the case studies in
the following two chapters. Anatomical landmarks additionally improve 3D depth
perception due to interposition (overlay). The effect is increased if shaded land-
marks such as isosurfaces are used. If interposition is not desirable semi-transparent
surfaces can be employed which we found preferable when using colour mapped
surfaces.

5.10.2 Visualization of Raw Data

The understanding and interpretation of a visualization can be improved by incor-
porating the raw data from which it was derived [SPH+96]. The visualization of
raw data was also motivated by discussions with medical specialists who prefer this
representation due to its familiarity. Common examples are medical data sets such
as MRI, PET, and CT data and electron microscopy images. Our toolkit displays
slices of raw data or raw images using texture mapped polygons. Figure 5.56 shows
an example.

Additional information can be obtained by processing the raw data (e.g., de-
noising, contrast enhancement). While computer vision and computer graphics are
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Figure 5.56. The left ventricular FE model of a healthy heart (shown as a wireframe) and
one horizontal short axis MRI image from a stack of 8 horizontal images used to construct
the FE model.

often considered opposite disciplines [Len98] integrating these two approaches might
improve the development and analysis of biomedical models and biomedical visual-
izations. General issues and applications for a convergence of computer vision and
computer graphics are discussed in [LSB00].

5.10.3 Mirrors

Observing a 3D object simultaneously from different sides can not only give addi-
tional insight but can also help to better understand its geometry. A natural way
to achieve such a display is by placing mirrors into the scene. The human brain is
able to assemble the original image and the mirror images of an object into one 3D
mental model of it.

Mirror images can be rendered easily in OpenGL by applying an appropriate
transformation matrix. A simple example is found in [Kil]. To find the mirror
transformation matrix first note that an object is reflected on the z = 0 plane
by the homogeneous reflection matrix R = diag(1.0, 1.0,−1.0, 1.0). Furthermore a
point is transformed from the mirror coordinate system into the world coordinate
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system using the matrix

M =




ux vx nx px
uy vy ny py
uz vz nz pz
0 0 0 1




where the orthonormal vectors u,v,n define the mirror plane and its normal and p
is a point on the mirror plane.

The transformation for reflecting an object is hence given by R̃ = MRM−1.
Note that the light sources have to be reflected as well before rendering the mirror
image. A stencil buffer is used to prevent a drawing of the mirror image outside
the mirror plane [WND97]. Figure 5.57 demonstrates the usage of mirrors in our
toolkit.

Note that we only mirror the model and its visualization but not the mirror planes
and mirror images themselves. While this implementation is physically unrealistic
it is preferable from a visualization point of view since only information essential for
improving the 3D perception is shown and visual cluttering is minimised.

5.10.4 Clipping Planes and Sectioning of Models

Structures inside a dataset can be revealed by using clipping planes. Our toolkit
provides a simple GUI interface to interactively define clipping planes. The planes
are implemented in OpenGL in order to make full use of existing graphics hardware.
Consequently the maximum number of simultaneously applied clipping planes de-
pends on the OpenGL implementation used and is limited to six with our current
configuration.

Examples are shown in the figures 5.58 and 5.59. The first figure shows the
application of multiple clipping planes. Only objects within all of the clipping planes
are displayed. The toolkit allows the user to select alternatively a union of clipping
planes as shown in figure 5.59. Objects are displayed if they are inside at least one
of the clipping planes. The implementation renders the scene multiple times with
one clipping plane applied at each iteration. The rendering time using graphics
hardware is therefore slightly slower than for the unclipped scene.

An advanced use of clipping planes, which we haven’t seen implemented in any
other visualization package, is the simulation of sectioning a data set. The tool
might be useful for medical experts who are trained to view multiple sections of
a structure and to mentally assemble a 3D view of it. The sectioning process is
implemented by using the following algorithm where clipPlane1 and clipPlane2 are
initially the cutting planes for the first two sections of the data set.
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Figure 5.57. Inserting mirrors into a scene makes it possible to observe different sides
of a model simultaneously.
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Figure 5.58. The region of maximum
principal stress in the plate with a hole
is made visible by intersecting the model
with three clipping planes.

Figure 5.59. A view inside a model is
achieved by intersecting it with the union
of three clipping planes.

initialise clipPlane1 with specified values;

clipPlane2 is -clipPlane1 and shifted by sectionDiameter;

draw model clipped with clipPlane1;

for(int i=0;i<numSections;i++){
if (i>0) shift clipPlane1 and clipPlane2 by sectionDiameter;

add translation by shiftVector to modelview transformation;

draw model clipped with -clipPlane1 and cliplane2;

}
draw model clipped with -clipPlane2;

Since only two different clipping planes are used in every rendering step an ar-
bitrary number of sections can be defined. If sectioning is enabled the number of
clipping planes for conventional clipping is therefore reduced by two. Currently the
distance between sections is fixed.

A user defined interaction with sections, such as moving them around or deleting
them could be implemented using the tools and techniques described in the previous
sections. Also note that medical images are generally viewed on a flat surface with
images placed side-by-side. Hence it might be useful to predefine common arrange-
ments of sections rather than letting the user find a suitable arrangement. In our
case the potential benefit, however, didn’t warrant the effort.

An example of sectioning a data set is shown in figure 5.60. The isometric ar-
rangement of partially obscured sections shown in the figure is in general not optimal
for examining a data set but has has been chosen to demonstrate the sectioning tool.
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Figure 5.60. The maximum principal strain in a plate with a hole visualized using colour
mapped particles and by dividing the model into four sections.

Also note that clipping planes can still be applied to the sectioned model. Since
sectioning the model does not require any geometry changes the clipping operation
is performed consistently over all sections of the model.

The tool could be especially useful if employing solid textures (not provided in
our OpenGL implementation) and by improving interaction with the sectioning tool,
i.e., creating arbitrary cuts and shifting them in space.

5.10.5 Input/Output

Model Description

Our toolkit handles a variety of models ranging from medical imaging raw data to
FE models. In order to handle data sets from different research groups we have
provided a front-end to load and translate specific input formats to our internal
format. The front-end reads input files that are described in a meta-format indicated
by the suffix “.femmodel”. A meta file contains first the type of the model which
can be a FE problem (consisting of the FE geometry, material parameters and
boundary condition), a FE model (FE geometry and associated fields), a heart
model (produced by our collaborators from the Auckland University) or DTI raw
data (produced by our collaborators from the NIH). The next line contains the name
of the input data set and the following lines contain type specific information.

For example, a FE problem is specified by the name of a file which contains the FE
geometry, boundary conditions and material parameters. A left ventricular model
is described by a file containing the FE geometry at end-diastole, a file with bezier
surface representations of the endocardial and epicardial surface (which are used to
compute the element scale factors in circumferential and longitudinal direction), a
file with the myocardial strain field and a file with the FE geometry at end-systole.
Figure 5.61 shows several examples of model meta-files.
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Figure 5.61. Several examples of models descriped using a meta-format.
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Visualization I/O

Creating a good visualization can be challenging and time consuming. It is there-
fore desirable to be able to save and load a visualization so that it can be easily
reproduced if needed.

A visualization icon can be saved either by specifying the type of the icon and
a list of parameters necessary to recompute it or by additionally saving the list of
graphic primitives representing the icon.

An isosurface, for example, can be described by the field name, the isovalue,
the number of subdivisions, the surface colour or the colour map used, and boolean
values specifying the five rendering options listed in its GUI. The full graphic rep-
resentation would save additionally the list of polygons representing the isosurface.

The first choice has the advantage of minimal storage requirements and a greater
speed if the recomputation of the graphic primitives is faster than the reading time
from the storage medium. The second alternative provides immediate display of the
graphic once it is loaded. This alternative is recommendable for visualization icons
which require a long time to compute but have a manageable amount of graphic
primitives. Currently these option are only partially implemented. Similarly we
haven’t implemented yet a tool to save and load derived fields and volume, surface
and point selections.

A possible alternative or addition to the currently implemented technique is
scripting. With scripting every action in a session is recorded to a script file that
is saved at the end of the session. Each and every action, be it a change in the
lightning model or the position or type of icons, is recorded as a simple text string
to keep the file size down. By replacing the script file at the start of a new session,
it is possible to re-construct the state of a visualization as it stood at the end of the
previous session. Furthermore a scripting language enables the user to go backward
and to make modifications to a visualization or to apply an existing script to a new
data set [Ken04].

VRML Output

An important feature of any visualization package is the communication of the vi-
sualization results with outside users such as other research groups and medical
personal. We achieve this by providing output in VRML-format. VRML stands for
Virtual Reality Modelling Language and is an internet standard for 3D graphics.
VRML files can be viewed over the Internet using Web3D viewers which usually
come as a plug-in to Internet browsers. Figure 5.62 shows a brain dataset viewed
with an Internet browser and the Web3D viewer Cortona which is available for
free over the internet [Par02].

A future extension is to store a visualization in XML format. The bioengineering
group of the University of Auckland recently devised such a format for finite element
models.

Note that the VRML format also is ideally suited when employing visualizations
as a teaching tool.
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Figure 5.62. A screen shot of the visualization of the diffusion tensor field in the brain
viewed with a Web3D viewer over the internet.
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Output for Direct Volume Rendering

A popular method for displaying 3D scalar fields is direct volume rendering. We
found that direct volume rendering offers little additional benefit when visualizing
tensor fields. However, if desired our toolkit allows the output of scalar fields in
a format suitable for a public domain interactive volume visualization program de-
veloped by Rezk-Salama et al. from the University of Erlangen-Nürnberg and the
University of Stuttgart [RSEB+00]. The volume visualization software makes use of
the multi-texturing capabilities of the GeForce graphics card and allows interactive
frame rates on a standard PC.

A volume visualization input file is created by sampling a scalar field at regular
sampling points over the bounding box of the model or a suitable user defined
volume. An example of the resulting visualizations is shown in figure 5.63.

Figure 5.63. A screen shot of the visualization of the mean diffusivity in the brain using
a public domain volume visualization software.
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5.11 Rendering Control
The rendering control contains the view parameters, a trackball, lighting informa-
tion, mirrors, and global clipping planes. The same rendering control can be used
for different windows which is practical, for example, when comparing two different
models.

A useful feature is the animation of models. Animations are valuable when using
large numbers of icons distributed over a 3D domain. Rotating the model around
its axis enables the user to differentiate icons in the foreground and background.
The toolkit contains a feature to animate the trackball used to rotate the model. A
fly-through is also available.

It is important to mention that all visualization icons have a default setting
specifying whether they are illuminated or not. The user can change this setting
if required. For most visualization icons lighting is enabled since shading is an
important shape cue in 3D vision [WL01a]. However, illuminating a surface makes
it difficult to perceive the object colour so that lighting is disabled for colour mapped
objects as long as they are flat or sufficiently smooth. Light positions, light amplitude
and diffuse, ambient and specular light components can be changed interactively and
multiple lights can be defined.

5.12 Conclusion
This chapter described a visualization toolkit for biomedical data sets with several
novel features: The first feature is a modular design with separate objects describing
the underlying model, the visualization including data fields, rendering parameters,
and visualization windows. A visualization is achieved by defining relationships,
subject to some constraints, between these objects. The design facilitates the def-
inition of simultaneous visualizations of multiple models such as the simultaneous
display of a sick and a healthy heart or the simultaneous display of a global and a
detailed view of an object. Using the same rendering parameters ensures that both
models are displayed using the same view, scaling, orientation and lighting.

The second novel feature is a generalized field data structure. The user can
define scalar fields, vector fields, and tensor fields over a FE mesh using suitable
interpolation functions, by defining regular samples and a reconstruction filter or
as analytic functions. The fields can be used to derive new fields using a set of
predefined operators and general algebraic expressions. Examples are gradient fields
and eigenvalue and eigenvector fields. The advantage of this construction is that
fields are only evaluated if they are used and that the user can interactively construct
new non-standard fields when required for a given application. We found the feature
especially useful when exploring tensor fields since the formation of new measures
such as the diffusion anisotropy can be used to extract anatomical structures. Fields
can be represented with respect to both material and world coordinates.

The third novel feature of our toolkit are boolean filters which are used to control
the positioning and shape of visualization icons. Boolean filters are also used for the
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creation of conditional fields which can be used for the segmentation of data.
Lastly the toolkit features a global colour map control and a model dependent

point, surface and volume selection mechanism. The global colour map was moti-
vated by the observation that users find it easier to derive qualitative and quanti-
tative information when using the same colour scale for different fields in different
models. Defining new colour maps is often necessary to avoid colour clashes when
displaying multiple visualization icons simultaneously and gives the user additional
freedom when exploring a data set. As a novel modification we suggested spectrum
markers, a technique to add isocontours to a colour map, and cyclical colour maps
which are useful to extract structure and symmetries from fields.

Model dependent point, surface, and volume selection mechanism facilitate the
placement and mixing of visualization icons. We also suggested some minor im-
provements to existing icons and we introduced Anisotropy Modulated Line Integral
Convolution as a new visualization method for tensor fields.

We used our visualization toolkit successfully to explore tensor fields in the heart
and the brain [WL01b, Wün03b, WY03] as described in the following two chapters.

5.13 Future Work
Much work remains to be done in order to obtain a professional easy-to-use visu-
alization environment. One feature we want to implement in the future is to make
isosurfaces a part of the surface selection tool. Isosurfaces could then be colour
mapped or used for creating surface-based sample point sets. Note that sample
points can be defined regularly over a general non-parameterized surface by using a
point repulsion mechanism [Tur91, Tur92]. More advanced methods for resampling
point sampled surfaces are described and analysed in [PGK02].

A general difficulty with streamlines is the choice of appropriate points to start
and terminate the streamlines. Streamlines started at equidistant locations can
quickly diverge or converge resulting in visual cluttering or large uncovered areas. A
simple solution is to split a streamline if the divergence exceeds a certain predefined
limit and to terminate it if the convergence surpasses a given value. In order to
prevent all streamlines being split or terminated at once a probabilistic decision can
be taken. Several algorithms for streamline placement are described in the literature
[TB96, MHHI98].

Currently we have implemented only algorithms for computing the 2D tensor
topology. In order to further the exploration of biomedical tensor fields we intend
to implement in future algorithms for computing the 3D tensor topology.
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