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Preface 
 
This volume is the proceedings of the 2011 Image and Vision Computing New Zealand 
Conference (IVCNZ) held at Auckland, New Zealand on 29th November to 1st 
December 2011. 
 
 
Foreward and Welcome 
 
On behalf of the Organizing Committee we would like to welcome all participants to the 
26th Image and Vision Computing New Zealand Conference (IVCNZ 2011). 
 
This year we received 149 contributions, from which 31 were accepted for oral and 65 
for poster presentations. New Zealand contributed less than 50% of the accepted 
submissions, with Australia, Japan, Korea and China contributing significantly to our 
programme. We also have contributions and guests from France, Germany, Mexico, 
Taiwan, Hong-Kong, Pakistan, India, Malaysia, USA, Sweden, Thailand, and Vietnam 
 
Located between the Hauraki Gulf and the Manukau harbour, Auckland is built on more 
than 49 dormant volcanoes. Thanks to its low rise buildings, extensive green parks and 
many marinas, Auckland is often voted one of the most liveable cities in the world. As 
the economic capital and the largest city in New Zealand it attracts a diverse population.  
 
Our Community has to deal with a very challenging environment where technology 
makes research from the year 2000 almost obsolete. Smartphones and Tablets are 
changing the way we interact with each other. GPGPU makes complex algorithms and 
applications workable in real-time and are now allowing our research to go live faster 
than ever. More than ever, IVCNZ is the best place in New Zealand to discover today’s 
research which will becomes tomorrow’s reality.  
 
We would like to thank the members of the Programme committee for their assistance 
in producing reviews under a very tight schedule. We would also like to thank the 
members of the Organising Committee who gave their free time to prepare, organise 
and run this Conference. Special thanks to our financial advisor Cynthia Chang, to Minh 
Nguyen who managed our website and database system, to Jason James, Alfonso 
Gastelum Strozzi and Yuk Hin (Edwin) Chan for their constant help, and to the team 
who assisted with the running of the conference: Anthony, Rui, Roy and Ben. 
 
Finally, we would like to thank all the contributing authors, and to all participants who 
made the (long) journey to Auckland, we hope you have enjoyed this year’s IVCNZ 
2011 and made the most of what Auckland has to offer, whether it be its nightlife or its 
unique surroundings. 
 
 
Patrice Delmas 
Burkhard Wuensche  
Auckland, November 2011 
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Abstract—The paper proposes an information retrieval system 
for broadcast soccer videos using computer vision techniques. 
The system has been divided into 3 main phases. Firstly, the 
input videos have been analyzed to remove noises caused by the 
audience. Only the playfield and players are extracted. The 
system detects the players based on their appearance features. 
Secondly, the system tracks all the players in the video frames by 
using a multi-target tracker. Concurrently, the field model is 
built on a fast calibration algorithm by fitting two regions: the 
center circle and the penalty areas so as to provide the geometry 
transformation called homography that enables to map each 
player position in the video frame to the real-world coordinate. 
Finally, the system runs an optical character recognition module 
to capture and extract the text information provided in the 
broadcast soccer videos, such as the current scores, the name of 
players in a substitution or in a foul event, and the name of the 
scorer. The 3-phase computer vision-based system will extract a 
lot of meaningful information from the games. The presented 
framework is evaluated on the 2010 FIFA World Cup South 
Africa with various environments and challenging conditions, as 
well as compared with some other previous work in many 
aspects. 

Keywords – detection and tracking; soccer videos; information 
retrieval 

I.  INTRODUCTION  
With the explosive growth of digital video data and 

computing power, sports events become one of the most 
popular media in many parts of world. Consequently, many 
software applications have been developed to handle the 
massive video data for sports events. Applications ranging 
from storing and arranging video data to retrieving meaningful 
information from the large-scale video database become more 
popular these days. In this literature review, we would like to 
concentrate on human detection, tracking algorithms and 
related applications in sports video analysis. 

A. Human Detection and Tracking 
In sports domain, human detection and tracking are the two 

fundamental phases in many vision systems. Early works of 
human detection [1][2][3][4] were based on background 
subtraction techniques. It relies on the information of 
background model and then performs the comparison of each 
frame by thresholding to gain the foreground blobs. To identify 
human body, the structure of blobs is examined. This idea has 

its own benefits – fast operation and less complexity. However, 
it is hard to build a solid background when the camera is 
moving. To handle the moving problem, some techniques are 
claimed to build adaptive background such as running average 
[1]. However, they have problems in detecting people who 
stand still for a long time, i.e. those people are considered as 
background after standing still for a while. Recently, in human 
detection and tracking in general, some efficient approaches 
have shown better results on detecting pedestrians. Viola et al. 
[5] proposed an integral image technique and the Adaboost 
algorithm to extract and learn object features quite efficiently. 
Whilst, Dalal and Triggs [6] proposed a set of features namely 
the Histogram of Oriented Gradients that perform well in 
detecting people by using a linear support vector machine 
classifier. Pictorial structure models [7] have been used for 
detection of body parts and for articulated object-based 
recognition. 

In addition, tracking approach becomes powerful in 
exploiting the trajectory of objects. In recent years, 
probabilistic tracking methods become popular, such as 
Particle filter [8][9]. The approach has been introduced and 
developed from the original Condensation [10]. To point out 
the state of the art tracking, Zdenek et al. [11] devised a novel 
tracking-learning-detection framework, which uses a detector 
based on random forest to scan the whole image. The best 
candidate is decided by the online object model. However, to 
track multiple objects, a single object tracker could not be 
extended to handle the problem well. So far, many multiple 
tracking models [12][13][14] have been proposed to deal with 
multiple targets tracking. They are applied mainly in visual 
surveillance systems, but not many in sports. 

B. Video Analysis for Sports 
Extensive research efforts recently have been contributed to 

many analyzing sports videos. Farin et al. [15] presented a 
robust camera calibration for semantic analysis of sports to 
provide a geometry transformation between image and real-
world coordinate. Inspired from this calibration technique, 
Dang and Tran [17] developed a real time player tracking 
system for tennis broadcast videos. The system uses a heuristic 
approach to enhance the tracking process by considering the 
distracters – medium size foreground blobs. In terms of soccer, 
Yu et al. [18][19] proposed a trajectory-based algorithm for 
detecting and tracking the ball in soccer videos in order to 
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Figure 2. Field model: four penalty points (red arrows)  
and four center circle points (yellow arrows).

 

Figure 1. An overview of our framework.

analyze play-break structure, ball possession as well as some 
basic action detection. Object detection and tracking in sports 
videos are very challenging due to the fact that not only do the 
players move but the cameras do as well. In addition, the 
players sometime disappear in some video frames due to the 
fast movements of cameras. Some modern technologies [5][6] 
could be applied, but they require some particular conditions 
like time training for [5] and high resolution images for [6]. In 
brief, we believe that [20] would be a flexible method for 
player segmentation because it is widely applied in many kinds 
of image sizes and has less time training. 

C. The proposed approach 
Our system consists of two main processes – Offline, and 

Query - Visualization shown in figure 1. When a specific 
soccer tournament was selected (in this paper, we used the 
2010 FIFA World Cup dataset), as a matter of fact, the 
configuration of all broadcast videos is identical (frame size, 
on-screen text and video quality), we then build the storage file 
by running offline via those components – segmentation and 
tracking, field model, optical character recognition (OCR). 
From a XML file and its tournament dataset, a user could 
retrieve valuable information like shot views, player location 
on long-view shot, and events. To provide a visual image of 
players on real world model, a viewer could choose an option 
in this case showing the penalty areas or the circle center where 
the planar trajectory of players is projected. 

The rest of the paper is organized as follows. Player 
segmentation and tracking are described in Section 2. Field 
model and Optical Character Recognition are then presented in 
Section 3 and Section 4 respectively. Experiment results are 
shown in Section 5, followed by the conclusion in Section 6. 

II. PLAYER SEGMENTATION AND TRACKING 

A. Player Segmentation 
In this section, we introduce our segmentation inspired by 

the long-view soccer player detection framework [20]. A test 
sequence comprised of different shot views – long views, short 

views, out-of-field views, close-up views can be classified by 
rules which are based on the playfield extracting method of 
Ekin et al. [28]. For the long-view shots, the players are 
detected by analyzing edge features, this process sets up an 
initial stage for the tracking wok. 

B. Player Tracking 
Each players are represented as x = (x,y,w,h) where (x,y) is 

the position, and (w,h) is rectangle. Our implementation is 
entirely adopted reversible jump Markov chain Monte Carlo 
(RJMCMC) based method, in more details [21], applied for 
soccer player tracking by constructing the samples on the state 
space with the current state Xt and the posterior probability 
p(Xt|Z1:t) where Z1:t is the observation state up to time t. 
Maximum A Posterior (MAP) is estimated: 

                          (1) 

Using recursive Bayesian filtering distribution, the 
posterior probability is presented as a belief about the state of 
the objects. To compute the distribution, we use the Markov 
Chain Monte Carlo (MCMC) method which approximates the 
recursive as a set of discrete samples, the equation is expressed 
as: 

                (2) 

Where C is equal to  because the observations are 
independent each other. For soccer games, we define a typical set of 
RJMCMC move types: {tracked, new, dead}. A new sample  is 
generated by sampling from a proposal distribution  
with initial step choosing a move type. The acceptance ratio is 
calculated so as to add either the proposal  or  into the 
Markov Chain. 

III. FIELD MODEL 

Since the field and the displayed image are planar, we use a 
homography that considered as a 3x3 transformation matrix H. 
An image point p = (x, y) is related to model point p’ = (x’, y’) 
by p’ = Hp. 
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                (3) 

In penalty areas and center circle matching, we try to match 
four points in the image and four points in the real-world 
coordinate. With enough four correspondence points between 
the reference and the target images, eight coefficients (dividing 
each term by h33) can be determined by the Gaussian 
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Figure 3. (a) Current frame, (b) White pixels, (c) Detected lines (each 
line is represented by each colour) and (d) Line candidates.

 

Figure 4. Matching results:(a) Penalty area, (b) Center circle. 

elimination method. Two pairs of four points in field model are 
illustrated in figure 2. 

A. Penalty area matching 
1) White-pixel field extraction 

The colour of field-lines in soccer game are always white, a 
threshold method based on luminance distance can be applied 
to extract white pixels with an additional constraint to reject 
amount of white areas from the detection result [15]. A field 
line pixel satisfies two conditions – its luminance exceed a 
threshold σl and the darker pixels are checked at the distance of 
τ pixels from surrounding areas of the candidate pixel (τ is the 
approximate line width). This indicates that white field-line 
pixels must be enclosed either horizontally or vertically by dark 
pixels. 

2) Line parameter estimation 
Based on the set of white field-line pixels, field-line will be 

detected by RANSAC algorithm [22]. We collect the dominant 
line and remove white pixels along line segments from the 
dataset in an iterative process, those segments are further likely 
connected together to make longer segments. From the set of 
candidate lines, we classify them into two classes – vertical and 
horizontal lines. 

RANSAC is randomized algorithm that hypothesizes a set 
of model parameters and verifies the quality of the parameters. 
Several hypotheses have been evaluated to choose the best one. 
An evaluation score of the line parameters is defined as: 

( ', ')
( ) max( ( , ', '), 0)

x y
s g d g x yτ

∈Ρ

= −∑                 (4) 

Where P is the set of field-line pixels and d(g,x’,y’) is the 
distance of pixel (x,y) to line g. This high score line indicates 
the strong support of its hypothesis as the number of white 
pixels close to. The score also determines the two end points of 
the line. 

From those detected lines, two neighbor lines are emerged 
to each other if their angle is smaller than 0.75o and their 
distance is less than 5. This refinement step aims to reduce the 
number of possible hypotheses in calibration parameter 

searching space; therefore, improves the algorithm 
performance. A sample result is depicted in figure 3. 

3) Line parameter estimation 
The model fitting task determines correspondences 

between detected lines and the lines in the field model. We try 
to construct the transformation parameters for each 
correspondence of line segments in the image and the model. 
For each construction of lines, we use the proposed method of 
matching score [24] to find the best homography. Note that the 
computational cost for each calibration setting is low, but the 
scoring of the supporting model is very expensive; hence, 
some heuristic tricks to reject impossible parameters are 
applied. 

B. Center circle searching 
1) Ellipse fitting 

Center circle is always white; we use the same method in 
section 6.1.1 to extract white-pixels. Based on the proposed 
method of detecting arc [23], we apply the Advance Least 
Square Fitting to find an initial ellipse for each contour. Then 
the initial ellipse will be swollen by the surrounding white 
pixels 

2) Line parameter estimation 
In several ellipses generated, an ellipse with the highest 

score is selected and satisfies the condition below: 

 pixels (x,y)
in ellipse

2  the pixel(x,y) is a white court pixel
 1      the pixel(x,y) is not a white pixel

0  the pixel(x,y) is outside the imageall

if
score if

if
= −∑

    (5) 

Two rules should be checked: 
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<

                                             (6) 

The homography matrix is computed by four extreme 
points of the detected ellipse in image and four given points in 
the model. 

An example is shown in figure 4. Based on the homography 
matrix, the trajectory of soccer player in section 2 can be 
mapped on the ground plane of field model. It is much more 
useful to support for tactic information analysis. 

IV. OPTICAL CHARACTER RECOGNITION  
Soccer  videos  often  include  information  in  text,  which  

is often  ignored  by  previous  systems,  corresponding  to  
special events such as goals, substitutions, yellow cards and red 
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Figure 5. Flowchart of retrieving text information from soccer videos. 

 
Figure 6. OCR results: (a) Match, (b) Goals,  

(c) Substitution, and (d) Yellow card. 

cards. Based  on  these  information,  we  can  answer  some  
questions such  as  who  is  the  scorer?  Who is going to be in 
and off the field?  Who has got a yellow card or red card? To 
retrieve this fruitful information, we propose a simple and 
efficient method to detect these text captions in soccer videos 
by assuming that they come from the same television station. 

From these videos, we choose some sample text images of 
each event and store its appearance location and size.  We 
assume  that  the  location  and  size  of  each  event  in  the  
same tournament  is  not  changed  for  all  videos  from  the  
same broadcaster.  Moreover, text caption for each event 
always appears in a large number of continuous frames.  Based 
on these characteristics, we firstly use histogram matching to 
detect possible text caption for each frame.  For each event, 
when the number  of  consecutive  frames  are  large  enough  
(chosen  as 100),  we  apply  a  refine  processing  method  to  
extract  text information. 

For  each  text  image  from  a  series  of  frames,  we  do  
the following steps, depicted in figure 5: 

• Zone location information. 

• Zoom  in  each  text  area  from  2  to  5  times  to  
isolate characters  if the text area is too small. 

• Convert scaled image to gray scale image. 

• Segment scaled image into K regions using K-Means 
algorithm.    In our system,    based on experiments and 
suggested in [24], we choose K= 3. 

• Assign  black  colour  for  pixels  which  are  closest  to  
the letter colour (usually black or white colour).  The 
output of this step is a binary image which only 
contains black pixels that belong to text image. 

• Binary images are then processed by OCR module to 
get text information.  After  that,  we  make  statistic  
text results  from  continuous  frames  of  each  event.   
The final  result  is  the  text  having  high  appearance 
frequency  in the  continuous  frames. In OCR module, 
we use Neuron Network to train characters and 
numbers.  From then, it is used to recognize the text in 
an image. 

Figure 6 displays the sample result of Argentina – Mexico 
match. The method looks completely successful in extracting 
text information under significant variations. 

V. EXPERIMENTAL RESULTS 
In this section, we have tested our framework on video 

sequences recorded from the 2010 FIFA World Cup South 
Africa that demonstrate the performance of the proposed 
approach for two pronged components: tracking-mapping 
components and OCR module when they run offline. In 
retrieval, the whole system could run real-time, indeed it just 
do a simple task – load the processed information from XML 
file and visualize based on the appropriate input sequences.  

A. Tracking and Mapping components 
The tracking and mapping components runs at ~5 fps on 

624x352 video resolution. If a user is willing to choose a sole 
option either player tracking or penalty/circle center matching, 
its speed could be increased at ~15 fps on the same image 
scale. 

As shown in figure 7, soccer players are tracked effectively 
for long-view shots, as well as the projection of five players 
who are marked by yellow arrows are represented on the field 
model. Figure 7a shows the results of tracking players where 
each colour of the rectangle depicts a tracked player. By 
solving the homogrphy matrix including the process of 
building field model, the trajectories of players could be 
displayed as in figure 7b. 

The quantitative issues of our tracking and mapping 
components along with those obtained from previous 
publications are presented in Table I. From an overall 
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perspective, the tennis tracking systems [16][27] achieves 
robustly the object positions mainly due to the court-view 
restriction where the playing time is totally captured by a single 
moving camera, as well as the limitation of the surrounding 
area. Moreover, the tennis video has a uniform court colour and 
a limited player number (max = 4), this allows to detect players 
by searching windows and background filters. 

TABLE I. COMPARISON WITH OTHER TRACKING FRAMEWORKS 

Approach Year Domain Tracked Players Camera 
Iwase [26] 2004 soccer multiple multiple 
Han [16] 2006 tennis 4 (max) single 
Jiang [27] 2009 tennis 4 (max) single 

Ours  soccer multiple single 

In contrast, it is much more difficult to detect track players 
with a single moving camera in soccer domain. In fact, there 
are many cameras used in a soccer match, but we can only 
watch one view at a time. Our tracking method is able to track 
player on long-views which is corresponding to using a single 
camera. Of course, we cannot estimate the player location on 
real-world model when players come in the regions not 
including penalty areas or circle center. To overcome this 
drawback, Iwase et al. [26] proposed a method of tracking 
players using multiple views, with 15 cameras the trajectory of 
players is obtained by collecting the features of all cameras. 
However, we do not have full images from all cameras in real 
broadcast videos, and the camera locations are not disposed as 
we wish. Furthermore, the storage for 15 cameras is extremely 
large. 

B. OCR module 
The average speed of the OCR module runs at 120 fps 

exclusively.  In order to confirm our result, we focus on the 
information provided in the official website of 2010 FIFA 
World Cup South Africa [25]. Our method obtains robust 
results for text event detection. 

TABLE II. EVENT DETECTION RESULTS 

Video Event Occurrence Precision Recall 
Argentina 

vs. 
Mexico 

Subs. 5 100% 100% 
Cards 1 100% 100% 
Goals 4 100% 100% 

Brazil 
vs. 

Chile 

Subs. 6 100% 100% 
Cards 5 100% 100% 
Goals 3 100% 100% 

Brazil 
vs. 

Portugal 

Subs. 6 100% 100% 
Cards 7 100% 100% 
Goals 0 100% 100% 

Chile 
vs. 

Spain 

Subs. 5 100% 100% 
Cards 2 100% 100% 
Goals 3 100% 100% 

England 
vs. 

USA 

Subs. 5 100% 100% 
Cards 6 100% 100% 
Goals 2 100% 100% 

Germany 
vs. 

Australia 

Subs. 6 100% 100% 
Cards 6 100% 100% 
Goals 4 100% 100% 

Serbia 
vs. 

Ghana 

Subs. 6 100% 100% 
Cards 4 100% 100% 
Goals 1 100% 100% 

Please note that: Subs. is the abbreviation for Substitutes, and Cards means both yellow cards and red 
ones, we consider second yellow card or red card as one card. 

In table 2, we gain the perfect result with 100% for seven 
matches in the 2011 FIFA World Cup Championship. 
Comparing this module to state-of-the art methods, our method 
is much simpler and works very fast. In the retrieval system, 
OCR module could be flexibly changed by another open source 
if needed. But at this time, as we assess experimentally this 
module, it still works well. 

C. Query and Visualization 
Overall, the proposed framework supports users to access 

the content of soccer videos efficiently via several functions: 

• Shot views: users can query specific shot types that 
they need among long-views, short-views, close-up 
views, and out-of-field views. 

• Player locations: for selected long-view shots, there are 
two options: (1) if viewers only want to separate the 
players into two teams, players will be located by 
bounding rectangles whose colours (red or blue) mark 
as their team. (2) if viewers want to know individual 
player positions, a player also bounded by a rectangle 
whose colour mark as a single one. 

• Player mapping: the system provides a virtual ground 
image (aka field model) in which user can analyze 
team strategy. 

• Events: with OCR module, events are also indexed 
such as substitutes, cards, goals occurring during 
soccer games. 

VI. CONCLUSION 
We have presented a method for soccer information 

retrieval on the broadcast data. By providing an offline process, 
the system can run real-time when user query. The trajectory of 
players on planar field model supports for a high semantic 
analysis in soccer videos. In OCR module, we also would like 
to build on-screen box detector in order to make the current 
module more completely automatic in querying text-based 
soccer events. 
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Abstract—Advances in graphics hardware have led to large
number of new technologies for cloth rendering. However, it is not
clear what technology is suitable for what types of applications.
While computer games need compact representation and high
efficiency in cloth rendering techniques, fashion related applica-
tions often need high flexibility for rendering different fabrics. So
far no research exists comparing digital representations of fabric
rendering techniques. This paper reviews different parameters
that contribute to the appearance of fabrics such as fiber types,
yarn types, and weaving patterns. Several existing methods
are discussed and we analyze their advantages and disadvan-
tages in rendering realistic woven clothes. We categorized these
techniques into example-based and procedural-based methods.
Our analysis shows that example-based methods generally result
in more realistic renderings than procedural-based methods.
However, realism comes with the cost of expensive capturing and
storage of data, coupled with long processing time for rendering
these results. Procedural-based methods tend to be more flexible
in supporting different fabric types, and are more suitable for
interactive applications.

I. INTRODUCTION

Woven cloth rendering is a vigorously researched area
which addresses issues for various industries and applications
involving computer graphics and fashion design. While a lot of
existing researches have been done for physical simulation of
cloth, areas concerning with cloth appearances are still largely
unexplored. Moreover, realistic cloth rendering is difficult to
achieve due to the complicated fiber structure and its light
interaction behavior at the micro-level. The appearance of
different fabrics varies greatly, and they are controlled by
various parameters including the fiber types, yarn types, and
their underlying weaving patterns. These fabric properties are
discussed in this paper to find out the main contributing factors
that determine the different appearances in different fabrics.

Also, in this paper we look at different approaches for
rendering realistic fabrics. We compare and analyze these
techniques in order to understand their advantages and dis-
advantages, to see which models are applied in satisfying
different requirements.

II. BACKGROUND

In cloth manufacturing, fibers are initially extracted or
produced synthetically. They are then twisted or grouped into
yarns. Yarns are then weaved into fabrics through the weav-
ing machine, and different weaving construct would produce
fabrics with distinct appearances.

Therefore, weaving patterns and different types of yarns
would be the main contributing factors to the resulting fabric’s
reflectance behavior. Since yarns are produced from fibers,
therefore the reflectance properties of fiber materials are
important, to help understand the reflectance properties of
yarns. In this section, we analyze the physical characteristics of
common fiber types, yarn types, and types of weaving patterns,
and we identify parameters that influence the light interaction
of the resulting fabric.

A. Fiber Types

As mentioned in Section I, fibers can be extracted naturally
from animals, minerals, and plants (natural fibers), or they can
be produced chemically (synthetic fibers). Different types of
fibers control the appearance of the resulting yarn and fabric
due to their difference in density and index of refraction,
therefore it is necessary to investigate different types of
common fibers and how their surface interacts with light.

There are generally three classes of fiber and they are listed
with some examples in the following list:

• Natural fiber from animals: Angora, Cashmere, Mohair,
Silk, Wool

• Natural fiber from plants: Cotton, Flax, Jute, Hemp,
Modal

• Synthetic fiber: Acetate, Acrylic, Nylon, Polyester

Amongst these fibers, cotton is one of the most widely used
fiber in clothing. It is used in approximately 40% of total
world fiber production (Welford 1933). It is a naturally short
fiber and is often produced into yarns by twisting around other
fibers. Yarns that are made up of short fibers consist of many
fibers twisting around each other, therefore these yarns tend
to have a rougher surface than those produced using longer
fibers. This is because longer fibers do not have to be twisted
around each other to be grouped into a yarn, therefore they can
be arranged along the same direction, thus the resulting yarn
would exhibit a smoother surface overall (De Deken 2010).

Synthetic fibers are man-made fibers where the appearance
and physical properties can be manipulated during the process
of production. The four synthetic fibers - nylon, polyester,
acrylic, and polyolefin dominate the synthetic fiber production
market, and account for around 98% by production, with
polyester having the majority of 60% (McIntyre & Textile
Institute Manchester(2005).
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B. Yarn Types

As mentioned, the use of different yarns would result in
different visual properties of the resulting fabrics. Yarns are
generally classified into two categories:

• Staple yarns
• Filament yarns
Yarns tend to give different reflection behavior due to the

length of fibers used to produce these yarns. Staple yarns
are generally very short, their underlying fibers have to be
twisted around one another to make the yarns more cohesive.
Short fibers tend to come off loose from the yarns, therefore
the resulting fabrics produced by staple yarns tend to look
rougher on its surface than fabrics produced by filament
yarns(De Deken 2010). Filament yarns contain long and
continuous fibers that are grouped together without twisting
the fibers around other fibers (De Deken 2010). In general,
the length of fibers determines the types of yarns that are pro-
duced, which ultimately determines the reflectance properties
of the produced fabrics.

C. Weave Structure

Yarns are weaved into fabrics using a particular weaving
pattern. Many types of weaving patterns exist, their structures
produce different appearances in resulting fabrics. The three
most fundamental weaving patterns are shown in the following
list:

• Plain Weave
• Twill Weave
• Satin Weave

Fig. 1: Examples of different weaving patterns. White squares
represent weft yarn and black squares represent warp yarn.

Fig. 2: Examples of different weaving pattern on actual fabrics
at micro-level.

As shown in Figure 1, plain-weave has a regular pattern,
for each weft yarn, there is a warp yarn located next to it.
Twill-weave has a regular diagonal pattern, with a longer weft
yarn going across multiple warp yarns, forming a diagonal line

visible on resulting fabrics. Satin-weave has even longer weft
yarns going across warp yarns, where either weft or warp yarn
dominates the fabric surface, causing it to look the smoothest
out of the three patterns.

The pattern that yarns are weaved into is critical to fabrics’
reflectance properties, as the weaving pattern is still clearly
visible from a distant view. Thus, it acts as a texture on
the fabric surface. The weaving pattern also alters the light
interaction of the fabric surface, producing self-shadowing
and inter-reflection effects affecting the micro and macro-level
(De Deken 2010).

III. BIDIRECTIONAL TEXTURE FUNCTION

Bidirectional Texture Function (BTF) is a function proposed
by Dana, et al. (1999). It represents the structural geometry
on any real-world surfaces in terms of viewing and illu-
mination direction, capturing different textures of a surface
under varying viewing and illumination direction (Dana et al.
1999). BTF data is the most accurate and realistic virtual
material representing real-world material, and is often used in
rendering photorealistic objects in virtual environments. Due
to the complicated microstructure on fabrics, simple BRDF
and texture mapping methods are not sufficient in capturing
the inter-reflections and occlusions of yarns. Therefore, BTF
is often used in cloth rendering to capture those missing visual
aspects of fabrics rendered in those techniques.

BTF is able to capture all of the local and non-local visual
properties of the fabrics by capturing textures of the surface
under all combinations of illumination and viewing direction,
thus it is more visually realistic than simple texture mapping
and general BRDF models. However, in practice this is a
tedious data acquisition process with high storage requirement
for over thousands of images for each object surface (Filip &
Haindl 2008).

IV. METHODS FOR CLOTH RENDERING

There are two categories of methods that are currently used
for fabric rendering:

• Example-Based Models
• Procedural-Based Models

A. Example-Based Models

Example-based fabric rendering techniques focus on col-
lecting reflectance information of materials for rendering.
Existing researches are focused on texture-based models using
variants of BTF, with various data compression techniques.
Recently, Zhao, et al. (2011) proposed a volumetric approach
that enabled the capturing of volumetric data of fabrics and
uses the data along with some appearance data captured by a
camera to render photorealistic fabrics with great detail.

1) Acquisition Techniques: The main setup for capturing
the material reflectance information requires lighting, sensor,
and a planar example of the corresponding materials. A com-
mon tool that is used for capturing such BRDF measurements
is gonioreflectometer, which consists of a light source and a
light sensor for capturing material reflections (Ward 1992). For
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the BTF model, the reflectance sensor captures many textures
of the material with varying the illumination direction and the
viewing direction.

2) Texture-Based Models: When fabrics are being viewed
closely, individual knits and weaving patterns are clearly
visible. However, simple texture mapping methods cannot
capture both illumination effect at the macro-level and com-
plex reflectance behavior of weaving patterns at the micro-
level. Hence, by capturing textures of the material in varying
illumination and viewing direction, the exact light interaction
of the material is captured, including inter-reflections and
occlusions effects of the microfacets on the fabric surface.

fr(�l,v) = T (v) · f1(�l,v) (1)

Daubert, K., et al, (2001) proposed a Spatially-Varying
Bi-directional Reflection Distribution Function (SVBRDF)
method specifically for cloth rendering using the Lafortune
reflection model, which aimed to render fabrics with different
knitting and weaving patterns. A texture map T(v) is computed
for each different illumination and viewing direction and modi-
fied using the Lafortune reflection model f1(�l,v) during render
time, setting up the texture for look-ups, as shown in Equation
1. A similar approach is Bidirectional Texture function (BTF),
which aimed to capture the reflectance variation on the fabric
surface with different illumination and direction as a texture.
BTF extended the SVBRDF by capturing non-local effects
such as self-shadowing, occlusion, and inter-reflections by
acquiring reflectance data relative to different illumination and
viewing directions.

Both SVBRDF and BTF have long acquisition time and
high storage requirements for multiple images using expensive
capturing devices (Kautz 2005). Recent researches focus on
BTF data compression, such as the compression method pro-
posed by Kautz, J., (2005), so that fewer images are captured
at some specific illumination and viewing directions (Kautz
2005).

3) Volumetric Approach: Recently, a volumetric approach
that used the microflake model was proposed by Zhao, et al.
(2011). This approach captures the volume model of the fabric
using a X-ray computed tomography (CT) scanner (Zhao et al.
2011). The volumetric data acquired are then post-processed
for orientation extraction and noise removal, and are matched
to images of the same material captured to obtain the optical
properties to render realistic fabric appearance(Zhao et al.
2011).

4) Reflectance Data Availability: BRDF measurements of
fabrics are available on some online public BRDF database.
An example is the MERL BRDF Database, which contains
reflectance functions of 100 different materials (Matusik et al.
2003). However, the focus of this database is not on fabrics,
this database does not categorize its data into different types
of fabrics.

Another publicly available BRDF database is CUReT under
the CAVE project in University of Columbia. This database
consists of several different common types of fabrics in

205 different viewing and illumination directions. It contains
several materials such as polyester, terrycloth, velvet, corduroy,
linen, and cotton (Dana et al. 1999). Other than BRDF, this
database also has BTF textures available for these materials,
with over 200 images available per material.

B. Procedural-Based Models

Procedural-based cloth rendering techniques mainly focus
on adopting and extending existing BRDF models to control
different physical properties of woven clothes for rendering
realistic fabrics. Some researches chose to focus on realism
in rendering quality, while others focused on achieving high
quality rendering in real-time.

Yasuda, et al (1992) was one of the first researches that
developed physical models for cloth through analyzing the
fiber structure and fabric patterns to render realistic woven
clothes. They proposed a tiny facet model for fabric materials,
and analyzed the scattering effects of light on fabrics with no
real considerations in complicated weaving structure (Yasuda
et al. 1992).

1) General BRDF Model: Ashikhmin, et al. (2000) de-
veloped a microfacet-based anisotropic model that can be
used for any materials and tested it by modelling several
different materials including two types of fabrics: satin and
velvet. Ashikmin, et al. (2000) also took into account the
weaving pattern of satin and velvet, where the satin weave was
modelled using the simple approach of weighting the values
of reflectance of weft and warp yarns. However, this approach
cannot clearly represent more complicated weaving patterns
and show individual weave and weft yarns.

2) Weaving Pattern Modelling: Another approach for wo-
ven cloth rendering was done by Adabala, N., et al. (2003).
This model uses Weaving Information File (WIF) for inputting
weaving patterns, and generates the corresponding BRDF,
color texture, and horizontal map for the clothing material.
Contrary to many approaches that construct different lighting
models by analyzing yarn structures and their reflectance
properties with simple weaving patterns, Adabala, N., et al.
(2003) focused on modelling light interaction with the physical
structure of weft and warp yarns in weaving patterns (Adabala
et al. 2003), thus giving greater flexibility and robustness in
rendering a wider range of weaving patterns.

3) Parameterized Cloth Models: Kang, Y. M. (2010) later
proposed a procedural method that models the reflectance
properties of woven fabric using alternating anisotropy and de-
formed microfacet distribution function. The proposed method
is based on the microfacet distribution function (MDF) along
with the anisotropic reflectance mode called Ashikhmin-
Shirley anisotropic shading model (Ashikhmin & Shirley
2000). Each fabric fragment is determined to be weft or
warp yarned depending on the weaving pattern, and a weft
or warp anisotropic function is applied on it correspondingly
(Kang 2010). This algorithm was implemented on the GPU, it
achieved real-time interactive frame-rates, and also produced
realistic results.
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Irawan, P., (2007) developed a reflectance model and a
texture model for rendering cloth viewing from distant and
close view. The reflectance model depends on the scattering
effect of the fabric surface overall, while the texture model
depends on the reflection and highlight at yarn level (Irawan
2008). The texture model (BTF) is generated on the fly using
parameters to control the fiber and yarn properties, and it also
supports weaving structure input from user.

V. COMPARISONS OF METHODS FOR CLOTH RENDERING

Table I shows the comparisons of different algorithms
discussed in the following sections. The following sections
discuss and compare the algorithms in terms of data acqui-
sition requirement, storage requirement, speed performance,
rendering quality, and flexibility. Different algorithms were
proposed to satisfy requirements such as realism and real-
timeness in fabrics rendering. Table I is used to summarize
the realization of suitable methods for different requirements.

A. Data acquisition

Data acquisition is only required for example-based meth-
ods where the reflectance data is captured, such as the BTF and
SVBRDF models. The data acquisition steps are complicated
due to a high number of images of each material have to be
captured in varying illumination and viewing direction, and
they have to be post-processed so that the textures are aligned
with each other for 3D texture mapping onto a virtual object.
On the other hand, the volumetric approach proposed by Zhao,
et al. (2011) requires the capturing of volumetric data using
a CT scanner along with the capturing of appearance data
using an image capturing device. These data are then used in
conjunction to render the resulting fabric. The data acquisition
process for this method is particularly hard to capture, due
to the difficulty in obtaining the expensive device to capture
volumetric data.

There is no data capturing required for procedural-based
methods as the calculations have to be done using input
parameters. For some approaches such as Adabala, N., et al.
(2003), alternative inputs such as weaving pattern in WIF
format have to be obtained to render the fabric. Parameterized
models require only parameters as inputs, such as the model
proposed by Irawan, P. (2007), where parameters are intuitive
and physically meaningful, thus it would be easy to obtain
parameters for a particular fabric. However, if parameters are
difficult to understand, such as the model proposed by Kang,
Y. M. (2010), then parameters have to be obtained empirically
and experimentally.

B. Storage

The storage requirements for example-based cloth rendering
methods are much higher than procedural-based methods.
SVBRDF and BTF require a high number of images captured
with varying illumination and viewing direction. Hence, both
the hard-disk storage and the memory requirement are high for
these approaches. For example, the CUReT database has a set
of 205 BTF images captured for each material, which sum up

to over 100mb in size for each material. This is impractical for
rendering many different types of materials, and especially for
GPU implementations where there is limited memory available
for storing these images in 3D textures. The volumetric model
by Zhao, et al. (2011) generally consumes a lot of memory and
storage for storing volumetric data. This was shown in their
tests, where the data size went up to approximately 7.26gb for
the felt fabric (Zhao et al. 2011). Contrarily, the procedural-
base approaches require little to no storage due to the use
of parameters to control the computation of reflectance and
textures.

C. Speed

The speed of example-based methods are often very fast and
these methods can often be implemented with GPU shaders
for real-time applications. The downside of these methods is
their loading time in loading a large number of images into
the memory. However, using compression methods, algorithms
such as BTF are capable of achieving interactive frame rates.
A variation of BTF developed by Sattler, et al. (2003). The
model uses Principal Components Analysis to compression
the number of textures required (Sattler et al. 2003). On the
other hand, methods that require extra computation along with
the captured reflectance data would require more computation
time, such as the SVBRDF model proposed by Daubert, K.,
et al. (2001), where its computation of the entire model has to
be done in several passes. Similarly, the volumetric model by
Zhao, et al. (2011) requires a lengthy pre-processing process
due to the size of the volumetric data.

The general purpose BRDF model with anisotropy proposed
by Ashikhmin, et al. (2000) can be implemented with GPU
shaders for real-time applications, albeit with sacrifices in the
level of details of the rendered fabrics. The model proposed
by Adabala, et al. (2003) is also a real-time cloth rendering
approach where complex weaving patterns can be rendered
on the fabric surface. Similarly, the model by Kang, Y. M.
(2010) is also a real-time rendering model in which the time
requirement of the model is only slightly higher than OpenGL
Gouraud Shading. The model’s performance results can be
referred directly from the paper (Kang 2010).

Irawan, P., (2007) developed a reflectance and texture
model for rendering woven fabrics. Although the algorithm’s
performance was not evaluated and the algorithm was not
implemented in GPU programs for performance applications,
the model proposed is in general very simple and only requires
a single pass computation in render time (Irawan 2008).

D. Quality

The general BRDF generator proposed by Ashikhmin, et al.
(2000) showed decent quality in rendering satin fabric from
distant view. Due to the simple approach used to account
for weaving pattern, there is a lack of description for more
complex weaving patterns such as velvet. Furthermore, due
to a lack of BTF or any use of texturing methods, there is a
lack of detail present on the surface of the rendered fabric.
Therefore, the fabric also does not look very realistic when
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Cloth Rendering Methods
BTF Daubert, et

al.
Zhao, et al. Ashikhmin, et

al.
Adabala, et
al.

Irawan Kang

Data
Data Requirement Images Images Image

CT Scans
- Weaving

Pattern file -
WIF

- -

Acquisition Device Reflectometer Reflectometer Camera
CT Scanner

- - - -

Storage Requirements High High Very High None Low None None
Paramters No No No Yes No Yes Yes
Performance
Speed Slow Slow Slow Real-Time Real-Time Fast Real-

Time
Preprocessing Yes Yes Yes No Yes No No
Quality
Rendering Quality High High Very High Low Low High High
Model
Fabric
Analytical Model

No No Yes No Yes Yes Yes

Rendering Model Yes Yes Yes Yes Yes Yes Yes
Model Flexibility Low Low Low Medium Very High High High

TABLE I: Table summary of properties of all woven cloth rendering methods

fabric is viewed closely, as the weaving pattern is completely
invisible in close range. Contrarily, the volumetric model by
Zhao, et al. (2011) is able to render fabrics in high quality even
when the view is magnified into the fabric, where individual
fibers are clearly visible on screen.

The model by Adabala, et al. (2003) is based on Ashikhmin,
et al. (2000), with a strong focus in rendering any weaving
patterns. Despite different weaving patterns are rendered on
screen clearly, because there is a lack of modelling of light
interaction at the yarn level in the model, therefore the
resulting fabric does not look very realistic overall when being
viewed from a distant view.In their results, rendered fabrics
such as satin and plain-weaved fabrics could still easily be
distinguished, but their rendering results did not exhibit close
enough optical properties to their corresponding fabrics.

The quality of BTF related models are generally high for
fabric rendering due to the texturing of weaving pattern. When
the fabric is being viewed from distant, the render quality
is high. This is the case for the example-based BTF method
and also the method proposed by Irawan, P., (2007) due to
the capturing of mesostructures of the fabric. However, the
approach proposed by Irawan, P., (2007) renders a uniform
textured fabric unless noise is added in post-processing steps,
which is less realistic than the noise captured in example-based
BTF models. The self-shadowing and occlusion properties of
the fabrics caused by the microfacets in the weaving pattern are
also captured by exampled-based methods, whereas Irawan, P.,
(2007) completely ignored inter-yarn interactions, thus lacking
shadowing and masking effects caused by the yarns. However,
this problem was shown to be not very detrimental to the
model, as results showed that the rendered fabrics closely
resembled realistic fabrics (Irawan 2008).

Kang, Y. M. (2010) also renders woven fabrics realistically
with both online and offline renderers. The quality is com-

parable to the model of Irawan, P., (2007) and supports a
wide range of weaving patterns. However, similar to the BTF
approaches, this approach also renders fabric less realistically
as the view is magnified towards the fabric as the weaving
pattern is rendered larger and larger. Despite this problem, this
model renders fabrics very realistically when viewed from a
distant position.

E. Flexibility

The flexibility of these algorithms is their capability to
render many different types of fabrics. In general, example-
based models do not have the flexibility to render many
different types of fabrics with ease. This is because reflectance
data has to be reacquired to render another fabric. On the
other hand, the volumetric model proposed by Zhao, et al.
(2011) allows for some flexibility such as changing the fiber
color, opacity, and material thickness as volume data can be
modified. However, there is not currently a way to change the
volume data structure to allow for changing between different
weaving patterns and fiber types.

The model proposed by Adabala, et al. (2003) is capable of
handling any type of weaving pattern that is passed as an input
from the user. The focus of this model is to handle complex
weaving pattern, ranging from simple patterns such as plain,
twill, and satin to any complex patterns that can be drawn by
the user. Furthermore, the visual aspects resulted from these
weaving patterns were clearly shown in the paper’s results,
such as the satin weaves clearly display much smoother surface
and more shininess than twill weaves and plain weaves.

The model developed by Irawan, P., (2007) is a parameter-
ized model using physically meaningful parameters such as
fiber properties, yarn geometry, and weave pattern parameters
including yarn curvature to describe the fabric’s construct. This
parameterized model is highly flexible and allows description
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of a high number of fabrics such as denim, charmeuse,
gabardine, shantung, with varying weaving pattern and yarn
geometry.

The alternating deformable anisotropy model proposed by
Kang, Y. M. (2010) is also capable of handling a large variety
of weaving pattern. This model allows weave control using
alternating anisotropy for weft and warp yarn. However, the
paper was not very clear on how the parameters nw and nq
are used to define the weaving pattern, as theses parameters
were not defined in the paper and were just briefly mentioned
that they were used in the results section. These parameters
used are not very intuitive and they are not physically mean-
ingful enough for people to adopt without understanding the
underlying anisotropic reflectance model.

VI. CONCLUSION

For real-time rendering, the alternating anisotropy model
proposed by Kang, Y. M. (2010) is the recommended due to
the proposed algorithm’s real-timeness and the realistic results
of fabrics. For high flexibility, the model proposed by Adabala,
et al. (2003) is capable of handling very complicated weaving
patterns, while the woven cloth rendering model proposed by
Irawan, P., (2007) provides intuitive and physically meaningful
parameters to render different fabrics, though with less variety
than Adabala, et al. (2003), but is able to provide better quality
in rendering results.

A promising area for future research is improving the
accuracy of existing procedural-based models such as Irawan,
P., (2007), by improving the self-shadowing and masking
effects of microfacets. Example-based model such as BTF
can be improved by introducing parameters for changing
the texture model to allow weave control to improve the
flexibility in supporting different types of fabrics. Furthermore,
the volumetric model proposed by Zhao, et al. (2011) is
promising in rendering quality, but methods of compressing
the volumetric data has to be investigated to put it into practical
use.
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Abstract—This papers addresses the issue of feature extraction
for the case of gesture recognition. Two important properties are
covered in the experiments, invariance to certain transformations
and discrimination power. The study of these two characteristics
was carried out using Moment Invariants and Fourier Descrip-
tors, specifically for ASL (American Sign Language) images,
and for that purpose a new dataset for the ASL images was
created. Three types of images - greyscale, binary and contours
- were used with the Moment Invariants. Two different Fourier
Descriptors were compared, namely complex coordinates and
central distances. The results showed trends for the invariance
and discrimination powers for both feature sets. The paper
shows how to gather information that allow researchers to
choose between two competing feature extraction methods before
attempting to train a classifier.

I. INTRODUCTION

Gesture recognition is a challenging area in computer vision.
There are many methods used to recognise hand posture
for simple static gesture sets, e.g. [1], [2]. Methods that
use traditional feature extraction methods, such as Haar-like
features [3], [4] or various shape-based features [5], allow
researchers to separate the feature extraction from the classi-
fication process. Usually artificial neural networks and related
methods do not allow for such empirical analysis [6].

For the particular problem at hand, this paper investigates
two of the well-known feature extraction algorithms, namely
Fourier Descriptors (FD) and geometric Moment Invariants
(MI). The primary objective of this work is to establish the
strengths and limitations between the two algorithms and
possibly devise simple criteria for choosing which approach
is suitable for any given scenario. In the literature, moment
invariants have been noted to be scaling, translation and
rotation invariant but are susceptible to numerical instabilities
due to the objects’ symmetry and presence of noise [7]. On
the other hand, Fourier Descriptors have been noted to suffer
from inaccuracies due to transformations that amplify small
contour deviations. In addition, good object segmentation is
a necessary precursor to generating profiles, which in turn
produce the Fourier Descriptors. A complete comparison be-
tween the algorithms should not only look at the relative
invariance to translation, scaling and rotation, but also on

how the features are distributed when considering the different
classes defined for the set of images. In our work, we used
the ASL (American Sign Language) gestures, a popular bench-
marking set of gestures.

This work also examines how the details of the implemen-
tation can influence the performance of the algorithms. For
example, Moment Invariants can be extracted in a number
of ways. One can segment the object first, then compute the
Moment Invariants from the greyscale image directly. Alterna-
tively, Moment Invariants can be calculated from a binarised
image, or from an object’s contour image. The calculation
of moment invariants is also prone to the limited precision
of the system’s representation of variables (e.g. single versus
double precision). Yet another known limitation for Moment
Invariants is the symmetry of objects [7].

Fourier Descriptors can also be computed in a number
of different ways. For example, choosing different shape
signatures and contour sub-sampling methods can influence
the accuracy of the features subject to the usual geometric
transformations. Again, there are sources of inaccuracies that
make the theoretical true invariance fail under certain circum-
stances. In practice, the features have to be extracted by a
limited sample of points, which leads to a lot of variability
even when contours are taken from transformed images that
have been filtered to try minimise the noise.

The paper is organised as follows. The next section briefly
discusses related work, and justifies the methods used in this
work. A brief section discusses the image database used for
all feature extraction methods. The section after that shows
how the Moment Invariants were computed, and the results
presented for rotation invariance, scaling invariance, class
invariance and discrimination powers. The same sequence of
analysis is presented for the Fourier Descriptors. Finally, in
the last section the results are discussed and a conclusion is
presented.

II. RELATED WORK

Recently, a paper comparing the same features was pub-
lished and concluded that Fourier Descriptors outperform Hu’s
Moment Invariants [8]. However, the analysis was carried out
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based on the final results of classification, without enough
details on how the features were extracted and how the
classifier was trained. We should improve the analysis taking
into consideration the fact that we can separate the feature
extraction from the classification. Moreover, Hu’s moment
invariant set has been known to contain redundancies since
Flusser’s publication in 2000 [9], therefore Flusser’s set should
have been used instead. Finally, implementation aspects were
not discussed in enough details. There are other papers com-
paring these two feature extraction methods (e.g. [10]), but
they were not used in this work because they present one or
more of the problems discussed above.

Balslev [11] analysed the noise tolerance of Moment In-
variants, and concluded that for images with sizes bigger than
about 29 pixels, the tolerance to rotation and scaling was
reasonably good for moments up to the 4th order. The noise
tends to be more pronounced when the images are small, and
the combination of rotation and scaling transformations can
yield even larger noise levels.

Yang et al. [5] published a complete survey of different
shape extraction techniques. This can be used as a reference
for future comparisons of Moment Invariants and Fourier
Descriptors with other shape features.

Rodtook and Makhanov [12] analysed rotation invariance
of different Moment Invariants (Zernike, Fourier-Mellin and
Wavelet moments) for silhouettes of airplanes and musical
instruments. They concluded that the transformational noise in
digital images can significantly affect the invariance properties
of moments, even if theoretically they are invariant to scaling
and rotation.

One needs to study the effects of the transformational noise
in invariant features before using them as a discriminative
feature in a classification system. Moreover, the effects will
be influenced by the way in which the features are extracted.
In that sense, it seems that there is a gap in the literature
related to the comparison of these two sets of features. The
analysis should be made independently, without the influence
of classifiers. Also, the nature of the images or objects studied
often influences the properties, especially invariance to certain
transformations. In this work, the scope was limited to the
study of the invariance characteristics of Moment invariants
and Fourier Descriptors for ASL gestures. The invariance is
constrained to scaling and rotation. Real hand images were
used in the comparison. For completion, slightly different
methods were implemented to compute the features.

III. THE IMAGE DATABASE

Images of ASL postures were taken using a 640x480 pixels
camera, with controlled illumination with a green background.
The segmentation is straightforward because the hand occupies
a large portion of the image and the subjects used a wrist
cover. A total of 2425 images were used, composed of 36
gestures (from A to Z, and from 0 to 9). The image collection
used several repetitions with 5 different illuminations and 5
different subjects. The images were then transformed using a
well known tool called Imagemagick. After scaling the images

between 0.5 to 2.0 (10 % intervals), and rotating them between
-45 to 45 degrees (with 5 degrees intervals), the total number
of images is 86530.

Firstly, we analysed the features from the invariance point
of view. The images changed by the geometric transformations
should yield the same features in theory. In practise, due to the
discrete nature of the problem, it is expected that the features
will not be truly invariant.

Secondly, we looked at how the features cluster in the
hyperspace given the various classes of gestures. This is a
good indication of how strongly the features correlate with the
particular classes (gestures). In order to analyse the discrimi-
nation powers without the use of classifiers, we computed the
Euclidean Distance (ED) between the classes’ centroids. This
simple measure can give us an indication of how the classes
are distributed in the hyperspace.

IV. MOMENT INVARIANTS

For completion, Moment Invariants were computed from
three types of images, contour, binary and grey-scale (fig-
ure 1). The same contour images were also used for the Fourier
Descriptors, so the accuracy can be compared fairly.

Fig. 1. Image samples: grey-scale, binary and contour.

The Moment Invariants implementation used Flusser’s set
[9]. Flusser used a complex number approach to determine
a minimum independent set for moments of a certain order.
Using his set of moments, we computed moments up to the
4th order, which yields 11 independent Moment Invariants.
We could have used higher orders, but we limited the order

to 4 due to numerical instabilities that would occur, and to
allow for fast run-time. Another problem that would arise
when using higher orders is the amount of memory needed
for higher order SATs.

We implemented the Moment Invariants extraction using
SATs, a method described earlier in [13]. Only 5 of the original
Hu’s moments [14] are used, as moments φ2 and φ3 are
dependent [9]. For completion, we show the equations for the
other 6 Moment Invariants, as these are not often published
in this form (i.e., as a function of ηpq):

ψ6 = 2{η11[(η30 + η12)
2
− (η03 + η21)

2
]

− (η20 − η02)(η30 + η12)(η03 + η21)} (1)

ψ7 = η40 + η04 + 2η22

(2)
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ψ8 = (η40 − η04)[(η30 + η12)
2
− (η03 + η21)

2
]

+ 4(η31 + η13)(η30 + η12)(η03 + η21) (3)

ψ9 = 2(η40 − η04)(η30 + η12)(η21 + η03)

− 2(η31 + η13)[(η30 + η12)
2
− (η21 + η03)

2
] (4)

ψ10 = (η40 − 6η22 + η04)

{[(η30 + η12)
2
− (η21 + η03)

2
]
2

−

4(η30 + η12)
2
(η03 + η21)

2
}

+ 16(η31 − η13)(η30 + η12)(η03

+ η21)[(η30 + η12)
2
− (η03 + η21)

2
] (5)

ψ11 = 4(η40 − 6η22 + η04)(η30+

η12)(η03 + η21)[(η30 + η12)
2
− (η03 + η21)

2
]

− 4(η31 − η13){[(η30 + η12)
2
− (η03 + η21)

2
]
2

− 4(η30 + η12)
2
(η03 + η21)

2
} (6)

Where ηpq are the normalised central moments. The
equivalence of Hu’s moments to Flusser’s is as follows:
ψ1 = φ1, ψ2 = φ4, ψ3 = φ5, ψ4 = φ6, ψ5 = φ7.

A. Invariance to scaling and rotation in practice

Figure 2 shows the invariance to rotation for the 11 moment
invariants. To create the figure, all the 2425 images were
rotated from -45 to 45 degrees, with 5 degrees intervals. The
moments were computed for each rotated image and the results
were coalesced into mean and standard deviation. The relative
standard deviation was computed for each one of the 2425
cases. The figure shows the mean of the relative standard
deviation, a measure that shows how true the invariance
is when considering resampling ”noise” and implementation
issues such as precision.
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Fig. 2. Rotation invariance for the 11 moments. Mean Relative standard
deviation for grey-scale, binary and contour images.

As expected, the best invariance is achieved when using the
grey-scale images. The binary images present a slightly lower
invariance properties. The contours, due to the more limited
number of pixels that are different than zero, has the worst
invariance to rotation.

Figure 3 shows the invariance to scaling for the 11 moment
invariants. The figure was created in the same way as 2. All
the 2425 images were scaled from 50% up to 200%, with
10% intervals. The mean of the relative standard deviation is
shown.
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Fig. 3. Scaling invariance for the 11 moments. Mean Relative standard
deviation for grey-scale, binary and contour images.

The same trend was observed with scaling, with the best
invariance characteristics for the grey-scale images and the
worst for the contour images. These results did not surprise
because the Moment Invariants should be sensitive to noise.
With a smaller number of points to smooth the noise, it
was expected that with the contours the invariance would be
worse than compared to grey-scale images. The geometric
transformations may displace pixels in the contour images,
making the relative distance between the pixels and the centre
of mass of the contour to vary more wildly, and therefore
yielding slightly different moments.

B. Invariance per class

We separated classes from figures 2 and 3 in order to analyse
the effect of different images on the geometric invariance.
It should be stressed that the next figures do not show the
standard deviation per class, but rather the average of the
relative standard deviation for each image of that class.

The best geometric invariance per class was for class ’3’
(figure 4). For class ’3’ the relative standard deviation was
above 0.1 for ψ11 and below for all other ψn. The worst result
for the invariance was for class ’6’ (figure 5). For class ’6’,
only two of the moments had the relative standard deviation
below the 0.1 line.
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Fig. 4. Invariance characteristics for class 3. In this plot all rotations and
scaling were used for all original ’3’ images.
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Fig. 5. Invariance characteristics for class 6. In this plot all rotations and
scaling were used for all original ’6’ images.

V. FOURIER DESCRIPTORS

Fourier Descriptors are a form of harmonic analysis of
the shape signature, which is a function derived from the
shape’s boundary coordinates. They are computed by taking
the Fourier transform of the shape signature and normalising
the resulting coefficients in a way that would result in a
set of rotation-, translation- and scale-invariant descriptors.
This normalisation is signature dependent, for example some
signatures (e.g. periodic cumulative angular function) are
already invariant to the above transformation and do not
require normalisation. A number of shape signatures have been
described in the literature: complex coordinates, curvature
function, cumulative angles, central distance, etc. The choice
of the shape signature has an effect on the resulting Fourier
Descriptors and may have effect on their invariance, as well
as discrimination power. Zhang and Lu [15] have shown that
central distance outperforms other types of signatures; how-

ever, this was shown in the context of image retrieval. Hence,
we utilised the central difference shape signature, as well as
another popular signature, based on complex coordinates.

The central distance shape signature is computed from the
set of object’s contour’s coordinates (xn, yn) by comput-
ing the distance between each coordinate and the object’s
centroid. The complex coordinates-based shape signature is
computed by transforming the 2D coordinates of each contour
point (xn, yn) to a 1D complex coordinate (xn + iyn). The
resulting shape signatures generated from our test images
generally contained between 1500 and 3000 samples. These
were resampled at 256 locations uniformly spread around
the contour using linear interpolation. The discrete Fourier
transform was then computed and the resulting coefficients
were normalised in the following way. For the central distance
shape signature, the signature itself is rotation and translation
invariant; hence, the Fourier transform coefficient were nor-
malised by the magnitude of the DC component to make the
FDs scale invariant. Since the shape signature is a sequence
of real numbers, applying the Fourier transform results in a
set of conjugate symmetric coefficients. We found it sufficient
to keep the 9 lowest frequencies. in the case of complex
coordinates signature shape, the DC component was discarded
to make it translation invariant, the remaining coefficients were
normalised by the magnitude of the first positive coefficient
to make it scale invariant, and the phase information was
discarded to make it rotation invariant. As this shape signature
is a sequence of complex numbers, we have kept coefficients
[−5,−4,−3,−2,−1, 3, 4, 5] as the nine Fourier Descriptors.

Figure 6 shows the effect of rotation on FDs computed using
both shape signatures. Both of these show similar degree of
invariance to each other and a higher degree of invariance
in comparison to the moment invariants computed from the
contours. The Fourier Descriptors’ amount of invariance is
more similar to that of the binary moment invariants. Scal-
ing of the images produces much the same results for the
FDs. The amount of variability in these results may seem
high in comparison to the theoretic invariance of the Fourier
Descriptors; however, when compared to between-the-images
variability within the same class, it appears not as significant.
Figure 7 shows a plot of relative standard deviation computed
over the original images (no scaling or rotation) of the same
class and averaged over all 36 classes and a plot of relative
standard deviation computed as before, but this time with both
scaling and rotation for comparison.

VI. CHARACTERISTICS FOR FDS AND MIS

Some gestures could be merged into a single class, either
because they are too similar (e.g., ’0’ and ’O’) or because
they are slightly rotated in relation to each other (the cases
of ’I’ with ’J’ and ’Z’ with ’1’). Other gestures have subtle
differences that may show in one feature set, but not in others.
E.g., gesture ’T’ and ’E’ differ only by the position of the
thumb, and there may be very little difference between the
image contours.

The Euclidean distances are plotted between the 36 classes
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Fig. 7. This plot shows total scaling and rotation standard deviation for the
FDs is much smaller than the average standard deviation within each class.

in figure 8. Although this result cannot be in itself used to
determine the discrimination power of a set of features, it
can be used to gather data about how the various classes are
distributed. If the distance is larger than the average, those two
classes will be easily separable, even using a simple classifier
based on thresholds. If the distance is small, nothing can be
concluded, as those classes might still be separable when using
a more sophisticated classification algorithm.

We noticed three important trends. Firstly, the fact that the
feature set is invariant does not mean that it produces separable
classes. It may be the case that the feature is robust to a certain
transformation, but not discriminative enough for the defined
classes. Secondly, the invariance to scaling and rotation for
a single hand sample is so small, when compared to other
hand samples of the same class, that for practical purposes
one can consider that both, the Moment Invariants and the
Fourier Descriptors are truly invariant. The exception would

be the Moment Invariants computed from the contours of the
images, as this had the largest relative standard deviation of all
5 feature sets. And thirdly, using different shape signatures for
FDs may result in different discrimination powers. Building a
classifier using multiple shape signatures may prove beneficial.

VII. CONCLUSION

This paper compared two feature extraction methods, Mo-
ment Invariants against Fourier Descriptors. Despite the fact
that the theoretical invariance is not true for digital images and
for the limited precision of the implementation, little effect
was noticed in terms of the standard deviation for rotation
and scaling of the same hand image sample.

Although the discrimination cannot be fully determined
from the simple analysis carried out by computing the Eu-
clidean distances, it gives some insights on how difficult (or
how easy) it is to train a classifier between those classes.
For the cases where the distances are larger, it might even
be straightforward to find simple thresholds to separate the
classes. For the cases where the distances are smaller, thresh-
olds will not suffice. Originally we intended to show the
discrimination power using a metric based on Mahalanobis
distance; however, computation of the inverse of Moment
Invariants’ covariance matrix proved to be rather difficult with
’double’ precision, because of severe ill-conditioning.

Also, it shows which classes are likely to be merged.
We notice that certain images would yield similar contours,
because the correspondent ASL gesture only differs by the
position of the thumb. The Fourier Descriptors or the Moment
Invariants computed from the contours would not be able to
differentiate such classes.

For future work we intend to carry out further discrimination
analysis using Mahalanobis distance. We also intend to include
other feature extraction methods, such as Zernike moments.
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Fig. 8. Euclidean distances between classes for the Moment Invariants using grey (left) and binary (right) images. Circle diameters are proportional to the
Euclidean distance. Because these are arbitrarily scaled, comparison is only valid within each figure.
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Abstract—Nanocrystallography is a form of X-ray coherent
diffraction imaging that utilises a stream of small crystals of
the biological assembly under study. These small crystallites
are termed nanocrystals in contrast to the large crystals used
in conventional X-ray crystallography. Diffraction snapshots of
individual nanocrystals can be obtained using femtosecond pulses
from an X-ray free-electron laser. A key advantage of nanocrys-
tallography is that many membrane proteins for example do
not easily form large crystals, but do form nanocrystals and
thus crystallography techniques can be applied to image these
previously inaccessible structures. Here we present results from
a study of the performance of phase retrieval algorithms in the
context of nanocrystallography. We use a signal-to-noise ratio
that is modulated by the interference function averaged over a
distribution of crystallite sizes and investigate convergence of the
difference map algorithm for phase retrieval as a function of the
overall SNR. The results give a picture of the noise levels and
crystallite sizes that can be tolerated in nanocrystallography.

I. INTRODUCTION

X-ray crystallography is a technique for imaging single
biological molecules using X-rays diffracted from a cyrstalline
specimen. Since the diffracted X-ray amplitude is the Fourier
transform of the electron density in the crystal (from which
the positions of the atoms in the molecule can be inferred), in
principle this electron density can be recovered by the inverse
Fourier transformation. There are three difficulties however.
First, only the amplitude, but not the phase, of the diffracted
X-rays can be measured - this is an example of what is often
called a “phase problem” where the Fourier phase information
is lost and needs to be retrieved. Second, since the crystal
is periodic, its Fourier transform, i.e. the diffracted X-ray
amplitudes, are discrete in Fourier space and we observe
the so-called Bragg reflections or Bragg peaks. These peaks
undersample the amplitude of the diffraction pattern and so
the phase problem is underdetermined. The third difficulty
of X-ray crystallography is simply that for some molecular
assemblies the sample of interest cannot be easily crystallised.

The first obstacle is addressed by various techniques that
make use of either additional experimental data or information
on a related molecule [1]. The second and third difficulties
of coherent X-ray diffraction imaging - the undersampling of
the diffraction pattern and the crystallisation problem, have
spurred much of the effort to extend traditional crystallography
techniques to either single molecules or to crystals with a
small number of unit cells, termed “nanocrystals”. In contrast

to larger crystals with many unit cells, small crystals avoid
the need to crystallise the molecular sample in question and
provide information on the continuous diffraction pattern from
a single molecule.

It is not until very recently that the imaging of nanocrystals
has been practically achieved. This is because without the
repetition of a large number of unit cells from conventional
crystals, the diffracted signal levels drop significantly and
the detection process is overwhelmed by noise. The simplest
way to overcome this problem is to increase the power
of the incident X-ray beam, giving a better signal-to-noise
ratio (SNR). However in doing so, the biological specimen
can sustain severe radiation damage, resulting in a change
in its intrinsic structure; or worse, its destruction. Intense,
ultrafast X-ray pulses created in accelerator facilities such
as the Linac Coherent Light Source (LCLS) at the Stanford
Linear Accelerator Center in the US provide a solution to this
conundrum. These so-called X-ray free-electron lasers (XFEL)
generate pulses of X-rays lasting only around 100fs but have
an average of 1012 photons per pulse [2]. With these intense
femtosecond X-ray pulses, appropriate signal levels can be
obtained for nanocrystals before radiation damage occurs [3].

The potential of this approach has been demonstrated by
assembling structure factor data from nanocrystals of pho-
tosystem I and showing that they are consistent with the
known structure [4-6]. Since diffraction from nanocrystals
gives information between the Bragg reflections, one approach
is to collect such data and perform structure determination ab
initio using a phase retrieval algorithm. The feasibility of this
method has been demonstrated successfully by recovering the
molecular transform using simulated nanocrystal diffraction
data from the small protein alpha-conotoxin PnIB [7]. Here we
explore the effect of noise on phase retrieval in nanocrystalline
coherent X-ray imaging.

II. DIFFRACTION BY A COLLECTION OF NANOCRYSTALS

Consider the 1-dimensional case where the molecule’s elec-
tron density is denoted by f(x) and is repeated within unit
cells of width a, N times along the x direction as shown in
Figure 1. The result is a 1-dimensional crystal with a density
g(x) composed of repeated copies of f(x) which can be
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Fig. 1. Schematic view of a 1-dimensional nanocrystal.

expressed as a convolution with a train of delta functions,

g(x) = f(x)⊗
N−1∑
h=0

δ(x− ha). (1)

The resulting complex X-ray diffraction amplitude is the
Fourier transform of g(x); namely, G(u). It is easily shown
that

G(u) = F (u)
sin (πauN)

sin (πau)
e−jπau(N−1), (2)

where F (u) is what we are interested in - the transform of
the molecular density in question. We write equation (2) in
the form

G(u) = F (u)SN (u), (3)

where

SN (u) =
sin (πauN)

sin (πau)
e−jπau(N−1) (4)

is called the interference function.
In practice, nanocrystals of the biological sample of interest

are delivered to the high intensity femtosecond X-ray pulses
through an ejector nozzle as shown conceptually in Figure
2. The intensity of a single diffraction pattern is the squared
magnitude of the transform of the crystal, |G(u)|2. If we de-
note P (N) as the probability density function for the sizes of
the ejected nanocrystals, then the diffraction intensity averaged
over a large collection of individual diffraction patterns is

I(u) =
∑
all N

P (N) |G(u)|2 , (5)

giving
I(u) = |F (u)|2 |Q(u)|2 , (6)

where

Q(u) =

√√√√∑
all N

P (N)

(
sin (πauN)

sin (πau)

)2

(7)

is the averaged interference function.
The recorded diffraction patterns are first analysed to select

those that derive from a single nanocrystal. The interference
function around each Bragg reflection can then be averaged
to obtain Q(u) for the particular crystallite size distribution
of the particular experiment. The desired molecular transform
amplitude |F (u)| is therefore calculated from the diffraction
data I(u) as |F (u)| =√I(u)/Q(u).

Fig. 2. Experimental set-up of diffraction pattern measurements from a
stream of nanocyrstals.

The measured intensity in practice will always contain some
noise n(u) and so assuming this noise is additive, the estimate
of the magnitude of the molecular transform is

|F (u)|meas = |F (u)|+ n(u)

Q(u)
. (8)

The measurement noise is therefore amplified by the inverse
of the averaged interference function Q(u).

Figure 3(a) shows the normalised amplitude of the averaged
interference function for a collection of nanocrystals with a
Gaussian size distribution. The mean crystallite size is 10 unit
cells and the standard deviation is 2 unit cells. It can be seen
that the peaks of Q(u) centre around integer multiples of
the inverse unit cell width, 1/a, where a = 1 in this case.
These points are known as the reciprocal lattice points and
this is what gives rise to the Bragg peaks seen in measured
diffraction patterns. As the nanocrystals’ sizes increase, these
peaks become concentrated at the lattice points and the result
is a discrete diffraction pattern. The data between the Bragg
peaks are thus lost for large crystals. The noise amplification
or 1/Q(u) is shown in Figure 3(b). Although the above
description is in one dimension, it extends straightforwardly
to three dimensions as is required in crystallography.

Thus, the sizes of the nanocrystals and their distribution
determines the level of noise corruption in the measured data,
which in turn poses a significant influence on the process
of retrieving the Fourier phases in order to reconstruct the
electron density of the molecule.

III. PHASE RETRIEVAL

To retrieve the Fourier phases when only the magnitudes
are known is by itself not possible in principle as these two
quantities are independent of one another. However in practice
we can utilise further information specific to the problem at
hand. For example the knowledge that all objects in practice
are non-negative and of finite extent helps a great deal in
constraining the problem to allow us to arrive at a unique
solution of the phases [8]. The formulation of the problem
then becomes that of trying to find the intersection between
two constraint sets: the set of all possible objects that have
the measured Fourier modulus and the set of all possible
objects that are contained within the given finite-extent region
termed the support. The object in our case is the electron
density of the biological molecule in question. In this paper,
the terms “objects”, “images” and “densities” shall be used
interchangeably and assumed to have the same meaning.
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(a)

(b)

Fig. 3. The averaged interference function and its inverse for a normally
distributed collection of nanocrystals with a mean crystallite size of 10 and a
standard deviation of 2. (a) The normalised function Q(u) and (b) 1/Q(u).

Iterative projection algorithms (IPAs) are specifically de-
signed to tackle these constraint satisfaction problems. They
seek out the intersection between two constraint sets by
iteratively searching through the multi-dimensional space that
the problem resides in using operators called projections and
a solution can usually be found. It is convenient to formulate
IPAs as operations on vectors in an n-dimensional metric
space. A vector x = (x1, x2, · · · , xn) in this space represents
an n-pixel image where each of its n components correspond
to the value of a particular pixel. These n coordinates form an
orthogonal basis for the corresponding n-dimensional space.

A projection PA is then defined as an operation that takes
a point in this metric space to the closest point on some set
A in this space. For example, the support constraint in phase
retrieval requires the density in question to be zero outside a
support region S. The projection operator, PS , that achieves
this is obtained by setting all values of the image outside the

support to zero. So for all i = 1, · · · , n we have,

PSx =

{
xi if xi ∈ S

0 otherwise.
(9)

Similarly, in the Fourier domain, the projection PM sets the
magnitude of a complex number to that of the measured
magnitude whilst leaving the phases unchanged. The set of
all complex numbers that have the same magnitude defines a
circle on the complex plane, therefore the projection involves
moving the target point radially to the closest point on the cir-
cle. In practice, the Fourier transform and the inverse Fourier
transform required to move the image back-and-forth between
the object domain and the frequency domain is incorporated
into the PM projection operator itself.

At the nth iteration of an IPA, the current iterate xn is
updated to form the next iterate xn+1. The update rule of the
algorithm is a combination of the projections PS , PM and the
identity operator I , where different IPAs are distinguished by
different update rules.

One of the most effective IPAs to date was proposed by
Elser [9]. This so called difference map (DM) algorithm
involves the use of three independent parameters γS , γM and
β and takes the form

xn+1 =
(
I + β (PSFM − PMFS)

)
xn (10)

where
FS = (1 + γM )PS − γMI,

FM = (1 + γS)PM − γSI.

FS and FM are called “relaxed projections”. Elser suggested
as possible values for optimum performance, the values γS =
−1/β and γM = 1/β. For the DM algorithm, the iterate itself is
not an estimate of the solution and an estimate of the solution
xsoln can be obtained as

xsoln = PSFMxn.

The DM algorithm has good global convergence properties
and is thus the algorithm we chose to apply to our nanocrys-
tallography phase retrieval problem.

IV. SIMULATION SETUP

Simulations are carried out in two dimensions. A 2-
dimensional section of the membrane protein erythrocyte
aquaporin 1 (AQP1) [10] as shown in the top left of Figure
4(a) is used as the test object in our nanocrystallography
phase retrieval simulations using MATLAB. This section of
a single AQP1 molecule is embedded in a 71×71 array
and zero-padded to 142×142. As a result of this two-times
oversampling, the diffraction data lie at the Bragg peaks and
halfway in between.

The Fourier transform of the image is calculated and used
as the true diffraction magnitudes. To simulate the diffraction
data measured in practice, this true magnitude is corrupted
by additive Gaussian noise with zero mean and amplified by
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the inverse averaged interference function in 2-dimensions in
accord with equation (8).

The mask for the support projection of the DM algorithm
is a circle slightly larger than the circular image of the protein
itself. The nanocrystals in our simulations are assumed to be 2-
dimensional and square. A normal distribution with a standard
deviation one-fifth of the mean is used as the probability
distribution for the sizes of the nanocrystals. The origin term of
the Fourier magnitude is also discarded to simulate the effect
of the X-ray beam-stop.

V. RESULTS

Results after the application of 1000 iterations of the
DM algorithm for the case of a collection of 2-dimensional
nanocrystals with a mean crystallite size of 10 are shown in
Figure 4. Two metrics are used to gauge the convergence of the
algorithm. The first is the difference between the next iterate
and the current iterate, denoted by Δ = ||xn+1 − xn|| where
the norm used is the Euclidean norm. Small values of Δ signal
the convergence of the iterate and the consequent arrival at a
fixed point. The second metric is the so-called R-factor and is
the standard quantity used in crystallography to measure the
difference between the diffraction data and that predicted by
the solution. It is defined as

R =
Σu

∣∣ |F (u)|meas − |F̂ (u)|∣∣
Σu |F (u)|meas

where |F (u)|meas is the measured amplitude and |F̂ (u)| is the
magnitude of the estimate of the solution. In general, an R-
factor of less than 0.25 indicates an acceptable reconstruction.

The top right-hand corner of figure 4(a) shows the recon-
struction for the noiseless case acting as the control scenario
for our simulation. We see that both error metrics drop
rapidly with increasing iteration and the final R-factor is
approximately 1 × 10−3 indicating a perfect reconstruction.
This also signals the correct functioning of the algorithm.
With a slightly elevated noise level, the reconstructed image
is shown in the bottom right of the same figure. The noise-
to-signal-ratio (NSR) for this case is around 3.7 × 10−4,
however after amplification, the effective NSR is around 4%.
The reconstruction is still fairly reasonable as indicated by
the final R-factor value of 0.14. Lastly, a case where the noise
level is too high for a good reconstruction is shown in the
bottom left. The original NSR is 3.5×10−3 whereas the NSR
after amplification is around 30%. The final R-factor is 0.68.

As the mean crystallite size increases, the diffraction ampli-
tudes between the Bragg reflections are further attenuated and
the noise amplification increases. The overall noise amplifica-
tion of all the data can be calculated as a function of the mean
crystallite size and is shown in Figure 5. A quadratic increase
in the noise amplification is seen as the mean size of the
nanocrystals gets larger. Note that even for small crystallites,
the noise amplification is still quite significant as a mean
crystallite size of 10 gives around a hundred-fold increase in
the noise level.

(a)

(b)

Fig. 4. Results for a nanocrystallography phase retrieval simulation. (a)
Reconstructions obtained using the DM algorithm; clockwise from top-left is
the original image, the noiseless case, NSR=3.7×10−4, and NSR=3.5×10−3.
(b) Error metrics Δ and R-factor from the reconstructions in (a).

The simulations described above were repated for a range
of NSRs and mean crystallite sizes and the error metrics
obtained are plotted in Figure 6. These results are plotted
for the iteration where the R-factor is a minimum. A distinct
hyperbolic region can be seen in the contour plots. This is
the convergence region of our particular nanocrystallography
phase retrieval problem. The large flat region of the R-factor
indicates that the metric never falls below its initial value
during the 1000 iterations that the DM algorithm ran for and
signals the breakdown in the convergence of phase retrieval
from small crystals for these parameter values.
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Fig. 5. Noise amplification with respect to the mean crystallite size in a
collection of normally distributed nanocrystals with a standard deviation one-
fifth of the mean.

Inspection of Figure 6 also shows that convergence of the
algorithm, Δ, deteriorates smoothly as the noise levels and
crystallite sizes increase. However, the R-factor results show
that acceptable reconstructions are obtained only for quite low
noise levels and small crystallite sizes.

VI. DISCUSSION

The diffraction from a nanocrystal corresponds to the molec-
ular transform modulated by the transform of the crystallite
shape function centred at the reciprocal lattice points. This
means that the molecular transform can be measured between
the reciprocal lattice points, albeit the transform is attenuated;
or equivalently, the noise is amplified. The result is that the
amplitudes between the Bragg reflections are measured at a
lower signal-to-noise ratio than for the amplitudes measured
at the Bragg reflections themselves.

Simulation results on the performance of phase retrieval
in the presence of a variable noise of this kind show a
hyperbolic convergence region as a function of mean crystallite
size and measurement noise. Successful reconstruction is very
sensitive to the noise level and crystallite size. However, these
results are probably a little pessimistic since the simulations
were conducted in two dimensions and the problem will be
better determined in three dimensions. Furthermore, a greater
degree of oversampling may improve the stability. In the case
presented here the crystallographic symmetry was not taken
into account. Application of this symmetry should improve
the reconstructions. A Poisson noise model may be more
appropriate than a Gaussian one considering the low photon
count in these experiments. The effect of a weaker diffraction
and hence a higher noise level for smaller nanocrystals has also
not been incorporated. It is possible in addition that the large
surface-to-volume ratio of small crystallites may introduce
disorder that could produce variations in the interference
function over the diffraction pattern.

In summary, the results presented here indicate that while
promising, ab initio phasing in nanocrystallography will need
to overcome significant noise sensitivity.

(a)

(b)

Fig. 6. Overall effect of varying the mean crystallite size and the noise level
on the measured Fourier amplitude. (a) and (b) are contour plots of Δ and
the R-factor, respectively. Contour levels are from 0.1 to 1.0 in steps of 0.1,
increasing from the lower left to the upper right.
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Abstract- This paper presents an automated and clinically-
tested method for detection of brain abnormalities and tumor-
edema segmentation using the MRI sequences. Since currently 
available detection methods involve large amount of training 
data and rely on standard models, templates and atlases, they 
are applicable only to a limited domain of brain abnormalities. 
On the other hand our proposed method can detect injuries 
from a wide variety of brain images as it follows a 
Radiologist’s approach to the brain diagnosis using multiple 
MRI sequences instead of any prior models or training phases. 
Our procedure consists of the following steps: a) Pre-
processing of the MRI sequences, T2, T1 and T1 post contrast 
for size standardization, contrast equalization and division into 
active cells b) Identification of the T2 MRI sequence as normal 
or abnormal by exploiting the vertical symmetry of the brain c) 
Determination of the region of abnormality using its hyper-
intense nature. d) Separation of tumor from edema using the 
T1 and its post-contrast (enhanced) sequences and e) 
Estimation of the volume of tumor found and generation of an 
anatomical differential of the possible disorders. This 
approach has been tested on more than a hundred real dataset 
both normal and abnormal representing tumors of different 
shapes, locations and sizes and results being checked by 
radiologists thus defining an efficient and robust technique for 
automated detection and segmentation of brain tumors. 

Keywords- Automated brain tumor detection; Tumor-edema 
segmentation; robust estimation; Brain symmetry; Intensity 
outliers; Brain anatomical classification; T2, T1 MR images 

I.  INTRODUCTION  
Diagnosis of Neuro Disorders has always been a 

challenging area for Medical Science because of the high 
complexity in the anatomical structure of brain, large 
variations in size, location and form of the brain tumors and 
the factors like patient’s age, his pathological history and 
symptoms which demand highly specialized skills of the 
radiologists and the complete clinical examination of the 
patient. The situation gets critical because of the ever 
increasing count of the patients suffering from Neuro 
disorders from year to year throughout the world. It is even   
worse in developing nations like India where the Radiology 
group is too small and so is exposed to nearly 3-4 times the 
number of patients as compared to radiologists of other 
therefore is exposed to a large number of patients leading to 

a huge manual workload which is both time consuming and 
error prone.  
This makes the automatic brain disorder detection not only 
desirable but also extremely essential. Over the decade, 
many methods have been proposed to make tumor 
segmentation automatic based on 2D and 3D image analysis 
algorithms like neural networks[1-2], support vector 
machine (SVM)[3], atlas based method[4], and outlier 
detection[5-6]. But unfortunately, in order to obtain 
satisfactory results by the above methods, either a complex 
prior model or a large amount of training data is required, 
thus restricting the range of application by the domain of 
training phase. Considering the above shortcomings, this 
paper gives an intuitive method which integrates the 
Radiologist perception with the Image processing 
techniques for the diagnosis of brain abnormalities. Unlike 
others, this approach uses multiple MRI sequences and the 
vertical symmetry of the brain which can be implemented in 
real-time and is robust to change in parameters, therefore is 
applicable to a much wider range of MRI data.  

The rest of this paper is organized as follows. In section 2, 
we give an overview of the related work done in the brain 
abnormality detection or Tumor-Edema separation and our 
contributions. In section 3, the technical details of our work 
are provided and discussed. Section 4 gives experimental 
results. Finally, conclusion and future work are given in 
section 5. 

II. RELATED WORKS AND OUR CONTRIBUTION 

A. Related Works 
Computer aided detection of brain tumors is one of the 

most difficult issues in field of abnormal tissue 
segmentations because of many challenges. The brain 
injuries are of varied shapes and can also deform other 
normal and healthy tissue structures. Intensity distribution of 
normal tissues is very complicated and there exist some 
overlaps between different types of tissues. All the brain 
disorder segmentation methods use the central-dogma of the 
difference of the abnormal brain MRI from its normal 
counterpart. Over the last decade various approaches have 
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been proposed for the same. Some regarded the segmentation 
task a tissue recognition problem, which meant using a well-
trained model that can determine whether a pixel/voxel 
belongs to a normal or abnormal tissue based on neural 
network approach. However, use of training data restricts the 
efficiency of the method to the domain of the training data 
and is time consuming as well as couldn’t be applied to real-
time problems. Another approach is based on building a 

stochastic model for the normal brain tissues and using it as a 
template for registration with the abnormal MRI image. 
However, it has been always challenging to build a complete 
prior model in order to cover enough tissue information. 
Detailed comparison of the previous related works and this 
paper with their positives and limitations has been done in 
Table 1 

TABLE I 
 

Author Approach Dataset and MRI 
Sequences used 

Positives Limitations 

Marcel 
Prastaw
a et al 

Outlier 
detection 
followed by 
geometric and 
spatial 
constraints 

- 3 real datasets 

- T1 and T2 
sequences 

- Use of registered 
probabilistic brain 
atlas  

- Use of dual-channel MRI sequences 

- Use of  blobby nature of tumor and  
contiguous nature of edema with tumor 

- Use of intensity as a method of 
classification of brain matter for  outlier 
detection can leave out half-enhanced cases 
or may include false positive cases 

- Use of the reference(template) image limits 
the efficiency of the results to the accuracy 
of the template/atlas and so makes it non-
real time in nature 

- Use of T2 channel for separation of tumor 
and edema is restricted to specific cases 
having distinct non-overlapping tumor-
edema intensities only 

J. Zhou 
et al 

Image 
segmentation 
using one-class 
support vector 
machine (SVM) 

- 24 MRI images 

 

- Use of  no a priori  information 
- Does not rely on any template image 

- No structured use of the MRI sequences 

- Requires training 

- Lot of human interference to set up SVM 
parameters 

Amir 
Ehsan 

Lashkar 

Neural 
Network-based 
method using 
Zernike and 
Geometric 
moments 

- 160 cases for 
Training Phase 

- 40 cases for 
Testing Phase 

- Use of large data set  

- Handling of false positive and negative 
cases separately 

- Calculation of performance parameters 
– specificity, accuracy 

- Use of  no specific MRI sequence 

- Use of training limits the accuracy of the 
method to the domain of the training phase 
which makes  it local and non-robust 

- Time consuming and can’t be implemented 
in real-time 

Yu Sun 
et al 

Symmetry 
Integration in 
several steps 
associated with 
segmentation, 
clustering and 
classification. 

-  MRI sequences 
of 2 
patients, with 16 
slices for each 

 

- Use of no prior model or template 

- No training required 

- Comparison of results with ground-truth 

- Use of  no specific MRI sequence and so 
unstructured in nature 

- Use of mere Symmetry based approach for 
classifying normal and abnormal tissues can 
lead to false results in case of asymmetrical 
age-related calcifications and artifacts in 
brain which are non-tumor in nature 

- Use of small and unstructured dataset 
restricts the generality and clinical 
applicability   

This 
Paper 

Local 
Symmetry along 
with intensity 
thresholding 
which is then 
checked by 
corresponding 
T1 and T1 post 
contrast 
sequences 

- 120 cases (65 
normal + 55 
abnormal) 
- 3 sequences, T1, 
T2 and T1 post 
contrast each 
having 20 slices   

 

- No use of atlas or registration or any 
training or testing methods 

- Structured approach because of use of 
multiple MR sequences 

- Can be applied in real time 

- Clinically reliable as a detailed report is 
provided 

- Very large database ensure robustness 
and precision   

- Cases involving tumors of the very small, 
less detailed and overlapping regions of 
brain like pineal etc requires more efficient 
technique for segmentation  
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B. Our Contribution 

While the related works in [1-6] either used training or 
registration or a global symmetry-integrated approach for 
brain tumor segmentation, our method approaches this 
problem in a very structured manner with the use of 3 MRI 
sequences, T2, T1 and T1 post contrast. By this approach, we 
overcome the limitations of other methods and make the 
following contributions: 

a) Pre-processing of all the image sequences is done to 
overcome the issue of variation of brain size and brightness 
from person to person and from one MRI centre to another 
respectively. 

b) Division of the entire image into vertically symmetric 32 
active cells is done to reduce averaging and promotes 
enhancing of smaller local asymmetries rather than adopting a 
global symmetric approach as used earlier. 

c) Fusion of symmetry integrated subtraction and intensity 
thresholding on the T2 sequence for abnormality detection 
makes it more precise than just considering symmetry which 
would include cases of age-related asymmetries like 
calcification other than just tumors.  

d) The first time use of T1 post contrast for tumor-edema 
segmentation and then T1 for further verification makes the 
approach more systematic and accurate. 

e) This approach then gives the approximate volume and the 
anatomical location of the tumor by mapping the tumor pixels 
with the biological location in the brain and the classification 
of the possible disorders thus giving a detailed report to the 
radiologist.  

So this paper presents one of the first methods which make 
tumor segmentation fully automatic right from abnormality 
detection to tumor-edema separation and even co-relating it to 
the actual location making it very handy for the radiologists.  

 
 

III. TECHNICAL APPROACH 

A. Input Data Set 
T2, T1 and T1 post-contrast (enhanced) MR Sequences each 
having 20 images, have been used in this approach. 

 

B. Pre-processing 
1) Size Standardization: The variations in the brain size 

and shape of persons need to be taken into account 
before any general technique is applied. To handle 
this issue, each MRI image is first cropped by 
detecting the brain boundary and then resized to 
512x512. (Fig1. B) 
 

2) Contrast Equalization: Another issue is that there 
may be variations in the MR images taken from 
different centers due to change in contrast level. To 
account this, all the images are normalized by 
iteratively increasing or decreasing the average 
global intensity of the image by a small amount ε, till 
we get to a predefined contrast level 

 
3) Division into Active Cells: An 8x8 grid is placed on 

the image creating cells of size 64x64. The cells 
which do not contain any portion of brain or are 
partly filled are removed from consideration. This 
leads to 32 active cells as shown in Fig1.C. These 
active cells are then numbered symmetrically about 
the vertical axis of the brain. This has been done to 
promote local enhancement of asymmetric regions 
thus including even smaller regions of abnormality 
than a global approach which actually averaged out 
that region and thus couldn’t be identified. 
 
 

 

           
            Fig1.           A                        B.  Normalized             C.  Active Cells 

                      Original Image                 Image                            Division 
 

C. Abnormality Detection 
Before identifying tumor and edema, it is necessary to first 
detect regions in the T2 sequence which have properties 
deviating from a normal, healthy brain. Since tumors in the 
lower part of the brain like cerebellum and temporal lobes, are 
smaller in size and conflict with other bony structures which 
are not part of brain, so the analysis was done separately for a) 
Infratentorial b) Supratentorial regions of the brain. 
 

1) Subtraction – Vertical Symmetry Property: As 
mentioned earlier, a T2 MR image would have a 
hyper intense region at the location of Edema and 
Tumor. Using this, the histogram of each cell is 
obtained and subtracted with the corresponding cell 
of the other half. Then the abnormal region in each 
cell is highlighted if its value is greater than a 
particular threshold value ح which has been obtained 
by a similar method on the normal images of 65 
different cases. Fig2. A and B shows the two 
histograms of the active cells of an abnormal image 
and its corresponding normal counterpart. This gives 
the area of asymmetry in the image considered. 
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       Fig2. A and B: Histograms of 10th active cell in the normal and 

abnormal   images 
 

2)  Intensity Thresholding: Due to possible variation in 
the two halves even in the normal brain, Vertical 
Symmetry alone is not reliable. So, now the abnormal 
regions are again identified based on intensity 
thresholding. The threshold μi for each active cell i is 
chosen using the robust estimate of the intensity of white 
matter, gray matter and CSF in the brain using a large 
dataset (Fig3. C). 
 
3)  Fusion and Asymmetric Region Growing: The results 
of 3.3.1 and 3.3.2 are then combined to get the set of 
common active cells of abnormal regions. For each active 
cell ai in the set, we consider its 8-neighbourhood, N8 and 
expand the region of asymmetry using the threshold μi 

.This results in more refined and accurate area of 
abnormality as shown in Fig4.A which is used for tumor 
segmentation. 

 

       
         Fig3.       A.                                B.                                  C.  
          Abnormal Image        Subtraction of          Intensity Thresholding 

                                        after pre-processing     right half from left 
 

D. Tumor-Edema Separation 
Similar pre-processing techniques as above are applied to 
T1 and its enhanced sequence (Fig4.B). 
 
1) Intensity Outliers in T1 post contrast: Using the fact 
that only tumor gets enhanced in T1 post contrast 

sequence while edema don’t, we process the same set of 
active cells given by the previous step in the T1 post 
contrast sequence. Again robust estimate of the white 
matter, gray matter and CSF in a normal T1 post contrast 
image is used to obtain thresholds for identification of 
intensity outliers in each of the active cells of this 
previously found abnormality set (Fig4.C) 

 
     

 
       Fig4.          A.                          B. Pre-processed        C. Intensity 

Outliers 
           Abnormal Region T2          T1 Post-contrast 

 
 

2) Applying Geometric and Spatial Constraints: Along 
with tumor, blood vessels also generally get enhanced by 
the contrast agent and thus get identified in the outlier 
detection. These false positives are removed in multiple 
steps: a) the blobby nature of tumor is exploited to 
remove the small blood vessels using connected 
component algorithm and b) the fact that if any intensity 
outlier is tumor then it must be continued in consecutive 
slices rather than just once. These refine the tumor region 
further (Fig5.A). 

 
3) Verification from T1 Sequence: It may happen that the 
region found in T1 post contrast is not a tumor but some 
other abnormalities like artifacts. So it is necessary to 
check the corresponding region in T1 (Fig5.B), where the 
tumor should not be enhanced. This finally confirms the 
presence of tumor inside the brain. 

 
    

 
      Fig5.         A            B                C 

     Tumor after applying         T1 image verifying          Tumor in red and  
                Constraints                 presence of Tumor           Edema in blue 

 

E. Volume Calculation and Differential Classification 
After the tumor regions are obtained in various slices, we 
generate a detailed report about the state of the patient.  

 
1) Volume Calculation: Calculation of the volume of the 
found tumor is done using the standards of MR Imaging 
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(Slice Separation: 5mm; Slice Thickness: 1.5mm). A 
frustum model is used for the tumor between two 
consecutive slices with  
area Ai =  number of pixels with tumor, converted into 
actual size by using the relation 1 pixel*1pixel = 
(512/22)2  mm2 in the image slice i 
height h =  slice thickness + slice separation  
then the Volume V of the tumor is given by the 
summation of volumes of two consecutive slices, i.e., 

 
V =  Σ ( h/3*(A1 + A2 + (A1*A2)1/2)  ( 1 ) 
 

where A1 and A2 denote the areas of the two consecutive 
slices having tumor. 

 
2)   Differential Classification: The tumor pixels found 
are then mapped to their anatomical locations in the brain. 
Based on this location and the age of patient, the 
differential classification of possible disorders is obtained 
[7]. 

IV. RESULTS 

A.  Dataset: The experimental data set consists of 120 real 
cases, both normal (65) and abnormal (55) each having 20 
slices of T1, T2 and T1 post contrast sequences. 

B. Experimental Results: Our method has successfully 
differentiated between a normal and abnormal case and 
located the region of asymmetry. It has also efficiently 
separated tumor from edema in the abnormal cases along 

with precise calculation of the volume and location of the 
tumor (Fig5C). 

Table II shows 3 sample cases out of the 120 cases of our 
study. Patient 1 has a tumor located in the lower right 
supratentorial region as suggested by his report from the 
Radiologist. Image A shows the original T2 image 
followed by the pre-processed image and then the 
abnormality location. Then using the T1 post contrast 
image (Image D), the method separates tumor from 
edema distinguishing them by different colours in figure 
E.  

The challenging case was to locate tumors of the lower 
part of the brain which included cerebellum in which the 
MRI Image not only contained a smaller brain region but 
also other body parts surrounding it like eyes etc which 
conflicted while locating the intensity outliers of the 
abnormal regions. Patient 2 is one such case. Figure E 
shows the successful detection of tumor by our method in 
this case also. Patient 3 is one of the cases where false 
negatives are likely to come. It does have an abnormality 
in the T2 sequence but does not get enhanced in the post 
contrast sequence, thereby indicating the presence of a 
non-tumor abnormality. This has been successfully found 
by our structured method as when it tries to confirm the 
abnormality located in T2 by the T1 post contrast 
sequence, the unavailability of any enhancement in that 
particular region makes it a doubtful case and demands 
radiologist’s review for its further analysis.  

 
 

TABLE II 
 

PATIENT 1 
 

Slice 
No. 

Original T2 image 
(Pre-processed) 

 
(A) 

Subtraction using 
Symmetry 

 
(B) 

Intensity 
Thresholding 

 
(C) 

Original T1 Post 
Contrast image 
(Pre-processed) 

(D) 

Final Output 
(T2 image) 

 
(E) 

14 

              

15 
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PATIENT 2 
 

6 

             

7 

             
 

PATIENT 3 
 

15 

               

16 

               

So in order to account for such false negative cases, the 
final result is given in three different ways: a) Normal b) 
Abnormal with tumor location and classification c) Needs 
Radiologist’s Review to make it more clinically reliable. 

V. CONCLUSION AND FUTURE WORK 
This paper provides an automated, clinically-tested 
approach for abnormality detection and tumor-edema 
segmentation. The method uses multiple sequences, thus 
making it more structured and overcoming the limitations 
of the earlier methods. It is also clinically more relevant 
as it gives a detailed report based on the tumor detected to 
the radiologist. 
Our future work would be focused on identifying the 
tumors of the very small, less detailed and overlapping 
regions of brain like pineal, pituitary etc. and also 
decrease the number of false negative cases by the use of 
better segmentation algorithms and higher MR sequences. 
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Abstract—A novel optimization scheme in the popular Active
Shape Model (ASM) framework is presented, which increases
the accuracy and robustness of segmentation on multi-view face
images. The shape model is trained on a Gaussian Mixture Model
and then combined with a visibility model of each point for
searching faces. The determininistic fitting scheme in traditional
ASM is substituted by a probabilistic estimation approach. A
set of weighted particles is used to represent each salient feature
point. Integration of the dynamic model with a mixture model not
only improves performance toward the local minima problem, but
also addresses the improper initialisation problem. Furthermore,
combination of the boosted observation model and visibility
model potentially solve the problem of occlusion. The proposed
algorithm is much more robust in multi-view face alignment
and not affected by initialization conditions, as are current ASM
optimization algorithms. Experiments show that the developed
approach provides higher accuracy and increases the convergence
rate in face segmentation on the high resolution PUT [1] public
test data set.

I. INTRODUCTION

There has been significant research into model-based
approaches for the interpretation of face images due to
their capability to represent large variations and different
expressions. In particular, the Active Shape Model(ASM) [2]
has been successfully applied to model human faces in many
computer vision tasks such as face tracking and facial motion
recognition. A number of works [3]–[5] based on the Gaussian
Linear Model with ASM demonstrate the effectiveness and
robustness of using ASM on face images in the frontal view.
However, when the view changes dramatically, the Gaussian
Linear Model fails to model shape variations properly. View
based, non-linear and 3-D approaches have been proposed to
solve the multi-view face registration problem. View based
methods represent large shape variation by sets of small
variations and model each set separately [6], however, such
methods do not regularize shape in a multi-modal framework
and the training data is highly restricted for each distinct
view. Non-linear methods use a nonlinear function to model
the variations of shape and assume that all the feature points
are visible during view changes, while some are occluded
practically [7]. An alternative method is to create a 3-D
shape model instead of a 2-D one to estimate the view
and indicate the occluded points [8], but the sub-space of

plausible solutions is a limitation in 3-D ASM Model, quite
often the projection suffers from high computation cost.

The state-of-art non-linear method Bayesian Mixture Active
Shape Model [9](BMASM) involves a unified framework
for combining multiple shape models into a mixture shape
model. Self-occlusion can be handled by learning visibility
from training data. However, since the texture model used in
the local search of each label point depends on the view, it
is sensitive to the estimation of the hidden view parameter.
With an incorrect initial view, the results become unreliable.

In order to improve the accuracy and solve the initialization
problem, the BMASM method is extended and a novel
Boosted Dynamic Mixture Active Shape Model(BDMASM)
approach is proposed for achieving a multi-view Active Shape
Model. First, a set of weighted particles are used to represent
the location of each feature point, which are varied according
to a boosted regression function on different views. In the
optimization phase, the sequential importance re-sampling
technique is combined with the EM algorithm to estimate the
model parameters, and the particles are propagated randomly
and moving towards higher probabilities, which enlarges the
search range and avoids the improper initialization problem.
A view-based dynamic model is used to predict new locations
for each view based particle set. The predicted sets of
particles are updated based on the observation model and the
suggested shape is output for each view. The visibility model
for each view optimized the observation model to solve the
occlusion problem.

The rest of the paper is organized as follow: related work
and preliminary knowledge are reviewed in Section II and
Section III. The proposed novel BDMASM algorithm is
introduced in Section IV. Experiments and comparisons are
presented to support the method in Section V with conclusion
following in Section VI.

II. BACKGROUND

The ASM proposed by Cootes et al. [2] is one of the most
popular methods for wrapping an initialized shape around
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image features. It models the statistical shape and its variation
over a labeled training set containing a set of salient feature
points such as eyes, nose and mouth in the case of faces.
There are other deformable models such as snakes [10], but
unlike snakes, which have little prior knowledge incorporated,
ASM uses an explicit shape model to place global constraints
on the generated shape. The Active Appearance Model
(AAM) also proposed later by Cootes et al. [11] integrates
a global appearance model into the shape model. Traditional
ASM assumes that the shape variations have a Gaussian
distribution, however, when the pose changes dramatically, the
assumption becomes unreliable due to non-linear variations.

In recent years, many modifications of the general ASM
scheme have been proposed to solve the non-linear problem.
Romdhani et al. [7] use Kernel Principal Components Analysis
and a Support Vector Machine to model nonlinear changes in
3D pose variations. Zhou et al. [12] estimate shape and pose
parameters using Bayesian inference after projecting shapes
into a tangent space. Wang et al. [13] introduce a resampling
scheme to incorporate a pose-dependent appearance model
for multi-view face alignment. A mixture of gaussian models
is employed by Cootes et al. [14] to represent the shape
variation in contrast to assuming a single gaussian distribution
in the classical ASM. Zhou et al. [9] also propose a unified
multi-modal distribution based on a Bayesian mixture model.
However, the estimation of pose parameters depends only
on the observation model due to its local Markov property
and is sensitive to initial parameter choice. To improve the
existing methods, a boosted dynamic ASM [4] combining with
the Bayesian mixture model was proposed to optimize the
local search and parameter estimation. The proposed method,
namely Boosted Dynamic Mixture Active Shape Model (BD-
MASM), avoids some of the bottlenecks in the previous
methods, as well as achieving a comparable results.

III. PRELIMINARY

A. Original Active Shape Model

The Active Shape Model (ASM) consists of statistical shape
modeling and an optimization process which deforms the
shape model to best fit the image data. For general facial
analysis, the shape model is trained with a set of labeled face
images and aligned from one shape to another with a similar-
ity transform containing three pose parameters - translation,
scaling and rotation. The average of all the aligned images
is the mean shape of the training set. Principal Component
Analysis (PCA) is used to model shape variation from the
covariance matrix of those aligned images. Any shape can be
approximated using:

x = x̄+ Pb (1)

where x is a vector of model points in shape space, x̄ is the
mean shape vector of the training samples, P is a matrix of or-
thogonal eigenvectors and b is the shape parameter containing
a vector of weights corresponding to the eigenvectors in P. A

shape vector X in image space is a Euclidian transformation
of the shape model x.

X = M(s, θ)[x] + t (2)

where s, θ and t are the pose parameters of scaling, in-plane
rotation and translation respectively. ASM iteratively updates
the pose and shape parameters to find a shape vector X that
best matches the image information to the local appearance
model. Classical ASM matches the local appearance model
by minimising the Mahalanobis distance of the local eigen
patches.

ASM begins from initialising a start shape Xt at iteration t
either manually or by using some global detector to determine
the face location. It then updates the shape and pose parameters
to best match the image until convergence conditions are met.

B. Bayesian Mixture Active Shape Model (BMASM)

To solve the problem of multi-view face alignment, a
Bayesian mixture model [9] has been proposed to model
the multi-modality and variable feature points in a unified
framework, which involves two novel ideas:

1) The original ASM model is extended to a mixture model
to describe the shape distribution:

p(x|b) =
m∑
i=1

πi(2πσ
2
i )

−Nexp{− 1

2σ2
i

‖x−μ(i)−φ(i)b(i)‖}
(3)

where πi is the cluster weight for view i, m is the
number of mixture models, σ(i) is the covariance matrix,
μ(i) is the mean shape of each cluster and φ(i) is the
principal matrix whose columns are the eigenvectors.

2) A visibility vector is added to all n training data
{(x1, v1), (x2, v2) · · · (xn, vn)}, where v is a vector of
0 or 1 indicating each point’s visibility. For a training
shape x, its probability for belonging to the ith cluster
is denoted as fi(x). Thus the prior visibility of the kth
point is formulated as:

q
(i)
k =

n∑
t=1

vtkfi(x
(t))/

n∑
t=1

fi(x
(t))

and the visibility model is defined as a mixture Bernoulli
model:

p(v) =
m∑
i=1

πi

N∏
k=1

[(q
(i)
k )vk(1− q

(i)
k )1−vk ],

3) With the learned mixture model and visibility model, an
EM framework is used to estimate the shape and pose
parameters (b, θ):

a) Given an hypothesis shape y, the cluster weight πi

is estimated.
b) With πi and y, point visibility in current iteration

is estimated.
c) estimate the hypothesis shape x̂.
d) update the shape parameters.
e) update the pose parameters.
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Fig. 1. Illustration of BDMASM algorithm

IV. BDMASM

Generally, BMASM has certain improvements for multi-
view face alignment. However, it may simply fail due to
improper initialization or be affected by non-linear noisy
images. Thus, probabilistic based ASM becomes an option as
it can estimate better possibilities rather than find an optimal
solution, especially particle filter that is able to approach
an Bayesian optimal estimate on complex distributions. The
combination of BDASM with a mixture model forms the
novel idea of the boosted dynamic mixture active shape
model (BDMASM) framework. The integration of dynamic
information achieves better results for large shape variations
in multi-view facial segmentation. The boosted observation
model is enhanced by a visibility information, which leads
to high performance on occlusion data. More specifically, a
particle based mixture shape prior is introduced instead of a
single shape prior, a boosted regression function is learned on
the Haar-wavelet feature for the observation model to find the
hypothesis shape, and a dynamic displacement is added to each
prior shape based on the previous shape variation. Sequential
importance sampling method is used to optimize the shape
and pose parameter. The interaction between the particle filter
and mixture shape model is shown in Fig. 1. Given a start
shape x, a set of particle shapes was sampled around x,
each particle shape is displaced based on the view based
dynamic model and the weights of particles are calculated
according to the observation model and visible states for
each cluster. The posterior distribution is reconstructed by
sequential importance sampling to focus on particles with
larger weights. The observed shape is formed with weighted
mean shape of the particles. Finally, EM algorithm is applied
to updated the shape and pose parameter.

A. View Based Prior Shape Model

The process of initializing particle shapes from a start shape
is regarded as the fundamental change from deterministic to
probabilistic methods. Unlike BDASM, the mixture model is
composed of a number of independent clusters, where each
cluster has its corresponding shape and appearance model.
Therefore, a set of particle shapes are generated randomly
for each cluster. The view based particle shape model is
interpreted as:

xk
m = x+ rand ∗R; (4)

where xk
m is the kth particle in each cluster m, rand is a

random number distributed as Gaussian with zero mean and
variance of between -1 and 1 and R controls the range of the
noise distribution. Thus the location of the particles of mth
view set are in the range of a circle of radius R and centred
at that feature point.

The particle sets for each view are independent of each
other. Each set has a weight φ indicating the importance of
this set. However, all the particles will be combined together
into one observed shape, which is used to update the pose and
shape parameters to contribute the final shape in the current
iteration. For the next iteration, the final shape becomes the
prior shape and repeated from the random sampling scheme.

B. View Based Dynamic Model

As stated in the previous subsection, each particle set is
independent of the others, thus a dynamic model is used for
each view based particle set. The dynamic model follows the
second order autoregressive model. For each view, the dynamic
information is based on the weighted displacement of the
previous two iterations as follows:

Pred(xk
m|t+1) = xk

m|t +A(xk
m|t − xk

m|t−1)+

B(xk
m|t−1 − xk

m|t−2) + σ
(5)

where t is the number of the iteration, Pred(xk
m|t+1) is a

predicted location of the kth feature point in the mth cluster at
iteration t+1, xk

m|t is the current location, xk
m|t−1 the location

of the previous iteration and xk
m|t−2 that of the iteration two

before, and σ is a white noise process with zero mean and
variance. A and B are two dynamic parameters (coefficients),
which can be determined by a default setting or learned using
the most common least squares method and used to control
the displacement of the dynamic. With the dynamic prior
information, each view based particle set moves according to
the nature of its view, and is used for local texture matching
independently.

C. View Based Observation Model

In the learning phase, the database has been categorized
into several view sets, and the observation model is learned
for each view set based on the boosted Haar-wavelet function.
The processes of learning each observation model are the same
as in previous work [4].

During the search phase, the initialized particle sets in
all the mixtures are random by sampled from the same
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shape, but evolve based on different dynamic models. Particle
sets are derived from their corresponding observation model,
i.e. the confidence values of particles are modeled by their
own view appearance model. However, the confidence values
cannot represent the visible state of the points. Therefore, the
confidence value for each particle is multiplied by its visible
probability for the current iteration. Then the updated particle
sets are re-sampled according to the posterior confidence value
based on the SIR method.

D. Particle Based Observed Shape and Parameter Optimiza-
tion

After re-sampling, the observed shape is derived from the
updated view based particle sets, where the mean shape of
each particle set is calculated for each cluster:

xm =

q∑
k=1

xk
m

q
(6)

and the cluster shapes summed with respect to their weights

y =

M∑
m=1

πm × xm (7)

The primary goal of shape optimization is to update the
underlying shape in shape space according to the observed
shape, then the shape and pose parameters are updated based
on the changes of the underlying shape. During search, the
observed particles are used to update the pose and shape
parameters by the Expectation Maximization algorithm. Ba-
sically, the EM algorithm iterates between an E(Expectation)
Step and an M(Maximization) step. In the E step, the cluster
weight and visible state are re-estimated given the observed
shape. In the M phase, the underlying shape is updated and
parameters determined by variation of the underlying shape.
These steps can be summarized as follows:

1) Given a hypothesis shape y, the cluster weight wi is
estimated:

p(πm|y) ∝ p(πm)p(y|πm) (8)

2) With wi and y, point visibility is estimated:

p(vm|πm, y) ∝ p(vm|πm)

∫
p(y|x, v, θ)fi(x|b)dx (9)

3) the underlying shape x̂ is estimated:

x̂ ∝ fi(x|b)p(y|x, v, θ)p(x|y, v, π) (10)

4) the shape parameters are updated by projecting the shape
to the PCA subspace, which is regularized by shrinking
its weight along each principal direction:

b =
πmΛ

πmΛ + σ2
(φx)) (11)

5) the pose parameters are updated by weighted least
square method:

θ = min{
M∑

m=1

πm(y − Tθ(x))} (12)

TABLE I
DATABASE SPLIT

�����������Database
View clusters Training Dataset Test Dataset Total

Frontal view 308 292 600
Right side view 199 101 300
Total 507 393

E. BDMASM

The whole process of BDMASM is summarised here in-
cluding the learning and search phases. In the learning phase,
the database is split into training and test datasets, with each
dataset containing images that are categorised into different
views. Learning of the shape model are described in Algorithm
1

Algorithm 1 LEARNING SHAPE AND APPEARANCE MODEL

1) For a set of training data, learn a specified number of
view clusters based on Gaussian Mixture Model and EM
algorithm, and combine all the clusters into a unified
mixture model framework as in E.q. 3.

2) For each view based training dataset, extract the Haar-
like features for each training example and learn the
boosted regression function by Gentleboost.

After the learning phase, an M cluster mixture shape model
is obtained where μi, φi, wi, Pi are the centre, covariance,
weight and eigen-matrix for the ith cluster respectively. Given
a start shape, the complete process of BDMASM search is
shown in Algorithm 2.

V. EXPERIMENTS

For evaluation of the proposed method, the BDMASM
framework has been implemented in Matlab. The database
used to evaluate BDMASM contains both frontal and right side
view face images, however, the situation could be complex as
illumination, expression, wearing glasses, beard or moustache
are introduced in the images. BDMASM was trained and tested
on the public PUT database [1] which contains about 10000
face images of 100 different persons with high resolution of
2048 × 1536 pixels. In order to train the two cluster mixture
model, a subset database of 900 images with 600 near front
view images and 300 right side view images is chosen, and
the sub database was randomly split into 507 training data and
393 test data. The number of images in each view contained
in each set is shown in Table I. The test criterion that used to
evaluate the results is:

me =
1

ns
Σd (13)

where d is the point to point error for each individual point
feature location, s the groundtruth inter-ocular distance, and
n is the number of total feature points. There are also some
parameters to be set before the experiment. In the training
phase, a 21 × 21 patch was chosen to extract the Haar-
like features and 50 features were selected through boosting
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Algorithm 2 BDMASM ALGORITHM

1) Initialise start shape X0 by a global face detector with
the average point projected into the bounding box:

X0 ← M [x̄+ Pb0](s0,Θ0) + t0

2) Initialise cluster weights, visibility status, and dynamic
information.

repeat
randomly sample m particle sets
{qi1,2,···N , ωi

1,2,···N} around each salient feature
point i for each view.
for t = 1 to k do

for j = 1 to N do
predict a new location for every parti-
cle set with its corresponding dynamic
model.
for i = 1 to m do

update weight ωj
i for each parti-

cle according to the view based
boosted observation model and
visibility model.

end for
end for
re-sample the particles according to the
weight for each cluster to a new posterior
distribution.
save the displacement between the two iter-
ations Xt+1 −Xt for evolving the particles
in the next iteration.
calculate the observed shape by the summa-
tion of the mean of each view particle set.
estimate cluster weights, visible probabil-
ity and a posterior observed shape based
on EM, update pose and shape parameters
based on EM algorithm.
align the model from the updated pose and
shape parameters to get the final shape Xt+1

and repeat from the random sample step.
end for

until Converged
output the final shape as the result.

iterations; in the search phase, The initial shape was calculated
by wrap the mean shape to the bounding box that was detected
by SNoW face detector [15], 50 particles were randomly
generated from the start shape and α and β in the dynamic
model are set to 1 and 0.5 respectively.

The detection and displacement test methods in [4] were
employed to evaluate and compare the results between
BDASM and BDMASM. The experiments were performed in
the same system environment based on the default parameters.
Besides the whole test data, the split test data of frontal and
right side images were also used for comparison. The results
demonstrate that BDMASM outperforms BDASM in multi-

Fig. 2. BDMASM and BDASM detection search results for front and right
side images

Fig. 3. BDMASM and BDASM detection search results over right side
images

view face segmentation.

A. Detection Based Search

The BDASM and BDMASM detection search results on
the PUT dataset are shown in Fig. 2, where the complete
test data set with front and right side images was evaluated.
For the evaluation of the whole data set, the accumulative
error graph is calculated, where the x coordinate represents
the me error rate, and the y coordinate shows the percentage
of images within that error rate. The results are too close to tell
the difference as both BDASM and BDMASM achieve high
accuracy on the whole dataset, however, BDASM is slightly
better than BDMASM for me < 0.05, but slightly worse for
0.05 < me < 0.1. The reason for such performance is that
BDASM is better than BDMASM on frontal view data, but
worse on right side view data. To demonstrate performance on
a single view, the results considering only the right side face
images are shown in Fig 3. The graph strongly demonstrates
that BDMASM has higher convergence rate than BDASM on
right view facial segmentation.
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Fig. 4. BDMASM and BDASM displacement search results for front and
right side images

Fig. 5. BDMASM and BDASM displacement search results over right side
images

B. Displacement Based Search

To demonstrate that the BDMASM algorithm is not affected
by close initialisation (initialization with small displacement
from the target) and outperforms BDASM in multi-view cases,
displacement based search experiments were then conducted.
The results of displacement search on the entire test data are
shown in Fig. 4. The curve represents the percentage of images
with me < 0.15, where the x coordinate is the displacement
represented by 10%, 20%, 30%, 40% and 50% of inter-ocular
distance, and the y coordinate is the percentage of images
within the specific error rate. The results also indicate that
BDMASM is better than BDASM. For 10% of inter-ocular
displacement, 98% of the images converge with me < 0.15
compared to 95% for BDASM, then there is a slight decrease
for 20% displacement to 95% and 89% respectively. However,
the results of BDMASM drop fast at 40% displacement, and
both the curves intersect at 65%, but BDMASM still remains
better at 50% displacement.

The curves in Fig 5 also show how displacement affects
the search performance for right side images only. It is clear
that BDMASM completely outperforms BDASM on right side
view data.

VI. CONCLUSION

This paper combines a mixture shape model with the
BDASM framework to achieve multi-view face alignment. The
nature of solving multi-view face segmentation problems has
been analysed and the novel framework of BDMASM has been
proposed to integrate those solutions. The contributions of BD-
MASM to multi-view facial segmentation include a solution to
the problems of large shape variation and initilisation based
on dynamic model, and an accurate and robust observation
model based on view based boosted particle filter to solve
non-linear and occlusion problems. Experiments are conducted
to demonstrate the accuracy and robustness of BDMASM on
PUT public multi-view face databases against BDASM. The
evaluation of the results shows the promise of BDMASM in
multi-view facial alignment.
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Computerized Human Ear Recognition System for 
Biometric Security 

 
 

Abstract—Biometric authentication for personal identification is 
very popular now a days. Human ear recognition system is a new 
technology in this field. The change of appearance with the 
expression was a major problem in face biometrics but in case of 
ear biometrics the shape and appearance is fixed. That is why it 
is advantageous to use it for personal identification. In this paper, 
we have proposed a new approach for an automated system for 
human ear identification. Our proposed method consists of three 
stages. In the first stage, preprocessing of ear image is done for its 
contrast enhancement and size normalization. In the second 
stage, features are extracted through Haar wavelets followed by 
ear identification using fast normalized cross correlation in the 
third stage. The proposed method is applied on USTB ear image 
database and IIT Delhi ear image database. Experimental results 
show that our proposed system achieves an average accuracy of 
97.2% and 95.2% on these databases respectively.  
 

Keywords- ear recognition; haar wavelet; fast normalized cross 
correlation; automated system, biometric security 

 

I.  INTRODUCTION  
Biometrics deals with identification of individuals on the basis 
of their physiological and behavioral characteristics. Biometric 
technology is gaining popularity in this modern era for the 
purpose of security and other applications.  
     The new feature in biometrics is human ear which is 
becoming popular. It has several advantages over other 
biometric technologies such as iris, fingerprints, face and 
retinal scans. Ear is large as compared to iris and fingerprint 
and unlike them, the image acquisition of human ear is very 
easy as it can be captured from a distance without the 
cooperation of individual [1]. Human ear contains rich and 
stable features and it is more reliable than face as the structure 
of ear is not subject to change with the age and facial 
expressions. The anatomy of human ear is given in figure 1. It 
shows the standard features of human ear. It has been found 
that no two ears are exactly the same even that of identical 
twins [2] [3]. Therefore it appears that ear biometrics is a good 
solution for computerized human identification and 
verification systems. The major application of this technology 
is crime investigation. Ear features have been used for many 
years in the forensic sciences for recognition.  

 
Figure 1. Anatomy of Human Ear 

  
      There are many approaches in the literature for an 
automated ear recognition system. Alfred Iannarelli [4] was a 
pioneer in this field. He classified the ear into eight parts on 
the basis of 12 measurements. But this method was not 
suitable because of the difficulty of localization of anatomical 
points [4]. Burge and Burger [5] proposed that each 
individual’s ear is modeled as a graph of adjacency that can be 
built using Voronoi diagram of curve segments. For ear 
recognition, they have proposed graph matching algorithm 
which was suitable only for passive identification. Moreno 
also proposed a new method for ear recognition based on outer 
ear contour’s feature points and information that can be 
obtained from shape and wrinkles present in the ear [6]. In [1], 
Hurley proposed an approach based on force field transform in 
which the ear image is considered as an array of Gaussian 
attractors that act as a source of force field. The ear is 
described by small channels by using these directional 
properties of force field. The high order moment invariant 
based technique was used by Wang to extract ear features [7]. 
Mu presented a shape and structural feature based ear 
recognition method for the identification of persons. This edge 
based ear recognition method includes edge detection, ear 
description, feature extraction that is followed by ear 
recognition based on the feature vector which has properties of 
both outer and inner ear (shape and structure) [8]. The 
standard PCA algorithm was used by Chang for ear 
recognition giving a multimodal approach for ear and face 
biometric recognition [3]. Yazdanpanah et al. proposed an ear 
recognition system using bi-orthogonal and Gabor wavelet 
based region covariance matrices approach. They achieved 
good average accuracy on USTB database [9].  Daramola et 
al. proposed an automatic ear recognition system using energy 
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edge density feature and back propagation neural networks 
[10].  
      This paper presents the novel technique for automated 
human ear recognition system. There are three steps of the 
proposed algorithm. In the first step preprocessing is applied 
on the ear image which includes its cropping, size 
normalization and contrast enhancement. In the second step, 
features of ear are extracted using Haar wavelet. In the third 
step of proposed system feature matching is done using fast 
normalized cross correlation (NCC) which gives good results 
for template matching. 
      Rest of the paper is organized as follows. In section II 
proposed ear recognition technology is discussed in detail 
explaining every step of the system. Experimental results are 
discussed in section III and conclusion is given in section IV.  
 

II. PROPOSED SYSTEM 
Figure 2 shows the systematic overview of the human ear 

recognition technology. In the first step image is acquired 
which is then cropped and enhanced in preprocessing stage. In 
feature extraction stage, haar wavelet is applied to get the main 
features of the ear. In the matching stage, fast normalized cross 
correlation technique is used for the recognition of human ear. 
Each of the components in this figure is described in detail in 
this section. 

 
Figure 2: Human Ear Recognition Technology 

 

A. Preprocessing 
Preprocessing of ear image is the first stage in our proposed 
system. Preprocessing is done to segment out the ear image 
from the rest of the head portion of a person. Also, size 
normalization and ear image enhancement is the requirement 
of our proposed system before feature extraction. Images with 
ear rings, other artifacts and occluded with hairs have not been 
processed in this proposed technique. The main steps of 
preprocessing stage are as below: 
� Image is cropped using row and column wise mean based 

scanning from the head image of the person. 

� The cropped images are of different sizes. So size 
normalization of cropped ear images is done to convert 
them to a fixed size of 160x120 pixels. 

� The resized images are converted to grayscale. 
� The contrast enhancement of grayscale image is done using 

contrast limited adaptive histogram equalization [11]. The 
main importance of this method is to define a point 
transformation within a local large template or window 
assuming that the intensity value within that window is a 
stoical representation of local distribution of intensity 
value within a whole ear image. Consider a running 
suimage W(x,y) of NxN pixels centered on a pixel P(i,j), 
the image is fitered with another subimage P(x,y) of NxN 
pixels according to equation (1): 
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where Фw  is defined in equation (2): 
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and min and max are the minimum and maximum intensity 
values in the whole image respectively. w� and w  are 
the local window mean and standard deviation respectively 
and are defined by equation (3) and equation (4) which are 
as follows: 
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This reduces the noise that may be present in the image. 
Hence the image becomes clearer after applying this 
method. Figure 3 shows the preprocessing stage of our 
proposed system. 
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Figure 3. Preprocessing: a)Original Image, b)Cropped Image, c)Resized 

Image, d)Contrast Enhanced Image 
 

B. Feature Extraction 
After the preprocessing module, the next stage of human ear 
recognition system is feature extraction. Feature extraction is 
done using Haar wavelet transform [12]. Haar wavelet is the 
first known wavelet proposed by Alfred Haar in 1909. Let 
Ψ:R→R, the mother Haar wavelet function is defined by 
equation (5): 
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and we can generate any Haar function using equation (6) 
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Where i=0,1,….,2j-1 and j = 0,1,….,log2N-1. Now two 
dimensional Haar wavelet transform can be computed using 
equation (7) 
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Where I(x,y) is a NxN subimage and (2 , ) ( )
j j

iH i t t� � � . 
For the proposed system, we have used Haar wavelet of level 
two on the image for its decomposition. The desired features 
of the ear are extracted using level two which are then used in 
the ear matching stage for the recognition of human ear.  
     Figure 4 shows the feature extraction stage of our proposed 
system.  

 
Figure 4: Second level Haar wavelet decomposition of preprocessed ear image 

 

C. Ear Matching 
After extraction of required features from the ear image, 
matching is done using fast normalized cross correlation. The 
basic expression for NCC is given in equation (8) [13]. 
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Where ,u vI is the mean value of I(x,y) within the area of 
template t shifted to (u,v). The simple NCC based technique 
suffers from many problems since it is not invariant with 
respect to imaging scale, rotation, and perspective distortions. 
Hence fast NCC is used by taking all the features from Haar 
wavelet decomposition in the second stage [13]. A Haar 
wavelet coefficient based feature vector is computed for a test 
image and is correlated with the feature vectors saved in 
database.  Fast NCC for ear recognition is very significant as it 
requires less time for person identification.  

 

III. EXPERIMENTAL RESULTS 
We have tested our proposed algorithm on University of 
Science and Technology Beijing (USTB) ear image database 
[14] and Indian Institute of Technology (IIT) Delhi ear image 
database [15]. USTB ear image database 1 consists of 180 
right ear images, three images per person (60 persons). These 
images are 8 bit gray scale and under different lighting 
conditions. USTB ear image database 2 consists of total 308 
right ear images, 4 images per person (77 persons).  Four 
images per person constitutes of one profile image, two 
images with angle variation and one image with illumination 
variation. Each image is 24-bit true color image and 300x400 
pixels. The IIT Delhi ear image database is acquired from 125 
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different subjects and each subject has at least 3 ear images. 
The resolution of these ear images is 272x204 pixels. Figure 5 
shows the sample ear images from both these databases.  
       Table I shows the recognition rate of our method on these 
databases. The average accuracy on USTB ear database will 
be 97.2% while 95.2% on IIT ear image database. Results 
show that recognition rate on USTB database is good. Table II 
shows the recognition rate of different matching approaches of 
ear recognition technology. Fast NCC performs well among 
several different classifiers in less time. Table III shows the 
average execution time of different stages of our algorithm. 
The experiments were carried out on an hp dv-6 workstation 
with core i-5 (2.24 GHz) and with 4GB RAM. MATLAB 7.8 
(R2009a) revised version in windows (64-bits) platform was 
used for the performance evaluation. 
 

 
Figure 5. Sample Ear Images: Column a) USTB Ear Database, Column b) IIT 

Delhi Ear Database 
 
 

TABLE I.  RECOGNITION RATE OF PROPOSED METHOD ON DIFFERENT 
DATABASES 

Database 
No. of 

subjects 
Recognized 
Ear Images 

Unrecognized 
Ear Images 

Recognition 
Rate (%) 

USTB 
DB 1 

60 59 1 98.33% 

USTB 
DB 2 77 74 3 96.1% 

IIT Ear 
Database 125 119 6 95.2% 

 

 

 

 

 

 

TABLE II.  RECOGNITION RATE OF DIFFERENT CLASSIFIERS 

Classifiers 
No. of 

subjects 
Recognized 
Ear Images 

Unrecognized 
Ear Images 

Recognition 
Rate (%) 

Euclidean 
distance 
[16] 

262 238 24 90.83% 

Back 
propogation 
neural 
network 
[10] 

262 250 12 95.41% 

Fast 
normalized 
cross 
correlation 

262 252 10 96.18% 

 

TABLE III.  AVERAGE PROCESSING TIME OF DIFFERENT STAGES OF OUR 
METHOD 

Database Preprocessing 
(secs) 

Feature 
Extraction 

(secs) 

Ear 
Recognition 

(secs) 

USTB DB 1 0.11 0.03 0.18 

USTB DB 2 0.23 0.05 0.21 

IIT Delhi 
Database 0.33 0.04 0.23 

 
These results show the soundness of our algorithm and proved 
that the proposed system not only provides reliability of the 
results but also very efficient. Also, our ear matching approach 
is better than previous methods. 
 

IV. CONCLUSION 
In this paper, a novel approach is presented for an automated 
human ear recognition system. The approach consists of three 
stages such as preprocessing, Haar wavelet based feature 
extraction and finally fast NCC based ear feature matching. 
Experimental results on the two databases show that our 
proposed technique is good and effective as it gives better 
results than other matching algorithms. The recognition rate is 
also good than previous approaches for ear recognition. As for 
future work of this research, ear localization property should 
be integrated in the preprocessing module.    
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Abstract- In this work, three different measurement 
technologies are employed to study the hydraulic roughness 
in a laboratory flume with a gravel-bed. The gravel-bed 
topography is measured with (i) an acoustic bed-profiler; (ii) 
a hand-held laser-scanner; and (iii) stereo-photogrammetry. 
Digital Elevation Models (DEMs) are obtained with each 
technique. Statistical roughness analyses of the DEMs are 
undertaken by estimating the vertical roughness length, 
represented by the standard deviation of bed elevations. In 
addition, Probability Distribution Functions (PDFs) and 
two-dimensional second-order structure functions of bed 
elevations are used for the analyses. All three measurement 
techniques were found precise enough to reach the grain-
scale of laboratory gravel-beds. However, important 
disparities were found between the DEMs, which were not 
always visible statistically. The acoustic bed-profiler and the 
laser-scanner were found suitable for gravel-bed roughness 
characterisation. With stereo-photogrammetry, the complex 
operational processes must be improved to obtain realistic 
high-resolution DEMs and to derive faithful statistics.

Keywords- topography measurement; laser-scanner; stereo-
photogrammetry; underwater; gravel-bed; roughness 

I. CONTEXT 
In fluvial hydraulics, the bed roughness is a crucial 

parameter which intervenes in the determination of flow 
resistance and mean velocity in both natural and laboratory 
channels [1]. Traditionally, roughness coefficients were 
approximated by using long and tedious techniques, like size 
sieving and counting of the bed surface sediment particles. 
Advanced technologies now allow to obtain high-resolution 
point clouds of the in-situ river-bed topography and to 
represent the bed surface as 3D Digital Elevation Models 
(DEMs). Using these topography data sets, statistical analysis 
of the random field of surface elevation z(x,y), where z is the 
surface height at coordinates x and y, has become fundamental 
to understand the morphology of water-worked beds and to 
quantify roughness parameters [2,3,4,5,6]. 

An infrared bed-profiler can be used to measure gravel-bed 
surfaces and sand bedforms in laboratory and field-based 
experiments, with 5 mm measurement resolution and a typical 
mean error in vertical elevation of 0.38 mm, [7]. Reference [8] 
studied submerged bedforms in a laboratory flume by using an 
acoustic bed-profiler with a resolution of 2.45 mm in 

traversing mode, various offset possibilities and a vertical 
measurement resolution of 0.37 mm. 

Laser-scanning is another promising technology in 
measuring river-bed topography. In laboratory experiments, 
references [5,9,10] undertook bed-elevation measurements 
with a vertical resolution ranging from 0.5 μm to 0.1 mm by 
using Terrestrial Laser-Scanners (TLSs). This technology is 
actually considered as one of the most accurate large-scale 
measurement techniques. However, some TLSs may not be 
used outdoors and some others only allow measuring non-
submerged beds because of a red beam. 

Digital consumer cameras and photogrammetric software 
improved considerably over the last decade, allowing stereo-
photogrammetry applications to be implemented in various 
fields. References [3,11] used stereo-photogrammetry to 
measure the bed morphology in a laboratory flume and study 
the hydraulic roughness. In [11], the precision of the system 
was estimated with control point coordinates, and a root mean 
square error in vertical elevation of 2 mm was found.

In this study, the topography of a water-worked gravel-bed 
is acquired in a laboratory flume with (i) an acoustic bed-
profiler with a sound wave frequency of 2 MHz; (ii) an Inition 
MVT CLS60 hand-held laser-scanner; and (iii) a stereo-
photogrammetric system composed of two Nikon D90 digital 
consumer cameras. Measurement techniques and experimental 
methods are presented in detail. Statistical analyses of the bed 
elevation focus on the determination of the bed roughness and 
the use of Probability Distribution Functions (PDFs) and 2D 
second-order structure functions. The results show the 
detrended DEMs and the statistics obtained with the three 
techniques. In the discussion, the suitability of the DEMs to 
make a statistical approach of the bed roughness in laboratory 
experiments is assessed. Finally, pros and cons of each 
technique are presented. 

II. DATA ACQUISITION AND METHODS 

A. Experimental setup 
The following comparison of the topography measurement 

technologies uses experimental data sets obtained in the Fluid 
Mechanics Laboratory of The University of Auckland in 2010. 
Data collection was carried out using a 19 m long, 0.45 m 
wide and 0.5 m deep flume with a 1 m long vertically 
adjustable recess (Fig. 1). A relatively fine sediment mixture 
comprised of rounded and coloured gravel, with D50 = 4.5 mm
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Figure 1. The flume setup 

and a maximum gravel size of D98 = 50 mm, was placed 
randomly into the base of the adjustable recess and the surface 
was flattened to a thickness of 10 cm. 

The laser-scanner could not be used directly at the flume 
and required the use of a metallic tray to move a sediment 
sample from the flume to the location where the laser is 
housed. The metallic tray was inserted into the flume‘s 
adjustable recess before the recess was filled with sediment, 
completely covered by the sediment layer. The 0.35 m long 
and 0.3 m wide metallic tray represented the measurement 
window used to compare the different techniques. 

A constant flow rate of Q = 66 l/s monitored by a pressure 
gauge, and a constant water depth of 20 cm were applied to 
the test section over four hours. The upper sediment layer 
eroded downstream and armoured, with visible roughness 
structures. At the end of the experiment, the bed topography 
was measured with the acoustic bed-profiler and stereo-
photogrammetry. Finally, the metallic tray was uncovered and 
carefully moved to the location of the laser-scanner, to 
undertake the data collection. 

B. Acoustic bed-profiler 
The gravel-bed topography was first measured with the 

acoustic bed-profiler while the measurement area was 
submerged. This device, mounted on a rack above the flume, 
comprises a sounding probe maintained 10 cm above the 
sediment bed to measure bed elevations, with digital 
potentiometers measuring the probe location in plan 
coordinates. The probe generates ultrasonic waves that reflect 
off the sediment bed and are received again by the probe. The 
time of passage of sound waves is measured electronically and 
allows determining the distance of the sediment bed from the 
probe. 2D longitudinal bed-elevation profiles were acquired 
while the probe was moved along lines in the flow direction, 
with automatic measurements every 2.45 mm downstream, 
and 2.54 mm spaces between the 2D profiles in the transverse 
direction. The vertical measurement resolution, ���  was 
calculated from the frequency, f, of the sound wave using �� � � � 	
� . In this survey, a sound wave of frequency f = 2 
MHz resulted in a depth resolution in water at 20°C of ����� mm. The 2D data sets were then opened with 
MATLAB® where a 3D DEM was obtained with a resolution  
of 2.45 mm downstream and 2.54 mm transverse, resulting in 

~16,500 data points per measurement window. Data post-
processing consisted in removing measurement spikes and 
interpolating gaps, using an automated procedure based on the 
mean of the surrounding points. 

C. Laser-scanner 
An Inition MVT CLS60 hand-held laser-scanner with a red 

beam, available in The University of Auckland Automated 
Systems Laboratory, was used for the project. The sample area 
height was quantified by 20,000 points per second with an 
accuracy of 0.050 μm (manufacturer specified) on a non-
uniform spatial grid. Data were saved as an ASCII file and 
were directly read into MATLAB®. Data post-processing 
consisted of despiking the measured surface and transferring 
the non-uniform data cloud to a uniform grid with 1.45 mm 
resolution (resulting in ~50,000 data points per measurement 
window). Measurements took place in non-submerged 
conditions. However, preliminary tests showed that wet 
conditions, e.g. with wet particle surfaces, have a detrimental 
effect on the laser's accuracy (see Table 1). 

D. Stereo-photogrammetry 
Measurements of the exposed as well as submerged gravel-

bed were carried out using a stereo-photogrammetric setup 
composed of two Nikon D90 digital consumer cameras, with 
an 18 mm lens and a 5.5 μm pixel pitch (12.3 megapixels). 
The two cameras were attached on a frame 1 m above the 
flume with a 28 cm baseline between the cameras using a 
mounting bar (Fig. 1). In accordance with [12], the setup was 
expected to provide a theoretical depth resolution of ~1 mm 
(see Fig. 2). 

Photogrammetric applications required special lighting 
conditions. A homogeneous light, with reduced reflection 
from the coloured stones, was achieved by using four flood 
lights, with two flood lights on either side of the flume and a 
light diffuser, which consisted of sheets of paper applied on 
the two transparent sides of the flume. The settings for both 
cameras were manually adjusted to be identical (shutter speed 
of 1.3 s, F/22 aperture, ISO 200) and manually focused on the 
gravel-bed. The images taken with the two cameras were 
overlapping at ~80% and 100% in the horizontal and vertical 
directions respectively, so that the Common Field of View 
(CFoV) of the two cameras was larger than the test section, 
and defined the area over which depth information was 
extracted. Before the gravel-bed was recorded, the cameras 
were calibrated with a 40 cm long and 20 cm wide 
checkerboard, consisting of a regular grid with 20 mm 
spacing. Images of the calibration checkerboard were taken in 
various positions; all degrees of freedom had to be used and 
the CFoV correctly covered by the checkerboard to ensure 
good calibration results.  

The numerical treatment of the images involved several 
steps. Calibration of the cameras using the checkerboard’s 
information and stereo-rectification were performed using 
MATLAB® and [13]'s camera calibration toolbox. From the 
calibration data and the rectified images of the gravel-bed, the 
Symmetric Dynamic Programming Stereo-photogrammetry 
(SDPS) algorithm allowed getting a depth map within the 
CFoV, as in [14]. With a distance of the cameras to the gravel- 
bed of 1 m, the mean ratio between the size of an image on a
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Figure 2. Characterization of the stereo-photogrammetric setup. The line in 
black shows the depth resolution of the setup used in this study, i.e., with a 

distance, z, from the cameras to the gravel-bed of 1 m. After [12]. 

camera’s sensor and the size of the photographed area with 
one camera was around 1/45. This ratio also defined the 
resolution of the depth map, as being around 1/45 the 
resolution of the image on the sensor (5.5 μm pixel pitch), i.e., 
~0.25 mm. The next stage was the extraction of the point 
cloud at the same resolution as the depth map, which equates 
~1,680,000 data points on the measurement window. Finally, 
data post-processing was undertaken to despike the data and 
DEMs were interpolated with ~105,000 measured points 
“only”, with a uniform grid resolution of 1 mm.

E. Statistical roughness analysis 
Before analysing the obtained DEMs statistically, a 

detrending algorithm was applied on each DEM to remove 
larger scale trends than the grain-scale, such as bed slopes, 
which could obscure DEMs and bias statistics. In accordance 
with [15], a second-order biquadratic moving filter was 
applied to the original DEMs, reducing the variance of the 
original data series the most. Finally, all DEMs were 
normalised to have a mean bed-elevation equal to zero, and 
rotated to be aligned in the streamwise flow direction. 

Initially, Probability Distribution Functions (PDFs) were 
obtained, representing the distribution of surface elevations. 
Parameters such as skewness, kurtosis and standard deviation 
of surface elevations were extracted from the detrended 
surfaces (Table 1). Similar to previous work by [6,9,10], the 
vertical roughness length was estimated using the standard 
deviation of the bed elevation ��. Further investigations on the 
morphology of gravel-bed surfaces were obtained by using 
generalised 2D second-order  structure functions  (also called 
semivariograms), defined by [6] as: 

������� ��� � ��� � ���� � ��   !"�#�$ % �&�� �' % �&�(�)*+
',-

.*/
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where, �� � �&�  and �� � �&� ; &�� and &�  are sampling 
intervals in the longitudinal and transverse directions 
respectively; n=1,2,3,…N and m=1,2,3,…M, while N and M
are the number of samples in the longitudinal and transverse 
directions, respectively.

The relationship in (1) is used in this paper to represent 
contour lines of the generalised 2D structure functions. To 
enable a direct comparison between the various measurement 
techniques, the structure functions were normalised with the 
‘saturation level’�	��� and the contours of ��� were plotted as 
proportions of the saturation level. 

III. RESULTS

A. Digital Elevation Models (DEMs) 
A visual examination of the DEMs in Fig. 3 shows that not 

all of the three measurement techniques were able to represent 
accurately the gravel-bed topography. With the acoustic bed-
profiler, the gravel-bed surface appears rather smooth with 
little noise (Fig. 3a). The particles of larger size than the 
instrument resolution are correctly measured, and any visible 
errors are concentrated on the edges of larger particles and in 
the holes between grains, where major elevation changes 
occur rapidly. The laser-scanner's DEMs (Fig. 3b) are similar 
to those obtained with the acoustic bed-profiler. With a higher 
resolution, the laser-scanner enables a better representation of 
the grains’ edges as well as the holes between particles. 
However, a detailed inspection shows erroneous points that 
remained after data post-processing, creating unrealistic 
narrow spikes above the gravel-bed surface. These errors are 
relatively small and do not alter significantly the quality of the 
DEMs. In this laboratory study, stereo-photogrammetry is the 
technique presenting the DEMs of least quality (Fig. 3c) 
despite the highest measurement grid resolution. The general 
aspect of the gravel-bed is not conserved since not all of the 
major gravel particles are well captured. The DEM also show 
major noise, even after despiking, a fact which considerably 
decreases the quality of the measurements. 

B. Probability Distribution Functions (PDFs) 
PDFs were generated to lead a finer comparison between 

DEMs, as well as to allow a simple statistical comparison of 
texture parameters for the various measurement techniques, 
such as skewness, kurtosis, and the vertical roughness length 
(fig. 4). 

 Whereas DEMs present obvious discrepancies, the PDFs 
obtained with the three measurement techniques are reasonably 
similar. Detailed inspections of Fig. 4a-b-c however reveal 
some differences in the distribution of surface elevation. A 
larger range of bed elevations is observed with the acoustic 
bed-profiler and more particles, proportionally, are lying 
beyond 15 mm above the mean bed level. It agrees well with 
the analysis made on the DEM, whereby the acoustic bed-
profiler is said to correctly measure the major particles, but 
with a slight overestimation because of the issue of grain edges.
With the laser-scanner (Fig. 4b), the distribution of surface 
elevation presents a higher and narrower peak than observed 
with the other instruments, traducing that more particles are 
reckoned to lie around the mean bed level. It could say that the 
laser-scanner correctly measures small variations in surface 
elevation around the mean bed level, features which require a 
good instrument resolution. Stereo-photogrammetry definitely 
misses some major gravel particles, resulting in fewer gravels 
lying beyond 15 mm above the mean bed level.  
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(a) (b) (c) 

Figure 3. Detrended DEMs of the water-worked bed, focused on the region within the metallic tray, obtained with (a) the acoustic bed-profiler, (b) the laser-
scanner (dry condition) and (c) stereo-photogrammetry (exposed condition)

(a) (b) (c) 

Figure 4. PDFs obtained with (a) the acoustic bed-profiler, (b) the laser-scanner (dry condition) and (c) stereo-photogrammetry (exposed condition) 

Based on the detrended distributions of surface elevation, 
statistical parameters were extracted for the three techniques. 
As Table 1 shows, the values obtained for the standard 
deviation of the bed elevation, ��� vary, with the acoustic bed-
profiler presenting the highest vertical roughness length of 5.76 
mm, again certainly slightly overestimated. The laser-scanner 
measurements led to similar statistics for the dry and wet 
surfaces, indicating a good reproducibility of the results. With 
stereo-photogrammetry, serious problems in the gravel-bed 
surface representation were encountered, resulting in a reduced 
skewness and vertical roughness length. When stereo-
photogrammetric measurements were taken over the 
submerged gravel-bed, the DEM’s quality was the lowest, and 
resulted in a negative skewness for the statistical analysis. 

Previous research showed that water-worked beds in both 
laboratory flumes and natural streams are positively skewed, 
e.g. [9,10]. Consequently, the measurements obtained with 
stereo-photogrammetry over the submerged bed are not 
realistic and should not be considered for statistical roughness 
analysis. Overall, considering all DEMs, no significant change 
in the kurtosis value is observed. 

C. 2D second-order structure functions 
Generalised structure functions (semivariograms) have 

become a familiar tool to study evolving processes. For 
instance, contour line representations of 2D second-order 
structure functions of bed elevations provide useful information 
on the history of surface forming mechanisms during the 
armour layer development, as presented by [4,9].  

In this survey, plotting the 2D structure functions for data 
obtained with the three measurement techniques shows similar 
elliptical shapes and orientation of the main ellipse (Figure 5a-
b-c). The water-worked gravel-beds are all found to be 
characterised at relatively small spatial lags by an elliptical 
shape. Geometrically, the elliptical shape of the contour lines 
reflects the general elliptical form of the dominant particles and 
an anisotropic surface structure of the bed [5,9,10]. In the 
experiment, visual observations of the gravel-bed evolution 
shows that most particles rotate to align their long axis across 
the flow direction, which agrees with previous studies, e.g. [5].  

TABLE I.  TEXTURE COEFFICIENTS EXTRACTED FROM BED ELEVATION PDFs

Texture coefficients
Acoustic bed-profiler Laser-Scanner Stereo-Photogrammetry 

Submerged Dry Wet Non-submerged Submerged 

Skewness (-) 0.81 0.79 0.86 0.5 -0.12 

Kurtosis (-) 3.8 4.07 4.26 3.58 4.79 

� Z
(mm) 5.76 5.32 5.32 5.0 4.36 
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 (a) (b) (c) 

Figure 5. Contour lines of generalised 2D second-order structure functions obtained with (a) the acoustic bed-profiler, (b) the laser-scanner (dry condition) and (c) 
stereo-photogrammetry (exposed condition) 

IV. DISCUSSION 
In this study, 3D DEMs at the grain scale (estimated 

between 4,000 and 10,000 points/m2) were obtained with the 
three studied measurement technologies. The acoustic bed-
profiler allowed the topography of the 0.35 m long and 0.3 m 
wide measurement window to be attained with 16,500 data 
points (this equates ~157,000 points/m2) and plotted on a 2.45 
x 2.54 mm grid. Despite the least dense measurement grid 
resolution, the visual aspect of the post-processed DEM was 
representative of the real gravel-bed surface.  

For the laser-scanner and stereo-photogrammetry, 
computer limitations required the downscale of the original 
data cloud for statistical analysis. The laser-scanner’s DEMs 
were plotted with 50,000 data points (~500,000 points/m2) on 
a uniform 1.45 mm grid. Theoretically, the laser-scanner was 
the most accurate measurement instrument and could have 
been considered beforehand as the reference instrument in this 
study. However, the laser-scanner was not able to scan the 
whole measurement window in one scan and thus required the 
merging of scanned areas. It resulted in small spikes, which 
remained in the DEMs despite systematic data post-processing 
but did not alter the overall DEMs quality.  

The DEMs obtained with stereo-photogrammetry were 
plotted with 105,000 data points (~1,000,000 points/m2) on a 1 
mm grid. Despite the highest grid resolution, stereo-
photogrammetry was the technique with the lowest depth 
resolution and results reflected this. The quality of the DEMs 
was significantly reduced due to important noise and the fact 
that large particles were not correctly captured. Compared to 
the other two measurement techniques, photogrammetry 
required a more complex operation process (calibration of 
cameras, creating depth map, extracting point cloud), which 
increased the error rate for the final DEMs. The relative 
influence of the different operations on the error rate is yet to 
be analysed. On the other hand, the use of painted gravel 
particles is assigned to cause severe inaccuracies in creating 
the depth map. Paint’s reflection was still important despite 
the use of a dim and homogeneous light during 
photogrammetric measurements, and reflective painted 
particles were not correctly recorded due to a lack in texture. It 
is supposed that natural sediment beds are less reflective than 

painted particles, and thus photogrammetric results should be 
directly enhanced if natural sediment particles were used. 

In light of the DEMs’ analysis, it seems clear that the 
instruments’ measurement resolution (horizontal resolution) is 
important to measure accurately small sediment particles, 
grain edges and holes between particles, but the higher 
resolution does not necessary result in visually better DEMs. 
Furthermore, the theoretical depth resolution estimated for 
each technique can be used beforehand as a marker of the 
reliability in vertical measurements, but does not correspond 
to the exact accuracy of the techniques. The use of control 
points would enable to estimate the accuracy (associated with 
the standard error) as well as the precision (associated with the 
standard deviation of error) of the three techniques, by 
comparing the control points vertical coordinates obtained 
with the studied techniques with the values obtained with a 
reference instrument. The standard errors in vertical 
measurements for the three techniques are certainly higher 
than the theoretical depth resolutions, especially with stereo-
photogrammetry where the error rate is important. 

With the visual study, the suitability of the DEMs to make 
a statistical approach of the bed roughness was assessed. It 
seemed clear that the DEMs obtained with the acoustic bed-
profiler and the laser-scanner were well suited for statistical 
roughness analysis, whereas DEMs obtained with stereo-
photogrammetry were not enough representative of the real 
gravel-bed surface to derive faithful characteristics. However, 
despite flagrant differences between the DEMs, the vertical 
roughness length,���, was relatively similar for all DEMs (see 
Table 1). With the acoustic bed-profiler, statistics were 
hypothesised to be slightly overestimated because of the 
grains’ edges measurement issues and the weak representation 
of holes between particles. The laser-scanner provided similar 
statistics for both the dry and wet gravel-bed surfaces. Hence, 
when comparing the bed elevation 12  values with visual 
observations, it can be concluded that the best approximation 
of the bed roughness is based on the DEMs obtained with the 
laser-scanner. Further statistical analyses were conducted on 
the DEMs by using PDFs and contour lines of 2D second-
order structure functions. As presented in Fig. 3 and Fig. 4, 
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these analyses show in general a good agreement for the 
various DEMs. This indicates that although visible differences 
in the topography of the DEMs were observed, those relatively 
minor measurement differences are even less identifiable 
when DEMs are described statistically. 

What criteria can be used for which measurement 
equipment is best suited for statistical roughness analysis? The 
acoustic bed-profiler has the advantage that surface 
measurement is simple, making this technology particularly 
efficient for laboratory experiments. However, the measuring 
time is long and because of a low measurement grid 
resolution, small topographic features were not recorded 
accurately. Moreover, the flow must be stopped to realise 
measurements, so that this technique is not really efficient to 
study evolving gravel-beds. The laser-scanner resulted in 
highly accurate DEMs, once problems with merging of 
scanned areas were addressed, which was time consuming. 
Further work is needed to reduce those merging problems, and 
once eliminated, the use of the laser-scanner could offer a 
high-speed and high-resolution measurement. On the 
downside, the measurement area is restricted in size and no 
submerged measurement is possible because of a red beam. 
With digital consumer cameras, stereo-photogrammetry is 
becoming more affordable and accessible. It has the advantage 
that it can be employed at various locations, as long as a frame 
holding the equipment can be positioned safely. The depth 
resolution is dependent on the cameras' specifications. Once 
the cameras are calibrated, this technology allows quick data 
acquisition. In a controlled environment, it is suited to study 
evolving processes, without interrupting the processes. 

V. CONCLUSION 
A Laboratory investigation to evaluate the most suitable 

measurement technique to study the hydraulic roughness for 
gravel-beds is presented. DEMs were obtained with an 
acoustic bed-profiler, a laser-scanner and stereo-
photogrammetry. The random field of bed elevation was 
analysed statistically with techniques such as determination of 
the vertical roughness length, PDFs and 2D second-order 
structure functions. Pros and cons of the three studied 
measurement techniques are discussed in regards with a 
laboratory use, and the suitability of the techniques to 
characterize faithfully the gravel-bed roughness is assessed. 

All three measurement techniques used for this study were 
able to examine the grain scale of laboratory gravel-beds. The 
vertical roughness length was approached with the three 
measurement techniques and similar results were obtained. 
Minor deviations can be explained with the differences 
identified in the visual study of the DEMs. 

Although visual observation showed that the accuracy of 
the DEMs obtained with stereo-photogrammetry is inferior to 
the DEMs obtained with the other techniques, the promise of 
quick high-resolution data acquisitions, which can be 
employed at various locations, should warrant further research 
into this area. Additional work is needed to improve the 
quality of the complex operational processes for stereo-
photogrammetry.  
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Face Recognition with real-time stereo
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Abstract—We investigated the feasibility of using high resolution
3D face data to enhance existing recognition techniques. After
isolating regions of interest (ROI) on the face, we located six key
feature points - the eye corners, nose tip and the nose bridge -
using the 3D data in their ROI. Since the stereo hardware used
can operate at video frame rates, we determined distributions
for the X,Y and Z coordinates of distances of each feature point
from the nose tip and stored these distributions in our data base.
Testing three faces against our database of 3D geometries only
showed clear discrimination and demonstrated that acquisition
of multiple 3D face images has clear potential for improving face
recognition rates.

I. INTRODUCTION

Automated face recognition is one of the holy grails of
computer vision: thousands of studies1 have attempted to find
techniques that can be used in host of applications ranging
from detection of terrorists trying to board aircraft to control of
access to secure areas. New reviews appear almost yearly [1],
[2], [3], [4], [5]. Most studies have focused on single camera
2D images and, although impressive recognition rates are often
claimed, they rely on controlled conditions, e.g. subject facing
the camera, good lighting and unoccluded (no glasses, hats,
beards, ...) faces. This motivated us to see whether a high
resolution stereo system could provide better match rates. We
report some preliminary experiments to build 3D face models
based on the high resolution data obtained from the Auckland
real-time stereo hardware [6].

A. Selected Previous work

One study in a relatively uncontrolled environment - Palm
Beach International Airport - correctly identified only 47% out
of 958 faces [7]. Many different techniques have been used
for 2D face recognition: the eigenfaces and Hidden Markov
Model techniques are the most widely used. They work by
extracting landmarks on the face, such as the inter-eye distance
and the jaw length [8]. However, these measurements have low
accuracy under non-ideal conditions, making them generally
unsuitable for security applications, especially outdoors where
lighting changes significantly impact matching accuracy [4].

B. Aims

We hypothesized that
• Auckland’s real-time stereo system, which can produce

rectified left and right images, disparity and occlusion
maps for 768×1024 pixel images at 30 frames per second

1The corpus on face recognition was growing by more than 400 paper per
annum in 2007.

(fps) with ∼ 1% depth resolution [9], would provide suf-
ficient additional data to make a significant improvement
in recognition rates in uncontrolled environments.

• Feature points would be more accurately located using
disparity or depth data than image intensities.

• By using a rapidly acquired sequence of 3D images, some
simple signal averaging would improve the quality of 3D
models acquired.

• By allowing the target’s head to move while we captured
3D data, we would be able to recover a more complete
model of the subject’s head.

• By storing distributions of values for key biometrics, such
as eye separation, rather than individual values we would
produce a more useful correct match probability.

II. STEREO SYSTEM

A. Optical configuration

For our experiments, we estimated the average dimensions of a
human head and doubled them - assuming that the target head
would lie within a 340 × 500 × 400 m volume and that we
would need a depth resolution of ±2.5 mm over most of that
volume to adequately measure key features. Preliminary cal-
culations showed that a canonical stereo configuration (optical
axes of both cameras parallel and perpendicular to the base line
between them and scan lines parallel) would not provide the
target depth resolution over that volume with our 768× 1024
pixel cameras. However, a verging axis configuration [10] -
optical axes ‘verged’ to meet at a fixation point in the scene
(see Figure 1) - provides our target depth resolution - see Table
I.

B. Stereo Hardware

The stereo rig in Auckland’s Photogrammetry Laboratory has
two monochrome Sentech CL83 cameras connected to an
Altera EP3S2 FPGA on a ProcStar III card which rectifies the
images, generates disparity and occlusion maps and transfers
them to a host computer via a PCI-express bus. Gimel’farb’s
Symmetric Dynamic Programming Stereo (SDPS) algorithm
[11] was used to compute disparities and visibility states. The
hardware returns four ‘images’: rectified left and right images,
disparity and the occlusion maps - see Figure 2: the disparity
map has 128 levels [6] and is the one that would be seen
by a Cyclopæan eye centred between the cameras. It allows
only one change in disparity per scan line pixel - generating
triangular depth profiles through occluded regions rather than
large jumps [12]. A detailed description of the hardware has
been published [13], [6].
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Fig. 1: Converging axis configuration
OL|R: optical centre of the left|right camera
O: centre of baseline b

φ: vergence angle
Zmin: distance from O to the start of the CFoV
θ: half angle of view of the cameras
Zfix: distance from O to the fixation point
Zfar: distance from O to the limit of the CFoV
(∞ for φ < 2θ)

Fig. 2: Image set returned by the hardware: from top to
bottom: Rectified left and right images, Disparity map (shown
in false colour) and Occlusion map (white = binocular, grey
= monocular left, black = monocular right)
.

TABLE I: Final system parameters

Baseline b 100mm
Focal Length f 9mm

Vergence Angle φ 5◦
Depth resolution
Z = 400mm ΔZ 2.2 mm
Z = 800mm 3.8 mm

III. STEREO CONFIGURATION

To obtain accurate disparity maps of a face, we configured the
system so that an entire face could fit inside the CFoV and
the depth resolution was high enough to distinguish between
facial features.

IV. CAPTURING FACES

We used active illumination to improve the matching: pat-
terns of random width vertical lines were projected onto
the subject’s face. We used a visible colour pattern in these
experiments, but the cameras used are sensitive in the near
infrared (i.e. they have no IR block filter) and an ‘invisible’
(and less intrusive for a human subject) near IR pattern could
be used2. We captured some images without the projected
pattern and some with an RG665 (665nm long pass) filter in
an attempt to enhance the contrast of the skin relative to the
background. This filter’s cut point is close to the hæmoglobin
absorbance and thus it selects a spectral region where skin has
a high reflectance [14].
For each test face, 3-4 seconds of video was captured: some
faces were deliberately moved in this time interval.
The projected pattern improves the depth maps considerably
(confirming previous work [12]) and images without it -
initially taken to help improve 2D recognition - were not used
due to the noisy disparity maps. They were initially taken to
help improve 2D face recognition. The images with the visible
block filter were also not used as it was found that the ratio of
the intensity of the skin to the background did not improve.
With the skin filter the ratio was 1:1.16 and without it the ratio
was 1:1.50. Apparently skin’s infrared reflectance is similar to
that of many other common surfaces.

A. Deciding on Feature Points

We selected six feature points for this study - four eye corners,
bridge of the nose and tip of the nose - focussing on points
that do not change with facial expression. The eyebrows were
not taken as they can be moved too easily. No points were
taken from the mouth area as lips are routinely deformed.
The ear is also a stable feature point but was not used as
fine details of the inner ear shape cannot be captured without
the subject’s head turned. Although our approach gathers data
from several viewpoints by allowing the subject’s head to
move, for this preliminary study, we focused on points that
could be identified in almost every image. Other points can be
readily added to our scheme to enhance recognition accuracy.

2A Kinect projects a suitable pattern
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V. LOCATING FEATURE POINTS

We used widely available routines from the openCV library
[15]. We also used a C++ library - the CITR classes - which
provided routines to interface directly with the stereo hardware
and files that it generates.

A. Isolating Regions of Interest

We first isolated areas of interest. We used a Haar classifier on
the left image to locate the face. This classifier searches for
regions in an image which match a template. It compares the
intensities of adjacent rectangular regions with a previously
trained Haar cascade for a match [16]. We used OpenCV’s
cascades for the face, eyes and nose.
We first isolated the face region and then located the eyes
and nose inside the face region. If more than one region was
found, we only took the region with the largest area. To reduce
computation time, it only searched for faces larger than 350×
350 pixels, noses larger than 60 × 60 pixels and eyes larger
than 25 × 15 pixels. To find the eyes and nose, the face was
split to reduce search time: e.g. only the top left half was
searched for the left eye. An example of regions found by the
Haar cascade is shown in Figure Figure 3.

Fig. 3: Isolating regions of interest

The Haar cascade would locate these regions, even when the
face was slightly turned. However, it would sometimes fail on
images with movement blur. Stronger illumination - enabling
the aperture time to be reduced - would alleviate this problem.
With near IR active illumination, subjects would not notice
this. The detected eye region sometimes included the eyebrow,
which we removed by cropping the top 1/3 of the eye region.

B. Eye Corners

We first applied existing 2D routines for finding edges and
corners to the left image. A Canny edge detector usually failed
to outline the eye, because the projected pattern generated
many additional edges. If we removed the projected pattern,
the quality of the disparity maps dropped significantly.
Following Boulay [17], we also tried the openCV function
cvGoodFeaturesToTrack, which locates strong corners
by finding the minimum eigenvalues of the covariance ma-
trix of the derivative of each pixel in an N × N neigh-
bourhood. Before using this function, it was necessary to
equalise the histogram in the eye region to increase the
contrast between the eye and skin and to highlight the edges.

Fig. 5: Finding inner (left) and outer (right) eye corners

cvGoodFeaturesToTrack was then applied: the corners
detected in a test image are circled in Figure 4.

(a) Before Histogram (b) After Histogram (c) Corners Found

Fig. 4: Finding eye corners with
cvGoodFeaturesToTrack

This method successfully located the eye corners most of
the time. However there was a problem with distinguishing
these points from other corners that were detected, such as
the iris and vertical lines from the projected pattern. Usually
isolating the left and rightmost points and ensuring there is
a minimum distance between them was enough to find the
corners. However, for example, if there was a vertical line from
the projected pattern before the eye corner, it would usually
detect this point instead for all frames in the video. It is also
vunerable to eye closures.
Low reliability of 2D methods prompted us to use depth
information alone to find eye corners. We first split the eye
into two regions and analysed each region individually to find
inner and outer corners.
1) Inner Eye Corner: We examined at the gradient from the
nose going towards the eye. Each row was searched horizon-
tally starting from the top of the nose area. Our algorithm
follows the nose downwards until it reaches a minimum which
indicates it has reached the eye. A 3 × 3 window of all
surrounding disparity levels at this point is taken, averaged
and then stored as the inner eye corner. If another point is
found on the next row, the 3 × 3 window is taken again
and checked against the previous point found. If it has a
lower disparity, then the new inner eye corner is updated. The
3 × 3 window reduces the effect of disparity errors, e.g. an
incorrectly matched pixel may have a lower disparity than its
actual depth. This process is illustrated3 in Figure 5.
2) Outer Eye Corner: The outer eye corner was found by
following the gradient on the side of the face until it reached
the eye. This upwards gradient was followed until it starts to
flatten out, indicating that it is approaching the eye. When
the gradient starts increasing again, this point is a potential
outer eye corner. As with the inner eye corner, each row is
searched horizontally and the average disparity over a 3 × 3

3Face models generated using FaceGen [18]
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Fig. 6: Horizontal search for nose bridge

window stored at each detection. The point with the lowest
average disparity is taken as the outer eye corner. This process
is shown in Figure 5.
3) Nose Tip: The nose tip was found after isolating the nose
region with the Haar cascade. We assume that points with
the highest disparities form the nose tip area. The centre
bottommost point in this area is taken as the nose tip. This
method may fail when the face is tilted too much to one side.
4) Nose Bridge: Since the nose bridge is not guaranteed to
be located in any of the regions of interest found by the Haar
cascades, we found the nose tip and inner eye corners first.
The area between the inner eye corners and above the nose
tip is then searched. Two searches are made: a horizontal and
a vertical one.
a) Horizontal Search: The area between the two inner eye
corners is searched row by row for the highest disparity point.
If multiple points are found, the centremost point is taken. The
point it finds may not necessarily be the nose bridge, but lies
along the line joining the nose tip to the nose bridge - see
Figure 6.
b) Vertical Search: The angle between the nose tip and the
point found in the horizontal search is found and a line drawn
between these two points. The search area for this line is the
length of the nose as detected by the Haar cascade, with the
centre point being the point found in the horizontal search.
Searching starts from the top of this line, when the gradient
starts decreasing, the line is approaching the nose bridge.
When the gradient starts increasing again, that point is taken as
a potential nose bridge. As before, the lowest average disparity
over a 3 × 3 window is the nose bridge. Figure 7 shows this
process.

Fig. 7: Vertical search for nose bridge

VI. GENERATING 3D MODEL

Once all the feature points have been found, they were mapped
into real world co-ordinates using the reprojection matrix
found in the calibration step.
Before mapping the feature points, we generated a 3D point
cloud of the face area using the real world measurements.
This gives an idea of how accurate the depth on the face is.

Fig. 8: Left: Feature points mapped to face; Right: Captured
face after textures were reapplied

An example of a 3D point cloud generated by our program is
shown4 in Figure 8.
Textures were then reapplied to the point cloud to produce a
3D image. Intensities for each point in the disparity map were
extracted from the left and right images using [11]:

xL =
(x + d)

2
xR =

(x − d)

2
(1)

where x is disparity map co-ordinate, d its disparity and
xL|R coordinate of corresponding pixel in the left‖right image.
Visibility states from the occlusion map were used: if the
pixel was binocular or monocular left, xL was used; if it was
monocular right, xR was used.

A. Mapping Feature Points

All the feature points were converted to real world co-ordinates
and mapped onto the 3D model - see Figure 8.
This was then repeated for the remaining frames. Once all the
frames have been processed, an image with good feature point
detection was chosen as a reference image. All other images
were registered to the nose tip in this image.
Registration used a simple algorithm in which the 3D images
were first translated so that the nose tips matched and then
rotated in the yaw, pitch and roll directions until a best fit
the reference image points. Rotations from -10◦ to 10 ◦ with
a step size of 0.5◦ were tested. We can use this simple
(and fast!) approach because the head is severely constrained
(our subjects are instructed not to break their necks during
experiments) and does not move significantly from frame to
frame. Using a finer step moved the position by < 1 mm. The
best fit was defined as the rotation that gives the smallest sum
of Euclidean distances between the image feature points and
the reference feature points. Registered feature points from
one sequence of 100 images is shown in Figure Figure 9.

B. Feature point distributions

The distribution for each coordinate of each feature point
was determined. These distributions determine the range of
acceptable values for each feature point in the recognition
phase. The vector displacements for each feature point from
the nose tip were stored. The distributions of displacement X,
Y and Z components were stored rather than, for example, the

43D Model viewed using MeshLab [19]
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Fig. 9: Registered feature points - classes (e.g. inner eye, etc.)
are circled

Euclidean distance because two points in quite different places
could still have the same Euclidean distance from the origin.
Individual coordinates have a greater discrimination ability.
The distributions for the inner left eye corner for an example
face are shown in Figure 10.

Fig. 10: Distribution of X, Y and Z distances from the inner
left eye corner to the nose tip. The reference face is chosen rather
arbitrarily as the one in which the feature points are found with high
confidence: it may not be facing the cameras directly.

We observed that the errors were approximately normally
distributed for a number of image sets, so only the mean, μ,
and standard deviation, σ, for each displacement component
was stored.

VII. RECOGNITION

To test recognition, new face data was captured and the feature
points determined as described above. Then the feature points
on the new face were rotated to obtain a best fit to the database
image as the two faces may be be in quite different poses. Once
the test image is rotated, X, Y and Z displacements from the
nose tip were compared to the (μ, σ) of the corresponding
measurement in the database image. A ‘probability’ was then
assigned to each measurement depending on distance from
the mean. The mean was assigned as a 100% match: outside
2σ, the probability was set to 0%. Other values were linearly
interpolated between these two points. These probabilities
were then averaged to generate a final match score for the
new face against all other faces already in the database.

A. Running time

Measurements were taken on a Dell XPSTM M1330 computer
with Intel Core 2 Duo (2 cores at 2.2GHz), L1 cache -

(a) Subject 1 - regular (b) Subject 2 - regular

(c) Subject 3 - regular (d) Subject 4 - regular

(e) Subject 1 - tilted (f) Subject 2 - tilted

(g) Subject 3 - tilted (h) Subject 4 - tilted

Fig. 11: Four subjects in regular and angled poses

TABLE II: Average σ for X, Y and Z measurements

Feature X (mm) Y (mm) Z (mm)
Left Eye Inner Corner 3.25 3.15 3.18
Left Eye Outer Corner 2.57 3.18 3.05
Right Eye Inner Corner 2.73 2.10 2.35
Right Eye Outer Corner 2.90 3.03 3.07

Nose Bridge 1.50 3.25 3.19

32KB instruction, 32 KB data per core, L2 cache - 4 MB
per core, and 2GB RAM. Based on averages over 100 images
of different faces, it took 320 ms to locate facial features and
725 ms for best fit to reference.
Feature point detection accuracy is demonstrated in Figure 11.
White circles are drawn around the detected feature points. The
red box on the nose represents the highest disparity points in
the nose area and the green line shows the line between the
nose tip and bridge.
First, glasses prevented the detection of all feature points
as seen in subject 4 in Figures 11. Ignoring subject 4, for
subjects facing the camera with a blank expression, feature
points were detected correctly even when the head is slightly
tilted. The eye corner detection however sometimes detects a
point below the eye when the face is being tilted in the yaw
direction as can be seen in subjects 1 and 2 in Figure 11.
The nose tip and bridge are detected accurately except for the
nose tip when there is a higher disparity point in the image,
e.g. when subject 3 pouts his lips in Figure 11.

Table II shows the average standard deviation for each feature
point from its mean value (subject 4 was excluded).
We undertook some basic recognition tests with 3 faces: 10%
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of the data was randomly selected for testing and the remainder
put in the database. Match scores are shown in Table III -
100% indicates perfect match.

TABLE III: Match (confidence) scores for three different faces

S1 (10%) S2 (10%) S3 (10%)
S1 (90%) 85% 53% 43%
S2 (90%) 44% 87% 33%
S3 (90%) 63% 69% 84%

VIII. LIMITATIONS

A limitation of our system is that the active illumination
requires a pattern to be projected on the users face, which
takes away the non-intrusive nature of the system. However,
since the images are all monochrome and good images were
obtained with the visible block filter (RG665) in place, an
‘invisible’ (to the human eye) infrared illumination pattern
should produce similar results.
Our experiments showed some limitation for face movement.
Our system handled tilt in the roll direction well but was
less tolerant of movement in the pitch and yaw directions.
Additional work on feature point detection from the disparity
maps is indicated.
As might be expected, feature point detection failed when
facial accessories such as glasses are worn. We did not take
this in to account in this preliminary study.

IX. CONCLUSIONS

We established a technique for modelling a face in 3D using
distributions of positions of feature points relative to a refer-
ence point (nose tip). We use conventional Haar classifiers
to locate each face on the original left image. However
conventional 2D techniques for finding feature points did not
work - mainly because the projected patterns interfered with
the classifiers - so we developed techniques to determine
individual points by following paths in the disparity map.
Rather than store some representative locations of each feature
point (compressing the database entry to a handful of 3D
displacements) we propose storing the distributions of the X,Y
and Z co-ordinates of the feature points acquired from long
sequences of images. When matching a test image against
the database, we can now obtain a score that the test image
matches the stored one, giving a reliability to each possible
match. Currently our prototype takes about 1s to process an
image - or significantly slower than real time. This is not a
problem for creating the feature distributions that make up the
database of known faces as (potentially hundreds of) images
of a subject can be streamed to disc for later processing. In
recognition mode, it can still capture - in a very short time -
many images of a subject from slightly different viewpoints
due to natural motion of the subject’s head and thus increase
the reliability of the ‘match or not match’ question.
We abandoned well established 2D recognition techniques
because of the interference from the active illumination which
was key to obtaining good depth maps and focused on the use

of the disparity maps - unique to this study. We observe that
simple modifications such as turning on the active illumination
for every second frame would enable us to combine established
techniques with our accurate depth data to improve recognition
rates. Also facial additions such as glasses and beards are
easily detected with our 3D data and thus eliminated from
matching.
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Abstract—In this paper, we improve Non-negative Matrix
Factorization (NMF) in two ways to produce localized, part-
based face representation. Firstly, NMF is extended by imposing
orthogonality constraint on basis matrix while controlling the
sparseness of coefficient matrix. Secondly, a new initialization
method is proposed for the extended version of NMF to find
spatially localized basis images. Furthermore, we define an
indicator, referred to as locality L to quantitatively evaluate the
efficiency of a subspace projection-based method with respect to
the capability of realizing the local part-based representation.
Experiments based on benchmark face databases demonstrated
the efficacy of the proposed method.

I. INTRODUCTION

Over the past few years, great efforts have been made to
achieve local part-based face representations in facial analysis
systems [1], [2], [3]. On the one hand, such representations
are consistent with psychological and physiological evidence
[4] of face perception in the human brain. On the other
hand, comparing with holistic representations, local part-
based representations are generally more robust to different
variations such as partial occlusions and local distortions,
since most of the variations in appearance affect only part
of the face. Recently, rather than manually and intuitively
defining the local features, more attentions is paid to learn
the local representation from examples. One widely used tool
for such learning is Nonnegative Matrix Factorization (NMF)
[5]. NMF represent a face image as a non-negative linear
combination of low rank basis images and imposes non-
negativity constraints in learning the bases. As a result, the
pixel values of resulting basis images are all non-negative and
only additive combinations of the basis images are allowed.
Therefore, NMF is considered to be compatible with the
intuition notion of combining parts to form a whole in an
accumulative means, the learned basis images are tend to be
local facial parts.

Many factors affect NMF producing the local part-based
representation. One of the key factors is the property of train-
ing dataset used to learn the basis images. Donoho et al. [6]
theoretically proved that NMF does not necessarily decompose
an object into parts and concluded three conditions (generative
model, separability and complete factorial sampling) which
training datasets should obey to guaranty NMF producing a
unique, part-based decomposition. Theses conditions are not
able to be satisfied in most real datasets, therefore, NMF
unavoidably converges to local minima and produces different

a. NMF b. LNMF

c. NMFsc d. Proposed
Fig. 1. Basis images learned from ORL database using different methods
(r = 49).

basis images corresponding to different initializations. Besides
the conditions suggested by Donoho et al., other factors in real
datasets especially misalignment of the object further affect
the decomposition of NMF. As reported by Li et al. [7], when
NMF is applied on ORL face database [8], in which faces are
not well aligned, the learned basis images are holistic rather
than local part-based (as can be seen in Figure 1a; we have
reproduced the results).

In this paper, we improve NMF in two ways to produce
localized, part-based representation. Firstly, NMF is extended
by imposing orthogonality constraint on basis matrix while
controlling the sparseness of coefficient matrix. Secondly, a
new initialization method is proposed for the extended version
of NMF to find spatially localized basis images. Furthermore,
we define an indicator, referred to as locality L to quantita-
tively evaluate the efficiency of a subspace projection-based
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method with respect to the capability of realizing the local
part-based representation. The rest of the paper is organized
as follows: In Section II a brief introduction is given on non-
negative matrix factorization (NMF) and its major variants.
Details of the proposed extended NMF (ENMF) are described
in Section III. Section IV presents the experimental results and
conclusions are drawn in Section V.

II. RELATED WORKS

A. NMF

Given a non-negative data matrix V = (vij)m×n, NMF
finds non-negative matrices W = (wij)m×r, and H =
(hij)r×n, such that V ≈ WH . The rank r of the factorization
is generally chosen to satisfy (n + m)r < mn, so that the
product WH can be regarded as a compressed form of the
data in V . Let V represents a face database, each column of
V contains m pixel values of one of the n face images in the
database. Then, each face in V can be represented by a linear
combination of r columns of W , the columns are called basis
vectors (images). Each column of H is called a coefficient
vector, that is in one-to-one correspondence with a face in V
and describes how strongly each basis is present in the face.

NMF can be taken as an optimization problem, where W
and H are chosen to minimize the reconstruction error between
V and WH . Various error functions (objective functions) have
been proposed, one widely used is the Euclidean distance
function:

E(W,H) = ‖V −WH‖2 =
∑
i,j

(Vij − (WHij))
2 (1)

Although the minimization problem is convex with respect
to W and H separately, it is not convex in both simultaneously.
Paatero and Tapper [9] proposed a gradient decent method for
the optimization, Lee and Seung [10] devised a multiplicative
algorithm to search a local optimum.

B. Variants of NMF

To improve NMF in learning local part-based representation,
Li et al. proposed a local NMF method (LNMF) [7], that
adds three additional constraints on NMF to enforce maximum
sparsity in H and maximum orthogonality in W . Figure 1b
shows the basis images learned from ORL database using
LNMF. Compared with NMF, we see that features gained
by LNMF are more localized. However, some of the basis
images are still global. This is mainly due to the introduction
of maximum sparsity constraint on coefficient matrix. A high
sparseness in columns of H forces each coefficient to represent
more of the image, and then the basis images tend to be global.
Consider the extreme case when only one element in each
column of H is allowed to be nonzero, then the NMF reduces
to vector quantization (VQ), and all the basis images become
holistic prototypical faces. At the same time, high sparseness
in rows of H causes each learned basis present in a very small
fraction of the training images, thus the learned bases are tend
to be redundant, which is conflict with the intention of the

orthogonality constraint. Furthermore, since more constraints
are imposed, the convergence of LNMF is very slow.

As an effect of part-based decomposition, NMF usually
produces sparse representation. W is sparse since the learned
bases tend to be non-global. H is often sparse because any
given sample does not contain of all the available parts (bases).
Hoyer [11] proposed a method called NMF with sparseness
constraints (NMFsc) to explicitly control the sparseness of W
and H . A particular sparseness for columns of W requires
each learned basis image has a certain fraction of pixels
with values greater than zero, however, although for a very
high sparseness, the small fraction of nonzero pixels are not
necessarily locally distributed in the basis image. We show
the basis images learned from ORL database using NMFsc in
Figure 1c, where Sw is set to 0.75 and Sh is unconstrained
as the best result achieved in [11]. As can be seen from
the figure, by only directly controlling the sparseness of
the representation, NMFsc does not give a better part-based
representation than LNMF.

III. EXTENDED NONNEGATIVE MATRIX FACTORIZATION

A. ENMF

The proposed extended NMF (ENMF) impose orthogonality
constraint on basis matrix W while controlling the sparseness
of coefficient matrix H . To reduce the overlapping between
basis images, different bases should be as orthogonal as pos-
sible so as to minimize the redundancy. Denote U = WTW ,
the orthogonality constraint can be imposed by minimizing∑

i,j,i �=j Ui,j . As analyzed in Section II, high sparsity in the
coefficient matrix makes sure that a bases cannot be further
decomposed into more components, while at the same time,
leads basis images tend to be global. Therefore, we chose to
explicitly control the sparseness level of H , so that a compro-
mise can be made between localization and overlapping. The
objective function of the ENMF is defined as:

E(W,H) =
1

2

∑
i,j

(Vij − (WH)ij)
2 + α

∑
i,j,i �=j

Ui,j (2)

where U = WTW , α is a small positive constant. Then the
ENMF is defined as following optimization problem:

min
W,H

E(W,H) s.t. W,H ≥ 0,
∑
i

Wij = 1 ∀j (3)

sparseness(hj) = Sh, ∀j
where hj is the j-th row of H; Sh are the desired sparsenesses
of H; the sparseness is measured based on the relationship
between the L1 norm and the L2 norm [11]:

sparseness(hj) =

√
n− ‖hj‖1 / ‖hj‖2√

n− 1
(4)

where n is the dimensionality of row vector hj . This measure
quantifies how much energy of the vector is packed into a
few components. This function evaluates to 1 if and only if
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hj contains a single nonzero component. Its value is 0 if and
only if all components are non-zero and equal.

A local solution to (2) can be found by using the following
two step update rules:

1)

Wia ← Wia
(V HT )ia

(WHHT )ia + α
∑

i Wia
(5)

2)
Haμ ← Haμ − μaμ[W

T (WH − V )]aμ (6)

Then project each row of H to be non-negative, have
unit L2 norm, and L1 norm set to achieve desired
sparseness Sh. (For the projection method, please refer
to [11].) μaμ is the step size, and allowed to change at
every iteration. we initially set μaμ to 1, then multiply
it by one-half at each subsequent iteration.

B. Initialization

As introduced in Section II each column of training data
matrix V represents one image in the database, while each
row of V actually reflects the variations of one pixel across the
time. The main idea of the proposed initialization method is
to group pixels in images into parts before the decomposition
based on the row vectors of V , so that the emphasis is placed
on local part-based representation.

Let R = {1, . . . ,m} denote the set of indices of row vectors
in V , Rj denote a subset of R. Suppose all of the row vectors
in V can be grouped into k clusters, each cluster Ci associates
with a submatrix Vi (i = 1, . . . , k), Vi = V [Ri; :] that consists
of the corresponding row vectors of V . Based on rank-one
approximation, we have:

Vi ≈ uiσip
T
i (7)

where ui and pi are left and right singular vectors associated
with the largest singular value of Vi. Then the basis matrix W
and coefficient matrix H can be initialized as:

W [Ri; i] = ui (8)

W [R̄i; i] = ε (9)

H[i; :] = σip
T
i (10)

where W [R̄i; i] denotes the rest of elements in ith column
of W excluding elements with the indices in Ri. ε is a small
positive value replacing 0 to prevent parameters from being
locked under the multiplicative update rules.

Figure 1d shows an example of the bases learned from ORL
database using the proposed ENMF, Sh is set to 0.1, α is set
to 1 and ε is set to 0.001, K-Means is employed to group the
row vectors in training data matrix V during initialization. As
can be seen from the figure, more localized, less overlapped
basis images are obtained, and limited bases contribute to each
specific local facial area. At the same time, the initialization
makes ENMF converge much faster than LNMF.

IV. EXPERIMENTAL RESULTS

A. Measuring the locality

In Figure 1, we have shown that the proposed ENMF is
able to produce more localized and less overlapped basis
images. To further quantitatively evaluate the efficiency of
ENMF with respect to the capability of realizing the local
part-based representation, we define an indicator, referred to
as locality L, for a representation learnt using a subspace
projection-based method. Specifically, after basis images are
learned using a subspace projection-based method, let r denote
the total number of basis images (rank), ei denote the number
of basis images related to a local region gi (Figure 1d shows an
example of ENMF bases related to a “mouth” area), assume
the whole image is divided into m sub-regions g1, . . . , gm,
then L is defined as:

L =
1

m

m∑
i=1

ei/r (11)

L is an important parameter for a representation learned
with subspace projection-based methods. When the basis im-
ages are holistic, the value of L is close to 1, almost all the
bases contribute to a local region. While local part-based basis
images would obtain a small value of L, only few bases are
related to each specific local region. With a small value of L,
local variations such as partial occlusions and local distortions
only affect a small part of the coefficients used to represent
an image, thus a more robust representation is achieved than
those with larger value of L.

We calculate the locality L for NMF, LNMF, NMFsc and
ENMF based on two benchmark databases ORL [8] and
FERET [12] face databases. The ORL face database [8]
mainly addresses the pose variation especially out-of-plane
rotations of faces, while the FERET database only focused
frontal view of faces. Only Images in the gallery subset
of FERET database are used in the experiment, the images
are transformed to simulate three kinds of possible in-plane
misalignment: random translation within [+5,−5] pixels in
vertical or horizontal; random rotation within [+15◦,−15◦];
random scaling within [0.9, 1.1]. After the transformation, all
images are cropped to 64 × 64 face images. As for ORL
database, face area of the images are first detected and then
resized to 64×64. Sample face images used in the experiments
are shown in Figure 2.

To calculate L for each obtained representation, the face im-
age is equally divided into non-overlapping 8×8 sub-regions.
For NMFsc, we follow Hoyer’s [11] work and set Sw to 0.75
and keep Sh unconstrained. For ENMF, Sh is set to 0.1 α is
set to 1 and ε is set to 0.001. K-Means is employed to group
the row vectors in training data matrix V during initialization.
The traditional NMF, LNMF, NMFsc and ENMF are applied
on the ORL database and transformed FERET database with
different total number of bases r. Table 1 and Table 2 show
the calculated L for all the obtained representations learned
from ORL database and FERET database respectively. As can
be seen from the tables, the proposed ENMF achieves the
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Transformed FERET

ORL
Fig. 2. Sample face images used in the experiments

Method r = 36 r = 49 r = 64 r = 81 r = 100
NMF 0.973 0.976 0.976 0.976 0.979

NMFsc 0.423 0.571 0.727 0.757 0.801
LNMF 0.258 0.238 0.199 0.195 0.187
ENMF 0.194 0.172 0.127 0.125 0.121

TABLE I
THE LOCALITY L FOR DIFFERENT REPRESENTATIONS LEARNED FROM

FERET DATABASE

smallest L in all the cases, especially for ORL database that
addresses out of plane rotations of the faces.

B. Face recognition

In this experiment, NMF, LNMF, NMFsc and ENMF rep-
resentations are comparatively evaluated for face recognition
based on ORL database. The following simple recognition
scheme is used:

1) Feature extraction. After the subspace is learned from
training images, let t be the mean of training images.
Each training face image ti is projected into the learned
subspace as a feature vector fi = W−1(ti − t) which
is then used as a prototype feature point. A query face
image q to be classified is represented by its projection
in the subspace as fq = W−1(q − t).

2) Nearest neighbor classification. The Euclidean distance
between the query and each prototype, d(fq, fi),is cal-
culated. The query is classified to the class to which the
closest prototype belongs.

Method r = 36 r = 49 r = 64 r = 81 r = 100
NMF 1 1 1 1 1

NMFsc 0.667 0.836 0.946 0.956 0.969
LNMF 0.422 0.396 0.345 0.341 0.329
ENMF 0.275 0.232 0.197 0.193 0.186

TABLE II
THE LOCALITY L FOR DIFFERENT REPRESENTATIONS LEARNED FROM

ORL DATABASE

Method r = 36 r = 49 r = 64 r = 81 r = 100
NMF 0.43 0.41 0.38 0.37 0.39

NMFsc 0.84 0.82 0.81 0.85 0.88
LNMF 0.91 0.91 0.92 0.94 0.93
ENMF 0.94 0.96 0.96 0.97 0.97

TABLE III
THE RECOGNITION RATES FOR DIFFERENT METHODS

Different from the first experiment, all images from ORL
database are directly used without normalization. The set of 10
images for each person is randomly partitioned into a training
subset of 5 images and a test set of the other 5. The training
set is then used to learn the subspaces (basis images), and
the test set for evaluation. All the compared methods take the
same training and test data. For NMFsc and ENMF, the same
parameters are used as in the first experiment. Table IV-B
shows the recognition rates for the compared representations
with different total number of bases r. As can be seen from
the table, the performance of traditional NMF is surprisingly
poor, ENMF achieves the best recognition accuracy.

V. CONCLUSION

In this paper, by imposing orthogonality constraint on basis
matrix while controlling the sparseness of coefficient matrix,
the NMF is extended for producing a localized, part-based
representation for face images. Since the proposed ENMF is a
local minimizer, gives different representations from different
initial conditions. We thus also propose a new initialization
method to place the emphasis of decomposition on local part-
based representation. Furthermore, we define an indicator,
referred to as locality L to quantitatively evaluate the efficiency
of a subspace projection-based method with respect to the
capability of realizing the local part-based representation.
Experimental results have shown that the proposed ENMF
derives more localized basis images for face representation
than NMF and its major extensions, and not sensitive to
training data, especially robust to misalignment of faces.
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Abstract—The paper presents a robust indoor feature 
recognition and vision-based obstacle detection algorithm. A 
method is proposed using the fusion of colour features, edge 
map, range information and motion analysis to help the system 
interpret visual cues. The system is able to detect ground plane, 
drop-offs, stairs, open doors and obstacles, and is able to 
provide motion information. The results showing accurate 
indoor feature recognition and accurate distances to various 
detected indoor features, suggest that this proposed 
colour/edge/motion/depth approach would be useful as a 
navigation aid through doorways and hallways.  

Keywords-obstacle detection; feature recognition; 
autonomous navigation; structured light camera; Kinect 

I. INTRODUCTION 
Autonomous navigation for vehicles and mobile robots 

has been extensively researched in last two decades. Most 
autonomous navigation systems are based on different types 
of sensors such as infrared, sonar, laser range finders and 
visual sensors to provide obstacle detection, path planning 
and other navigation tasks [1] [2]. Vision-based navigation 
has received significant attention as more information can 
be retrieved by images than other types of sensors. 

Obstacle and hazard detection is an essential task for 
path planning and other complex navigation tasks. When 
driving in an indoor environment, various potential hazards 
are present, including steps, upward stairs, walls, furniture, 
people, doorways and ramps. Table I lists several kinds of 
hazards in indoor environments [3].  

TABLE I.  COMMON HAZARDS IN INDOOR ENVIRONMENTS 

Hazards Examples 
Drop-offs Downward stairs, steps 

Obstacles 
Static Walls, furniture 
Dynamic People, doors 
Transparent Glass doors, glass walls 

Overhangs Table tops 
Inclines Wheelchair ramps 
Narrow regions Doorways, elevators 

This paper proposes a theoretical basis for vision-based 
obstacle detection, open-door detection, stairs and drop-off 
detection and motion calculation to support robust drive 
assistance in indoor environments. The proposed method 
exploits the fusion of colour features, edge map, range 
information and motion analysis to effectively analyse 
visual cues. 

Depth values in our previous works were calculated by 
using a Bumblebee2 stereo camera [4]. However, a 
commercial low-cost structured light camera Kinect was 
launched by Microsoft, which provides more reliable depth 
measurements under a larger variety of indoor conditions 
than the Bumblebee stereo camera. Therefore, the Kinect 
camera is now being used in this research instead of the 
Bumblebee2 stereo camera for depth value generation.  

The paper is structured as follows. Section 2 reports a 
brief overview of previous works for obstacle detection, and 
some background information of the Kinect camera. Section 
3 explains the methodology to conduct this research. Section 
4 presents the results of the experiments. This paper 
concludes with the limitations of the proposed system and 
an outline of future research.  

II. BACKGROUND 

A. Obstacle Detection Overview 
Various vision-based obstacle detection approaches have 

been proposed in the literature, which can be classified into 
one of the following three categories: 1) knowledge-based, 2) 
motion-based, and 3) depth-sensor-based method. 

1) Knowledge-based method: Exploits a priori 
knowledge of the obstacle. Features such as colour, edge, 
shape, textures and so on are used to detect obstacles [5] [6] 
[7]. Objects with different appearance from the ground may 
be classified as obstacles. Knowledge-based obstacle 
detection methods can be efficient in simple environments 
without clutter, but can easily fail when the background 
environment contains many similar colours, different 
textures and many geometric lines and edges [8]. Moreover, 
previous work on knowledge-based obstacle detection 
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shows that this kind of approach is unable to detect 
overhanging obstacles such as the edge of a table. 

2) Motion-based method:  Motion information is 
extracted from successive images, and it can be calculated 
from optical flow. Optical flow describes the motion with 
vectors at feature points in a captured image, and it can be 
used for calculating the time to contact with a surface. Some 
motion-based obstacle detection algorithms recover the 
depth information of the environment [9] [10] [11]. Others 
extract 2D information instead of 3D reconstruction [12] 
[13]. Motion-based obstacle detection has several 
weaknesses. Sun et al. [8] enumerated three factors that can 
affect the computation of motion information. First, 
significant pixel displacement between successive images 
by fast movement of the camera can cause errors to optical 
flow calculation. Second, lack of textures in the images can 
lead to unreliable motion information. Third, shocks and 
vibration of the camera can also influence the accuracy of 
motion information. Moreover, motion-based obstacle 
detection cannot be used to detect static obstacles with no 
motion. 

3) Depth-sensor-based method:  Stereo vision cameras 
and structured light cameras can recover the depth 
information in images. Many depth-sensor-based obstacle 
detection methods are based on ground plane estimation 
[14] [15]. Compared with motion-based methods, depth-
sensor-based obstacle detection has the advantage of depth 
information being derived without prior knowledge of the 
scene, and it is more accurate and less sensitive to the 
environmental changes. However, depth sensors alone 
cannot provide motion information of the camera or other 
dynamic objects. 

In order to avoid problems with one single method, 
current vision-based obstacle detection approaches often 
combine multiple algorithms [3] [16]. 

B. Structured Light Camera 
The basic process of a structured light camera is to 

project a known light pattern onto a scene. The structured 
light pattern appears distorted after it reaches the objects in 
the scene. The depth information of those objects can be 
retrieved according to the scale of distortion.  

    
 

Figure 1. Kinect camera and its IR pattern. (a) Kinect camera.  
(b) Structured infrared pattern projected by Kinect camera. 

The Kinect camera combines information from a 
standard RGB camera with an infrared based depth sensor 
as shown in Figure 1(a). A structured infrared pattern of dots 

in Figure 1(b) is projected on to the environment and viewed 
by an infrared camera. The level of distortion in this pattern 
is used to calculate the distance from the camera to objects. 

Table II shows the comparison between the PointGrey 
Bumblebee 2 stereo camera and the Microsoft Kinect 
camera [17]. The Kinect camera has a reasonable resolution, 
a good working range and a low price. Moreover, the depth 
calculation of the stereo camera is performed on the host 
machine and so requires more computational cost, while the 
Kinect camera calculates the depth value directly using its 
built-in processor.  

TABLE II.  COMPARISON BETWEEN BUMBLEBEE STEREO CAMERA 
AND KINECT CAMERA 

 Bumblebee2 camera Kinect camera 
Frame size 1280×960 640×480

Maximum frame rate 15 fps 30 fps 
Working range 0.5-4.5m 1.2-3.5m 
Market price $NZ 3000 $NZ 220

 

 

 
Figure 2. Depth image generated by Bumblebee2 stereo camera.

Images in Figure 2 are results from the Bumbleebee2 
stereo camera, illustrating the difficulty obtaining depth 
information in non-textured areas. By comparison, the 
Kinect camera projects an infrared light pattern to cover the 
full scene and so retrieves depth information for almost 
every pixel as shown in Figure 3.  

 
Figure 3. Depth image generated by Microsoft Kinect camera. 

(a) (b) 
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III. METHODS 
This paper proposes a method that combines colour, 

edge, motion information and depth information to 
effectively analyse visual cues.  

A. Depth Generation 
Both depth and RGB images can be obtained from the 

Kinect camera using the driver and library supported by 
openKinect [18] or OpenNI [19].  

With the Kinect camera, the depth and RGB images are 
captured by two different cameras from two different 
viewpoints, and so it is necessary to align depth pixels with 
the corresponding RGB pixels. The process of image 
registration for the Kinect camera can be found in [20]. 
Figure 4 shows the 3D point cloud data generated by the 
Kinect camera that contains RGB values for each point.  

 
Figure 4. 3D Point cloud. 

B. Ground Plane Detection 
Ground plane estimation is a prerequisite for obstacle 

detection. The RANSAC plane fitting [21] is used to find 
ground plane in the 3D space. The procedure is the 
following: 

1) Randomly select N points within the depth image.  
2) From the selected N points, randomly choose three 

points to fit a plane  . Check the 
remaining N-3 points whether fit the estimated plane 
equation, and calculate the number of fitting points.  

3) Repeat step 2 until the number of fitting points is 
greater than a specified threshold. The ground plane is 
found.  

4) If the number of fitting points is never greater than 
the threshold, the ground plane is plane with the largest 
number of fitting points.  

C. Frame of Reference 
To obtain a real world representation, it is necessary to 

know the camera placement. As the ground plane equation 
in camera view coordinates is already known ( 

), the approximate height of the camera  above 
the floor can be estimated by projecting the origin of the 
camera (viewpoint) onto the ground plane. 

Assume  is an arbitrary point in the 3D space, as shown 
in Figure 5, and its position in camera view coordinates is 
known . To obtain the actual z offset between  
and  along z-axis, the point   is project onto the ground 
plane and its projection  is calculated by: 

,  (1) 

where  

 

The height of the point  above the floor is equal to .  

 
Figure5. Calculate point P in world coordinates.  

By compare the distance offsets between the projection 
of viewpoint and the projection of point  on the ground 
plane, the actual position of  can be retrieved. As a result, 
the 3D position of each pixel can be converted from camera 
view coordinates into world coordinates. 

 

 

 

 
Figure 6. 2-D maps. (a, c) Depth map. (b, d) 2-D map where floor are 

marked with green and positive obstacles are marked with red.  
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D. Obstacle Detection  
In order to detect and localize obstacles, the 2D maps are 

generated as shown in Figure 6. In a 2D map, all obstacle 
points are projected onto the ground plane. Both obstacle 
points and ground floor are marked in the 2D maps.  

In the image and depth map space, the ground surface is 
removed from the image after the ground plane has been 
observed. The remaining data is divided into connected 
components according to their 3D positions in world 
coordinates. The objects that lie directly in front of the 
camera could influence the movements. Those pixels 
outside the range ( , ) and ( , ) are 
removed from the image. The distance to each detected 
obstacle is calculated and compared. Finally, the closest 
obstacle can be located.  

 
 

 
 

Figure 7. Standard deviation ridge detector and the Hough Transform. (a) 
original image. (b) edges found by Canny edge detector. (c) 
boundaries found by the standard deviation ridge detector. (d) 
straight lines found by the Hough Transform.  

E. Edge and Line Extraction 
Reliable line extraction method is essential for doorway, 

stairs and drop-offs detection. An algorithm that combines a 
boundary detector and the Hough Transform is proposed to 
extract edges and lines in the image. The standard deviation 
ridge detector [22] is exploited to detect boundaries in the 
environment. It is a real-time boundary detector that can 
retrieve more useful data than an edge detector, such as the 
Canny edge detector. As shown in Figure 7(b), the Canny 
edge detector produces too many erroneous edges, and it is 
likely to fail finding some important edges. By a comparison, 
the standard deviation ridge detector tends to detect 
important boundaries and avoid unimportant divisions 
(Figure 7(c)). Then, an edge thinning process is carried out 
to reduce the thick edges to one pixel wide edge elements. 

Finally, the Hough Transform is used to find straight lines in 
the boundary images detector (Figure 7(d)). 

F. Drop-offs and Stairs Detection 
For both drop-offs and stairs recognition, lines are 

extracted from the image first using the proposed boundary 
Hough Transform method (Figure 8(a)). Then, depth 
discontinuities are examined at each horizontal line. If the 
depth value of the region above the line is much greater than 
the value below the line, the drop off is found.  

The stairs recognition is looking for a set of parallel lines; 
and then checks if the depth of each stair line changes 
gradually.  

 
 
Figure 8. Stairs and drop-offs detection combines line extraction and depth 
information. (a) straight lines from the boundary Hough Transform method. 
(b) depth images. 

 
 

 
 

Figure 9. Open door detection. (a) Depth map. (b) Depth discontinuity map. 
(c) Detected straight lines in depth discontinuity map. 

G. Open door Detection 
Since the Kinect camera provides more reliable depth 

measurements than a stereo camera for close range indoors, 
a more useful depth discontinuity map can be generated as 
shown in Figure 9 (b). The white pixels show the positions 
where the depth discontinuity is generated by a value greater 
than 0.5 meters. The Hough Transform is then used to find 
straight lines in the depth discontinuity map. In a depth 
discontinuity map, when there are two vertical lines 
connected with a horizontal line at top, such an area is 

(a) (b) 

(c) (d) 

(a) (b) 

(c) 

(a) (b) 
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normally represented as an open door. Using these depth 
discontinuity maps, the height and width of a typical open 
door can be calculated. 

H. Motion Calculation 
The motion information of the camera is calculated 

using optical flow to show the direction of camera 
movement along a hallway. Feature points are selected for 
each frame by detecting corners. Kanade-Lucas optical flow 
is used to track these feature points. Flow vectors are 
calculated by locating the positions of each feature point in 
the previous and current frame. However, some outliers may 
also be generated as shown in Figure 10 (a). In order to 
prune outliers, statistical measures, such as lower, upper and 
inter quartile values are used. As a result, outliers with 
uncharacteristic magnitude and slope are eliminated (Figure 
10 (b)). 

 
 

Figure 10. Optical flow vectors. (a) Raw optical flow vectors generated by 
the moving camera. (b) Optical flow vectors after outlier removal.  

For each flow vector, the 3D positions of each flow 
point in previous frames and the current frame are retrieved 
by integrating with depth information. The optical flow 
vectors are divided into 9 regions as shown in Figure 10 (b). 
The average distance from the camera to each region is 
calculated separately. These distances are then used to 
calculate time to impact and 6 DOF pose movement of the 
camera. 

IV. RESULTS 

A. Ground Plane Detection 
The ground plane detection algorithm which described 

in last section is implemented. The result of ground plane 
estimation shows that with accurate depth data provided by 
the Kinect camera, the floor is detected accurately (Figure 
11). However, during the experiments, it also found that 
floor detection fails in the highly reflective floor regions. 

B. Obstacle Detection 
The obstacle detection algorithm is evaluated in a variety 

of situations. The results are reliable when the scene 
contains sufficient accurate depth data. Figure 12 shows 
some results of obstacle detection. 

 
 
Figure 11. Ground plane detection. (a) Depth map. (b) Result of ground 

plane detection. 

 
 

Figure 12. Detecting the nearest obstacle. (a) locating stairs (b) locating 
table and chairs.  

C. Evaluation of Indoor Feature Recognition 
Some results of drop-offs and stairs detection are 

presented in Figure 13, where the numbers show the 
distance to the detected stairs or drop-off in meters. 

 

Figure 13. Drop-offs and stairs detection. (a) Drop-off line detected.  
(b) Stairs lines detected.  

The proposed algorithms for drop-offs, stairs and open-
door recognition are evaluated. Four video data sets with 
different indoor environments were collected to evaluate the 
indoor feature detection. Table III shows the results of this 
indoor feature detection. It is clear that both the drop-off and 
stairs recognition are accurate, but the open door recognition 
only has 69% true positive results. 

TABLE III.  EVALUATION OF INDOOR FEATURE DETECTION 

 True 
Positive 

False 
Positive 

False 
Negative 

Drop-offs detection 94% 15% 6% 
Stairs detection 96% 8% 4% 
Open-door detection 69% - 31% 

D. Evaluation of Distance Measurement 
The accuracy of measuring distances to the detected 

indoor features is also evaluated where Figure 14 graphs 

(a) (b) 

(a) (b) 

(a) (b) 

(a) (b) 
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results of these distance measurements. It shows that by 
using Bumblebee stereo camera, within 5 meters, the 
distance offset is within 0.3 meters (6%). However, the 
accuracy is not improved by using the Kinect camera.  

 
Figure 14. Results of measuring distance to the detected indoor features.  

Several factors influence the accuracy of distance 
measurements. First, our results depend on the depth 
measurements provided by depth sensor. For example, the 
accuracy of depth measurement by Kinect camera can be 
influenced by other IR sources such as direct sunlight 
(although this research is intended for indoor use), Second, 
reflective or transparent surfaces can introduce significant 
depth errors using both types of cameras. Third, line 
extraction methods may divide an actual corridor line into 
several line segments which could potentially cause false 
feature recognition. 

V. CONCLUSION AND FUTURE WORKS 

In conclusion, the project proposed a method that 
combines different visual cues to detect indoor features, 
avoid obstacles and calculate movements. The results 
suggest that the system is able to detect ground plane, open 
doors, drop-offs and stairs. Generally, the results of indoor 
feature recognition and distance measurement to the 
detected indoor features are accurate.  

Future work will focus on dynamic obstacle detection 
using optical flow and depth information. The relative speed 
of dynamic objects with the moving camera with time-to-
impact will be more accurately estimated.  

Current limitations due to large illumination variation 
over 24 hours and camera shaking will be reduced by fusion 
with other types of sensors. 
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Gesture Recognition using High Resolution Stereo
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Abstract—With high image resolution and depth resolution, it is
expected that subtle differences in gestures can be detected and
recognized and used for a wide variety of communication and
control applications. As a first step towards this goal, verging axis
stereovision was used to detect, segment and classify fingertips
in high resolution images in real time.
Firstly, binocular image points were extracted from the disparity
map, smoothed and depth contours drawn. When a contour area
increased by less than 1% when moving one disparity step from
foreground to background, the foreground contour was taken as
the hand outline. Fingertips were detected by drawing the convex
hull around the hand and identifying the contour defects between
fingers. The position of the finger and ratio of the lengths of its
sides was used to classify fingers. This enabled us to recognize
and classify the fingers of the hand as it was presented in its
‘training’ pose from which fingertip motion can be tracked and
gestures understood.

I. INTRODUCTION

Gestures are an important component of our communication
systems and are widely used. They augment normal speech, ‘
allow communication at a distance or in noisy environments
and may be relatively immune to interference from other
audio and visual sources. Computer recognition of gestures
opens up many new applications from contactless control of
computers and other devices, communication for the disabled
to ‘immersive’ games and many more.
Most gestures involve movement in three dimensions and
occlusions - for example, fingers crossed or turned in to form a
fist - so that conventional 2D cameras have difficulty capturing
enough information to interpret the full range of possible
gestures - even if they can successfully separate a hand (or if
we interpret ‘gesture’ as any movement which communicates
something - limb or body) from its - possibly dynamic -
background. Here, we used a high speed high resolution stereo
system to capture ‘3D movies’ of hands, isolate and identify
fingers, enabling them to be tracked through rapid complex
movements. This is a first, vital component of a reliable
gesture recognition system: identifying and tracking fingertips
should allow recognition of most gestures.

A. Related work

Most extant finger tracking studies have been based on
2D images and generally make assumptions about what the
camera sees, e.g. one finger only [1] or the finger is at the
highest point [2]. Skin colour based location and segmentation
of hands has been used in several studies [3], [4], [5], but this
depends on the lighting conditions and the absence of gloves,
bandages, etc. Edge curvature has been used to generate finger
locations [6]. Oka et al. have tracked multiple fingers from

Fig. 1. Stereo converging axis configuration: the optical axes are verged to
meet at a fixation point at a distance, Zfix

frame to frame using a Kalman filter [7] but they were limited
to simple gestures on a 2D surface. In more recent work,
Xing et al. used binocular stereo but also limited themselves
to recognizing actions on a surface [3].

B. Stereo Vision System

We used a high resolution stereo system developed at
The University of Auckland which implements Gimel’farb’s
Symmetric Dynamic Programming Stereo (SDPS) algorithm
[8] in an FPGA [9]. This system can stream left and right
rectified images, disparity and occlusion maps into a host
computer at 30 frames per second with an image resolution
of 768 × 1024 pixels and 128 disparity levels giving depth
resolution of ∼ 1% over a wide area. Here we assumed hand
gestures within a ∼ 0.5 m cube would be sufficient i.e. no
large arm movements. A verging axis configuration has better
depth resolution [10] and we chose a vergence angle, φ = 5◦

- see Table I-B for the parameters of the system.

The system was configured so that we could obtain a depth
resolution of better than our target ±5 mm over a 0.34×0.5×
0.4m region. The target depth resolution was easily achieved
with the verging axis configuration (even at a low vergence
angle) whereas a canonical (parallel axis) configuration could
not produce this depth resolution from 1M pixel images.
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TABLE I
CONFIGURATION PARAMETERS

Symbol Description Value
f Camera focal length 9 mm
θ Half angle camera field of view 15◦
φ Vergence angle between two optical axes 5◦
b Baseline: distance between optical axes 95 mm

dmax Maximum disparity 127
p Pixel width 4.7μ

z(dmax) Distance to closest point at which depth
data can be obtained

652
mm

a Extent: max width of object at dmax 340mm

Fig. 2. Segmented and contoured hand - each contour represents ∼ 2 mm
illustrating the high resolution capabilities of our stereo system.

II. SYSTEM OPERATION

A. Calibration

The system was first calibrated to determine the camera
intrinsic and extrinsic paramaters [11]. A rectification table
was then constructed: the FPGA circuitry uses this table to
remove lens distortion from the images and align them so that
pairs of corresponding points are in corresponding scan lines.
We used Bouget’s technique [12] to rectify images without
losing the enhanced depth resolution of a verging axis system
[10].
New FPGA ‘circuits’ are built (including the rectification and
SDPS correspondence circuits) and downloaded to the FPGA
to which the cameras are attached: Jawed et al. provide a
detailed description [9].
With Bouget’s technique, we can obtain 3D point clouds in real
world coordinates using the familiar relation between depth,
z, and disparity, d: z = fb

pd .
The FPGA also sends to the host an occlusion map showing
monocular regions - points visible by one camera only.

B. Hand calibration

We assumed that a new user would ‘calibrate’ the system by
slowly moving a hand with the fingers spread out in front of
the system to obtain some ‘clean’ images. Capturing images
and depth maps at 30 fps, this training is fast and minimally
invasive. We expect that we may be able to drop this set up
exercise later - allowing the user to introduce the gesturing
hand in any way at any time.

III. FINGER LOCATION AND CLASSIFICATION

A. Hand segmentation

Using the algorithm of Figure III-A, hand segmentation is
straightforward and robust.

The occlusion map selects binocularly visible points in the
disparity map. Contours at each disparity level were then
generated one at a time - starting with the closest (highest
disparity) - using OpenCV’s border following algorithm [11]:
the map was binarized at each level, eroded and then dilated
to remove noisy patches. Contours were smoothed using a
polygon approximation from OpenCV. Figure 2 shows a set
of contours.
The area of the contour at disparity, d, was compared with that
of the contour at d + 1. If the increase in area was less than
1%, this contour outlining the hand was extracted and used
for fingertip detection. If not, the next lower disparity contour
is tested.

Input: disparity map, threshhold
Select binocular points in disparity map
for d in 127 down to 0

binarize disparity map at d
dilate
erode
generate contour[d]
a[d] = area of contour[d]
if d < 127

if (a[d]-a[d+1])/a[d] < threshhold
return contour[d+1]

end for
captionContour selection algorithm

B. Fingertip detection

Two algorithms for fingertip detection were trialled. The first
finds points of curvature by looking at gradient changes
along the hand. The second finds convexity defects using
OpenCV’s cvConvexityDefects [11]. Manresa et al. also
used convexity defects on hands identified by skin colour but
did not attempt to classify fingers [5].

C. Points of curvature

The gradient at each point along the contour was calculated.
Changes in gradient sign are points of curvature - circled in
Figure 3.
This algorithm locates fingertips but finds additional points
of curvature along the arm. The fingertips are spaced further
apart than the arm’s points of curvature which can be removed
because they are too closely spaced. We also averaged the
gradients along the hand to reduce the number of points of

Fig. 3. Fingertip detection using points of curvature
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Fig. 4. Fingertip detection using convexity defects [11]

Fig. 5. Fingertips located using convexity defects on the disparity map

curvature found. This removed several points along the arm
but also removed some of the fingertips. A more robust method
to locate fingertips was required.

D. Convexity defects

Convexity defects are found by drawing the convex hull around
the contour of the hand enclosing all points of the hand like a
rubber band [11]. Regions where the contour departs from the
convex hull are convexity defects. A defect is characterized
by start, end and depth points. A set of defects (A to H) are
shown in Figure 4:
The fingertip is the midpoint of the previous defect end and
the defect start. Similarly, the base of a finger is the midpoint
of two adjacent depth points - see Figure 4.
Convexity defects successfully found fingertips when disparity
maps have minimal streaking artifacts.

E. Identifying fingers

1) Lengths of finger sides: The lengths of the sides of a finger
were used to classify fingers. The two sides of each finger are
labelled ‘A’ and ‘B’ - see Figure 6.
2) Angle about fingertip: The angle about the fingertip in
Figure 7 is different for each finger but will always be acute.
The arm’s angle is larger than any of the fingertip angles.
Restricting fingers to acute angles removes unwanted defects
along the arm.

Fig. 6. Side lengths of a finger

Fig. 7. Angles about fingertip and arm

Fig. 8. Method for finding fingers

F. Method for finding fingers

Convexity defects may identify noise in the disparity map and
parts of the arm as fingers. Defects due to noise have smaller
lengths than the lengths of finger sides in Figure 6 and defects
along the arm have obtuse angles. The procedure for removing
unwanted defects and finding correct fingers is shown in Figure
8. It requires two defects to be selected, one for each side of
the finger. If a finger side is too small, it looks for an adjacent
defect. If finger side A is too small but side B is not, it means
that side B is probably one side of a finger and side A is
probably noise. Therefore, the previous defect in the array is
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TABLE II
PARAMETERS FOR CLASSIFYING FINGERS

Relative lengths of Angle about
finger sides the fingertip

Fingers Mean σ Mean σ

Thumb 2.6 0.57 34◦ 9.7
Index 1.9 0.40 14◦ 5.6
Middle 1.1 0.19 11◦ 4.7
Ring 1.1 0.09 17◦ 3.2
Pinky 3.8 0.58 33◦ 11

checked for side A until it finds one of appropriate length or
reaches the end of the defect list. Similarly, if finger side B
is too small then the next defect is checked for side B until it
finds one of appropriate length or reaches the end of the list.
The procedure ends either when five fingers are found or the
entire contour has been searched.

G. Finger classification

We first examined separate fingers, in order to make our
classification robust to

• presentation angle of the training hand
• side presented (palm or back of hand) and
• left or right hand.

1) Parameters for classifying fingers: The following
parameters were considered for classifying fingers - see
Figure 6 and Figure 7:

• Relative lengths of the sides of a finger,
• Angle about fingertip and
• Average length of the two sides of a finger.

We found that the average length of the two sides of a finger
was not a useful discriminant. Only the first two parameters
had potential for classifying fingers.
2) Results: The relative lengths of the sides of a finger and the
angle about the fingertip were estimated by running through
106 sets of images (left, right, disparity map and occlusion
map) with low noise or steaking. Results are summarized in
Table II. Angles about the fingertip had very large variations,
especially the thumb and pinky. We concluded that fingertip
angles will not accurately classify fingers but could be used to
assist in verification. For instance, the angles about the thumb
and pinky were mostly larger than other fingers.
Table II shows that the relative lengths of the sides of a finger
have comparatively lower standard deviations. Figure 9 shows
the majority of the relative lengths of the sides of a finger for
the pinky are greater than for any other finger, followed by the
thumb. It also shows that the middle and ring finger have much
lower values than any of the other fingers. We concluded that
the relative lengths of the sides of a finger is the best classifier
of fingers.

H. Method for classifying fingers

When fingertip detection is completed, a list of fingers is found
with a maximum of five entries: we now want to classify these
fingers so that they can be individually tracked and used in
gesture recognition: Figure 10 shows the algorithm used.

Fig. 9. Relative lengths of finger sides

Fig. 10. Method for classifying fingers
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Fig. 11. All fingers classified correctly

Fig. 12. Depth map showing fingertips and finger bases

Noting that the finger list derived from the contours could
start at any finger and run in either direction. The list is
first searched for the finger with the highest relative length
ratio. This finger is the pinky since Figure 9 shows the
pinky consistently has the highest ratio. The ratios for fingers
adjacent to the pinky are then compared. These are the thumb
and ring finger. The ring finger ratio is almost always less than
the thumb’s, so the scan direction is easily established. The
remaining fingers are trivially classified with the length ratios
used to highlight outliers. All fingers are classified correctly
now - see example in Figure 11. Since we acquire images at
a fast rate, images which fail to produce consistent labelling
can be simply rejected.

IV. ACTUAL FINGER DIMENSIONS

The stereo system is calibrated so that we can convert
a disparity map to a depth map with real world (X,Y,Z)
coordinates for each pixel [11], which allow actual finger
dimensions to be calculated. Actual finger dimensions can
identify hand poses, such as the one in Figure 12, where the
palm is not perpendicular to the system axis or the fingers are
bent forward or back.

A. Limitations

1) Clear view of hand: The system must have an
uninterrupted view of the training hand. The high frame rate
removes this problem: the hand moves slowly and a suitable
image set is quickly acquired.
2) Homogeneous skin texture: Hands tend to present mainly
homogeneous, textureless regions. To overcome this, we
projected a pattern of random width lines onto the hand - see
Figure 13 - to reduce matching ambiguities. This improved
the quality of depth maps significantly. All the images used in
this work were taken with a monochrome camera so the colour
pattern used here could easily be replaced with an ‘invisible’
near IR pattern. Conveniently, readily available (and cheap)
Kinects emit just such a near IR pattern!

Fig. 13. Projected pattern of random width lines

Fig. 14. Convexity defects finds bent fingers in disparity map

B. Fingertip detection

1) Fingers bent too far back: When fingers are angled away
from the camera, the fingers can still be seen and classified
correctly - see Figure 14. If they are bent any further than that,
the index finger is no longer detected as a point in the convex
hull. This puts a (not very significant) constraint on the angle
at which the training hand must be presented.
2) Additional fingers from noise: The noise in some disparity
maps generates a phantom finger in Figure 15. Such six (or
more) finger hands can be rejected in training.
3) Streaking artefacts in the hand: Streaking is a well-known
artefact of the dynamic programming correspondence
algorithms, because they penalize disparity changes. Our high
resolution disparity maps (depth resolution < 5 mm) show
multiple contours over the full hand - for example, see Figure
2 - so, even when the disparity map is apparently corrupted
by streaks, fingertips can often be detected and classified as
shown in Figure 16.
Current work in our laboratory has found ways to improve this,

Fig. 15. Noise detected as a pinky in the disparity map

Fig. 16. Fingertips detected in disparity map containing streaking artefacts
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Fig. 17. Fingertips classified incorrectly by inverting fingers

Fig. 18. Some fingertips classified correctly when hand flips

e.g. by using the Salmon algorithm [13], but not eliminate it.
Comparison of the disparity map with the original images also
shows promise in avoiding this problem: the key problem is the
loss of the edge of the hand which distorts the derived contour,
but we have three images in which to locate the correct edge
- the original left and right images and the disparity map.

C. Finger classification

We searched the hand contour until five fingers were found
or the entire contour had been searched. This is robust since
less than five fingers can be outstretched and fingertips are
still detected. Finger classification, however, relies on detection
of all five fingertips. If less than five are detected, they may
be classified incorrectly. This limits the hand poses in which
fingers can be classified.
1) Relative lengths of the sides of a finger: Comparing the
relative lengths of the sides of a finger, on rare occasions,
incorrectly classify fingers as shown in Figure 17. The relative
lengths of the sides of a finger are larger for the thumb than the
pinky in this disparity map. This will cause the other fingers
to classify incorrectly too.
2) Classification when hand flips: Figure 18 shows the hand
flipped over so the back of the hand is facing the camera. The
fingertips were detected are classified correctly. This further
demonstates that relative lengths of the finger sides forms the
basis for a robust classifier.

V. CONCLUSIONS

Our high resolution stereo system was able to identify a
training hand, segment the hand in the image and identify
and label each finger to assist in the next stage of gesture
recognition. The 3D data trivially handles situations in which
the finger lengths are distorted (in projection to the camera
image planes) by bending them away or altering the hand
pose. Our approach is robust to a degree of noise and streaking
artefacts. When the classification fails, the system is capturing
new images at 30 fps, so a failed image is simply rejected.
To ensure that subsequent images do not suffer from the same
problem (e.g. a background region which happens to look like

skin), it is sufficient for the user to move their hand slightly
in the training period.
The next stage in this work is to use a Kalman or particle
filter to track individual fingertips through images captured
every 30 ms - sufficiently fast that fingers do not move far in
each frame. Here, the system will start analyzing each frame
with a predicted position for each fingertip and will start with
an expected disparity map against which the actual one can
be compared. This will enable the system to handle complete
occlusions of individual fingers (folded in, pointing away, one
hand occluding another etc.) and build a set of fingertip tracks
as input to the gesture recognition module. This study has
shown that we can acquire very precise 3D views of a hand (as
in Figure 2) and are thus able to distinguish subtle variations
of gestures.
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Abstract—This paper proposes a data driven approach to
perform scene localization in indoor environments. The proposed
algorithm named p-BoW is designed to cope with self-repetitive
and confusing patterns in indoor environments of any type. The
algorithm uses the Visual Bag of Words (BoW) model along
with proposed voting scheme to perform scene localization from
a database of captured images. In the first phase, a small subset
of images closer to the query image is found via standard BoW.
In the second phase, verification is performed (if required) to
identify the best matched image from this subset against the
query image.

Normalised term frequency (ntf ) weighting scheme has been
found to outperform normalised term frequency- inverse docu-
ment frequency (ntfidf ) scheme in matching precision. Proposed
algorithm makes use of visual BoW based on SIFT features in the
first phase and perspective transformation during the verification
phase for image matching. The resulting proposed system has
been able to perform scene matching efficiently in our indoor
environment (having about 35 indoor locations) with an accuracy
of more than 91% on different cluster sizes.

I. INTRODUCTION

Localization in an indoor environment without any global
positioning information (GPS) is a challenging problem. In-
door localization is a basic requirement for navigation of
robots and blind people. This area has been widely studied by
robotics and computer vision researchers. In robotics, a system
able to autonomously build a map while estimating its position
in the indoor environment is the optimal solution and is
referred as Simultaneous Localization and Mapping (SLAM)
[1]. A key part of most of the SLAM implementations is
the detection of previously visited locations by the robot
[2]. The target application for this work is a vision-based
navigation system for blind people in indoor environments
using common hardware (preferably smart phones). The first
stage in this process is location recognition. We envisage that
a user will take a photo using their smart phone, the phone
may perform some initial processing then send a representation
of the image to a server for location recognition which is
then communicated back to the phone. In this paper, we
focus purely on the location recognition problem and assume
that a suitable database of labeled images has already been
collected for the building in question. Such a system would
be particularly suitable for office buildings.

A. Related Work

Visual Bag of Word Model (BoW) has recently been used
for recognition of scenes and video event analysis due to its
robustness and good accuracy. There is a substantial amount
of research work in the area of image retrieval but most of it
focuses on outdoor images.

Few researchers have worked on indoor environments [3]–
[5]. In [3], SIFT, hue and texture features are used for
visual BoW followed by a voting scheme to perform scene
localization. Although it has been tested for a small scale
indoor environment it has not been shown to work in office
buildings which have similar color/texture schemes in many
places. In [4], the inverse document frequency (idf ) weighting
scheme based on global and local statistics is used to perform
scene localization in large scale indoor office environments.
Their algorithm is efficient and robust. The algorithm utilizes
the trained images distances information to identify the best
match from top 8 image matches.

More recently, object detection and probabilistic semantics
have been used in a small scale indoor environment to identify
the place type [5]. Their work should be applicable to indoor
environments of any type/scale but will perform slower as
objects segmentation, objects classification and then use of
semantics is usually slow.

The closest work to that described in this paper is proposed
in [6]. In that work, camera’s are assumed calibrated (or at
least approximately so), and database images are assumed
rectified. Features are identified using the Harris corner de-
tector and a RANSAC based algorithm for image registration
is applied. The query image is matched against each database
image and the closest match is returned as the location.

In some ways, our work can be viewed as an extension
of that of [6]. On the one hand, we update their approach
using SIFT features and the BoW algorithm. We also note
that plane homographies can be used in many environments
and not just building facades as with [6]. In our case, only
coarse localisation is necessary and therefore we do not require
camera calibration. Finally, we show that the normalised term
frequency (ntf ) weighting scheme is superior for this dataset
than the more popular normalised term frequency - inverse
document frequency (ntfidf ) scheme.
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B. Approach

We propose a planar homography based Bag of Word
Model (p-BoW) in this paper. p-BoW can perform scene
localization efficiently in an indoor environment with good
precision. The environment is represented as an image based
topological map [7], [8]. We have developed a database of
indoor images of our building for evaluation purposes [9] .
It is a standard office-type building with some classroom size
computer laboratories — many different locations within the
building look very similar. Figure 1 shows an example of our
system in which a captured indoor image is matched against
the stored images for localization. Our p-BoW works requires
only database of labeled images and works efficiently. Section
2 of paper discusses the first phase which uses traditional
BoW based on two weighting schemes. Then in Section 3, we
discuss the validation techniques for verifying the potential
candidates. Results are presented in Section 4 followed by
conclusions in Section 5.

Fig. 1. Scene Localization by the system. Colored circles indicate the
identified indoor places against the corresponding input images.

II. IMAGE MATCHING PHASE

A. Key points Extraction

Features or key points from the images can be detected
either as salient patches using Harris, Laplacian, DoG or Max-
imal Stable Extreme Region [10]–[13] or by visual descriptors
using SIFT, SURF, PCA-SIFT [12], [14], [15].

We have used SIFT descriptors in our work. The SIFT
implementation is our own and we have used shorter 96
dimensional SIFT descriptors. In our proposed SIFT, the
image size is kept constant and some orientation values are
skipped from 4 x 4 orientation rows obtained in the ”Key-point
descriptor” phase resulting in shorter 96D SIFT features [16].
These shorter SIFT descriptors are found to give almost the
same classification accuracy on different benchmark datasets
as we get with 128D SIFT features with the benefit of being
twice as fast with lower memory requirements.

B. Vocabulary Building

We build the vocabulary by applying clustering on the
extracted SIFT features from the training images. Different
clustering techniques have been used by researchers such as
k-mediods, hierarchical clustering etc [3], [4], [17]–[20]. For
large scale databases, a very large vocabulary is needed and
time complexity will be high. We have used Approximate k-
means clustering (AKM) and have performed nearest neighbor
search by kd trees [21] to reduce the time complexity to
N log k where N is the number of features and k is the number
of clusters. AKM has been reported to be superior than HKM
in performance [20].

Vocabulary can be built using hard and soft assignment of
words. In hard assignment, features are mapped to one closest
cluster during clustering while in soft, features are mapped to
multiple nearest cluster centers. In practice hard assignment
may lead to errors because of variability in the feature de-
scriptor such as image noise, varying scene illumination etc.
This may result in the same surface patch being assigned to
different visual words in different images.

We have used both hard and soft assignment of visual words
in our experiments. People have used different vocabulary
sizes ranging from 0.8K to 1M [3], [18]–[20], [22], [23] but
trade off between discrimination and generalization motivates
the use of appropriate dictionary size [24]. We have tested 7
vocabulary sizes ranging from small to large ones i.e. 1K to
50K.

C. Keywords Weighting Scheme

We obtain word distributions or histograms for every train-
ing image via a weighting scheme. We have used two weight-
ing schemes: normalized term frequency (ntf); normalized
term frequency-inverse document frequency (ntfidf) [24].

In term frequency, each histogram bin refers to the actual
count of visual words in an image d. With vocabulary size
of K and nd as the total number of visual words in the
image d, we use a K-bin histogram Td = [td1, td2..tdK ] where
each histogram bin refers to a normalized frequency count
i.e. tdi = ndi/nd . Normalization eliminates the difference
between short and long documents.

In ntfidf , we penalize visual words which appear in many
images and give more weight to those words which appear in
few images. For a vocabulary of size K, normalized ntfidf
can be computed as follows:

tdi =
ndi

nd
. log

N

ni
, (1)

where N is the total number of images and ni is the number
of images having visual word i.

D. Classification via Inverted Indexing

To classify a query image, we are using the inverted index-
ing scheme to quickly retrieve 200 trained images which could
be similar in appearance to the query image. We then compare
the histograms of the query image against the obtained images
using either ntf or ntfidf to form a ranked list of potential
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candidate images. Image with highest rank can be considered
to be the best match. Histograms are compared using the χ2

distance. χ2 can be computed between two histograms, (H1)
and (H2), as follows [3]:

||H1−H2||2 =
∑ (H1,i −H2,i)

2

H1,i +H2,i
(2)

E. Weighting Schemes Analysis

Most people have preferred ntfidf weighting scheme in
their works [3], [4], [17]–[20]. We analyzed from experiments
that ntf scheme performs better on our indoor dataset. We
decided to use other indoor and outdoor datasets to verify
our hypothesis. We have evaluated our simple BoW with both
weighting schemes on the following benchmark datasets:

1) UK Benchmark (U.K.B): Contains outdoor images and
is used as a standard for classification tasks [18]. There
are 4 different images of 2500 objects i.e.10,000 images
in total. We have used the first 4000 images i.e. 3000
for training and 1000 for testing. The 1st image is used
for testing and remaining object images are used for
training. 3000 trained images have been used to ensure
there are a large number of trained SIFT features i.e.
0.99M for reasonable BoW analysis.

2) Indoor Environment (I.E): Contains images of indoor
environments (i.e. from one floor of a building having
official setup) taken over some period of time [4], [25].
There are 8000 images for training and 100 images for
testing. We have used 3000 out of 8000 images for train-
ing and all 100 images for testing in our experiments. A
reasonable number of SIFT features are extracted from
trained data i.e. 14M.

3) CS Indoor (CS): Contains indoor images of our build-
ing. Details are stated in Section IV.

Figure 2 shows that traditional BoW with ntf scheme has
performed better then ntfidf on all datasets thus making ntf
scheme more feasible.

Fig. 2. Traditional BoW Matching Performance on different datasets.

III. VERIFICATION PHASE BASED ON HOMOGRAPHY

In the simple BoW model there is no verification phase.
The 1st candidate image in the top 200 images (subset)

is considered to be the best match for the query image.
However, the simple BoW model does not take into account
the spatial configuration of features or other image attributes
(such as colour) and this often leads to spurious matches.
Nevertheless, the correct matching image is often in the top
few candidate matches, and incorporating a verification phase
should significantly improve performance.

The proposed verification algorithm works as follows:
1) Use Inverted Indexing to retrieve top 200 images.
2) Calculate ntf or ntfidf histograms of 200 images.
3) Compute image rankings using χ2 measure.
4) Take top 50 ranked images in increasing order.
5) If top 3 ranked images refer/vote to same location:

a) Best Case: Then return that location.
6) Else [Worst Case Scenario]

a) Perform validation on top 50 images one by one.
b) If any image matches with query; return location.
c) if no match found in 50 images; this means ”no

decision” i.e. no match found.
Inverted indexing helps in efficient retrieval of images similar
to the query image. In our proposed scheme, if any of
top 3 images disagrees, we perform validation on top 50
images. Validation is performed on every image one by one
(if required). We compute best SIFT correspondences between
query and top ranked candidate image. We use RANSAC to
pick four of these correspondences randomly and compute a
plane homography. We then transform the candidate features
to new locations. If both images are the same, then most of the
transformed features will be in the field of view and will be
approximately at the same location as corresponding features
are. But this may be the case sometimes when two images
are different. So we identify such transformed features and
check the feature similarity with corresponding query features
to correctly identify the perspective correspondences. If we
find sufficient number of perspective correspondences with
different homographies then we select the current candidate
image as the best match. Otherwise, we pick next candidate
image and repeat whole process. Details of the algorithm are
given in Section III-C.

Validation can be performed for every query image but
it is expensive operation. Incorporation of voting results in
efficiency gains. As in many cases, we get localization decision
via votes. Any number of top images rather then 3 can be
picked to check the votes. We experimented different number
of images for voting (i.e. 5, 7 and 9) and identified that
top 3 images should be picked because this configuration
gives best results i.e. more then 99% accuracy on average.
Other configurations yield more wrong matches thus making
them less feasible. So proposed verification algorithm is a
reasonable trade-off between accuracy and efficiency.

We have compared our homography based validation tech-
niques with two other proposed validation techniques i.e.
sift-distance based (sd-BoW) and selective-hue matching (sh-
BoW) for performance comparison. Algorithms for all valida-
tion techniques are as follows:
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A. sift-distance Validation (s-BoW)

1) For each candidate image:
a) Compute SIFT correspondences with query image.
b) Use 150 threshold to compute features similarity.

2) If correspondences >= 3; return location.
3) Else pick next top ranked image and repeat steps (1-2).
4) If no match found in 50 images; refers to ’no decision’.

B. selective-hue Validation (sh-BoW)

1) We use spatial information. The candidate image will be
considered best match only:

a) IF its SIFT Correspondences are >= 3 against
query image.

b) AND also if its Hue Histogram = Query Hue
Histogram by at least 50%.

2) If no match found, use next image and repeat steps (1-2).
3) If no match found in 50 images; refers to ’no decision’.
4) For Hue Computation:

a) We have used 5 x 5 regions around key-points.
b) To check histograms similarity, we use χ2 measure.

C. Homography Validation (p-BoW)

1) For each candidate image:
a) Find 10 best SIFT correspondences against query.

2) Declare numPerspective = 0.
3) Use RANSAC for random picking of 4 SIFT correspon-

dences 15 times.
4) For every set of 4 SIFT correspondences:

a) Compute transformation matrix.
b) Transform all candidate features to new locations.
c) Note the transformed features coming with in 3 x

3 window of corresponding query features.
d) Check all such features similarity with query fea-

tures (150 threshold) and record the ”COUNT”.
e) If COUNT>= 3;

i) return numPerspective++; else return 0.
5) If numPerspective >= 3;

a) return candidate location.
b) Otherwise pick next image and do steps (1-5).

6) If no match found in 50 images; refers to ’no decision’.
7) Note: [The 4 points in both images which are used to

compute homography are excluded in step 4 (c-d)].

IV. EXPERIMENTAL RESULTS

A. Dataset

Our indoor dataset contains about 700 images taken from 35
places over three floors of the building [9]. 70 images are used
for testing and 630 for training. Test images contain images
of every place. 15-fold cross-validation with different test and
training sets is performed to compute average performance.
About 0.17M SIFT features are extracted on average. The
dataset is quite challenging because of the similarity of many
locations and is therefore a good test set for many localization
problems.

B. Proposed BoW Analysis
We have evaluated the performance of our proposed valida-

tion techniques against the simple BoW with ntf and ntfidf
schemes to identify the best among them. For evaluation, we
have used seven cluster sizes in experiments. and have run
simple BoW and all proposed BoW 15 times on our dataset.
The average matching precision and standard deviations are
shown in Figures 3 and 4. Results indicate that proposed
p-BoW performs best in terms of matching precision and
stability (due to its low standard deviation) as compared to
simple BoW and proposed s-BoW, sh-BoW. sh-BoW performs
slightly better then s-BoW and appears to be more stable due
to incorporation of color information as shown in Figure 4.

Fig. 3. Simple and proposed BoW Models Performance Evaluation with
seven clusters on our indoor dataset

C. Weighting Schemes Analysis
We analyzed that for ntf scheme, worst case scenario

i.e. frequency of invoking of validation technique (in %) is
less then ntfidf . For very small cluster sizes, worst case
occurrence is similar for both however with increase in cluster
sizes ntf scheme holds and performs better then ntfidf as
shown in Table I. This also supports our hypothesis in Section
II that ntf scheme performs better then ntfidf .

TABLE I
WORST CASE OCCURRENCE FOR BOTH ntf AND ntfidf SCHEMES

1K 5K 10K 25K 30K 35K 50K
NTFIDF 76 60 57 57 52 51 53

NTF 76 58 48 43 42 41 40

Fig. 4. Proposed BoW Models Standard Deviation for ntf and ntfidf
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D. Validation Techniques Analysis
Some query images contain less discriminatory information

and are difficult to recognize even with human eye. Such
images are called ’confusing’ and algorithms mostly find
wrong matches against such images. p-BoW also performs
some wrong matches. Sometimes the central hall of 3rd floor
is matched with the central hall of 2nd floor, rooms may
be wrongly matched, corridors of different floors may be
mismatched etc. Some examples of such wrong matches and
confusing query images are shown in Figure 5.

Fig. 5. p-BoW (a) Wrong matches (b) Confusing Images

For validation techniques analysis, we have considered only
those query images for which worst case happens and valida-
tion techniques are invoked to find the best match. Proposed
validation techniques have been evaluated in terms of:

1) No Decision Rate (R.R): Number of query images
against which validation cannot find best match.

2) Correct acceptance rate (C.A): Ratio of correct
matches i.e. average matching accuracy.

We evaluated average performance of all techniques w.r.t
above parameters. Figure 6 clearly shows that the perspective
transform validation technique outperforms others tested here
for both weighting schemes. For ’confusing query images’,
the top 50 images may not contain the desired match against
the query image. s-BoW and sh-BoW do not handle such
cases well and normally finds the wrong match resulting in
lower accuracy. For sh-BoW, the R.R is a bit higher then
s-BoW. The incorporation of hue and SIFT features make
this validation technique better then s-BoW. On the other
hand, in p-BoW use of homography ensures avoidance of
most of the wrong matches. The R.R is higher for p-BoW
which prevents many wrong matches against confusing query
images resulting in better accuracy. The R.R of homography

validation technique can be reduced at the cost of computation
by applying validation on more than 50 images.

Fig. 6. Validation Techniques (s-BoW, sh-BoW and p-BoW) Average Correct
Acceptance Rate for ntf and ntfidf schemes

E. Scene Confusion Matrix

For a blind person, it is important that they know the type
of place in which they are present even if specific location
information is not available. A scene confusion matrix has
been developed for 25K cluster configuration for both p-BoW
ntf and ntfidf as shown in Table II that groups place type as
opposed to simply location. As can be seen, the type of place
is recognized extremely well. These results are quite good and
are comparable with results shown in [5].

F. Soft vs Hard Assignment

We experimented with soft assignment of visual words in
simple BoW for both schemes. We mapped features to 2, 3 and
5 nearest cluster centers resulting in 3 BoW models i.e. S, S1
and S2. We compared proposed soft assignment based BoW
performance with BoW based on hard assignment i.e. H-BoW.
Results in Figure 7 show that soft assignment does not make a
significant difference for ntf scheme as compared to hard one.
However soft assignment resulted in 1-2% improvement for
ntfidf scheme for larger clusters. This makes soft assignment
feasible for ntfidf scheme. But soft assignment increases the
computational cost and its difficult to determine the number of
nearest cluster centers for mapping, as we find no significant
pattern via choosing different number of cluster centers.

V. CONCLUSION

In real time applications, a blind person can be asked to take
4-5 pictures of current scene and place recognized mostly by
p-BoW can be considered to be the desired location. This will
further reduce the chances of wrong matches and system will
be able to perform very precisely in real time.

We have presented in this paper a localization technique
which can work very well in challenging indoor environments.
The major findings of this work are:

1) Use of homography improves validation of candidate
matches significantly.

2) p-BoW is reproducible and robust.
3) ntf weighting scheme is superior to the ntfidf scheme

for indoor and outdoor environments.
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TABLE II
SCENE CONFUSION MATRIX FOR P-BOW FOR 25K CLUSTERS(ntf AND ntfidf SCHEMES). LEGEND: AL, ALL LABS; CR, CONFERENCE ROOM; COR,

COFFEE ROOM; C, CORRIDORS; H, HALLS; W, WASHROOM; O, OFFICES.

25K NTF 25K NTFIDF

AL CR CoR C H W O A.L C.R. CoR C H W O
All labs 99% 0.70% 0% 0% 0% 0% 0.3% 99% 1% 0% 0% 0% 0% 0%

Conf. Rm 0% 100% 0% 0% 0% 0% 0% 0% 100% 0% 0% 0% 0% 0%
Coffee Rm 0% 0% 97.8% 0% 0% 0% 2.2% 0% 0% 100% 0% 0% 0% 0%
Corridors 0% 0% 0% 99.7% 0% 0% 0.3% 0% 0% 0% 100% 0% 0% 0%

Halls 0% 0% 0% 0% 100% 0% 0% 3% 0% 0% 1% 96% 0% 0%
Washroom 0% 0% 0% 0% 0% 100% 0% 0% 0% 0% 0% 0% 100% 0%

Offices 0% 0% 0% 2% 0% 0% 98% 2% 0% 0% 0.5% 0% 0% 97.5%

Fig. 7. Soft vs Hard Assignment in Visual BoW

4) Smaller sized SIFT descriptors can be used for BoW.
5) More clusters are generally superior to fewer clusters.
6) Hard assignment should be used for ntf scheme in

indoor environments. Soft assignment may be used for
ntfidf but at the cost of expense and on an ad hoc basis.

7) sh-BoW validation technique is another good alternative
as compared to s-BoW. Incorporation of hue information
plays a good role in performance improvement.

8) SIFT features should be used in conjunction with other
information for more precise matching indoors.
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Abstract- The signal-to-noise ratio (SNR) of the live 
mitochondria time sequence images captured by fluorescent 
microscopy is generally low and the frames of these images is 
limited. That makes the detection and tracking of mitochondria 
particles difficult. Especially, it is extremely difficult to get the 
movement trajectory for the disturbance of the mitochondria 
movement involves its self-moving and the motion caused by 
the live host and its neuron. A tracking algorithm for live 
mitochondria based on disturbance elimination is proposed in 
this paper. The time sequence image is frame-to-frame 
registered  firstly, in which the edge corners pixels are chosen 
to be the feature points. Then those mitochondria particles are 
tracked by frame-to-frame displacement vector. The algorithm 
proposed has been applied to the dynamic image sequence 
including neuron and mitochondria, saving much time without 
manually picking up the feature points. It provides a new 
method and reference for medical image processing and 
biotechnological research. 

Keywords- Fluorescent microscopy; Live mitochondria; 
Particle tracking; Image registration 

I. INTRODUCTION

Fluorescent protein technology and high-resolution 
fluorescence microscopy has brought new development to 
the molecular biology and cell biology [1-2] and  The 
observation and study of mitochondrial movement in which 
many researchers believe that important information of life 
are included.  The mitochondria movement can be analyzed 
qualitatively and precisely though the time sequence images 
captured by fluorescent microscopy. In the present study, 
most feature extraction and data analysis and were manual [3],
which is time-consuming and may be influenced by 
individual differences between analyzer. Limited by 
fluorescence microscopy, the signal-to-noise ratio of the live 
mitochondria time sequence images captured by fluorescent 
microscopy is generally low and the  frames of these images 
are limited. 

In this paper, an effective live mitochondria tracking 
algorithm in neuron axon was proposed and the vector of live 
mitochondrial movement was calculated at the same time. 
Those clear and recognizable mitochondria pixels in images 
are chosen as the feature of mitochondrial particles to register 
image frames. Then the axon can be aligned by the image 
sequence registering to eliminate the disturbance interference 
to mitochondrial particles. Finally, based on the accurate 
alignment of axon image, the motion displacement vector can 
be extracted from inter-frame difference. 

II. PROBLEM FOR TRACKING MITOCHONDRIA PARTICLES

Live mitochondria tracking can be difficult, because  the 
disturbance of the mitochondria movement which involves 

its self-moving and the motion caused by the live host and its 
neuron will interference the processing of detecting and 
tracking . 

Fig.1 (a) (b) (c) are three sub images to show the 
disturbance. Two frames image (frame No. 1 & frame No. 
40) from a time sequence of the live mitochondria in neuron 
axon of  drosophila larva are added into one overlaying 
image. These sub image are three areas from the overlaying 
image. Because the neuron axon and its live host keeps 
moving along the axial direction and keeps deformable 
random swaying in radial direction, dislocated axons showed 
in Fig.1 (b) and (c). This dislocation and disturbance which 
cannot be aligned and eliminated by simple translation, 
rotation and other affine transforms make detecting and 
tracking difficult. Fig.1 (a) shows the mitochondria particles 
which stay stationary along the time mitochondria particles 
sequence are matched into pairs. It is showed that matched 
mitochondria particles have almost the same shifting vector, 
and the mitochondria particles pointed by the homodromous 
arrows have the same relative position. Therefore the 
movement and dislocation of all these particles pointed by 
the arrows mainly comes from interference of neuron axon 
self-movement and its host exists in these two frames of 
images. 

Figure 1. Frame-to-frame overlaying for mitochondria 
(frame 1 & 40): (a) Almost stationary mitochondria; (b) 
Difference of axon A from two frames; (c) Difference of 
axon B from two frames 

And according to some research[3] of the different 
influence on mitochondrial transport from Kinesin-1 and 
Dynein in the drosophila motor neuron axon. Mitochondrial 
transport is showed in Table 1, 57% of mitochondria 
particles are stationary, 29% of them are anterograde by the 
velocity of   , and the other 14% are 
retrograde by the velocity of  according to 
the result of tracking some neuron axon. Most mitochondria 
particles move slowly during a short interval(1 to 10 
seconds). Therefore, they can be used as background with 
neuron axon and their overall movement in the image is 
caused by the interference of neuron axon. 
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TABLE I. PROPORTION OF THREE CLASSES OF THE MITOCHONDRIAL 
MOVEMENT

Stationary Anterograde 
movement 

Retrograde 
movement 

Percentage (%) 57 29 14
Net velocity 0.0 0.28 0.22± 0.19 0.32±

Net velocity

[0.1 ~ 1 ]um pixel
0.0 2.8 2.2± 1.9 3.2±

In the whole mitochondria time sequence images, many 
mitochondria particles are stationary and only interfered by 
the an overall disturbance. Therefore, in this paper Those 
stationary particles and the axons are taken as the datum 
points and background, then the interference of neuron axon 
disturbance will be eliminated by aligning the background 
will [4]. Finally, active mitochondria particles will be detected 
and tracking easily. 

III. DISTURANCE ELIMINATE AND TRACK

In this paper, the image sequence was aligned by feature 
points matching to eliminate the interference to 
mitochondrial particles from neuron axon. As was mentioned 
in the reference [7], the only information of particles was their 
location in the process of particle tracking. Thus the locations 
of corner points were taken as feature points for 
mitochondrial particles to align the frames. The main ideas 
for the method were: if the set of feature points was   in 
the reference image 

,f iX
f   and was   in the floating 

images  m  and the number of feature points was  c  , the 
match of feature points should make formula below be 
minimum. 

( ),m T iX
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c
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A. Feature Points Matching based on NCC and RANSAC 
Due to better performance on gray image corner detection 

brought by Harris operator [5], Harris operator is used to 
obtain the edge feature points of mitochondria particles. 
Traditionally the NCC method (Normalized Cross 
Correlation) is used to establish their correspondence of 
feature points between two images. It suppresses noise 
effectively but the error rate of matching is not low. And this 
paper combines the NCC method and RANSAC (RANdom 
Sample Consensus) algorithm [6] to establish the above 
relationship between two images, and finally ensures the 
matching accuracy of identical mitochondria particles 
between two frames. The NCC method establishes a criterion 
with cross correlation using gray information near each 
corner , then divides the matching pair into parts according to 
the result of the criterion and finally obtains a whole 
matching pair collection. The RANSAC algorithm is used to 
eliminate the wrong pair then. The whole flow chart is 
showed as Fig.2. 

Figure  2. Algorithm Flow Chart 

As showed in Fig.2, the set of the matching pair is first 
obtained by the NCC method. Then find all matching pairs 
and randomly pick up four matching pairs with optional three 
non-coplanar pairs among them to confirm the parameters of 
affine transform. Calculate the accumulated sum of 
geometric error through forward transform and backward 
transform of the remaining pairs: 

. (   is the 
matching point pair). If the sum is less than the given 
threshold, this matching pair is called the inner point pair 
(correct matching).  Repeat the calculation process until the 
num of the inner point pair is larger than the given threshold. 
And the algorithm will stop when the above repeating count 
is less than the present value.  

2 1 2 2( , ') ( ', )transferd d X H X d X HX−= + 'X X↔

Fig 3 Feature points matching: 
 (a) NCC method ; (b) NCC method + RANSAC algorithm 

The above experiment detects numerous corner points of 
mitochondria particles among which most particles are only 
interfered by the neuron axon and others’ movement 
combines self-movement and the interference caused by 
neuron axon. In the process of NCC matching, the 
neighborhood region of the corners is cross correlated and 
the matched corners mostly come from the mitochondria 
particles that are only interfered by the axon. Then RANSAC 
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algorithm is used to eliminate wrong matches. Experiments 
show that the combination effectively eliminates the wrong 
matches and ensure the whole matching to converge. 

B. Deformation Estimation 
Due to relatively accurate and widely distributed 

matching point pair obtained in the step of feature points 
matching, and continuous shift on each pixel of the floating 
image relative to the reference image, this paper estimates 
global shift surface by establishing cubic fitting surface of all 
shift vectors of matched points in the floating image. And 
this global shift surface is just the deformation domain of the 
floating image relative to the reference image, obtained by 
cubic interpolation along vertical and horizontal direction 
separately. Then the registering image is the sum of the 
global shift surface and the pixel coordinates of the reference 
image. The calculated coordinates are not integral and need 
to be bilinear interpolated. 

C. Particles Tracking based on Sets of Displacement 
Vector
The problem of particle tracking could be described as 

below. Set image sequence { }  with  frames, ( 1 ~ )iF i n= n
*x yS S  is the image size,  is the set 

of points detected in frame. Define the tracking path 
with the length of m is 

(

1 2{ , , , }i i i
i rX x x x= �

r thi
P 1 2

1 2
, , , m

m

ii i
a a ax x x< >�
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of path in the image is 1 2{ , , , }mA P P P= � ( ,

represents the particle). 
iP A∀ ∈ iP

thi

The paper describes this problem as below. Set the 
frame , the previous frame , and 

thi
iF 1iF − j

i
ax and 1

j

i
ax −

represent the position for the detected mitochondrial particle 
in these two frames separately. Reference on the previous 
frame, the position for the particle in  frame after 

registered is , and then 

thi
(

j

i
aT x ) 1( )

j j
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denotes 

the displacement vector . The movement trajectory for the 
mitochondrial particle from the starting position 1

jax  is 

1 1( ) ( )
j j j
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t
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The algorithm of displacement vector is showed in Fig 4. 
, and  are three continuous frames of image. We 

want to find the corresponding point of 
1F 2F 3F

2
iax  from image 

(k=2 here) in  and . The circles pointed by kF 1kF − 1kF + 2,iS−

and  denote the finding area, , the max moving 
range of the particle , serves the radius of the circle, and 

2,iS+
maxv

1
aax and 3

bax  are set as the corresponding points of 2
iax

separately. We will find 2
iax  and 2

qax additionally when we 

forward search the corresponding point of 3
bax  from the 

next frame 1kF + . Then we find that the point 2
iax is operated 

and 2
qax  currently denotes the competitive point forming the 

potential path 1 2 3
1 , ,

a i ba a aP x x x= . When we forward 

search on the basis of 2
qax  again , maybe we will obtain the 

second potential path 1 2 3
2 , ,

r q ba a aP x x x= . If it occurs, 

we will choose the proper path through setting the cost 
function [. Finally the points of the 
continuous frame subtracts to obtain the displacement vectors 
after the appropriate path is found. 
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 Figure 4.  Particle tracking by searching corresponding 
points 

The paper processes those registered images, and they are 
registered between the neighboring frames, so the above 
algorithm need to be improved. Whether we search the 
corresponding point forward or backward, we should 
transform to the position in the registered image, and 
additionally we make use of the improved algorithm just in 
the neighboring two images. 

IV. EXPERIMENT AND RESULT

Frames of the time sequence images showed in Fig.1 
which totally have 60 frames captured by Olympus 
fluorescence microscopy and a high sensitive Nikon CCD 
detector. are used to verify the presented algorithm. The 
frame interval is 5 seconds.  The arrow indicates the 
mitochondrial particles which are interfered by the 
disturbance in different frames in Fig.1. With the inter-frame 
displacement vector sequence method, the particles 
movement are analyzed in registration image in this paper. 
After the inter-frame registration, the registration image and 
reference image are used to calculate inter-frame difference. 
They are registered and tracked. The normalized mutual 
information value between reference image and floating 
image was 1.18.  After registration, the value is 1.32. When 
two images were the same, the maximum value is 2.0. That 
shows the algorithm could make the registration images 
closer to the reference images. More important, the method 
of the mitochondrial detecting and tracking is achieved. It is 
proved that disturbance of the mitochondria movement which 
involves its self-moving and the motion caused by the live 
host and its neuron has been eliminated effectively.

The tracking result shows in Fig.5 (b) could be got after 
enhancement and remove large fuzzy connected domain. The 
white curve was the mitochondrial transportation tracks that 
the mitochondrial particles were not affected by axon and the 
oval-shaped particles marked the combined movement. The 
first difference was the mitochondrial particles velocity after 
fitting the curve and could be used to analyze the fluorescent 
protein influence on mitochondria transportation. 
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Figure 5. Tracking of the mitochondria particle: (a) local 
marking of the moving particle; (b) the movement curve of 
the particle 

V. CONCLUSION

An active particles tracking method which is used in 
noisy image sequence was presented in this paper. The main 
feature was described as below: in the image sequence, the 
active particles moving boundary were registered and most 
edge corner points which did not have automatic movement 
were used as feature points. The mitochondrial transportation 
tracks of active particles was tracked by inter-frame 
displacement vector. The method had been successfully used 
in dynamic image sequence in which the neuron and 
mitochondria had simultaneous movement. The method did 
not need to manually extract the feature points of particles to 
save time and offered a new reference for medical image 
processing and biotechnology research. 
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Abstract— Histopathological classification and grading of biopsy 
specimens play an important role in early cancer detection and 
prognosis. Nottingham scoring system is one of the standard 
grading procedures used in breast cancer assessment, where 
three parameters, Mitotic Count (MC), Nuclear Pleomorphism 
(NP), and Tubule Formation (TF) are used for prognostic 
information. The grading takes into account the deviations in 
cellular structures and appearance from normal, using measures 
such as density, size, colour and regularity. Cell structures in 
tissue images are also known to exhibit multifractal 
characteristics.  This paper looks at the multifractal properties of 
several graded biopsy specimens and analyses the dependency 
and variation of the fractal parameters with respect to the scores 
assigned by pathologists. 

Keywords-Breast cancer assessment; Multifractal spectra; 
Image analysis; Histopathological classification; Feature detection; 
Cancer grading  

I.  INTRODUCTION 
According to the statistics collected by the International 

Agency for Research on Cancer (IARC), breast cancer is the 
most frequent type of cancer among women [1]. By comparing 
the breast cancer with other types of cancers, it is ranked as the 
fifth major cause of death. However, breast cancer is still the 
deadliest cancer in several developing and developed countries. 
As in most diseases, early diagnosis and medical treatment is 
the key for recovery. Histopathological classification and 
grading of biopsy samples provide valuable prognostic 
information that could be used for diagnosis and treatment. 
Nottingham scoring system is the standard for breast cancer 
grading. It focuses on three criteria (1) Mitotic Count (MC), (2) 
Nuclear Pleomorphism (NP), and (3) Tubule Formation (TF) 
[2], [3].  

The current procedure for breast cancer grading is manually 
performed by the pathologists. Breast tissue samples of a 
patient are taken and examined under the microscope, and 
grades assigned based on the deviation of cell structures from 
normal tissues. This is a time consuming process [4]. 
Histopathological images are now available in high resolution 
and high magnification digital formats, which can be further 
processed to extract structural information useful to 
pathologists. 

The grading of biopsy samples is essentially based on the 
deviation of cell structures from the normal tissue. Cell 
structures also have multifractal characteristics that could be 
directly used for identifying pathological conditions. Therefore, 
it would be useful to explore the relationship between various 
multifractal measures of cell structures in tissues and the 
corresponding pleomorphic scores assigned by pathologists. 
This paper proposes an approach using local intensity 
variations in images to identify mitotic cells and also to obtain 
an estimate of the NP and TF scores based on the multifractal 
spectra computed from the images. 

II. RELATED WORK 
Several algorithms for automatic breast cancer grading 

have been proposed in literature. However, most of the 
methods can only handle one of the three Nottingham criteria.  
Tutac et al. [6] and Dalle et al. [7] have recently developed 
methods for automatic indexing and grading of 
histopathological images including all three parameters. 
Petushi et al. have also discussed the multi-resolution method 
which combines all the criteria in their papers [8-9]. 

A method of counting the mitotic cells is proposed by Baak 
et al. [10-11]. Segmentation of mitotic cells is based on 
intensity thresholding and region growing techniques. 
Traditional colour based algorithms including thresholding, 
morphological operation, watershed algorithm, etc, are 
proposed in [12-16]. Dalle et al. proposed a method for 
selecting critical cell nuclei for nuclear pleomorphism scoring 
[17]. They have shown that the proposed concept requires less 
computational time and provides accurate classification results. 
A method for analysing tubule formation is proposed by 
Petushi et al. [8-9]. In their research, the microstructure of the 
histological image is presented. Localised tubular formations 
can be obtained by segmentation and classification of the cells. 

Multifractal formalism is an effective tool for biomedical 
image processing. Segmentation, classification, signal analysis, 
etc using multifractal have been proposed by several authors 
[18-24]. Multifractal analysis has recently been used in the 
domain of medical image processing [19, 21]. The statistical 
characterisation of the intensity variations in an image structure 
can be represented by the multifractal spectrum. Despite the 

80



complexity of highly irregular shape of the tissue and cell 
images, multifractal analysis can resolve the local densities and 
represent the statistical properties of shapes with complex 
spatial arrangements.  

III. MULTIFRACTAL ANALYSIS 
Hölder exponent or the local singularity coefficient, α, 

describes the local variation of an intensity based measure 
within the neighbourhood of a pixel, p. The measure function 
is denoted as μp (w) where w is the size of a square region 
(window) centred at a pixel shown in Fig. 1(a).  The variation 
of the intensity measure with respect to w can be characterised 
as follows: 

   (1) 

  (2) 

  (3) 

where C is an arbitrary constant. In (2), m is the total number 
of windows used in the computation of αp. The value of αp at 
each pixel is given by (3), and is estimated from the slope of 
the linear regression line in a log-log plot where log (μ) is 
plotted against log (w).  

The four commonly used intensity measures in multifractal 
analysis are (1) maximum measure, (2) inverse-minimum 
measure, (3) summation measure, and (4) iso measure [18-19, 
23-24]. The intensity range of the image is represented as 
multi-levels of gray scale distributed from 0 to 1, where black 
is 0 and white is 1. 

Maximum measure finds the maximum intensity of the 
pixels in w. The inverse minimum measure uses the minimum 
intensity value in w and subtracted it from 1. The summation 
measure computes the total intensity value; and iso counts the 
number of nearby pixels which have a similar value as the 
centre pixel. The result after computing the local singularity of 
the image is called the α-image. 

The second stage of multifractal analysis is the calculation 
of the fractal dimension, sets of points having the same 
singularity coefficient α. The fractal dimension is denoted as 
f(α) in (4). The variation of f(α) with α is known as the 
multifractal spectrum. As shown in Fig. 1(b), the fractal 
dimension of the image of size N by N pixels can be calculated 
via the box counting method [25-26]. Box counting is a 
method that counts the number of boxes, n(ε) with size ε, that 
contain pixels with an α-value within the α-interval [αi, αi+1]. 
The α-intervals are obtained by subdividing the range of α-
values into a pre-specified number of subintervals. 

  (4) 

  (5) 

  
(a) (b) 

Figure 1.  (a) Computation of Holder Exponent, α. (b) Box counting 

IV. METHODS 
The system overview for the multifractal analysis of breast 

cancer sections is indicated in Fig. 2. The high resolution high 
magnification histopathological images are sub-divided into 
small image frames of size 288 x 288 pixels. Each image frame 
contains a border of 16 pixels wide, which is also the window 
size, w, for measuring local singularity coefficient α. The 
system calculates the α-value at each pixel position.  

An α-threshold comparison is applied to separate the sub-
image frames that contain epithelial type tissues from those 
containing non-epithelial type tissues. Huang et al. use 
epithelial tissue images to extract information on Nottingham 
parameters in their paper [27]. The process of selecting 
epithelial tissue images is presented in the next section. After 
that, the system detects the mitotic cells and computes fractal 
spectrum of the epithelial sub-image frames. The mitotic cell 
detection is a method which is based on the computed α-values 
within the cell region. We then explore if the NP and TF scores 
can be estimated from the multifractal spectrum. 

 
Figure 2. System overview of multifractal analysis of tissue images 

A. First Stage Classification Process 
Unlike the classification methods presented in [8-9], the 

proposed method given in Fig. 2 separates the image frames 
into two tissue structure categories, which are (1) non-
epithelial type and (2) epithelial type. Examples of these types 
of images are given in Fig. 3. Stroma and fat-like tissues have 
plain tissue substance, and they are irrelevant to the breast 
grading. Hence these are classified as non-epithelial group and 
are separated out during the first stage selection process. 
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Based on the multifractal properties of the sub-images, the 
characteristic of the cell nuclei can be identified via the α-
range of the (1) maximum measure and (2) summation 
measure and the minimum α-value in the (3) iso measure.  

As indicated in Table I, the epithelial tissues have larger 
difference in α-max and α-min (α-range) of the α-image than 
the non-epithelial in both maximum measure and summation 
measure. The epithelial tissue contains nuclei cells along with 
other tissue substances; hence, its intensity distribution is 
richer than the stroma and fat-like tissue image. It contains 
variations of α-value in the α-image; therefore, its α-range is 
larger than non-epithelial type. The minimum α-value of 
epithelial tissue is smaller than the non-epithelial type because 
these types of tissues have nearly uniform intensity 
distribution and yield higher values for the iso measure. 

  
(a) (b)  

Figure 3. Tissue image example of (a) epithelial type (b) non-epithelial type 

TABLE I.  TABLE FOR CLASSIFICATION 

Type of  multifractal Epithelial 
α-min α-max 

maximum measure [0] [0.37, 0.94] 

summation measure [1.75, 1.88] [2.28, 2.67] 

iso measure [0.50, 0.78] [1.92, 2.05] 

Type of  multifractal 
Non-epithelial 

α-min α-max 

maximum measure [0] [0.03, 0.44] 

summation measure [1.84, 1.99] [2.01, 2.42] 

iso measure [0.67, 1.82] [2.05, 2.08] 

B. Mitotic Cell Detection 
Mitotic cell tends to have darker colour, and irregular 

shape. The method of detecting a mitotic cell is displayed in 
Fig. 4, where a mitotic cell identified by the pathologist and is 
labelled “M” in Fig. 4(a). An α-threshold, based on summation 
measure, is applied for detecting mitotic cell. Only pixels with 
α-value above 55% of the α-range are considered, and they are 
shown as white clusters in Fig. 4(b). The system scans the 
binary thresholded α-image and marks the connected 
components. A connected component is considered as noise if 
its area is smaller than a predefined threshold. After the 
removal of the noise, the largest remaining component is 
usually a mitotic cell. The result of processing the image in 
Fig. 4(a) using this method is shown in Fig. 4(c). 

 
(a) (b) (c)  

Figure 4. Process of finding mitotic cell (a) a labelled mitotic cell (b) 
threshold image (c) detected mitotic cell 

C. Nuclear Pleomorphism and Tubule Formation Analysis 
The pathologists grade regions of biopsy sections based on 

the criteria NP and TF of Nottingham scoring system which 
scores between 1 and 3. Table II describes Nottingham grading 
system for NP and TF. Fig. 5 gives a few image frames with 
NP and TF scores assigned by the pathologists. 

TABLE II.  NOTTINGHAM GRADING SYSTEM FOR NP AND TF 

Score NP TF 

1 nuclei: minimal variation in size and shape > 75% tubule 

2 nuclei: moderate variation in size and shape 10%-75% tubule 

3 nuclei: marked variation in size and shape < 10% tubule 
 

   
NP = 1, TF = 1 NP = 2, TF = 2 NP = 3, TF = 3 

(a) (b) (c) 
Figure 5. Sample images of Nuclear Pleomorphism and Tubule Formation 

(a) Score 1 (b) Score 2 (c) Score 3 

Petushi et al, Dalle et al, and Tutac et al. analyse the TF 
scoring with a low resolution global image [6-9]. This research 
proposes analysing the TF criterion in high resolution image 
frame. The advantage of using this technique is that both NP 
and TF scoring can be estimated together. All four types of 
multifractal spectrum contain the information of NP and TF, as 
shown in Fig. 6, Table III, and Table IV.  The initial goal of 
our research is to find out which type of multifractal measure 
returns the best estimate for NP or TF scoring.  

TABLE III.  MULTIFRACTAL SPECTRUM FOR NP ANALYSIS 

Type of multifractal 
α-range of interest 

from to 

maximum measure α0, f(α0) = 1 α-max 

inverse minimum measure α0, f(α0) at peak α1, f(α1) = 1 

summation measure α = 2 α-max 

iso measure α0, f(α0) = 1 α1, f(α1) at peak 
1.4 < α1 < 1.9 

M 
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TABLE IV.   MULTIFRACTAL SPECTRUM FOR TF ANALYSIS 

Type of multifractal 
α-range of interest 

from to 

maximum measure α-min α1, f(α1) at peak 

inverse minimum measure α0, f(α0) = 1 α-max 

summation measure α0, f(α0) = 1 α = 2 

iso measure α0 
α0 = 0.75×α-range α-max 

 
(a) (b) 

 
(c) (d) 

Figure 6. Multifractal spectrum for  NP and TF analysis (a) maximum 
measure (b) inverse minimum measure (c) summation measure (d) iso 

measure 

The fractal dimension values obtained from the multifractal 
spectra are used for estimating the NP grade. The nuclei has 
darker colour hence its intensity value is smaller than other 
tissue substance. For both maximum measure and summation 
measure shown in Fig. 7, the second part of the spectrum 
describes the global intensity distribution of the nuclei. 
Majority of the nuclei including some of the healthy nuclei and 
most of the cancer infected nuclei are calculated in the fractal 
dimension. As labelled in the box in Fig. 7(a) and Fig. 7(b), the 
spectra for two NP scorings are differentiable in maximum 
measure and summation measure. 

 
(a) (b) 

Figure 7. Fractal spectrum for analysing NP (a) maximum measure (b) 
summation measure 

As highlighted in the box in Fig. 8 (a), the inverse-
minimum spectrum shows the difference between two TF 
scoring. The key information for this spectrum is when it 
reaches its maximum and to the end of the curve. On the other 
hand, in Fig. 8(b), the region of interest for iso spectrum, 
highlighted in the box, is the third quarter of the curve. Each 
scoring has unique features in both spectra.  

 
(a) (b) 

Figure 8. Fractal spectrum for analysing TF (a) inverse minimum measure 
(b) iso measure 

V. DISCUSSION 
Four histopathological image samples were used for the 

analysis in this paper; each sample contributes 250 sub-image 
frames. In the original histopathological images, the 
pathologist has labelled 80 regions with NP score and 39 
regions with TF score. Each region has a size 1024 by 1024 
pixels, and ten sub-image frames are selected from each 
region. The number of frames used for analysing NP and TF 
scores are shown in Table V.  

TABLE V.  THE NUMBER OF IMAGE FRAMES USED FOR DATA ANALYSIS 

Criterion 
Score 

total 
1 2 3 

NP 150 190 460 800 

TF 150 50 190 390 

A. First stage classification process 
The α-thresholds for classifying the epithelial and non-

epithelial tissue are dependent on the magnification scale. The 
magnification scale of the image samples used in this research 
are ×20.0 and ×40.0. The α-thresholds for classifying non-
epithelial type are listed in Table VI. 

TABLE VI.  THRESHOLD LIST FOR CLASSIFYING NON-EPITHELIAL TYPE 
TISSUE  

Threshold 
Magnification scale 

×20.0 ×40.0 

α-range of 
maximum measure < 0.3 < 0.1 

α-range of 
summation measure < 0.3 < 0.1 

α-min of 
iso measure > 0.8 > 1.2 
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B. Mitotic cell detection
Mitotic cells can be detected with the correct selection of α-

threshold and noise threshold. This paper assumes a noise 
cluster occupies less than 100 pixels and such clusters are 
removed from the result. In the summation measure, the α-
values of the mitotic cell distribute across the second half of the 
α-range. All potential mitotic cells can be segmented using this 
feature. After applying the α-threshold process, cluster with the 
largest number of pixels is consider as the mitotic cell. 
However, the selection of the α-threshold can affect the 
outcome. For our analysis, 33 images with mitotic cells were 
selected, and the comparison chart for different α-threshold is 
shown in Fig. 9. With a smaller α-threshold, more number of 
cell nuclei starts to show up as the largest cluster. When the α-
threshold is set as 65% of the α-range, 23 mitotic cells formed 
the largest clusters in their respective images, but nine mitotic 
cells that were detected were not the largest cluster in their 
image frame. In contrast, a higher α-threshold has the risk of 
not detecting a possible mitotic cell. In the example of Fig. 9, 
for the α-threshold at 70% of the α-range, four mitotic cells 
were not detected because their sizes were slightly smaller than 
the pre-defined noise threshold, 100 pixels. 

 
Figure 9. The comparison of different α-threshold for detected mitotic cell 

C. Nuclear Pleomorphism and Tubule Formation scoring 
Our research shows that the NP and TF scoring of image 

sections can be related to certain characteristics of their 
multifractal spectrum. A simple classification scheme based 
on multifractal analysis is proposed, and the results of 
experimental analysis are shown in Fig. 11 and Fig. 12. The 
section of the multifractal spectrum which varies with NP and 
TF scores (as previously shown in Fig. 6) can be approximated 
by a cubic polynomial function, f e(α) described as follow: 

  (6) 

where C3, C2, C1, and C0 are the coefficient of the polynomial 
function that can be used as the feature vector for 
classification. An example is shown in Fig. 10. 

 
(a) (b) 

Figure 10. (a) original spectrum (b) polynomial function of f e(α)  = -
201.154403α3 + 1257.301618α2 - 2625.020288α + 1831.373506 

The reference spectrum for each NP and TF score is 
calculated based on the average of the multifractal spectrum of 
images having the same score. The polynomial coefficients are 
then extracted from the reference spectrum. The multifractal 
spectrum of a sub-image can then be compared with the 
reference curve values obtained from the polynomial equation 
using a distance metric. The classification results for NP and 
TF scores are shown in Figs. 11 and 12 respectively. Each 
sample has 200 image frames (as previously described in 
Table V), and the overall results are presented below.  

 
Figure 11. Estimation rate of NP training set 

 
Figure 12. Estimation rate of TF training set 

D. Future Work 
The result presented in this paper show that multifractal 

analysis could be a valuable tool in the processing of tissue 
images for identifying irregularities in the cell structure and in 
estimating the NP and TF scores. Some of the possible 
enhancements and future research directions are outlined 
below. 

1) Converting the image into different colour model: 
Multifractal describes the statistical characteristincs of 
intensity variations of the image. In this paper, the multifractal 
spectra are calculated by using only the red channel of the 
image frame. Hue model is suggested for color model because 
it distinguishes the lightness and chroma of the initial colour. 

2) Apply genetic algorithm for threshold selection: The α-
thresholds of the classification are manually found for x20.0 
and x40.0 magnification scale. 250 sub-image frames are 
selected from the histopathological image. An automatic 
threshold selection system, such as using the genetic 
algorithm, can be useful if threshold for different 
magnification scale sample is required. 

3) Shape detection: Mitotic cell tends to have irregular 
shape. Majority mitotic cells can be distinguised from their 
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largest pixel area in the thresholded α-image. However, as 
shown in Fig. 9, in some of the images, round shaped nuclei 
might have the largest area. An automatic shape recognition 
algorithm to identify and remove regular shapes can improve 
the detection accuracy of mitotic cells. 

4) Increase the number of α-slices: As suggested by 
Mukundan and Hemsley [23-24] , increasing the number of 
subdivisions of the α-range can improve the accuracy of the 
factal dimension, but this will also increase the computational 
complexity. To improve the etimation accuracy of NP and TF 
scores, it is suggested to improve the number of α-slices only 
in the relevant portion of the α-range. 

VI. CONCLUSION 
This research work presented in this paper explored the 

possibility of using multifractal methods for identifying the 
statistical characteristics of the image intensity distribution 
that are important for processing histopathological images. It 
has been shown that a multifractal decomposition of tissue 
images could be used for identifying mitotic cells, and also for 
estimating the NP and TF scores. The proposed multifractal 
methods could be combined with algorithms for extracting 
cytological features for effective classification and 
segmentation of images of biopsy sections. 
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Abstract

With the establishment of the AUT University 12m radio telescope at Warkworth, New Zealand has now
become a part of the international Very Long Baseline Interferometry (VLBI) community. A major
product of VLBI observations are images in the radio domain of astronomical objects such as Active
Galactic Nuclei (AGN). Using large geographical separations between radio antennas, very high angular
resolution can be achieved. Detailed images can be created using the technique of VLBI Earth Rotation
Aperture Synthesis. We review the current process of VLBI radio imaging. In addition we model VLBI
configurations using the Warkworth telescope, AuScope (a new array of three 12m antennas in Australia)
and the Australian Square Kilometre Array Pathfinder (ASKAP) array currently under construction in
Western Australia, and discuss how the configuration of these arrays affects the quality of images. Recent
imaging results that demonstrate the modeled improvements from inclusion of the AUT and first ASKAP
telescope in the Australian Long Baseline Array (LBA) are presented.

Keywords: Radio Astronomy, interferometry, VLBI, eVLBI, Image Processing, New Zealand, LBA, ASKAP,

AuScope

1 Introduction

The Warkworth Radio Astronomical Observatory
(WRAO) is located some 60 km north of the city of
Auckland, near the township of Warkworth. The
observatory is operated by the Institute for Radio
Astronomy and Space Research (IRASR) of AUT
University. The observatory’s 12-m radio telescope
operates in three frequency bands centred on 1.4,
2.3 and 8.6 GHz. In addition to astrophysical
observations this fast-slewing ( 5 ◦ per second in
Azimuth) antenna is well suited to the purposes of
geodetic VLBI [1] and spacecraft navigation and
tracking [2].

In February 2011 the AUT University 12m ra-
dio antenna officially joined the Australian Long
Baseline Array (LBA) and now regularly particip-
ates in its VLBI sessions. The primary product
of this VLBI work is high resolution radio domain
images from which the physical properties of radio
astronomical sources are studied.

The AUT University 12m radio antenna has ex-
panded the maximum east-west baselines of the
LBA [3] by almost a factor of two, from ≈ 1300km
to ≈ 2400km. With the further addition of the
ASKAP antennas in Western Australia east-west
baselines of ≈ 5000 km are achieved, providing
corresponding increases in resolution. The goal

of this paper is to investigate the way for further
improvement of the quality of the array, first of all
in terms of extension of the north-south baselines
to yet further improve the resultant image quality.

In Section 2, we briefly present the theory behind
radio interferometry and review the current meth-
ods used to obtain radio images of astronomical
sources. Section 3 specifically outlines current
image recovery methods. In Section 4, we model
the effects of adding the AUT University 12m radio
antenna which will be referred to as Warkworth,
the new ASKAP [4] and AuScope [5] antennas
on the imaging performance of the LBA. Section
5 discusses current activities and presents actual
images achieved with the AUT 12m antenna as
part of the LBA.

2 Radio interferometry

A radio interferometer is a pair (or more) of
antennas used to measure the visibility function
due to the sky brightness within the field of view
of the antennas [6]. From sampling this visibility
function it is possible to recover an image of the
observed field of view [6].
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2.1 UV coverage for models

Imaging of a radio astronomical source by the tech-
nique of aperture synthesis was first demonstrated
by Prof. Ryle [7] using the Cambridge Radio
Telescope [8]. Antennas able to track a source for
an extended period as the Earth rotates will trace
out elliptical paths in the u, v plane (orthogonal
plane to the direction of the astronomical source).
The components u, v, w may be determined from
the expression [6]:(

u
v
w

)
= 1

λ

(
sinH0 cosH0 0

−sinδ0cosH0 sinδ0sinH0 cosδ0
cosδ0cosHo −cosδ0sinH0 sinδ0

)(
Lx

Ly

Lz

)
Here H0, δ0 are the hour angle and declination
of the source, λ is the wavelength of the radio
frequency being observed. It is customary in
VLBI to eliminate the H0 (hour angle) term by
setting the x axis of the coordinate system to the
Greenwich meridian H0 = 0, resulting in:

u2 +

(
v − (Lz/λ)cosδo

sinδo

)2

=
L2
x + L2

y

λ
(1)

As Lx,Ly and Lz are constants for a given pair of
antennas, this is the equation of an ellipse in the
u,v plane (it becomes the equation of a circle u2+v2

when δ0 = 90 ◦). For an array of N antennas we
will have N(N − 1)/2 pairs of elliptical loci.

Plots of these loci (tracks) demonstrate the pro-
gressive improvement in filling of the u, v plane as
additional antennas are added to the LBA array:
Warkworth plus LBA in Figure 1, Warkworth,
LBA and ASKAP in Figure 2, Warkworth, LBA,
ASKAP and AuScope in Figure 3. All plots are
for a common source declination of −37 ◦, that is
for a Southern Celestial Hemisphere radio source.
Both u and v are given in wavelengths, λ.

Figure 1: UV Coverage for Warkworth and the LBA

2.2 Visibility function

The astronomical source is treated as a two dimen-
sional image of intensity I(l,m) on the celestial

Figure 2: UV Coverage for Warkworth, LBA and

ASKAP

Figure 3: UV Coverage for Warkworth, LBA, ASKAP

and AuScope

sphere, l and m being coordinates in the plane of
the celestial sphere. The projection of l and m
to the plane perpendicular to the direction of the
astronomical source from the Earth, as defined by
the coordinate system u and v, is shown in Figure
4.

It can thus be seen that the visibility measured
by an interferometer is a sample of the visibility
function V (u, v), and may be expressed as the
Fourier transform of the modified sky intensity I
[6]:

V (u, v) =

∫ ∫
I(l,m)e−2πj(ul+vm)dldm (2)

As the visibility is sampled out to a maximum
radius bmax in the u, v plane, the array produces
information similar to a single circular aperture of
diameter D ≈ λbmax. Resolution of the image
will be ≈ 1/bmax, but the quality of the image
is determined by the u, v coverage.
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Figure 4: Geometric relationship between the source

observed I(l,m) and an interferometer or antenna pair

upon the u, v plane [9]

3 Image recovery methods

During an observation, sources are tracked by
the interferometer array and the signal at each
telescope separately recorded. Data from all
telescopes is then sent to a processing centre for
correlation. As V is a Fourier transform of the
source brightness distribution I Equation (2), the
latter can be recovered by means of the inverse
Fourier transformation:

I(l,m) =

∫ ∫
V (u, v)e2πi(ul+vm)dudv (3)

As integration occurs over u and v, the more
information we have about V (u, v), the more fully
we can conduct numerical integration in 3. In other
words: the better the u, v coverage, the greater
chance to restore the image, I(lm), without errors
and artefacts.

Prior to the inverse Fourier transforming 3, calib-
ration steps are invariably required as variations in
performance and characteristics of antennas must
be accounted for (the array is not homogeneous).
Additionally, data may have to be flagged due to
factors such as equipment failure at an antenna or
occurrence of radio frequency interference (RFI).

To take advantage of the computational efficiency
of the Fast Fourier Transform (FFT), the correl-
ated visibilities must be binned onto a regular
grid. Weighting schemes may be applied at this

point that influence this gridding and aspects of
the fidelity of the final image [10]. Once “gridded”
the data is Fourier transformed to obtain a first cut
image. This first image is commonly referred to in
radio astronomy as the “dirty map” as it consists
of the true image of the source convolved with
(corrupted by) the point spread function (PSF)
of the imaging instrument, the VLBI array itself.
Through use of one of various algorithms noted in
the following subsection, an approximation to the
true image is sought through deconvolution of this
dirty map.

3.1 Algorithms

It was shown in Section 2 that the u,v plane is
incompletely sampled by the antennas, thus an
analytic approach cannot be used in recovering
the true image. Several numerical algorithms have
been found to effect a solution and are commonly
used in radio astronomy interferometry to recover
an image; CLEAN, MEM, NNLS. We only briefly
present these different algorithms (more complete
explanation and comparison is available from
Cornwell [10]) with more detail about CLEAN the
most commonly used in VLBI imaging.

CLEAN The most widely used radio astronom-
ical image deconvolution technique is the CLEAN
algorithm. Devised by Hø̈gbom [11], this is a
numerical deconvolution process applied in the
(l,m) domain. The basic assumption is that the
true image may be modeled as a set of point
sources. In an iterative process the amplitudes
and positions of these point sources are established
through fitting the PSF of the VLBI array to the
brightest point on the image. A final image is
produced by convolution of this point source model
with an appropriately sized Gaussian restoring
PSF. There have been more recent refinements to
this algorithm such as multi-scale CLEAN [12].

MEM The maximum entropy deconvolution al-
gorithm [13].

NNLS Non-Negative Least Squares (NNLS) is
discussed in some detail by Briggs [14].

3.2 Future trends

Compressive sampling Until recently it has
been held that to recover a signal or image the
sampling rate must be at least twice the maximum
frequency present in the signal [15], at or above the
Nyquist rate. A result of the newly developing field
of compressive sampling finds that signals sampled
at less than the Nyquist rate can be recovered if the
information is “sparse”. It was shown in Section
2 that the u, v plane is not completely sampled
by the antennas and thus we have a sparse model.
Recently, some work has been undertaken to see
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if Compressive sampling can be used to recover
images in the radio domain [16]. Feng Li et al
[16] are attempting to implement these methods for
deconvolving images in semi-real time. If this could
be conducted in sequence with eVLBI correlation,
then for the first time images could be available in
near real time after an observation.

3.3 Packages

There are several software packages widely used
by the Radio Astronomy community incorporating
one or more of the above algorithms. These
are the Astronomical Image Processing System
(AIPS) [17], MIRIAD [18] and the standalone
package DIFMAP for producing images from radio
interferometers using the CLEAN deconvolution
[19] algorithm.

For the next generation of radio astronomical
telescopes the Common Astronomy Software Ap-
plications (CASA)[20] is being developed by an in-
ternational consortium, built on C++ tools under
an iPython interface. This includes in addition
to CLEAN and MEM a module for deconvolution
using NNLS.

4 Modeling NZ involvement in
VLBI

4.1 Modeling

Consider the model image in Figure 5 of three
elliptical Gaussian sources to represent a radio
galaxy triplet.

Figure 5: Galaxy triplet model image

This model image was input to a process developed
at AUT[21] that simulates and models VLBI arrays
using a combination of the packages MIRIAD and
DIFMAP. First taking the array configuration of
Warkworth and the LBA we obtain the image
presented in Figure 6. Without prior knowledge
of the model image we would most likely conclude

that we had a double source with one large ex-
tended component to the right, a second more
compact component to the left. Note that the
restoring beam shape (bottom left hand corner
solid shaded ellipse) influences the final image
obtained.

Figure 6: CLEAN Image from Warkworth LBA

Following inclusion of an ASKAP antenna into
the simulation as shown in Figure 7 it is just
possible to resolve three separate components of
the source, although the separation between two
of the components is minimal. The beam (bottom
left corner of image) is clearly more compact as a
result of the additional resolution available.

Figure 7: CLEAN Image from Warkworth, LBA and

ASKAP

Finally, inclusion of the AuScope antennas adds
additional and longer n-s baselines. A significantly
more compact, although not quite circular beam
results and three unambiguously separate sources
are resolved as shown in Figure 8.
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Figure 8: CLEAN Image from Warkworth, LBA,

ASKAP and AuScope

5 Recent results

5.1 VLBI

The AUT University 12m radio antenna had been
involved with the LBA prior to 2011 on an ad-hoc
basis, but is now routinely included in experiments.
First LBA science results that include the AUT
and ASKAP antennas were achieved on April 2010
with images of PKS 1934-638 obtained at 1.4 GHz
[22] as shown in Figure 9. For comparison to
demonstrate the improvement in imaging achieved
compare this with an image taken of the same
source using the LBA configuration before the
addition of Warkworth and ASKAP Figure 10.

Figure 9: VLBI Image of 1934-638 at 1.4 GHz using

LBA, Warkworth and ASKAP, Credit: S. Tingay

Figure 10: VLBI Image of 1934-638 at 1.4 GHz by the

LBA, Credit: S. Tingay

5.2 eVLBI

Electronic VLBI (eVLBI) involves sending the
received data from all antennas in real-time over
a high speed network to the correlator. In July
2011 the first such LBA observations that included
the AUT 12m antenna and newly commissioned
ASKAP antenna took place with a source observed
in L-Band (1.4 GHz), with the resultant image
shown in Figure 11. The data from the AUT Uni-
versity 12m radio antenna was streamed across the
Kiwi Advanced Research and Education Network
(KAREN) in real time at a rate of 512 Mbps to
the correlation centre at Curtin University, WA.

Figure 11: eVLBI Image of 0637-752 at 1.4 GHz by

Warkworth, LBA and ASKAP July 2011, Credit: S.

Tingay
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6 Conclusion

It has been shown from the modeling that adding
AuScope to the LBA has significantly improved the
resolution and detail of the final image that can
be obtained. Only one antenna for ASKAP was
used as this instrument in its final form will be an
array of 32 antennas over relatively short physical
separation compared to the LBA for VLBI work,
so no improvement to the model will be obtained
other than additional computing time in running
the simulations. The new field of Compressive
Sampling for image recovery is of great interest to
the VLBI community.
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Abstract— Quantification and visualization of three-dimensional
(3D) tissue shapes are the main components of computer-aided 
treatment procedures. In this paper, we quantify 3D structure of 
different teeth from Computer Tomography (CT) images using 
statistical shape models. Then we will evaluate the constructed 
models based on the geometrical complexity of their shapes. The 
proposed method consists of four stages: initial data extraction 
from raw CT images, preprocessing, corresponding landmark 
extraction and statistical shape model construction. 
Corresponding landmarks are extracted automatically using 
image registration and marching cubes algorithms. The statistical 
shape model is obtained using point distribution model and 
principal component analysis for three different teeth: canine, 
premolar and molar. The results show that the generality of the 
model decreases and reconstruction error increases with 
incrementing complexity of the tooth geometrical shape. Also the 
number of variation modes required to reach desired cumulative 
variability of the statistical model increases.

Keywords- statistical shape models; rigid and nonrigid 
registration; point distribution model; dental CT scan;

I. INTRODUCTION

Teeth are the most important anatomical structures in the 
mouth. Computer assisted procedures in common clinical 
procedures such as tooth restoration, mechanized dental 
implants, orthodontic planning and maxillofacial surgery are 
getting more attention in modern dentistry. Accurate 
knowledge of the 3D shape of teeth is very important in many 
maxillofacial surgical application and treatment simulations.

Among different medical imaging techniques, 
computerized tomography of teeth leads to more accurate 
results. Therefore, CT scan images are used to create three 
dimensional statistical shape models in this paper. Nowadays, 
tomography methods used for tooth imaging are micro CT and 
Cone-Beam CT. Due to lowest radiation dosage of Cone-Beam 
CT scan images, this technique gradually substitutes traditional 
CT scan imaging [1]. Axial CT images are used in this paper to 
generate an accurate statistical atlas of teeth. 

Segmentation is the most important stage of preprocessing 
for 3D visualization and quantification in medical application. 
Till now, several methods have been used to segment teeth in 
medical images. In this paper, we use one of the latest works in 
this field that utilizes variational level-set to accurately 
segment teeth in CT images [2].

3D visualization of teeth and jaw helps dentists in diagnosis 
and treatment procedures [1]. In computer assisted surgery, 
only visualization is not sufficient and a quantified measure of 
the given tissue is required. Finite element model (FEM) is one 
of the examples of quantification methods that is used in 
biomechanical evaluation of tissues and studying the stresses 
on their surface and volumes [3]. Statistical shape modeling 
(SSM) is the other quantification technique which analyzes 
anatomical shape variations of tissues [4]. Buchilard et al. [5] 
used statistical shape model of tooth to reconstruct one 
imperfect specimen surface from its partial observed 
information. They performed initial image registration 
manually that reduces the accuracy of reconstructed model.

In this paper we intend to reconstruct a more accurate 
model by improving the previous works and also improve the 
accuracy of generating model procedure utilizing automatic 
algorithms. We will also evaluate and compare different 
generated models with regard to geometrical shape complexity 
of different teeth.

This paper is organized as follows. Section 2 describes the 
suggested method and construction of statistical shape model. 
Section 3 analyzes experimental results and simulations. 
Finally, Section 4 presents conclusion and future steps.

II. PROPOSED METHOD

The method used in this article consists of four main stages: 
extraction of initial data from CT-images, preprocessing, 
automatic landmark extraction and generating statistical shape 
model. These stages are further explained in the following 
parts.
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A. Data extraction from raw CT images
Manual Segmentation is a very time consuming task due to 

large number of required training datasets for generating a 
statistical model and the number of teeth in each slice. So, an
automatic way is needed for segmentation of teeth in CT 
images. To do so, in this paper we use variational level-set 
method [2].

In the next step, tissue pixels and background pixels are 
labeled "1" and "0" respectively. The result is a set of binary 
masks for each slice that should be placed in a three 
dimensional matrix to form a binary volume of the given tooth. 
To remove the surface noise, Laplasian smoothing method [6] 
is used. Data preparation steps are shown in Fig. 1.

B. Preprocessing for landmark extraction
Statistical models can be acquired based on various features 

of the object. Since we want to model 3D shape and the surface 
of the tooth, here we use the distribution of surface points. The 
points should be equivalent in number and have 
correspondence with each other for each individual tooth. An 
automatic method introduced in [7] is used to extract 
corresponding landmarks. At the outset, volumetric 3D shapes 
are registered with rigid and affine registration [8]. The original 
shape of volumes do not change in this stage; only the size and 
spatial direction of shapes vary due to scaling and rotation 
nature of these types of registration. The training shapes should 
be coincided in this step as much as possible.

One of the teeth is chosen as initial reference shape and 
others should be registered on it. The initial atlas is generated 
using a distance based shape blending method. With 
considering the i-th shape as Bi, Euclidian distance map DT(Bi)
of the boundary is obtained [9]. The atlas mean shape is 
calculated from:

Figure 1. Flowchart of data preparation from raw CT images

� � � ��
�

�

�
1

0

1 tN

i
i

t
av BDT

N
BDT (1)

where Nt is the number of datasets. Bav is initial atlas shape 
which is obtained by tresholding on DT(Bav). The model should
be independent of the initial chosen shape. Therefore an 
iterative algorithm should be used, so that all data are again 
registered on the mean atlas and shape blending process is 
performed. This process should be done until a stop condition 
is satisfied: similarity of the constructed atlas with one obtained 
in the former step.  The initial atlas obtained in this stage is 
considered as a reference for extraction of corresponding 
landmarks. The data preprocessing and initial reference atlas 
reconstructing levels are shown in Fig. 2.

C. Landmark Extraction
Initial reference atlas obtained in the previous section is a 

labeled binary volume and must be transformed to surface. We 
use marching cubes algorithm [10] to triangulate its surface.
The matrix which contains surface triangles information is 
saved in this stage for further using in visualization procedure. 
Only the triangles vertices matrix is used for statistical 
analyzing. The number of surface points is extremely high and 
is reduced with a decimation method proposed in [11]. The 
advantage of this method is its intelligence for choosing the 
points so that their density is higher in uneven and complicated 
surfaces.

The datasets are registered on the reference atlas using 
iterative closest points algorithm [12]. In this stage nonrigid 
registration is used and transformation matrices for each 
dataset should be saved. Therefore the same number of points 
in correspondence with each other is obtained for each dataset. 
The stages of automatic landmark extraction are shown in Fig. 
3.

Figure 2.    Preprocessing of data for landmark extraction
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D. Statistical shape model
After extracting the corresponding landmark for each 

dataset, there will be N points for each tooth. These points are 
used for analyzing variation of data shapes in three dimensional 
space. In order to obtain the statistical model of a specific data, 
its coordinates in Cartesian system should be put in a (1×3N) 
vector as: m = (x0 , y0 , z0 , … ,xN-1 , yN-1 , zN-1). The statistical 
model is calculated through the mean and variance of the shape 
using principal components analysis. The mean shape m for Nt
datasets is calculated from:
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The modes of variations represent variation of landmarks in 
relation with each other in the statistical model. In order to 
calculate them, we need the covariance matrix (R) of data 
points that is obtained from:
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The eigenvalues of matrix R are sorted in descending order 
and called �i. The eigenvectors corresponded to these 
eigenvalues are considered ei. Each shape related to the 
datasets can be approximated by superposition of the mean 
shape with linear combination of Npc principal modes of 
variations as follow:
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where �i is the weight corresponding to eigenvalue ei. The 
reconstructed shape can be changed by varying these weights. 
By applying limitation of  -3��i ��	i � +3��i for these weights, 
we ensure that the shape reconstructed is similar to those in the 
original training set [4]. 

Figure 3. Automatic landmark extraction and generating statistical model

Principal component analysis is used here since all modes 
of variations are not necessary for creating the model. It means 
that the number of efficient components for reconstructing the 
3D shape is limited. The cumulative variability is a good 
measure of representing the impact of each mode in the 
generated model. 

III. EXPERIMENTAL RESULTS

In this paper, eleven dental CT-scan datasets are used as 
input training data. The images are in DICOM format and 
dimensions of 256 × 256. Images have 3×3×3 voxel size that is 
reduced to 1×1×1through interpolation to increase the accuracy 
of calculations. 

The number of tooth roots is considered as the complexity 
measure of tooth geometrical shape. Canine, premolar and 
molar have one, two and three roots respectively. Therefore we 
extract statistical models only for these three teeth from CT
datasets. The eigenvalues of covariance matrix for all modes 
are sorted in descending order in Fig. 4. As can be seen, the 
extent of these values is increased with increment the 
complexity of teeth geometrical shapes and reached zero with a 
higher number of input datasets.

The percent of cumulative variability for each mode of 
variation is shown in Fig. 5. The minimum number of input 
samples for creating a desired statistical model can be obtained 
according to the diagram of cumulative variability. For 
example, according to Fig. 5, we need at last 6, 7, and 9 first 
modes to gain 90% of variability for canine, premolar and 
molar respectively. There is a meaningful relation between this 
diagram and the one in Fig. 4. It can be seen that the required 
number of input datasets for training the model increases with 
increment of the complexity of teeth shape. This criterion is 
directly dependent on the eigenvalues of the covariance matrix. 
Therefore, it would be possible to analyze the variation of 
model and principal components of different teeth through the 
extent of eigenvalues.

Figure 4. The extent of eigenvalues of all modes for each tooth
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Figure 5. The percentage of cummulative variability of each variation mode

The generality measure for each tooth is defined as the 
model reconstruction error for each of the data. We use leave-
one-out to evaluate the variability of reconstructed model for 
each tooth. First, one of the input data is chosen and the 
statistical model is built with other input data. Then 3D shape 

is reconstructed with the most important variation modes and 
the mean square error of it with the chosen data is calculated. 
This is repeated for all input datasets. The mean and variance 
of this error is shown in Fig. 6 for all variation modes. It could 
be seen that both error mean and error variance increases with 
increment of complexity of the tooth shape. So the variability 
of the model decreases and the required variation modes 
increases for creating a statistical model of a more complex 
shape.

The mean shape and the reconstructed shape considering 
only the first (the most important) mode of variation for each of 
the three teeth is shown in Fig. 7. The teeth on the right show 
the new shape when the first mode is added by a coefficient +3 
��1, whereas the teeth on the left show the new shape when the 
first mode is added by a coefficient -3 ��1.

Figure 6. Reconstruction error for each tooth

Figure 7. The results of statistical shape model: mean shape and variation of 
the first mode with coefficient ±3 ��1 (upper row: Canine, middle row: 

Premolar, bottom row: Molar)

IV. CONCLUSION

In this paper, 3D shape of teeth in CT-scan images were 
analyzed using statistical shape models. First, the procedure of 
preparing volumetric data from raw CT-scan images is 
explained. Then, corresponding surface landmarks were 
extracted using non-rigid registration and marching-cubes 
algorithm. Statistical model of canine premolar and molar teeth 
were obtained using these landmarks. The number of tooth 
roots is considered as complexity measure of their geometrical 
shape. In order to evaluate the constructed model, 
generalization and the percentage of cumulative variability 
criteria are used. Studying these criteria, it is concluded that the 
number of principal components increases and the generality of 
the system decreases with increment of geometrical complexity 
of teeth shape. 

Statistical shape models represent useful anatomical 
information of three-dimensional structure of tissues that can 
be used in medical image analysis. In future works, we will use 
these statistical shape models in estimation of teeth shapes.
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Abstract— In this paper we propose a new method to recognize 
human posture from 3D surface data using laser range sensor 
(LRS). Recognition of human posture from data of a sensor is an 
important technique and very useful for a surveillance or other 
purposes. There are many sensors used for human posture 
recognition. We selected a laser range sensor and a tilting moving 
table to measure positions of 3D points on a human surface. We 
employed a black board system to create instances of human 
ellipsoid tree models (HETM). The best evaluated instance 
showed us a posture of a human.   The experimental results show 
that the proposed method can recognize human 3D postures 
properly in most cases. 

Keywords; 3D surface data; laser range sensor; human 
posture; ellipsoid; blackboard model; surveillance. 

I.  INTRODUCTION  
Recognition of human posture is an important and useful. It 

will help surveillance system in a public space and a home of a 
solitary person. There are many recent works to detect human 
posture or object using surveillance camera or other sensor 
with 2D data structure[1-5]. Other researchers worked with 3D 
structures [6-8]. F. Gomez-Caballero et al. [9] used a time of 
flight (TOF) camera. TOF camera is an immediate sensor to 
measure a 3D surface. But a view angle of TOF is narrow and 
its price is expensive. Other researchers used Laser range 
sensor or Laser Detection and Ranging (LADER).  S. Kumar  
et al.[10] approximated series of 3D points by hyperquadrics 
curved surface. L. Navarro-Serment [11] projected 3D surface 
data to 2D planes perpendicular to others and extracted features 
from data on the 2D planes. T. Nakamura et al.[12] employed 
straight homogeneous generalized cylinder (SHGC) method. 
But SHGC is too flexible to express 3D surface of human bone 
structure. L. Chevalier et al.[13] shows the method of 
superquadric modeling and superellipsoid of 3D objects. Their 
method was sophisticated. But robustness is required in 
recognition of human body from LRS data. Y.Yang and X. Shi 
[14] employed a blackboard (BB)  model for a cardiac 
diagnostic system because BB provides robust recognition. 

Mikuriya et al.[1] used skeleton structure  but didn’t use of 
thickness of human body parts because they dealt with 2D 
image. We use 3D bone structure to recognize 3D surface data 
of LRS. We select ellipsoid rather than generalized cylinder, 
superquadric or superellipsoid.  Human bones are solid tissues. 
Their shape   don’t change in human posture (except slight 
dilatation and constriction of a thorax according to breath ) But 
there are soft tissue on the bones,  muscles, adipo, viscera and 
skin. Also there are clothes on a bare human body. So a human 
surface differs from the bone structure but the difference is 
small compared to a total shape. And LRS scanning is rather 
coarse compared to high resolution 2D image data. The number 
of points is almost 2000 to 3000 for one person in our 
experiments. And LRS scanning data sometime partially vanish. 
Occlusion is one of the reasons. A type of material is another 
reason. Hair often vanishes in LRS scanning. And a fur coat 
does. Robust posture recognition method must deal with such 
cases. We constructed human ellipsoid tree models (HETM) 
according to a structure of bones of a human. An optimization 
process leads HETM to a proper 3D structure of a human 
posture. Ellipse is less consumable of computation cost than 
generalized or superellipsoid in optimization process. We use 
also Blackboard (BB) model. BB leads initialization and 
optimization of instances of HETM to accuracy and low 
computation.  

The rest of this paper structured as follows. In section 2,  a 
detail of the proposed method is described. In section 3, there 
are experimental results. Section 4 shows consideration. 
Section 5 shows conclusions and future works. 

II. METHOD   

A. 3D Surface Data Using LRS and Tilting Table    
To capture 3D surface data of a human body, we used a 

LRS censor (URG-04LX-UG01 made by HOKUYO 
AUTOMATIC CO.,LTD.) using active infra-red ray on a 
tilting table. Fig. 1 shows a black LRS on a white tilting table.  
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Figure 1.  LRS on a Tilting Table 

Fig. 2 shows data of a human body lying on a floor. We 
took also data of a floor only as background data. A differential 
processing gives us data of a human body only as Fig. 3. 

We took shots of three types of postures. One is a straight 
posture. Also we tool shots of postures of straight and spread 
limbs (arms and legs) and postures with bending limbs. And 
we took shots of 8 directions of body axis for each posture. 

B. Human Ellipsoid Tree Model (HETM) 
We designed a data structure of a human body for 

recognition of a posture. Superellipsoid and superquadric are 
sophisticated structure. But there are cloths on a human bare 
body. So sophisticated structure are easily affected such 
artifacts, e.g. frills, button and collar of cloths. We selected 
simple ellipsoids for robust recognition. There are 11 main 
bone parts in a human body. A cranial bone (head), a  thorax 
(chest), a pelvis (hip), 2 femora  ( thigh ), 2 sets of a tibia and a 
fibula (shin), 2 humeri  (upper arm) and 2 sets of a radius and a 
ulnas (forearm). We ignored a hand bone and a foot bone 
because they are smaller than the parts described above and 
they often change their shapes. We made a rooted tree which 
consisted of 11 ellipsoids corresponding to each bone part. We 
decided that a chest is the root of the tree. Because it is the  
largest part. A head, a hip and 2 upper arms are child nodes of 
the chest node. 2 thighs are child nodes of a hip.  A shin is a 
child node of a thigh. A forearm is a child mode of a shin. Fig. 
4 shows a total view of a HETM. 

A child node part and its parent node part connect to each 
other at each specific point in their coordinates. We call such 
the connecting point as a joint. A joint can change its angle. 
When a thigh changes its direction the connecting shin also 
moves in conjunction.   

C. Blackboard Model  
We employed blackboard model for recognition of a human 

posture. Fig. 5 shows our blackboard model. In an initial state, 
there are only LRS points and HETM in BB. The BB 
estimates values of a center and body axis of a human body in 
bottom up way. Then HETM creates several instances 
according to the center, the body axis with top-down 
estimation. Then in next stage BB changes variables of the 
instances to optimize them for LRS points. 

 

 

 

 

 

 

 

 

 

Figure 2.  3D Points of  a Human Body and a Floor 

 

 

 

 

 

 

 

 

Figure 3.  3D Points of  a Human Body  

 

 

 

 

 

 

 

 

Figure 4.   Human Ellipsoid  Tree Model   

 

  
 
 
 
 
 

 
 
 
 

 

 

 

Figure 5.  Blackboard Model 
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D. Center and Body Axis     

BB estimates the center of a human body from LRS points 

in bottom up way. The initial value of the center  M  is the 

mean  of LRS points L i   (i=1,…,N).   
 
 
 

           M    =                      .                (1) 
 
 
 And then BB estimates the body axis on a coronal plane. 

BB selects a coronal plane before it. BB prepares candidates 
of planes. For example a plane perpendicular to x axis is 

expressed as ( x=Mx ). Mx is the x component of M . 
There are other 8 planes. There are total 9 planes. 

y=My  .   
z=Mz  . 

x+y=Mx+My  . 
x-y=Mx-My  . 

z+y=Mz+My  . 
z-y=Mz-My. 

x+z=Mx+Mz  . 
x-z=Mx-Mz.                    (2) 

 
If there is an body axis b,  BB must select a plane p nearest 

to  b among the 9 planes. BB calculates the mean distance 
from a plane to Li . A plane with the lowest mean distance is 
selected as p. A value d is the difference angle between b  and 
p. The maximum value of d is 12.45 deg.  In  p , BB selects a 
direction from 4 directions ( 0, 45, 90, 135 deg) as the 
approximated body axis b’. BB calculates a standard deviation 
of feet of perpendicular of all Li along each direction. BB 
selects the direction with the maximum standard deviation as 
the approximated  body b’.  The maximum difference from b’ 
to the optimal direction on p is 22.5 deg (i.e. 45/2 deg). The 
difference angle from a direction of a unit vector with vertical 
12.45 deg  to a direction of a unit vector with horizontal 22.5 
deg is  25.5 deg. So   b’ is different from b up to 25.5 deg. The 
difference of 25.5 deg seems to be trivial as an initial 
difference of  a HETM instance. 

 

E. Initial Angles of Joints   
Before creation of HETM instances BB decides initial 

angles of joints from LRS points. BB makes a cylinder which 

center  is  of M .  The diameter of the cylinder  is  1/3 of  a 
range of feet of a perpendicular of all  Li along   b’ . If more 

than 10% of of  Li are out of the cylinder BB estimates the 
body is not ramrod-straight (some arms  and legs are  far from 
the body axis). So BB makes an initial posture of an instance 
like Fig. 4.  If less than 10% of of  Li are out of the cylinder 
BB estimates the body is ramrod-straight like as Fig. 6(c). Fig. 
6(a) shows a LRS shot of a ramrod-straight posture and a 
cylinder. Fig. 6(b) shows a LRS shot of a spread posture and a  
cylinder.  

F. Instantiation of HETM 

According the value of  M,  b’ and a straight flag, instances 
of HETM are created. The total size of the instance is adjusted 
to the range of feet of a perpendicular of all  Li along   b’ . But 
the sign of body axis (Which direction is a head direction?) is 
still unknown. So 2 instances are created with a positive 
direction and a negative direction. A wrong direction instance 
will be rejected and a proper direction instance will be 
selected as a correct answer after optimization with evaluation 
function. 

G. Evaluation Function  
An instance hj is evaluated by function  f(hj). An instance hj 

has ellipses jk (k =1,…,11). A distance dijk from  L i  to jk  

can be calculated. Then the distance d’ij  from  L i  to hj is 
evaluated as the minimum about k. 

 
d’ij =min (dijk )                                             (3) 

 
 
 
 
 
 
 
 
 

 

 (a) Ramrod-Straight Posture               (b)  Spread Posture with Cylinder     
with Cyliner 

 

 
 

 

 (c) HETM Instance for Ramrod-straight Case 

Figure 6.   Ramrod-straight or Not 
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Function  f(hj) is mean value of d’ij. 
 

                                

 
  f(hj) =                                                             (4) 

 
 
Each hj is evaluated using f(hj)  and changes its parameters 

(a position and directions) to optimize, i.e. to reduce a value of 
f(hj) in processes described  below.  

H. Optimization of Center 
The center position of the HETM is the center of the chest 

node. It is initialized to M. BB changes the center position to 
reduce  f(hj). BB uses steepest descent method for reduction. 
First BB changes the position with gradient descent method 
down to 1mm. In this center optimization process  directions 
of ellipsoids, sizes of ellipsoids and angles of joints don’t 
change.  

I. Optimization of Directions and Joint Angles 
After center optimization, a HETM instance changes a 

direction of a chest and joint angles between parent nodes and 
child nodes about roll pitch yaw. It will be executed in a 
breadth first order. 

Fig. 7 shows one of the results of a bending leg shot after 
changes of joints. Fig. 7(a) shows the LRS points. Fig. 7(b) 
shows a HETM instance after changes of angles of knee joints. 
One knee is almost straight. But another knee bends. The 
result of the HETM instance slightly misaligns in Fig. 7(b). 
But the misalignment is in an acceptable error range in this 
case. 

J. Selection  
After optimization BB selected a instance hj with the lowest 

f(hj)   as a correct answer. There are 2 instances according the 
sign of a head direction.Fig. 8 shows another HETM instance 
with the opposite side comparing to Fig. 7(b). The legs widely 
misalign. Then the value of f(hj)  of Fig. 8 is higher than the 
value of Fig. 7(b). 
 
 

 
 
 
 
 

 
 
 
 
 

(a)    LRS Points                               (b)   HETM  Instance 
Figure 7.  LRS Points and HETM Instance of Bending Leg Shot  after  

Changes of Joint Angles  

 

 
 
 
 
 
 
 
 

 
 
 
 
 
 

Figure 8.   HETM Instance  of Bending Leg Shot  with Opposite Side  

III. EXPERIMENTAL RESULT 

A.  Direction of Head 
Fig. 9 shows the results of f(hj) (mm) of shots of straight 

postures. 

In Fig. 9 black lines show the values of f(hj) of instances 
with proper directions  of heads. Gray lines show instances 
with opposite sides. The highest value of black lines in Fig. 9 
is 35 mm.  The lowest value of gray lines in Fig. 9 is 40.1 mm. 
We can discriminate correct instances from wrong instances 
with threshold value 38mm in Fig. 9. The success of 
discrimination means a recognition of a proper direction  of a 
head.  

Fig. 10 shows the results of shots of spread postures.  Fig. 
11 shows the results of shots of bending legs postures. The 
highest value of black lines in Fig. 10 and Fig. 11 is 45.4mm. 
The lowest value of black lines in Fig. 10 and Fig. 11 is 
50.5mm. We can discriminate correct instances from wrong 
instances with threshold value 38mm in Fig. 10 and Fig. 11.   

 

 

 

 

 

 

 

 

 

 

Figure 9.  Result of  Straight Postures 
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Figure 10.  Result of  Straighe Postures 

 

 

 

 

 

 

 

 

 

Figure 11.  Result of  Bending Limb Postures 

BB can discriminate a correct instance  from a wrong 
instances if BB knows  whether the shot is straight or not as 
described in Fig. 6 and E. The accuracy was 100 %. 

But the lowest value of gray lines in Fig. 9 is lower than the 
highest of black lines in Fig. 10 and Fig. 11. We cannot 
discriminate properly without knowledge of straightness. 

B. Angle of Joints  
Fig. 12 shows 2 instances. We think that Fig. 12 (a) shows 

correct limbs. But we think that Fig. 12 (b) shows wrong limbs. 
In both shots the subject bended his right knee and left elbow 
and didn’t bend his right elbow and left knee. But in Fig. 12(b) 
the instance assume a right foot as a left shin.  The number of 
such apparently wrong instance with correct head direction is 1 
in 24 shots. The accuracy was 95.8 %.  

In the case of Fig. 12(b) the instance assumed that the left 
arm was straight. It differs from the shot. But it is the result of 
partial vanishments of LRS data caused by occlusion.  We 
didn’t count it as a failure. We dealt results of partial 
vanishments as the same in other shots. Partial vanishments 
didn’t affect total postures in our experiments. 

 
 

 

 

 

 

 

 
(a)    Correct Limbs                              (b)   Wrong Limbs  

Figure 12.  Instances with Correct Limbs and Wrong Limbs  

C. Misalignment 
Fig. 13 is an enlarged part of Fig. 12(a). It seems that there 

is a misalignment in the result. We think that the instance 
assumed the right foot as a part of right sin.  But we don’t have 
reasonable criteria to evaluate such alignments of LRS data 
now. We will try to evaluate alignment in future 

IV. CONSIDERATION 

A. HETM    
We ignored hands and feet in design of HETM. We thought 

that hands and feet are smaller than other parts such as thighs 
and forearm. But Fig. 12(b) and Fig. 13 showed us that feet 
affected the result of recognition of posture much. And there 
are many body types. Sometime there are soft tissues with 
large amount in a human body, i.e. breasts, belly and hip with 
much muscle and adipo to change a human appearance in LRS 
data. Also sometimes people wear individualistic cloths, for 
example a big hat, a big collar, long sleeves and a long skirt. 
And sometimes people have bags.  We must improve the 
HETM to apply this method to such cases. 

B. Evaluation Function  f(hj) 
We used mean value of distance as an evaluation function 

f(hj)  in (4). But there are other variations of evaluation, e.g. the 
percentage of points over 30.0mm. We need to investigate 
performance of other functions to solve cases like Fig. 12(b). 

 

 

 

 

 

 

 

 

 

Figure 13.   Misalignment 

 

  

 

    

  

101



C. Optimization 
BB optimized instances in a fixed order. Angles of joints 

changed in breadth-first order. There are more flexible ways to 
optimization e.g. A* search algorithm.  But an improvement of 
accuracy often increases computation cost. We will investigate 
trade-off of accuracy and computation with an improved 
method. 

After an initialization of an instance the relative size of 
child node in comparison to its parent node didn’t change. It is 
also one of expected works. 

D. Threshold of Evaluation Function   
If Fig. 9,10 11 each threshold range was narrow. Also we 

couldn’t decide a common threshold value for all postures. We 
must reduce values of evaluation functions  of correct instances 
with improving the method. 

V. CONCLUSION 
We proposed a method to recognize a human posture from 

LRS 3D data using HETM and BB. The accuracies of the 
experimental results were very good. An execution was sudden 
and we didn’t bother about time of the executions. 

In future we will improve the method to be applied to data 
of other people with different body types, different cloths and 
belongings. 
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Abstract—This paper describes a robust face detection algorithm 
for indoor surveillance using multiple scene contexts. Faces 
captured by surveillance cameras are smaller and darker with 
motion-blurs and distortions. They are also downward looking 
and partially hidden because of high camera positions. Those 
degraded faces are difficult to be detected using just a single face 
detector. To solve the problem we utilize contextual information 
about faces of walking people in buildings. The contextual 
information we utilize is global camera view context, local face 
context, and geometric scene context. We built a probabilistic 
face detection framework combining a face detector with local 
face and global camera view contextual information on geometric 
scene constraints. In our face detection framework firstly we use 
a boosted fast face detector on the geometric scene constraint, 
which pick up candidate face patches of walking people in a very 
short time. Secondary among candidate face patches, we pick up 
reliable face patches by calculating a local face context, a 
conditional probability in surrounding regions, using a HOG 
feature-based outline detector, and also calculate global camera 
view context, possible face patch sizes dependent on detected 
locations from viewpoint information. Combining a fast boosted 
face detector with multiple scene contexts, while keeping 
computational efficiency of the original boosted face detector, we 
achieved a high face detection rate of 93.7 % with about 1,000 
times lower false positive rate than using a single original face 
detector. 

Keywords-contextual information, surveillance camera, face 
detection, haar-like features, HOG features 

I. INTRODUCTION

This paper proposes a detection algorithm for robust and 
fast face detection for surveillance cameras in buildings. After 
the first robust and fast face detection algorithm was proposed 
by Viola and Jones [1], a variety of face detection algorithms 
have been proposed [2~4]. But in the case of surveillance 
cameras, faces have ambiguity with degradation as well as pose 
variations all at once. From distant and high-positioned 
surveillance cameras in buildings, walking people’s faces are 
small, downward, dark, and partially-hidden. To detect such 
degraded faces without mistakenly detecting non-face patterns 
is impossible.  

While traditional detection algorithms adopt object-
centered approaches which use inner patterns of targets, 
recently there are other holistic detection approaches which 

utilize contextual information that is a relationship between a 
target object and its surrounding area in the whole image. 
Those approaches are promising ways to solve the problems of 
object detection in the real world that is a combination of 
ambiguity and complexity. 

These context-based detection approaches propose general 
frameworks for object detection. They consider configuration 
of objects in the whole image as contextual information and 
use it for additional information for object detectors. Torralba 
et al. [5~7] utilize contextual information to find areas of focus 
of attentions and scales to detect targets. They calculate outputs 
of Gabor filters, and estimate possible locations and scales of 
objects in the image. They show its effectiveness in a variety of 
images, portrait images, pictures of indoors and outdoors. On 
the other hand, Hoiem et al.’s approach [8, 9] set focus on 3D 
contextual information not 2D like Torralba et al. They 
estimate the coarse orientation of large surfaces in outdoor 
images, and recover a 3D “contextual frame” which is effective 
to estimate objects’ locations in the image. Hedau et al. [10, 
11] proposed a 3D context model expanding Hoiem et al’s 
algorithm [8, 9] in indoor scenes which are difficult to model 
because of many object clutters. They combine a parametric 
3D box with surface labels of pixels, and estimate a box layout 
from a single image. 

Our approach uses the contextual information to minimize 
false positives, and we use it in computationally efficient way. 
Based on the detector-centered approach we design our 
framework considering computational efficiency as well as 
detection performance when detecting degraded faces in a real 
world such as surveillance cameras in buildings. In the case of 
surveillance cameras the problem of face detection is 
accompanying many false positives. To minimize false 
positives while keeping original face detector’s computational 
efficiency, we utilize geometric constraint in the scene, local 
contextual information around face regions and global 
contextual information of a camera view in the whole image. 
Initially we estimate wall and floor regions using Hedau et al.’s 
box estimation algorithm [10, 11] and make a mask for 
detecting faces. After that we apply a single loosely trained 
face detector [1], which can detect all possible faces including 
some false positives, to images of surveillance cameras using 
the mask. Finally we combine the result of a single loosely 
trained fast face detector with local and global contextual 
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information, and we achieved both a high face detection rate 
and a low false positive rate keeping computational efficiency 
of the fast face detector. We applied our framework to images 
captured by a surveillance camera and confirmed its validity.  

This paper is organized as follows. In Section 2 we explain 
contextual information found in face detection in surveillance 
cameras. In Section 3 we explain our context-based face 
detection framework incorporating contextual information. In 
Section 4 we report our experimental results, and in Section 5 
we conclude our framework. 

II. CONTEXTUAL INFORMATION OF FACES IN 
SURVEILLANCE CAMERAS

A. Face Detection  in Surveillance Cameras 
In this paper we consider face detection for surveillance in 

hallways in buildings. Generally surveillance cameras are set 
on high positions to monitor people walking on the ground. 
From upper and distant cameras faces are downward and small. 
Besides that in a hallway of buildings we have fewer 
illuminations than outside. From the camera under such 
condition faces are dark and difficult-to-discriminate because 
of low contrast. Furthermore because cameras slow down 
shutter speeds under such condition, faces have motion blurs. 
Under mixed hard conditions above, discrimination of faces 
from non-faces is very difficult and true detections of faces are 
accompanied by the detection of many false positives. 

To solve those face detection issues of surveillance cameras 
in buildings, we aim to build a computational efficient robust 
face detection algorithm which detects faces with many pose 
variations in degraded images in a limited time. Of course 
traditional object centered approaches make good use of 
internal face patterns. But for the degraded face images of 
surveillance cameras, it is a difficult task because we should 
detect more variations of faces with less information. So we’ve 
come up with an idea to combine face detectors with additional 
environmental information, that is geometric constraints in the 
scene, local contextual information, around face regions, and 
global contextual information about a viewpoint. 

B. Contextual Information 
We analyzed a scenario in people walking in hallways, and 

found three types of contextual information available for face 
detection. These are 1) geometric constraints of the scene, 2) 
local contextual information around face regions, and 3) global 
contextual information about a viewpoint. 

1) Geometric Constraints in the scene 
The hallway scenes are composed of left wall, right wall, 

and floor. Faces don’t exist on the wall, and should be detected 
on the floor 

2) Local contextual information 
Given only a degraded face-patch (Fig. 1(a)), a typical 

example of surveillance cameras, it is difficult to discriminate 
this from a non-face-patch example (Fig. 1(b)). Furthermore 
while people are walking in a hallway, they change their head 
poses, and those variations of internal face patterns also make it 
more difficult to discriminate them from non-face patterns. 

 (a) Face patch         (b) Non-face patch 

Figure 1. Discrimination of image patches. 

(a) Surrounding region’s information 

(b) Implicit knowledge about face size 

(c) Unlikely false positives 

Figure 2. Local and global contextual information. 

In these case of surveillance cameras outlines of walking 
people give us valuable information. Even under hard 
conditions we can easily find a typical outline of humans 
around the face region, e.g. contours of heads and shoulders. 
Those outlines are independently more stable than their internal 
face patterns (Fig. 2(a)). 

3) Global contextual information (Fig. 2) 
When we see faces of people walking in a hallway, we 

implicitly use knowledge about possible locations and scales of 
faces. Closer to a camera, sizes of faces become larger (Fig. 
2(b)). Look at false positives of Fig. 2(c) on which real face 
images of detected scales are overlaid at detected locations. To 
human eyes false positives on the floor are strangely too small, 
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and ones near the ceiling are strangely too big. We implicitly 
discard those unlikely false positives using global contextual 
information about a viewpoint of the image. 

III. CONTEXT-BASED FACE DETECTION

A. Probabilistic Framework 
In this section we introduce the probabilistic detection 

framework combining a face detector with geometric 
constraints, local and global contextual information.

Firstly object detection is formalized using a feature vector 
v as follows: 

 (1) 

Here the function P(O|v) is the conditional probability 
density function of the presence of the object O given features 
v. The notation O is the object attributes: O={o, x, s} where o is 
the label of the object, x is the location of the object in image 
coordinates, and s is the size of the object.

In object-centered approaches [12, 13] the following local 
model is used: 

 (2) 

where vD is a local feature vector in a region defined by a 
bounding box defined by x and s. This framework is valid 
provided that P(vD|O) has local peaks. But in the real world we 
can’t expect such ideal situations. 

In our framework we formalize the detection framework as 
follows: 

 (3) 

where vSc is geometric constraint in the scene, vLc is local 
contextual features around a bounding box defined by x and s 
and vGc is global contextual features around the same bounding 
box.  

We can assume that vSc and vGc are independent, then object 
likelihood P(O|v) can be written as: 

 (4) 

Using Bayes’ rule, Eq. (4) is written as: 

 (5) 

In the next section we explain each probability in detail. 

B. Face Detector 
In Eq. (5) P(vDc|O) is the probability calculated by object 

detector itself. We use a boosted Haar-like feature-based face 
detector [1] for calculating face probability here. A Haar-like 
feature-based face detector has a great advantage in 
computational efficiency. It runs very fast, discarding many 
distracters, and picking up only small amount of possible face 
patches from a vast of almost all non-face patches in the image. 
To pick up degraded faces in a surveillance camera we trained 
the face detector using dataset including many degraded faces 
with many pose variations. As a result the trained face detector 
is not as accurate as the one in [1]. But about the speed the 
trained detector runs fast enough even when we try to pick up 
all possible patches including some false positives as well as 
true positive, e.g. totally 20~30 from more than a few millions 
of candidate regions e.g. in a QVGA image. 

The face detector we used has an improved structure from 
an original cascaded face detector (1). In Fig.3 we show an 
original cascaded face detector (Fig. 3(a)) and our faster 
cumulative detector (Fig. 3(b)). An original cascaded detector 
has a group of features (Fig. 3(a)) at each stage, but our 
cumulative face detector has just a series of features (Fig. 3(b)). 
In a cumulative face detector each feature outputs a confidence 
score and decides a patch as a face, or not. If the patch is 
decided as a candidate of faces, a confidence score is summed 
in the next stage and a cumulative score is used for the next 
decision. To calculate face probability using this cumulative 
detector we normalize the number of filters until which each 
patch passes through. 

(a) Original cascaded face detector 

 (b) Cumulative face detector 

Figure 3. Face detector. 
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C. Geometric Constraints in the Scene  
In Eq. (5) P(O|vSc) is the probability of possible locations 

and scales of faces in the hallway scene. The scene of hallways 
has a specific 3D structure. It is composed of mainly three 
planes, that is a left wall plane, a right wall plane, and a floor 
plane. We estimate these planes’ configuration using Hedau et 
al.’s algorithm [10, 11] and use the estimated plane information 
as a geometric constraint in the scene. People normally walk on 
the floor, not on the wall. So we mask the wall regions and 
search faces from only candidate regions of standing people on 
the floor. 

D. Local Contextual Information 
As local contextual information we use a HOG feature-

based outline detector for calculating outline probability in 
surrounding regions which are three times as large as face 
regions. 

A HOG feature-based detector shows great performance for 
classification [14, 15], and Dalal et al.[14] showed its 
effectiveness as a pedestrian detector. Differently from their 
detection target, in a real hallway scene the whole silhouette of 
people are not seen, and there are more variations of poses. As 
a result a HOG detector has more false positives in the real 
scenes than [14]. Another problem is the processing speed. A 
HOG detector runs much slower than a boosted face detector, 
and processing a whole image by only a HOG feature-based 
detector isn’t practical from a view of computational efficiency.  

To make use of detection power and decrease the false 
positives and computational time, we apply a Haar-like feature-
based face detector followed by a HOG feature-based detector. 
Applying sequentially, we can take advantage of a HOG’s 
discriminative power with Haar-like features’ computational 
efficiency. After restricting the candidate regions by a primary 
face detector, we have only to apply a HOG feature-based 
detector to small number of candidate regions with least 
additional computation. 

In this paper as a HOG feature-based detector we make an 
outline detector by SVM. To make a SVM-based outline 
detector using HOG features we employ Dalal and Trigg’s 
algorithm [14]. To calculate outline probability using a SVM-
based detector we employ Chateau’s approach [16].  

E. Global Contextual Information 
In Eq. (5) P(O|vGc) is the probability of possible locations 

and scales of faces under the camera. In our model we think 
about one stationary camera in a hallway, so we model this 
probability as follows. In advance we know the internal camera 
parameters and the height of the camera from the ground. 
Combining a vanishing point (Fig. 4) calculated during 
geometric constraint calculation [10, 11, 17, 18] with known 
camera information and a human model with varied heights 
and face sizes, we modeled possible face sizes in image 
coordinates. Because face sizes change only in depth direction, 
we modeled a face size only in depth direction. As a model we 
used quantized parameter values to decrease the computational 
time. As a result we use four regions with possible face size 
information (Fig. 4).  

F. Classification 
Fig. 5 describes our classification method. Initially we 

mask the image with geometric constraint mask. Using this 
masked image a primary face detector discards most non-face 
patches on possible locations in an image, and picks up a small 
amount of candidate patches with face probabilities. 

The second global context stage calculates scale probability 
for those patches. A patch has a rectangular shape, so we 
model a scale (=width) parameter as a function of y in an 
image coordinate. Using a human model with average face size 
and variation of heights between 1.4m and 1.9m, we calculate 
minimum size smin(y) and the maximum size smax(y). Only 
patches between the minimum size and the maximum pass 
through this stage. 

Figure 4. The final local context stage calculates “outline” probability using 
three times larger area including the patch. Finally we multiply the “face” 
probability by the “outline” probability, and the final joint probability is 

classified by a given threshold. Scale probability.  

IV. EXPERIMENTAL RESULTS

We evaluate our framework using a dataset from 
surveillance cameras in our laboratory. Cameras are set on the 
ceiling with about 3.5 meters height and a downward angle of 
about 20 degrees. A total number of images (VGA) are 1074 of 
30 persons.  

In this dataset people are not looking straight ahead while 
walking, and they are mostly looking down and aside. From an 
upper camera it brings a hard pose issue to the face detection 
that captured faces have strong downward angles. It also brings 
a hard occlusion issue that faces of people with caps and 
helmets are partially hidden from an upper camera. 

Fig. 6 shows the result of estimated geometric labels of the 
scene. Fig. 7 shows the geometric regions of left wall and right 
wall. While walking in hallways, off course people walk on the 
floor, but they sometimes walk near walls, so we use the half of 
the wall regions as a mask.  

In the exact case of hallway dataset Fig. 8 shows the result 
of each stage in the classification diagram. Fig. 8(a) shows the 
detection result after applying only a face detector. It shows 
that the face detector detects a degraded dark and downward 
face with many false positives. Fig. 8(b) shows the detection 
result of combining the face detector with global contextual 
information.  

It shows that the global contextual information is not so 
strong, but the numbers of false positives are decreased to 
some extent. Fig. 8(c) shows the final result after combining 
the face detector with global and local contextual information. 
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It shows that we could discard all false positives as well as 
successfully detecting the face. 

Figure 5. Classification diagram 

Figure 6. Estimated geometric labels 

Figure 7. Geometric constraint mask(left: wall regions, right mask regions) 

Fig. 9 shows a ROC curve of a comparison of the context-
based face detection framework with a single face detector 
method. This shows that at the same detection rate of 93.7% 
using global camera contextual information we achieved a 
0.005 % false positive rate of the case of only a face detector, 
and using both global and local contextual information we 
achieved a 1,000 times as low as false positive rate than the 
case of only one a face detector. About computational 
efficiency, applying face detector to the whole image takes 217 
msec. on Xeon 2.6GHz. But applying the geometric constraint 
mask to the image, we can make the face detector run by 10 % 
faster than without the mask. Adding just 20 msec. for the 
additional computation of contextual information to the face 
detection, our proposed framework totally runs as fast as just a 
single face detector.

Even though we achieved a high detection rate and a low 
false positive rate, we have some faces not detected. Problems 
of this exist in geometrical configurations of face regions and 
outlines regions, and also in variations of outline shapes. There 
are two problems about geometrical configurations. One is a 

scale ratio between face regions and outline regions. Because 
outlines include hairs and caps, there are more scale variations 
than we assumed. The other is a relative location between 
heads and shoulders. While walking with changing head poses, 
geometrical relationships between heads and shoulders have 
more variations than we assumed. The last outline shape 
variation problem is typical when people is bending their heads 
forward because it completely changes the shapes of outlines 
themselves as well as the relative locations between faces and 
outlines. 

(a) Result after face detection with geometrical constraint 

(b) Result after global context 

(c) Result after global and local context: 

Figure 8. Face detection results. 

To solve those problems by searching more scales and 
locations of HOG features, we expect to improve detection 
performance to some extent with expense of small amount of 
additional computational costs. But just keep increasing the 
search locations and scales bring more false positives, and it 
can’t solve the problem of outline shape variations. For much 
further improvement to solve all those problems we need to 
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analyze and model the geometrical configuration between face 
regions and outline regions. Based on current analysis we’re 
thinking about using a variation of outline detectors. 

Figure 9. Comparison of face detection performance 

V. CONCLUSION 
In this paper we present a novel context-based face 

detection framework which combines a face detector with 
geometric constraint in the scene, local contextual information 
around face regions and global contextual information about a 
viewpoint. 

After initial masking using geometric constraint, combining 
sequentially a boosted Haar-like feature-based face detector for 
calculating a prior probability and a HOG feature-based outline 
detector for calculating a following conditional probability, we 
pick up and combine each method’s advantage at the same time, 
that is the discriminative power of HOG features, and the fast 
selecting focus-of-attentions power of Haar-like features. The 
result of our evaluation using the surveillance camera in the 
hallway shows that with the same computational cost as a 
single face detector we achieved a face detection rate of 93.7 % 
with 0.048 false positive patches per frame that is 1,000 times 
as low false positive rate as the case of using a single face 
detector. 

Finally this framework can also be applied to detections of 
other objects in other scenes. Future research includes 
improvement of scene modeling and face detection algorithm 
in surveillance cameras considering geometrical configuration 
between face regions and outline regions, and also the more 
general integrated framework of Haar-like features and HOG 
features for other object detections. 
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Abstract—Genetic Programming (GP), a flexible evolutionary
learning paradigm, has been vastly used in image classification
domain. In this domain, the learning process is usually performed
using a selected subsets of extracted features. Feature extraction
and selection are widely practised as pre-processing steps in
order to cope with high levels of redundancy and lack of class
separation in raw pixel information. These pre-processing steps,
however, require domain-specific knowledge and often domain
expert intervention. This paper propose a two-tier GP approach
to automatically performing feature extraction, implicit feature
selection, and classification. The new approach does not depend
on domain-specific features extracted by human; instead, a single
evolved program performs feature extraction and classification in
one phase. The result of our experiments show that the proposed
approach performs better than the domain-specific pre-extracted
features approach. It also outperforms previous proposed GP-
based feature extraction and classification systems.

Index Terms—genetic programming; feature extraction; fea-
ture selection; image classification.

I. INTRODUCTION

There are three important steps in a typical computer vision
system [1]: i) image capturing, that is capturing the emitted or
reflected light, using a sensory system; ii) feature extraction
which is concerned with transforming (mapping) the captured
image into a new input space such that the new space contains
discriminative information regarding objects of interest; iii)
Classification which is concerned with identifying images of
different categories based on the extracted features. Raw image
pixel values are seldom used directly for image classification
task due to high data redundancy and large search space [2].
Feature extraction refer to the process of transforming raw
pixel data into a new (preferably low-dimensional) domain
in which classification algorithms can perform better. Very
often domain-expert intervention is required in order to extract
useful features for image classification. Feature selection is
required in order to find a sub-set of extracted features that
have significant effect in distinction between different classes.

Genetic Programming (GP) is an Evolutionary Computing
(EC) domain-independent algorithm that simulates biological

evolution (Darwinian principle) to automatically solve a user-
defined problem [3]. GP methods have been used broadly and
in different ways to solve simple and complex problems such
as classification[4][5][6], object detection[7][8], and feature
extraction[9][10][11]. Sherrah et al. [12] have proposed a
GP-based feature extraction system using generalised linear
machine. Their result show that their method yielded better
performance than using domain-expert-designed features. A
GP-based approach to performing feature extraction from
multiple sources has been proposed by Szymanski et al. [10].
Their proposed system was able to achieve very good results.
Lam and Ciesielski [13] have used a GP-based approach
to developing algorithms for texture feature extraction. The
evolved programs were able to achieve similar or slightly
better results than domain-specific features.

A two-stage GP-based scheme has been proposed by Oech-
sle and Clark [14]. Their system performs the operation of
feature extraction in the first stage, and classification in the
second stage. Both of these stages were GP-based; however,
the system requires human intervention to reformulate the
extracted features in the first stage before it can be used to
in the second stage. Atkins et al. [15] proposed a GP-based
system that performs feature extraction and classification using
a single evolved program. Their system has three tiers and
performs image filtering in the first tier, feature extraction in
the second tier, and classification in the third tier. The results
of their experiments show that the system was able to achieve
comparable performance to the domain-specific pre-extracted
features.

The paper aims to develop a domain independent approach
to the use of genetic programming for image classification
tasks. Instead of using manually crafted, task specific features
as inputs to the GP programs, this approach will directly use
the raw image pixels as inputs. Unlike the existing approaches,
this approach will design a novel program structure that
consists of a feature extraction part and a classification part
with the goal of evolving programs each of which can auto-
matically perform image region selection, feature extraction
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and classification without human intervention. This approach
will be examined and compared with the GP approach using
manually crafted task specific features and a recent GP method
[15] on four benchmark image classifications problems of
varying difficulty. Specifically, we will investigate:

1) how such a program structure can be designed and
developed in GP, including the design of the function
set and terminal sets;

2) whether the new GP approach with raw image pixels can
achieve better classification accuracies than GP using
task specific features;

3) whether the new GP approach outperforms the recent
GP methods on these problems;

4) whether the new GP approach can automatically
evolve/leave good programs that can be easily inter-
preted for image classification;

The rest of this paper is organised as follows. The structure
of the proposed system is discussed in details in section 2.
The experiment design, GP parameters, datasets and fitness
function are explained in section 3. The results and analysis of
the conducted experiments are discussed in section 4. Finally,
the conclusions of this paper work are shown in section 5.

II. THE NEW METHOD

A. Individual program structure

The individual program consists of two tiers (layers): ag-
gregation and classification. The nodes in these two tiers must
appear in a specific order: classification nodes must be in the
upper tier (including the root node), and aggregation nodes
must be in the lower tier of an individual program tree. There
is no restriction on the thickness of these tiers (the depth or
the number of nodes in each tier) as long as the overall depth
of a program tree is within the limit. On the other hand, the
number and type of children of each node is restricted to the
number and type of parameters that each node accepts. Figures
1 shows a simple individual grammar tree, and illustrates the
roles of the two tiers.

Fig. 1: An individual grammatical structure

Aggregation functions occupy the lower tier of an individual
program tree, which means they act on raw pixel values. The
major task of this tier is to perform feature extraction. An
aggregation function takes a part of an image (based on a shape

and a window size) and converts it to a single floating double-
precision value. Since the type of input and output values are
different; no more than one aggregation function can be used
in a hierarchy. Classification functions reside in the upper tier
and sit on top of aggregation functions or other classification
functions. The input and output of these functions are double-
precision floating values. Therefore, the vertical thickness of
this tier can vary and several classification functions may
exist in one hierarchy. In this paper we only consider binary
classification problems. For a given image, if the returned
value at the root of a program tree is negative, the image
is classified as belonging to class A (usually the background
class); otherwise, the example is classified as belonging to
class B (usually the object of interest).

B. Function Sets
1) Aggregation Functions: Table I lists the aggregation

functions. All functions in this category have the same number
and type of parameters. From left to right these parameters
are: an image to extract feature from, two integers (x,y) rep-
resenting the coordinate, the shape of the ROI area (window),
and an integer represents the ROI (for example a rectangular
window). All aggregation functions return a double-precision
floating number to be used by a classification function. The
window size is restricted based on the shape of the ROI. In
the case of using square, circular and rectangular shapes
the window size cannot be smaller than 3. However, in the
case of row and column shapes the window size is restricted
to one (the thickness) while the length is not restricted.
The coordinate represents the centre of the ROI for square
and circular shapes; it represents the starting point for the
other three shapes. The coordinate values must reside in the
image boundaries; x is in the interval [0,Imagewidth] and y

in the interval [0,Imageheight]. The window is truncated if
it exceeds the image boundaries. Commonly-used statistical
features such as mean and standard deviation [6][14][16] are
implemented for aggregation. Other aggregation functions that
haven proven effective in [15] such as min, max and median
are also implemented.

TABLE I: Aggregation Functions Set
Function Parameters Description
AggMean Image, X, Y, Shape, Size Returns the mean value of the pixels

determined by the window size, shape,
and coordinates (x,y)

AggMed Image, X, Y, Shape, Size Similar to AggMean except it returns
the median value

AggStDev Image, X, Y, Shape, Size Similar to AggMean except it returns
the standard deviation value

AggMax Image, X, Y, Shape, Size Similar to AggMean except it returns
the maximum value

AggMin Image, X, Y, Shape, Size Similar to AggMean except it returns
the minimum value

2) Classification Functions: Table II lists the classification
functions. Except for the conditional IF function that takes
three parameters, all classification functions take two param-
eters. The type of input and output of these functions are
double-precision floating point numbers. The +, −, × and
÷ functions have their usual arithmetic meaning except for
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the ÷ operator which is a protected division; that is, it returns
zero if the divisor is zero. The conditional IF function returns
the value of the second parameters if the value of the first
parameter is negative; otherwise, it returns the value of the
third parameter.

TABLE II: Classification Functions Set
Function Parameters Description

+ Double, Double Performs arithmetic addition
− Double, Double Performs arithmetic subtraction
× Double, Double Performs arithmetic multiplication
÷ Double, Double Performs a protected arithmetic division
IF Double, Double, Double Returns the second argument if the first

argument is less than zero, otherwise, it
returns the third argument

C. Terminal Set
In order to meet the requirements of the proposed system,

the terminals were designed differently and more specifically
than other GP-based systems. Table III shows the terminal
set. Original represents a 2D-array that contains the pixel
values of the original image. Random double generates a
random value in the interval [0,1]. Shape represents the shape
of the aggregation window that can be one of five shapes:
square, circular, rectangular, row and column. AggWindow is
a restricted randomly generated integer value that determines
the ROI. The restriction of this value can vary under different
situation upon the window shape. For example, in all shapes
except for rectangular, this value is restricted to be in the inter-
val [3,max(Imagewidth, Imageheight)]; while in the case of
using rectangular shapes, this value is ignored and the children
of the rectangular node (width and height) will be used
instead. The coordinate (x,y)—which are uniformly randomly
generated—are used differently depending on the shape of
ROI. For example, in the case of square and circular shapes
these values represent the coordinates of the central pixel of
the aggregation window. In the case of rectangular, row and
column areas, these values represent the coordinates of the
starting (top-left) pixel. However, the coordinates must reside
inside the image boundaries, which means x must be in the
interval [0,Imagewidth] and y in the interval [0,Imageheight].

TABLE III: Terminals Set
Terminal Type Description
Original Image 2D-array containing the image pixel values
RandDouble Double Returns a randomly generated double value in the

interval [0,1]
Shape String Returns the shape of the AggWindow {square,

circular, rectangular, row, column}
Coords Integer A pair (X ,Y ) representing a position in the image
AggWindow Integer Returns an integer value represents the aggregation

window size, which can be any value in the interval
[3,max(m,n)] where m and n are the width and
height of the image respectively

D. Fitness Function
The program tree classification accuracy is used to measure

the performance of the program (individual). Classification
accuracy is calculated as the ratio of correctly classified exam-
ples to the total number of examples. Individuals with higher

accuracy (larger number of examples correctly classified) are
preferable to individuals with lower accuracy.

III. EXPERIMENTAL DESIGN

The proposed system is implemented using the Evolutionary
Computing Java-based (ECJ) package [17]. The ECJ pack-
age allows having different types of input and output for
each nodes (Strongly-typed GP) which a requirement for the
proposed system. Table IV lists the input and output types
of nodes in different layers. To evaluate the performance of
this approach, a number of experiments have been conducted.
Four datasets were used in the conducted experiments. The
results of the conducted experiments have been compared to
the domain-specific pre-extracted features and Atkins et al.
[15].

TABLE IV: GP Node Types
Type Description
Double The output of Aggregation nodes, and the input/output of

Classification nodes
Integer The type of AggWindow and Coords nodes
AggWindow One of the inputs of Aggregation nodes
Coords One of the inputs of Aggregation nodes
Image The input of Aggregation nodes

A. Datasets
Four datasets with increasing difficulty were used to evalu-

ate the proposed system. The first dataset is the Coins dataset
[18] which is considered very easy to distinguish between the
examples of the two classes. This dataset consists of 384 grey-
scale examples of size 55×55 that are equally divided into two
classes: Head and Tail. The Second dataset is the MIT Faces
dataset [19], which is considered easy. There are 60000 grey-
scale examples of size 19×19 in this dataset that fall into two
classes: face and non-face. The third dataset is Microscopic
Cells [20], which is considered hard. The datasets originally
consists of 18 classes; however only two of them were selected
in this paper as we are investigating binary classification
problems. There 1297 gray-scale images of size 25×25 in this
dataset which fall into two classes: Lymphocytes non activeés
and Mésothéliales. The fourth dataset is Pedestrians [21],
which considered very hard. This dataset consists of 10002
grey-scale examples of size 18× 36 that fall into two classes:
pedestrian and non-pedestrian. Table V lists the number of
examples in each class of the four datasets. Figures 2 and 3
list some examples of the two classes from each dataset.

TABLE V: The Four Datasets Structure
Training Set Test Set Overall

A B Total A B Total
Coins 96 96 192 96 96 192 384
Faces 1500 1500 3000 1500 1500 3000 6000
Micro. Cells 349 299 648 349 300 649 1297
Pedestrians 2500 2501 5001 2501 2500 5001 10002

B. Domain-Specific GP-based Approach (DS-GP)
To examine the goodness of the proposed approach, a GP-

based approach has been used to perform the classification task
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(a) (b) (c) (d) (e) (f)
Fig. 2: Example images from the Coins (a,b), Cells (c,d), and Faces
(e,f) datasets

(a) (b) (c) (d) (e) (f)
Fig. 3: Example images from the Pedestrians dataset including
pedestrians (a-c) and non-pedestrians (d-f)

using domain-expert pre-extracted features. A set of predefined
areas have been designed differently for each dataset. Feature
extraction operation is done by calculating the mean and
standard deviation values of each area have been calculated.
Then these features were fed to a GP-based system to build
a classifier that can distinguish between the examples of the
two classes.

There were five areas that have been used to extract ten
features (mean and standard deviation of each area) of the
coins and cells datasets: the four quadrants ABED, BCFE,
DEHG, and EFIH; and the central square JKML as shown in
Figure 4-a and 4-b. For faces dataset there were seven areas
based on the work of Atkins et al. [15] and Bhowan et al.
[22]: the quadrants ABED, BCFE, DEHG, and EFIH; and the
areas ACML, JKON and PQSR that represents areas around
the eyes, nose, and mouth respectively as shown in Figure 4c.
Finally, there were eleven areas that have been defined for the
pedestrians dataset based on the work of Atkins et al. [15]: the
octets ABED, BCFE, DEHG, EFIH, GHKJ, HILK, JKMN and
KLON; and the areas PQSR, RSUT and TUWV that represents
areas around the head, torso and legs respectively as shown in
Figure 4d.

(a) (b) (c) (d)
Fig. 4: Domain-specific pre-extracted features regions (a) Coins, (b)
Cells, (c) Faces, and (d) Pedestrians datasets

C. Three-tier GP-based Approach (3T-GP)
The performance of the proposed system was compared

to the GP-based system proposed by Atkins et al. [15] also.
Mainly, as they have proposed a system that evolve single

individual to perform the tasks of feature extraction and
classification simultaneously; using three-tier structure. The
three-tier structure consists of image filtering, aggregation, and
classification layers. Functions of image filtering mainly aim
to perform image enhancement such as, the use of median
filter to remove the salt and pepper noise.

D. The New Approaches
1) With no Filtering (WNF): In this approach the same

system as that of Atkins et al. [15] is used except that the
filtering tier has been removed. There were two reasons behind
removing this tier: firstly, reducing the search space to force
the system to try different areas (extract different features)
rather than try different enhancement methods; secondly, in-
vestigating the effect of image filtering on the performance
of the system to perform feature extraction and classification
tasks.

2) Row and Column Terminals (RCT): Similar to the pre-
vious approach, the filtering tier is not used in this approach.
However, the window shape (used by aggregation functions)
is of square shape. The AggWindow represents the size of
the window (e.g. when AggWindow is 5, the square is of size
5×5). Other shapes in this category are rows and columns. The
thickness of row and column shapes was restricted to one pixel.
However, the length can be in the interval [0,Imagewidth] and
[0,Imageheight] for row and column respectively. Also, the x

and y (the aggregation functions second and third children)
represent the coordinates of the first pixel instead the centre
of the window.

3) Different Window Shape Terminal (DWST): In this ap-
proach the square, row and column shapes were combined
and two other window shapes were added: circular and rect-
angular. The motivation behind introducing these terminals
was based on the improvement of the system performance
from the use of row and column window shapes. The circular
shape is determined using the Bresenham circle algorithm. The
restriction of the newly introduced shapes were similar to the
square window shape. However, the x and y represent the
coordinates of the top-left corner of the rectangular window.
Also, the rectangular shape does not rely on the AggWindow
value; instead it has two values: width and height. Like square,
the size of the circular and rectangular window (diameter or
thickness) cannot be smaller than three pixels.

E. GP Parameters
The GP parameters used in all the experiments are shown in

Table VI. An individual program tree cannot be smaller than
2 (the depth of the tree) or larger than 10. The problem of
early convergence is mitigated by using large population size
(1024 individuals) which as a trade-off has significant effects
on increasing computational cost. Also, population diversity
was maintained using the tournament selection method. The
program stops if the ideal accuracy (100%) is achieved, or the
maximum number of generations is reached (50 generations).

The same experiment has been repeated 30 times for each
method and for each dataset (30 × 5 methods × 4 datasets =
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600 runs in total). Different random seeds were used for each
of the 30 repetitions; however the same set of random seeds
were used in all of the conducted experiments (to make paired
comparison possible). At the end of each run, the best evolved
program was evaluated against the training and testing sets
independently. Also, at the end of the 30 runs; the minimum,
maximum, average and standard deviation accuracy of the best
individuals were gathered.

TABLE VI: GP Parameters
Parameter Value
Generations 50
Population Size 1024
Crossover Rate 0.80
Mutation Rate 0.19
Elitism Rate 0.01
Tree Depth 2-10
Selection Type Tournament
Tournament Size 7
Builder Type Ramped HALF-AND-HALF

IV. RESULTS AND ANALYSIS

A. Results
Table VII shows the statistics gathered from applying DS-

GP, 3T-GP and the new methods to the Coins dataset. Looking
at the estimated statistics, DS-GP outperforms all other meth-
ods. Conducting a hypothesis test though, reveals that there is
no statistically significant differences between the performance
of DS-GP and that of the new method. The new methods,
however, is significantly better than 3T-GP.

TABLE VII: Results of the Coins dataset1

Training (%) Testing (%)
Min Max Mean St.Dev Min Max Mean St.Dev

DS-GP 100.0 100.0 100.0 0.00 99.48 100.0 99.95 0.16
3T-GP 75.00 100.0 93.40§ 7.15 73.96 100.0 93.61§ 6.91
WNF 97.40 100.0 99.81‡ 0.52 98.44 100.0 99.81 0.42
RCT 94.79 100.0 98.49§‡ 1.31 96.35 100.0 98.72§ 1.16
DWST 98.96 100.0 99.62‡ 0.47 96.88 100.0 99.36 0.93

TableVIII shows the results of 30 independent runs on Faces
dataset. On average, the new methods outperform both of the
DS-GP and 3T-GP. There is a statistically significant difference
between the performance of the new methods and that of DS-
GP. Also, the new methods perform extremely better than 3T-
GP.

TABLE VIII: Results of the Faces dataset1

Training (%) Testing (%)
Min Max Mean St.Dev Min Max Mean St.Dev

DS-GP 88.00 92.83 90.84 1.21 90.57 94.03 92.70 0.97
3T-GP 71.93 94.37 84.08§ 6.72 80.43 95.50 89.40§ 3.25
WNF 85.97 97.47 93.79†‡ 2.51 85.40 96.63 92.93‡ 2.97
RCT 88.97 97.90 95.64†‡ 1.95 89.53 97.90 95.00†‡ 1.96
DWST 92.23 97.93 95.24†‡ 1.56 89.43 97.27 94.39†‡ 1.90

Table IX shows the statistics obtained from applying the
best evolved individuals; of the investigated methods against

1The significant test (T-test) signs §, †, and ‡ represent significantly worst than DS-GP,

significantly better than DS-GP, and significantly better than 3T-GP respectively.

the Cells dataset. All methods of the new approach and the 3T-
GP show better performance over the DS-GP approach. The
significant test shows that the performance of these methods
was extremely significant better than the DS-GP. Also, the
RCT and DWST worst evolved individuals show 3-4% better
performance than DS-GP best evolved individual. The signif-
icant test shows significant gap between the performance of
the new methods and 3T-GP.

TABLE IX: Results of the Cells dataset
Training (%) Testing (%)

Min Max Mean St.Dev Min Max Mean St.Dev
DS-GP 76.23 90.59 85.01 4.26 83.76 91.37 87.61 2.03
3T-GP 86.57 95.99 92.42† 2.82 85.36 97.07 93.24† 2.65
WNF 87.50 96.76 93.76† 1.99 86.59 98.00 95.07† 2.10
RCT 93.52 96.76 95.70†‡ 0.75 95.69 97.84 96.80†‡ 0.63
DWST 93.98 97.07 95.64†‡ 0.75 95.83 97.69 96.73†‡ 0.62

The statistics of the 30 best evolved program of each method
against the Pedestrians dataset are listed in Table X. The DS-
GP shows better performance on the unseen data over the 3T-
GP and WNF methods. Also, the results of 3T-GP and WNF
show the occurrence of over-fitting problem. However, RCT
and DWST outperformed the performance of DS-GP method.
The significant test shows that RCT and DWST have extremely
significant better performance over DS-GP, 3T-GP and WNF
methods.

TABLE X: Results of the Pedestrians dataset
Training (%) Testing (%)

Min Max Mean St.Dev Min Max Mean St.Dev
DS-GP 72.05 86.58 81.03 2.80 75.52 87.66 80.16 2.76
3T-GP 70.81 88.54 81.99 3.97 63.33 81.28 74.87§ 4.75
WNF 80.54 87.26 84.66† 1.46 76.86 82.46 79.57‡ 1.26
RCT 76.14 90.88 85.42†‡ 3.61 74.37 91.04 83.43†‡ 3.79
DWST 81.04 91.80 86.13†‡ 2.97 75.16 92.28 84.90†‡ 4.26

B. Analysis and Discussion
The individual tree representation of an evolved program by

the DWST method on the Coins datatset is shown in Figure
5a. The evolved program scored 100% accuracy on both of the
training and testing sets, which indicates that the system was
able to extract effective features and find a good classifier at
the same time without any prior knowledge or domain-expert
intervention. Figure 5b-d show the regions of the extracted
features, where the program focuses on the middle area of the
coin (the head side is darker as it contains fewer details than
the tail side) and the right edge (the head side has text around
the edge while the tail side does not).

Figure 6a shows the tree representation of an evolved
program on the Faces dataset that scored 97.23% and 97.27%
accuracy on the training and testing sets respectively. Figure
6b-h show the feature regions, which indicate that the new
method has been able to detect some similar areas to the
domain-expert designed features (such as, the eyes and the
nose). On the other hand, the system selects areas such as, the
right cheek and forehead that domain-expert did not consider
them as effective areas.
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(a)

(b) (c) (d)
Fig. 5: Sample program (Coins) (a) Tree (b-d) Feature regions

(a)

(b) (c) (d) (e) (f) (g) (h)
Fig. 6: Sample program (Faces) (a) Tree (b-h) Feature regions

Observably, the proposed methods have comparable per-
formance to the DS-GP system on easier problems. As the
difficulty of the dataset increases, however, the proposed
approach significantly outperforms DS-GP. Our results and
analysis demonstrate the ability of the new system to perform
feature extraction, implicit feature selection, and classification
all by itself without the need for domain-expert pre-designed
features. It is also observable that the domain-expert pre-
extracted features were not as effective as we thought. Better
solution can be obtained (evolved) by allowing the new system
to select different features. For example, in the Pedestrians
dataset the position of the body and legs may vary (e.g. off to
the either side of the input window). Figure 7 shows feature
areas of an individual scored 89.20% on the test set that
dynamically finds the position of of the body, legs and feet;
and takes the shifting of these parts into account.

Fig. 7: Sample program (Pedestrians) feature regions

Sometimes the new system may evolve unnecessarily large
programs. These programs can be simplified by removing
the unnecessary parts. For example the individual program
tree shown in Figures 5a is manually simplified in order to
make it more human-readable (knowledge extraction). The

simplification is only algebraic and thus the behaviour of the
program (its accuracy/fitness) is unchanged.

V. CONCLUSIONS

In this paper, we proposed a two-tier GP-based approach
to automatically evolving programs that perform feature ex-
traction, implicit feature selection, and classification in image
datasets. The performance of the proposed approach has been
compared to both of the domain-specific pre-extracted fea-
tures and three-tier GP-based approaches. Four datasets with
increasing levels of difficulty have been used to evaluate the
performance of the proposed system. Our results show that the
new system has comparable performance to DS-GP and 3T-GP
systems on easy datasets. The new system outperforms both of
DS-GP and 3T-GP systems on hard datasets. As a byproduct,
well-performing program trees can also be simplified in order
to extract domain knowledge.
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Abstract—This paper proposes a vehicle detection and tracking 
system based on forward looking CCD camera. Vehicle tail light 
position is used to locate vehicle candidates, and distance between 
tail light pairs allows to adjust vehicle tracking window size.  In 
vehicle detection step, a back propagation neural network (BPNN) 
trained by Gabor feature set is used. BPNN verifies vehicle 
candidates and ensures system robustness.  In vehicle tracking 
step, it also uses mean shift tracking algorithm using color 
feature space. Tail light pairs which are determined by detection 
result are used to adapt tracking windows size. In our 
experiments, the proposed algorithm showed 84% accuracy in 
vehicle detection. Furthermore, its performance makes it 
applicable for real applications. 

Keywords-vehicle detection; vehicle tracking; color 
segmentation; mean shift  

I.  INTRODUCTION 
An increasing number of car accident happened everyday, 

which has drawn great attention from the public, almost every 
minute, at least one people dies in vehicle crash [1]. Recently, 
many new technologies are developed to avoid or mitigate 
vehicle accident through sensing the significance and nature of 
danger which aim to improve human safety, such as intelligent 
transportation, intelligent driver assistance systems.  

This paper proposes a vision based vehicle detection and 
real-time tracking system. Vehicle tail light information is 
employed in the entire algorithm. In vehicle detection step, 
many features can be selected. For instance, extracted shadow 
information between the vehicle and road [2,3], or edge 
histogram information [4,5]. However, the shadow information 
is very sensitive to illumination and edge histogram is 
influenced by the environment, which makes the algorithm 
quite difficult to implement. In this paper, vehicle tail light 
location is used to generate vehicle candidates, these candidates 
are verified by BP neural network trained by Gabor feature set. 
Vehicle detection robustness is guaranteed by BPNN 
classifier [6]. In vehicle tracking step, mean shift algorithm is 
used. The kernel window bandwidth is very essential in mean 
shift tracking algorithm, it determined the sampling quantity of 
mean shift iteration. Furthermore, it related to the tracking 
windows size. Original mean shift object tracking uses fixed 
window size. In [7] kernel bandwidth increment for scale 
adjustment is proposed, and this approach process one frame 

using 3 different bandwidth kernels, which will increase 
system runtime. In order to solve multiple scales tracking 
problem, our algorithm considers the distance between light 
pair which is determined by vehicle detection result for 
tracking windows adjustment. The main architecture of vehicle 
detection and tracking system is described in figure 1. 

Frame t

Represent Target 
in Feature Space

Frame t+1

Start from the position of
 the target in the current frame

Search in the target’s 
neighborhood in next frame

Find best candidate by 
maximizing similarity function

Represent Candidates 
in Feature Space

Image Sequence

Gabor Feature Extraction

BP Neural Network 
Training

BP Neural Network 
Classifier

Light Blob Segmentation

Vehicle Detection
Result

Choose Color 
Space

Light Blob Determination 

Tracking Windows
Adjustment

Vehicle Candidates 
Generation

 

Figure 1.   system architecture 

II. VEHICLE DETECTION 

A. HSV color model based light blob segmentation 
HSV stands for hue, saturation and value, and is also often 

called HSB (B stands for brightness); these are often used by 
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human for color object description. Based on HSV color model, 
red light blob can be detected easily with appropriate threshold. 
Threshold was obtained by 68 vehicle tail light images HSV 
statistical value. After that, morphological method is employed 
to remove some small points which come from color 
segmentation. Figure 2 shows vehicle tail light blob 
segmentation results for single (a) and multiple vehicles (b). 

 

Figure 2.  Vehicle rear light blob segmentation 

B. Light pairs candidates generation 
The main goal of this step is to find the corresponding light 

pairs. Vehicle tail light pair candidates can be extracted by the 
following conditions. See figure 3, denote the left tail light as 
c1 and right side tail light as c2. 

 

Figure 3.  Vehicle tail light pair 

a) The distance between c1 and c2 should be limited to a 
range.  

          
1 2min maxc cw w w� �                               (1) 

wc1c2 represents the width between vehicle light pair. In this 
paper, wmin and wmax equal to 5 pixel length and 100 pixel 
length respectively, the thresholds selection depend on the 
image size. 

b) The position of the corresponding light pair almost 
locate the same horizontal line.  

1 2c ch h d� �                                            (2) 

Where hc1 and hc2 represent the height of c1 and c2 respectively, 
d is a constant, 6 pixels were chosen in this process. 

Due to the parameters which are mentioned above step, this 
algorithm is able to extract vehicle candidates based on tail 
light distribution. However, in some cases where cars are next 
to each other, as shown in figure 2(b), this process will extract 
non tail light pairs. As shown in figure 4, each rectangle 
determines one light pair.  

 

Figure 4.  Light pair candidate 

Because the proportion of the same type vehicle is almost 
the same, therefore, based on location of pairs of lights and 
distance information, vehicle candidates can be extracted as 
figure 5 shows: 

   

Figure 5.  Vehicle candidates generation 

C. Gabor feature extraction and training process 
 To obtain vehicle feature for BPNN training process, 

Gabor feature is investigated. Gabor feature can effectively 
describe local feature of image with different direction and 
scales. Gabor transform [8] can be formulated by the following 
equation: 

2 2

2 2
1
2 ( )1(x,y, , ) exp exp

2
x y

x y

j x y

x y

G   �� 
� 

� �
� �� �
� � � �� ��              (3)   

This paper chose 8 orientation and 5 scales for Gabor filters 
to build the database. 

In vehicle verification step, back propagation neural 
network is used. BPNN is applied extensively in practical 
application, in particular, superior effectiveness in model 
recognition [9]. It can identify vehicle in vehicle candidates, 
non vehicle candidates are dislodged, In this case, the 
robustness of vehicle detection is guaranteed by a strong 
BPNN classifier. Figure 6 shows vehicle detection result 
example. 

 

Figure 6.  Vehicle detection examples 

 
(a) Single vehicle 

    
(b) multiple vehicles 
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III. REAL-TIME VEHICLE TRACKING 
In order to track detected vehicles in video, this system 

implements mean shift algorithm. It is a nonparametric 
statistical method for seeking the nearest mode of point sample 
distribution [10] which has been proven to be effective for 
object tracking.   

A. Color feature space representation 
In the current frame, the detected vehicle can be 

represented based on RGB color model, see figure 7 (b). We 
assume the target color model can be split into several uniform 
histogram bins; target vehicle can be represented in RGB color 
space by the color probability density function (PDF) q which 
is calculated by the following equation, this paper used 
16x16x16 bins, the result is shown in figure 7(c). 

2

1
(|| || )

n
i

u ui
i

xq C g
h

 
�

� �                                  (4) 

Where g is kernel function, C is normalization factor, xi 
represents target location, δ is the Kronecker delta function, 
u=1…m. 

 

Figure 7.  (a) Target vehicle, (b) RGB color space, (c) color PDF 

In the next frame, starting from the position of the target in 
the previous frame, the same process is applied. The candidate 
color PDF is defined as p. In order to find the best matching 
candidate in the target’s neighborhood, similarity function 
between q and p is used. 

B. Similarity function  
To define similarity, Bhattacharyya coefficient is used in 

this paper. It is an approximate measurement of the amount of 
overlap between two statistical samples. This coefficient can be 
used to describe the similarity of two discrete and normalized 
distributions. In the tracking system, p(y) is the distribution of 
the candidate object at position y. So the Bhattacharyya 
coefficient function can be formulated as [11]: 

    
1

[ ( ), ] ( )
m

u u
u

p y q p y q!
�

��                    (6) 

Best candidate can be found by maximizing similarity 
function. 

C. Mean shift vector 
Mean shift is a non-parametric feature-space analysis 

technique. Let’s denote model location as y0 and candidate 
location as y. The similarity function can be linearized by the 
Taylor series as: 
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Where Ch is a normalization coefficient and h is a kernel 
bandwidth. From the above equation, the first term is 
independent of candidate location y; the second term is kernel 
probability density estimation with profile function k. So the 
similarity function maximization can be realized by the 
following iteration. 
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xi ( i=1,…,nh ) denotes the candidate spatial coordinates, h 
denotes the scale of the kernel.  The best candidate which is 
most similar to the detected vehicle can be sought by mean 
shift iterations. The mean shift iteration example is shown in 
figure 8.  

 

Figure 8.  Mean shift iteration 

Figure 8 (a) and (b) is frame t and frame t+1 respectively. 
The red rectangle is the first iteration, it starts from initial 
position which is target vehicle position at frame t, and the 
candidate is shown in figure 8(c). Yellow rectangle and green 
rectangle represent the forth iteration and ninth iteration 
respectively, the candidates are shown in figure 8 (d) and (e), 
and the ninth iteration is the final iteration which means figure 
8 (e) is the best candidate for matching with the target vehicle. 

  
(a)                                                         (b) 

            
(c)                                  (d)                                     (e)  

 
       (a) 

     
               (b)                                            (c) 
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D. Scale adjustment  
The size of the target vehicle varies while the distance 

between target vehicle and camera change. Consequently, 
window scale adjustment is essential. In order to obtain a 
dynamic tracking window, distance between corresponding 
light pairs is investigate.  Light pairs are segmented in vehicle 
candidate generation step, and it can be finally determined in 
vehicle verification step by trained BPNN. After apply vehicle 
tracking process, the best candidate is obtained. Based on this 
candidate, the window scale is enlarged 10%, light blob is 
detected by color segmentation on HSV space which has been 
introduced in section 2 A and B. In order to determine the 
corresponding light pair, the following constraints is proposed, 
c1 and c2 represent left and right light which is determined 
before. c1

’and c2
' represent left and right light which is detected 

after tracking process. 

a) The area of the corresponding light is almost 
proportional 

1 2
' '

1 2

( ) ( )
( ) ( )

S c S c
S c S c

$                                  (9) 

b) The shift of the corresponding light’s position almost 
same 

' '
1 1 2 2( ) ( ) ( ) ( )P c P c p c P c� $ �                      (10) 

After corresponding light pairs are found, the distance 
between lights which is determined in vehicle detection step is 
defined as d0, the distance between light which is detected after 
mean shift iteration is defined as dt, so the size of the tracking 
window at frame t can be obtained by following equation: 

0
0

t
t

dL L
d

�                                  (11) 

L0 is initial window size, Lt represents the window size at 
frame t. 

IV. EXPERIMENTS 
In this section, the experimental results obtained for the 

proposed method is laid out. The algorithm implemented by 
MATLab 7.8.0(R2009a), computer processor is Intel(R) 
Core(TM) 2 Quad CPU 2.66 GHz, RAM 3.00 GB. 104 images 
are tested for vehicle detection; vehicle movement video is 
tested for combine with real-time vehicle tracking. The images 
sequence which comes from vehicle movement video has 175 
frames of 180x320 pixels for each. The target vehicle 
histogram has been derived in the RGB space with 16x16x16 
bins. The detected vehicle window size was 78x102 pixels. The 
vehicle detection result is shown in figure 9. 

 

Figure 9.  Vehicle detection result at 1st frame 

The tracking algorithm start from the 1st frame, the tracking 
results are presented in figure 10. 

 

 

 

 

 

Figure 10.  Vehicle tracking results. The frames 25, 55,95,100,143,175 
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These above results show that the proposed system is 
effective for vehicle detection and real-time tracking in the day 
time. The tracking window scale is able to self-adapt to the 
changing of the target vehicle size. Vehicle center position and 
tracking window size is displayed in top left corner of each 
frame. 

Figure 11 shows the number of mean shift iteration for each 
frame, from frame 103 to frame 125, because the vehicle 
position did not shift in horizontal direction, just scale change 
with the distance variety, so the best matching candidate is 
sought only used one time iteration.  

 

Figure 11.  The number of mean shift iteration  

V. CONCLUSIONS 
 An effective system for vehicle detection and vehicle 

tracking is presented in this paper. Vehicle tail light detection is 
used in the proposed algorithm, not only for a vehicle 
candidate generation, but also for vehicle tracking window 
adjustment. Back propagation neural network which is trained 
by 8 orientation and 5 scales Gabor feature set is used in 
vehicle candidate verification step. Mean shift tracker is 
implemented in vehicle tracking step. 

The result shows that this system has good performance for 
vehicle detection and tracking, especially for target vehicle 
nearby. When target vehicle is very far from camera (more 
than 50m), the detection result performance is not quite good, 
because in that case, the color information influence from 

illumination easily, and the tail light feature is not strong 
enough. Also in vehicle tracking process, because of view 
angle of the camera, the tracking window may not be perfect 
matching with target vehicle. 

For future work, it is necessary to utilize any other features 
which are stronger and more suitable for vehicle representation 
both in detection and tracking algorithm. 

REFERENCES 
 

[1] Zehuang Sun, George Bebis, Ronald Miller “On- Road Vehicle Dection: 
A Review,” IEEE Transactions on Pattern Analysis And Machine 
Intelligence, Vol. 28, No. 5, pp694-711,May 2006. 

[2] Jeong-Gwan Kang, Se-Young Oh, “Real Time Multiple Vehicle 
Detection Using Neural Network with Local Orientation Coding and 
PCA,” 3rd ed., vol. 2. Oxford: Clarendon, pp68–73, 1892. 

[3] Sungji Han, Youngjoon Han and Hernsoo Hahn , “Vehicle Detection 
Method Using Haar-Like Frature on Real Time System,” World 
Academy of Science, Engineering and Techonology 59, 2009. 

[4] Z.Sun, R.Miller, G.Bebis, and D.DiMeo, “A Real-Time Precrash 
Vehicle Detection System,” 6th, IEEE Workshop on Applications of 
Computer Vision, December 03 - 04, Orlando, Florida, 2002. 

[5] C.Goerick, D.Noll and M.Werner, “Artificial Neural Networks in Real-
Time Car Detection And Tracking Applications,” Pattern Recognition 
Letters, Vol. 17, pp335-343, 1991. 

[6] Qing Ming, Kang-Hyun Jo, “Vehicle Detection Using Tail Light 
Segmentation,” International Forum on Strategic Technology, August 
22-24, Harbin, 2011. 

[7] Comaniciu D, Ramesh V,Meer P. “Kernel-Based Object Tracking,” 
IEEE Trans.on Pattern Analysis and Machine Intelligence, Vol.25,No.5, 
pp564-575, May 2003. 

[8] Tai Sing LEE, “Image Representation using 2D Gabor Wavelets,”IEEE 
Transactions on Parrern Analysis and Machine Intelligence, Vol 
18,No.10,  pp959-971,October 1996. 

[9] C.Goerick, D.Noll and M.wener, “Artificial Neural Networks in Real-
Time Car Detection And Tracking Applications,” Machine Vision and 
Applications, Vol 12, pp69-83, 2000. 

[10] Cheng, Yizong. "Mean Shift, Mode Seeking, and Clustering," IEEE 
Transactions on Pattern Analysis and Machine Intelligence, Vol.17,No.8, 
pp790-799, August 1995. 

[11] Dorin Comaniciu, Visvanathan Ramesh, P eterMeer, "Real-Time 
Tracking of Non-Rigid Objects using Mean Shift, " IEEE Conference on 
Computer Vision and Pattern Recognition, June 13 -15, Hilton Head, SC, 
USA, 2000 

 

119



Considerations for hardware Hough transforms 

Donald G. Bailey 
School of Engineering and Advanced Technology 

Massey University 
Palmerston North, New Zealand 

D.G.Bailey@massey.ac.nz 
 

Abstract�Three line parameterisations for the Hough transform 
are compared. The angle and line resolution of each 
parameterisation is derived for a given number of parameter 
bins. The computational implications of this are discussed, with 
proposal for a parameterisation based on parallel coordinates 
outlined.  
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FPGA 

I. INTRODUCTION 
The Hough transform is a well known technique for 

detecting lines (and other parameterised shapes) within an 
image. The key concept of the Hough transform is to 
parameterise the shape being detected, and to transform from 
image space to parameter space. For detecting lines, each line 
in image space is represented by a unique point in parameter 
space corresponding to the parameters of the line. The image is 
preprocessed to detect edge pixels. Then each detected edge 
pixel votes for candidate parameters corresponding to every 
possible line that passes through that point. Multiple collinear 
points will accumulate in the parameter space bin associated 
with the line through the points. Parameter space is therefore 
examined for peaks corresponding to clusters of edge pixels 
which share common parameters. 

While much has been written of the Hough transform and 
its many variations (see for example [1, 2]), this paper will 
focus on some of the requirements pertinent to an FPGA based 
implementation of the Hough transform for detecting lines. 
Section II reviews the three main line parameterisations. The 
key challenges to designing an efficient FPGA based 
implementation are elaborated in Section III. These are to 
minimise the memory required to achieve the necessary 
resolution, and to minimise the computational complexity of 
the algorithm. Therefore, Section IV analyses the resolution 
which may be achieved for a given size of sample space for 
each of the parameterisations. Section V discusses the 
computational implications and approaches which may be used 
by each of the methods. 

The novel contribution of this paper is the resolution 
analysis of the different parameterisations, and the implications 
of this for hardware implementation. 

II. LINE PARAMETERISATIONS 
Image coordinates are used as shown in Figure 1. The 

origin is in the top left corner of the image which has H V×

pixels. In some situations, it is advantageous to offset the origin 
to the centre of the image: 

 1
2( , ) ( , ) ( , )c cx y x y H V= − (1) 

The angle of a line, ϕ , is defined as clockwise from horizontal, 
with a sample point on the line, ( , )i ix y .

x

y

xc

yc

H

V

( , )x yi i

φ

Figure 1.  Coordinate system and basic definitions. 

A. Hough�s Original Transform 
Hough�s original transform [3] was based on a slope-

intercept parameterisation: 

 y mx c= + (2) 

Each detected pixel ( , )i ix y within the image votes for 
points along a linear trace in { , }m c parameter space 

 i ic mx y= − + (3) 

This parameterisation works well for lines which are 
approximately horizontal. However, as the line becomes 
vertical, both the slope and the intercept tend towards ±infinity. 
In fact it can be shown that the parameter space will always be 
unbounded [4] for any linear parameterization covering lines of 
all possible orientations. 

This problem may easily be overcome by having two sets 
of parameter spaces [3], one for horizontal lines, and one for 
vertical lines: 

 1 1

2 2

, 1 1
, 1 1

i i

i i

c m x y m
c m y x m
= − + − ≤ <
= − + − ≤ <

(4) 

120



B. Standard Hough Transform 
An alternative approach is to change the parameterisation to 

the length and angle of the normal to the line (see Figure 2. ), 
as first proposed by Duda and Hart [5]: 

 cos sinx yρ θ θ= +  (5) 

x

y

ρ

θ

Figure 2.  The standard { , }ρ θ parameterisation. 

Rather than each edge point voting along a line in 
parameter space, each point votes along a sinusoidal trace. The 
periodic nature of sinusoids means that parameter space can be 
restricted to 0 180θ° ≤ < ° (or 90 90ϕ− ° ≤ ≤ ° ). 

C. Parallel Coordinates 
An alternative parameterisation that has been proposed 

recently is based on parallel coordinates [6, 7]. Each detected 
point in the image votes for parameters along the line between 
the x component on one side of parameter space, and the y
component on the other side (hence the name parallel 
coordinates), as shown in Figure 3. A set of collinear points in 
image space will result in a set of intersecting traces within 
parameter space.  

x

x

y

y1

x1

y2x2

y3

x3

( , )x y1 1

( , )x y2 2

( , )x y3 3

y

Figure 3.  Parallel coordinate representation of a line 

Traces for points along a line intersect at a common point 
because of proportionality. Any pair of points on the line will 
have the same ratio of :x yΔ Δ . Therefore in parallel coordinate 
space, this will result in a pair of triangles with bases xΔ and 

yΔ of the same proportion.  

x x
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x2 x2
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( , )x y2 2

( , )x y3 3

y

Figure 4.  Failure of parallel coordinates and solution by flipping one axis. 

As with the original Hough transform, detected image 
points vote along a line within parameter space. Therefore, to 
be able to represent all possible lines, the parameter space will 
be unbounded [4]. The parameterisation described above will 
only intersect between the parallel coordinates for 

90 0 .ϕ− ° ≤ ≤ ° With 0 90 ,ϕ° < < ° the intersection will be 
outside the coordinates, as shown in Figure 4. , and potentially 

up to an infinite distance away ( 45 )ϕ = ° . This problem can be 
overcome by introducing a second set of parallel coordinates 
with a flipped x or y axis [7]. 

Parallel coordinates can readily be converted to the more 
usual two orthogonal axes. Let v be the distance along the 
parallel coordinates, and α be the proportion between the x
and y parallel coordinates. An edge point may be mapped 
along the lines in { , }vα parameter space 

 1 1 1

2 2 2

(1 ) 0 1
(1 ) 0 1

i i

i i

v x y
v x y

α α α
α α α

= − + ≤ ≤
= − + ≤ ≤

(6) 

where iy is the flipped coordinate. With the origin in the top-
left corner: 

 i iy V y= − (7) 

Or with the origin in the centre of the image: 

 i iy y= − (8) 

III. HARDWARE IMPLEMENTATION CONSIDERATIONS 
There are two key challenges in designing an efficient 

implementation. The first is a memory bandwidth bottleneck. 
Typically, 10% of the pixels in the input image are edge pixels 
[8], and each detected pixel casts many votes in parameter 
space. Each vote requires two memory accesses, first to read 
the count within a bin, and second to write the incremented 
count. 

When processing with an FPGA, the input image is usually 
streamed, which places a tight timing constraint on the 
processing. This makes it difficult, if not impossible, to 
perform the Hough transform in real time with a single off-chip 
memory. 

The bandwidth bottleneck must be overcome through using 
distributed memory on the FPGA. The many small on-chip 
memory blocks can be accessed independently in parallel, 
greatly increasing the available bandwidth. However, on-chip 
memory is a relatively scarce resource, therefore one 
motivation is to minimise the memory required to achieve the 
necessary resolution in parameter space.  

On-chip memory introduces a further constraint. The 
memory blocks are generally a power of two in depth, and a 
power of two multiple of 9 bits in width. To make optimal use 
of the memory, the constraints this places on parameter space 
are as follows: 

� Each accumulator bin is either 9 bits (counts 0-511) or 
18 bits (counts 0-262143) in width. 

� The number of bins in the c , ρ , or v �length� axis 
will be a power of 2. For 9kbit blocks, this will be 
1024 or 512. 

� The number of bins in the m , θ , or α �angle� axis is 
arbitrary, and limited by the number of available 
memory blocks. 

� Dual-port memory enables the read-increment-write in 
a single cycle using separate ports for read and write. 
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For small to medium size images, the main constraint is the 
number of bins in the angle axis. For high resolution images, 
both axes are constrained, and it may be necessary to perform 
multiple passes, calculating a region of parameter space with 
each pass (see for example [9, 10]). This requires additional 
memory for buffering the detected pixels for later passes, 
although this can be off-chip. 

The alternative to multiple passes is to quantise parameter 
space more coarsely. The quantisation error is related to the 
length of the line segment [11], so knowledge of the problem is 
also required to ensure that the quantisation is adequate. An 
important factor is to determine the effect of quantisation on 
angle and line resolution, so that the memory requirements may 
be reduced without sacrificing the resolution. 

A second consideration is the computational complexity of 
the Hough transform. In hardware, each calculation must be 
implemented in hardware. Therefore reducing the 
computational complexity is required to achieve an efficient 
implementation. Many architectures have been proposed for 
reducing the computational burden on FPGAs, including 
CORDIC arithmetic to calculate the trigonometric functions 
[12], using a logarithmic number system to convert 
multiplications to additions [13]. Another common approach is 
to use incremental arithmetic to replace the trigonometric 
functions and multiplications by incremental additions [14, 15]. 

IV. RESOLUTION ANALYSIS 
One of the keys of implementing a distributed memory 

based parameter space accumulator on an FPGA is to reduce 
the memory requirements to obtain a given level of accuracy. 
The purpose of this section is to analyse the angle and line 
resolutions for a given number of bins. 

A. Duda and Hart�s Hough Transform 
Since the θ axis directly represents the line angle, with 

uniform quantisation, the Hough transform has uniform angular 
resolution. Let there be Nθ angle bins, over the range 0 to 180 
degrees, then the angle resolution will be: 

 180
DH Nθ

ϕ °
Δ = (9) 

The line resolution is measured by the perpendicular 
spacing of the lines corresponding to each bin along the length 
axis. Since ρ is perpendicular to the line, and spans from 

maxρ− to maxρ (the maximum normal length) the bins are 
spaced with  

 max2
DHl

Nρ

ρ
Δ = (10) 

This can be minimised by offsetting the origin to the centre 
of the image, giving 
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Figure 5.  Envelope within Hough parameter space. 

The maximum radius is only reached at certain angles, as 
demonstrated in Figure 5. The maximum radius as a function 
of angle for 0 90θ° ≤ ≤ ° is given as 
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and similarly for the other quadrants. This allows the line 
resolution to be increased, by stretching the ρ axis by 

max θρ ρ [16]. The line resolution of the stretched parameter 
space is therefore 
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B. Original Hough Transform 
With Hough�s original transform, it would be more usual to 

have equal quantisation steps along the m axis. While the 
average angle resolution would be the same as for the Duda 
and Hart transform, it is no longer constant. From Figure 1. it is 
evident that  

 1 tanm ϕ= (14) 

Since the parameter space is split into two regions, half of 
the angle samples will correspond to each region. Therefore 
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and similarly for the other quadrant. Therefore best angle 
resolution is obtained for diagonal lines, at the expense of 
poorer resolution for horizontal and vertical lines. 

With the origin in the top left of the image, the intercept 
axis spans from H− to H V+ , although there is a lot of 
unused space, as shown in Figure 6. Moving the origin to the 
centre of the image significantly reduces the waste space. 
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Figure 6.  Parameter space extent. Left: origin in top left; Right: origin in 
centre of image. 
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Figure 7.  Line resolution dependence on angle. 

Since the lines are not perpendicular to the intercept, 
quantisation of the intercept axis will result in an angle 
dependence of the line resolution. This is illustrated in Figure 
7. where the line resolution improves as the line angle 
approaches 45 degrees: 

 cos cosH
c

H Vl c
N

ϕ ϕ+
Δ = Δ = (16) 

for 1{ , }m c and similarly for 2{ , }m c :

sinH
c

H Vl
N

ϕ+
Δ = (17) 

As with the Duda and Hart transform, the line resolution 
can be improved at some angles stretching the length axis to fill 
in the unused space. Unfortunately, simply scaling the c axis 
means that the transform is no longer linear: 
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and therefore loses its computational simplicity. 

C. Parallel Coordinate Hough Transform 
With parallel coordinates, the α axis represents the line 

angle with 

 1

1
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1
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ϕ
α
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(19) 

As with the linear Hough transform, the angle resolution is 
not constant for a constant step-size in α . The angle resolution 
is therefore 
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and similarly for 2α . Best angle resolution is obtained for 
horizontal and vertical lines at the expense of poorer angle 
resolution along the diagonals. 
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Figure 8.  Parameter space extent with parallel coordinates. Left origin in top 
left; Right: origin in centre of image. 

Determining the line resolution is a little more complex. 
First, the extent of the parameter space is independent of 
whether the origin is in the corner or centre of the image, as 
demonstrated in Figure 8. Of all the parameter spaces, it is the 
most compact, extending only the maximum of H or V .
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Δv
Δv

x y

Δl

Figure 9.  Line resolution dependence on angle. 

As shown in Figure 9. , an offset of vΔ in parameter space 
is equivalent to an offset along both the x and y directions. 
Therefore, in the 1{ , }vα space 
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and similarly for 2{ , }vα

( )sin cosPC
v

Hl
N

ϕ ϕΔ = +  (22) 

The unused parameter space may be used to improve the 
line resolution in two ways. The first, by stretching the v axis, 
suffers the same problem as with the stretched Hough 
transform, in that it is no longer linear. However, with parallel 
coordinates, stretching the y axis to make the image square 
before applying the parallel coordinate transform will avoid 
unused space and retain a linear transform. This will also affect 
the angle resolution, since (19) becomes 
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(23) 

Recalculating the angle resolution gives 
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with the corresponding line resolution given by  
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ϕ ϕ+
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It is interesting to note that the line resolution is the same as 
for the stretched Duda and Hart transform (equation (13)). 

The second approach to avoiding waste space with the 
parallel lines transform is to pack the two subspaces into a 
single rectangular region. This is easiest with the origin in the 
top-left corner of the image. Packing has no effect on angle 
resolution, however it allows a finer quantisation of the v axis 
giving 

 ( )sin cos
2PCp

v

H Vl
N

ϕ ϕ+
Δ = +  (26) 

D. Summary 
The angle and line resolutions of the different schemes are 

compared in Figure 10. and Figure 11. respectively. 
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While the average angle resolution is the same for all 
methods, only the Duda and Hart transform has uniform 
resolution with uniform sampling along the �angle� axis. The 
increased angle resolution at certain angles could be of 
advantage if those angles were of particular interest. Otherwise 
variable angle resolution is a limitation of the linear methods. 

To give a more uniform angle resolution, the m or α axes 
could be sampled non-uniformly, for example to give the angle 
intercept ( { , }cϕ ) space which is sometimes used [8]. The 
disadvantage is that such schemes lose the computational 
simplicity which results from linear traces. 

The line resolution as a function of angle is particularly 
interesting. The results shown in Figure 11. agree with the 
experimental results obtained by Dubska et al [7], especially 
since they only considered the case of square images ( )H V= ,
which gives the curve identical to PCplΔ . The compactness of 
the parallel coordinates parameter space gives it a distinct 
advantage even over the conventional Hough transform. In 
addition, it is a linear parameter space which results in a 
computational simplicity. For images which are not square, 
optimal resolution can be obtained by either stretching or 
packing. In either case, linearity is still maintained. 

V. COMPUTATIONAL CONSIDERATIONS 
With the conventional Duda and Hart transform, the 

computationally expensive step is calculating the sine and 
cosine of the angle. Incremental calculation of the sine and 
cosine (for example using the CORDIC principle) is not 
generally practical because the accumulated error with each 
iteration soon becomes excessive. Since only a small number 
of predetermined angles are used, the sine and cosine can be 
calculated in advance and stored in lookup tables. Although 
direct evaluation of (5) requires two multiplications for each 
angle, they can be reused for a three additional angles because 
of symmetry (a total of / 2Nθ multiplications). If the stretched 
parameter space is used, the scaling factor can simply be 
incorporated into the values within the lookup tables (although 
then the scaled sine and cosine can only be used for one 
additional angle � Nθ multiplications). 

When distributed memory is used for parameter space, the 
use of lookup tables for calculating sine and cosine creates an 
additional bandwidth bottleneck. Rather than using a table, the 
sine and cosine values are distributed, requiring separate 
multipliers, two for every four angles as described above. On 
FPGAs where hardware multipliers are plentiful, this is not too 
much of an issue, although on devices without many 
multipliers, this can be expensive in terms of resources. 

With the linear Hough transform, direct evaluation of (4) 
requires one multiplier for every two slopes (one positive and 
one negative � a total of / 2mN multiplications). Since the 
trace in parameter space of each detected edge point is a 
straight line, incremental calculation can be used: 

 ( )i i ix m m x m x m+ Δ = + Δ (27) 

with ix mΔ calculated once for each trace. It is even simpler if 
mN is a power of 2, since then multiplication by mΔ is simply 

a bit shift. Incremental calculation can still be used with 
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distributed memory, simply by pipelining each stage, taking a 
total of / 4mN clock cycles to increment all accumulators. 

A similar argument can be applied to the parallel 
coordinates scheme. Equation (6) can be rearranged to require 
only one multiplication for every two angles 

 1
2( )( )

2
i i

i i
x y

v y x α
+

= ± − − (28) 

When using distributed memory, an alternative incremental 
calculation scheme is also possible. With a streamed input, ix
increments only with every row, and along a row iy is 
incremented. A double incremental calculation can be used to 
for a given memory block (associated with a value of α ) to 
derive successive addresses, vα . Moving between rows 

 1( 1,0) ( ,0)i iv x v x
vα α
α−

+ = +
Δ

(29) 

and from one pixel to the next in a row 

 ( , 1) ( , )i i i iv x y v x y
vα α
α

+ = +
Δ

(30) 

Since several successive pixels will access the same memory 
location, especially near the x axis, a simple caching 
arrangement may be used to halve the memory bandwidth 
required. This makes the packed memory arrangement 
practical. 

A further optimisation is to make use of the edge 
orientation. Each detected edge pixel usually has an associated 
gradient direction which can be used to limit the number of 
�angles� for which the detected pixel votes [12, 17, 18]. This 
serves two purposes. First, it reduces the memory bandwidth 
required, making a global memory implementation possible. 
Second, it reduces unnecessary clutter within the parameter 
space, making peak detection more reliable. 

VI. CONCLUSIONS 
This paper has reviewed three different parameterisations 

for detecting lines using the Hough transform. While the 
commonly used normal length and angle parameterisation 
introduced by Duda and Hart has a certain mathematical 
elegance, the traces in parameter space are nonlinear, making 
incremental calculation more difficult. The linear Hough 
transform and parallel coordinate transforms computationally 
simpler, although they require multiple parameter spaces. With 
distributed memory, however, this is not an issue. 

The main disadvantage of the linear parameterisations is 
that the angle resolution is not uniform. The linear Hough 
transform has better resolution along diagonal lines, at the 
expense of horizontal and vertical lines. The opposite is true of 
the parallel coordinate transform. Of the three 
parameterisations, it is shown that the linear Hough transform 
has the poorest line resolution for a given number of 
accumulator bins, while the parallel coordinate transform gives 
the best performance. This is because the parallel coordinate 
representation is the most compact, and has the least unused 
accumulator space, especially for square images. With 

rectangular images, the unused space can be exploited either by 
stretching or packing, while still using linear traces. 

Finally, a new double increment scheme is proposed for use 
with parallel coordinates which both reduces the computation 
and also memory bandwidth required. Therefore, it is 
concluded that the parallel coordinate parameterisation would 
give the best overall performance. 
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Abstract—A fast new block-matching image registration
algorithm is proposed and tested through simulation. It first
finds the relative image displacement to the nearest pixel by
searching within a rectangular window using logarithmically-
decreasing step sizes. It then refines the displacement estimate to
subpixel accuracy through bilinear interpolation of the sum-of-
absolute-differences block error metric. Mean estimation errors
(defined as Euclidean distance between estimated displacement
and ground truth) of the order of 0.5% of the pixel pitch are
achieved for low-noise natural images larger than 300000 pixels.

I. INTRODUCTION

This paper addresses the registration (alignment) of one
image with another. The problem is assumed to have the
following features:

1) Images are of the same resolution and size; no relative
scaling is needed.

2) Images are only translated with respect to one another;
there is no relative rotation.

3) The mean or sum of absolute block differences between
two images is quadrant-monotonic [1], [2].

4) Speed is important; computation should be minimized.
5) The expected displacement is uniformly distributed

within a rectangular search window.
6) The required displacement estimation accuracy is an

order of magnitude smaller than the pixel size, i.e. less
than 10% of the pixel pitch.

The first four requirements above are typical of a motion
estimation problem in video coding [3]. Video inter-frame
displacement estimation usually assumes that the distribution
of displacements is concentrated at the origin of the search area
(no or little inter-frame motion), and that estimation accuracy
to the nearest pixel is sufficient. Video motion estimation
algorithms are therefore typically optimized by exploiting
these assumptions [4], [5], [6].

The last two points listed above, however, diverge from
video motion estimation by relaxing the assumption of a
centralized expected relative image displacement, and by
requiring estimation accuracy to better than one pixel size.
The algorithm proposed in this paper addresses this case.

Algorithms addressing all these features have applications to
image enhancement or super-resolution from multiple images;
reconstructing missing or occluded regions in a sequence
of images; compression of image sequences or stereoscopic

pairs; and as a pre-processing step to stereo analysis. The
algorithm described in this paper was developed for camera
optics shading calibration [7].

There are many ways of registering one or more images to
one another, some very general and some application-specific
[8]. The various approaches tend to reflect the needs of their
applications.

The approach used in this paper is to use a fast video motion
estimation algorithm to estimate the displacement to integral
pixel resolution, then to extend to subpixel accuracy by a
simple interpolation calculation. It turns out to be possible
to achieve an accuracy of less than 10% of the pixel pitch
on many natural images, without having to resort to pixel
interpolation or resampling techniques.

The image registration procedure is described here as a
sequential algorithm such as might be needed on a sequential-
processing computer; parallel algorithms such as may be
deployed on a graphics processing unit (GPU) could be
designed differently because of different constraints and
opportunities.

In the rest of the paper, section II describes the algorithm;
section III describes the experimental simulation set-up;
section IV discusses the results; and the conclusion follows
in section V.

II. DESCRIPTION

The algorithm proceeds in two phases: the first phase
iteratively estimates the relative image displacement s0 to
the nearest pixel, and the second phase calculates a subpixel
displacement ŝ in one step. The image registration is seen as an
optimization problem which minimizes an objective function
or error metric.

The first phase is based on Ghanbari’s cross-search al-
gorithm [9], which is a block matching motion estimation
algorithm with logarithmically decreasing step size. It relies
on an assumption that the objective function is quadrant-
monotonic on the given image data [2] to guarantee finding the
global optimum. This is actually a circular way of saying that
if it always succeeds in finding the global optimum then the
function and the images must have been quadrant-monotonic.

The second phase uses objective values sampled at the pixel-
integral locations around the objective function minimum,
together with knowledge of the shape of the function near
the minimum, to calculate the subpixel displacement ŝ.
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In what follows, A(x, y) and B(x, y) refer to the two
images to be registered, where x ∈ {0, 1, . . . X − 1} and
y ∈ {0, 1, . . . Y − 1} are the column and row indices
respectively. The image size is (X, Y ) and location (0, 0) is
the origin in the top left corner.

a(x, y) and b(x, y) refer to rectangular sub-image regions
or blocks of size (N, M) in images A(x, y) and B(x, y)
respectively, where N < X and M < Y . The goal of the
algorithm is to find the relative displacement between A(x, y)
and B(x, y) by taking blocks a(x, y) with various amounts of
shift from A(x, y) and comparing them to a fixed b(x, y).

The images are assumed to consist of a single channel or
plane, i.e. grey scale. The algorithm could be extended easily
to more than one channel.

A. Error metric definition

Both phases of the algorithm use a block matching error
as the objective function; the sum or mean absolute block
difference was chosen over others (like mean squared error)
because it lends itself to a simple interpolation in the second
phase. The sum of absolute differences (SAD) is calculated
for rectangular blocks a(x, y) and b(x, y) as

SAD(u, v) =
N∑

x=1

M∑
y=1

∣∣ a(x + u, y + v) − b(x, y)
∣∣; (1)

|u| ≤ w, |v| ≤ w, w ≥ 1

where N and M are the number of columns and rows
in a(x, y) and b(x, y), and w is the maximum possible
displacement in the X or Y direction.

The set of two-dimensional displacements s = (u, v) span
a square search space S(u, v) of size (2w +1, 2w +1) within
which the relative image displacement is assumed to be. The
search window need not be square; a single value for w is
assumed here for simplicity. The algorithm can readily be
generalized for different w in the X and Y directions.

From the size of the images (X, Y ) and the maximum
displacement w it can be seen that the maximum size of the
blocks (N, M) should be 2w less than the image size in both
dimensions, in order to accommodate maximal shifts of ±w
of a(x, y) within A(x, y). The algorithm, however, needs to
sample the search window in a one-pixel margin around the
found optimum in order to estimate the subpixel displacement.
The block size (N, M) is therefore constrained by

N ≤ X − 2(w + 1)

M ≤ Y − 2(w + 1)

The algorithm tested in this paper always used the maximum
block sizes allowed by the image size. Smaller block could
be used for greater speed, at the risk of degraded estimation
accuracy and possible catastrophic failure to find the global
minimum of the objective function (see the Results section).

s, u and v are in general comprised of real numbers and
SAD is therefore defined over R

2. SAD is however never
calculated with non-integral s and so there is never a need
to interpolate image levels between pixel centres.

The only distinction between sum and mean of absolute
differences is a scale factor equal to the number of pixels
in the block. Since the algorithm uses a constant block
size, it is obviously faster not to do the division involved
in calculating the mean. The two metrics yield identical
displacement estimates.

The SAD error metric should approximate the quadrant-
monotonic model sufficiently well to give high probability that
a global optimum (and hence the correct image displacement)
will be found in most natural images. This probability
decreases with increasing image bandwidth, increasing maxi-
mum displacement w, and decreasing block size. In particular,
quadrant monotonicity of the SAD function breaks down when
the image contains significant structure with period smaller
than w.

B. Error metric implementation

The block sum of absolute differences (SAD) function can
be implemented as given in (1). Depending on the computing
platform, the implementation could be sequential (iterating
over pixels) or parallel (graphics processing). In either case,
an optimization can be made by caching all computed function
values in a map (two-dimensional look-up table). The map is
the same size as the search window S(u, v). If the algorithm
should require the SAD at a location previously computed, the
value is retrieved from the cache instead of recomputing it.

A conceptually simple way of implementing a cache is to
define the SAD function as a member of an object-oriented
class which contains a reference image block and the cache
map as persistent data. On construction of the class object,
the reference block is initialized with a block (for example
b(x, y)) taken from the centre of the reference image (for
example B(x, y)) and hence centred at the origin (0, 0) of
the search window. The map is initialized with large (floating
point infinity) values.

To sample the search window S(u, v) at a given location
s = (u, v), the SAD member function is called with a test
block (a(x, y)) cut from the other image (A(x, y)) shifted
by s, as an argument. If the value at location s in the map
equals its initialization value (floating point infinity), the SAD
is calculated over the two blocks and the result is stored at
location s in the map before being returned as the function
output; otherwise the stored map value at s is returned.

C. First phase

The first phase of the algorithm is to find the relative
image displacement to integral pixel resolution, i.e. to find
the location s = (u, v), with u, v integer, that minimizes
SAD(u, v) in the search window. The first phase executes the
following steps [9]:

1) Initialize: Set the search step p = w; set the current
search location to the centre of the search window s0 =
(0, 0); and sample the centre m0 = SAD(0, 0).

2) Contract: Halve the search step: p ← �p/2�.
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3) Search ×-directions: Sample the search window mi =
SAD(ui, vi); i = 1, 2, 3, 4 at the 4 locations given by
si = s0 + δs; δs ∈ {(−p,−p), (−p, p), (p,−p), (p, p)}.

4) Optimize: Find the minimum of the 5 sample values
mmin at index imin ∈ {0, 1, . . . , 4}; set the central sample
to the minimum value m0 ← mmin; and set the current
search location to the corresponding minimum s0 ←
simin .

5) If p > 1, go to step 2, otherwise continue with step 6.
6) Search +-directions: Sample the search window mi =

SAD(ui, vi), i = 1, 2, 3, 4 at the 4 locations given by
si = s0 + δs; δs ∈ {(−p, 0), (0,−p), (0, p), (p, 0)}.

7) Optimize: Find the minimum of the 5 sample values
mmin at index imin ∈ 0, 1, . . . , 4; set the central sample
to the minimum value m0 ← mmin; and set the current
search location to the corresponding minimum s0 ←
simin .

If w is an exact power of 2 (for example 2, 4, 8, or 16) then
the algorithm stops the search at w− 1 pixels from the origin
instead of w. One extra iteration of steps 3 to 4 is needed (with
p = 1) to ensure that displacements of maximal ±w can be
found. If the application demands it, these power-of-2 cases
can be managed by adding an extra iteration to the algorithm.

At the conclusion of the first phase, the estimated location
of the displacement to integral pixel resolution is at the current
search location s0.

D. Second phase

The algoritm now find the relative image displacement to
subpixel resolution by interpolation. It uses the fact that SAD
objective function is a right circular cone near its minimum1.

The second phase proceeds as follows:
1) Sample 9 values mj,k = SAD(uj , vk); j, k = 1, 2, 3 in

a 3 × 3 square neighbourhood centred on the minimum
location s0.

2) Find 8 section slopes (the 9th “slope”, δm2,2 = 0):

δmj,k =

{
(mj,k − m2,2) if j = 2 or k = 2

(mj,k − m2,2)/
√

2 otherwise
j, k = 1, 2, 3.

3) Estimate the slope of the SAD cone δ̂m as the average
of the two largest section slopes.

4) Estimate the fraction minimum location in the +-
directions

s+ = (δm1,2 − δm3,2, δm2,1 − δm2,3)/(2δ̂m);

and in the ×-directions

s× = (δm1,1 − δm3,3, δm1,3 − δm3,1)/(2δ̂m);

followed by a 45◦ coordinate rotation

sr = s×

∣∣∣∣ 1 1
1 −1

∣∣∣∣ ;
1By comparison, a mean-square objective function has a right circular

paraboloid near its extremum.

and finally estimate the fractional minimum location

sf = (s+ + sr)/2.

5) The total subpixel displacement estimate is ŝ = s0 + sf.
In step 1 above, m0 = SAD(s0) and some of the other

values would have been computed already in the first phase.
There is therefore no loss of efficiency in sampling the full
3 × 3 kernel if the SAD values are cached as suggested.2

The maximum number nmax of objective function (block
SAD) evaluations is given by

nmax = 1 + 4(�log
2
w� + 1) + 6

assuming search window locations already sampled are not
evaluated again when needed. The first term is the central
sample, then 4 samples per logarithmic step, and up to 6
samples to complete the 3×3 neighbourhood for interpolation.
In practice, the mean number of block SAD evaluations is
about 10% less than the maximum because of re-use of cached
SAD values.

III. TESTING

The proposed algorithm was tested by simulation using
MatlabTM scripts. Each test estimated the displacement be-
tween two test images A(x, y) and B(x, y) that were shifted
relative to one another by a displacement sgt. The result of
the test was the estimation error expressed as the Euclidean
distance δŝ =‖ ŝ− sgt ‖ between the estimated displacement ŝ
and the ground truth displacement sgt.

A. Generator image

For each test, the two test images were synthesized from
one larger generator image. The generator image’s pixels were
first initialized to uniformly distributed random numbers; then
filtered to approximate the statistics of natural images; and
finally normalized so that the pixel levels spanned [0, 1]. An
example of a (525, 525) generator image for test images of
size (X, Y ) = (500, 500) and maximum displacement w = 12
is shown in Figure 1.

The filtering applied to the generator image serves the im-
portant purpose of giving it a sufficiently wide autocorrelation
to be quadrant-monotonic under the block SAD metric. An
image with uncorrelated pixel levels will exhibit many local
SAD minima within the search window, and the algorithm
may hence converge on a widely incorrect estimate of the
displacement.

B. Test images

The test image A(x, y) was created by randomly gen-
erating a uniformly distributed fractional subpixel shift
(uA, vA); uA, vA ∈ [0, 1), and sampling the central (N, M)
pixels of the generator image by bilinear interpolation.

The test image B(x, y) was created similarly by bilinear
interpolation from the same generator image, but this time with

2MatlabTM code of the algorithm is available from the author’s web page
http://kauri.auck.irl.cri.nz/ johanns/publications/publications.html.
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Fig. 1. Example of a randomly generated image from which two test images
are cut.

a uniformly distributed shift of (uB , vB); uB , vB ∈ [−w +
1, w] from the centre. This provides a random relative shift
sgt = (uB , vB) − (uA, vA) ∈ [−w, w] between the images.

After bilinear interpolation, normally distributed random
numbers with a small standard deviation of σ was added
independently to each test image to simulate temporal pixel
noise. All pixel levels were then clipped to limit them to the
allowed [0, 1] range.

IV. RESULTS

For a given generator image, or a set of generator images
with similar statistics, the estimation accuracy depends on
the block size and the temporal pixel noise. The estimation
accuracy did not depend on the maximum displacement w
(size of the search window).

A. Block size

The test simulation was run 5000 times, each time with
a different generator image and random displacement, on
square images of five different sizes (X, X). The maximum
displacement was w = 12 and temporal pixel noise had peak
signal-to-noise ratio (PSNR) of 60 dB (σ = 0.001). The
resultant mean estimation errors are shown in Table I and
plotted in Figure 2. The mean number of block SAD function
evaluations was 24.05 out of a theoretical maximum of 27.

The results show the estimation error increasing when the
image (and hence the sample blocks) becomes smaller than
about (500, 500), for the search window size and image
statistics used in the simulation. The estimation errors are quite
widely distributed around their mean values as shown by the
error bars in Figure 2. A large proportion of the estimation

TABLE I
MEAN OF 1000 ESTIMATION ERRORS δŝ FOR FIVE IMAGE SIZES (X, X).

X Mean δŝ

(pixels) (%)

240 0.8031
480 0.5461
720 0.4916
960 0.4598
1200 0.4578

Fig. 2. The mean estimation error (percentage of pixel pitch) plotted for
various image sizes (X, X) from the data in Table I.

errors does however remain well below the wanted accuracy
of 10% of the pixel pitch.

The algorithm very occasionally (once in tens of thousands
of tests) fails by a wide margin of many pixels if it converges
to a local minimum of the SAD objective function. The
probability of such catastrophic failure depends mostly on the
image characteristics but it does increase when the images are
smaller.

B. Pixel noise

The simulation was run 25000 times, each time with
different generator images and random displacements, on test
images with five different peak signal-to-noise ratios (PSNR).
The image peak signal-to-noise ratio (PSNR) was calculated
as −20 log

10
σ assuming pixel levels are in [0, 1] and σ is the

standard deviation of the temporal noise. The image size was
(500, 500) and the maximum displacement was w = 12. The
mean estimation errors are shown in Table II and are plotted
in Figure 3.

The data shows that the estimator becomes sensitive to
temporal pixel noise below a PSNR of about 50 dB. The mean
number of block SAD function evaluations was again 24.05
out of a theoretical maximum of 27.
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TABLE II
MEAN OF 5000 ESTIMATION ERRORS δŝ FOR FIVE DIFFERENT IMAGE

PEAK SIGNAL-TO-NOISE RATIOS.

PSNR σ Mean δŝ

(dB) (%)

30 0.0316 5.912
40 0.01 2.260
50 0.00316 0.6282
60 0.001 0.5368
70 0.000316 0.5528

Fig. 3. The mean estimation error (percentage of pixel pitch) plotted against
temporal pixel noise (peak signal-to-noise ratio in decibels) from data in
Table II.

V. CONCLUSION

The new algorithm shows fast, robust performance when
conditions are favourable:

1) Images must be smooth enough, i.e. have a sufficiently
wide and singular autocorrelation peak compared to
the maximum displacement, to prevent catastrophic
convergence to a local minimum.

2) Image pixels must have relatively low noise levels for
the best estimation accuracy to be achieved.

3) Images must be relatively large compared to the maxi-
mum displacement for best accuracy.

The computational complexity is linear with respect to
the number of pixels per image (for the sum of absolute
differences block metric), and logarithmic with respect to
the maximum relative displacement (for searching the sample
window).

The value of the work is in suggesting a subpixel image
registration algorithm suitable for applications more general
and accurate than video motion estimation, yet useful for
applications in which speed is more important than accuracy.

Future work may examine the pattern of samples in the
search space to determine if some of them could have been
avoided. It would seem that the simple diagonal pattern of
four samples per step in the first phase sometimes includes
one or two samples that are obviously not going to be near
the optimum.
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Abstract—Radiosity is a popular global illumination algorithm
capable of achieving photorealistic rendering results. However, its
use in interactive environments is limited by its computational
complexity. This paper presents a GPGPU-based implementation
of the gathering radiosity approach using texture-based discreti-
sation and the OpenCL framework. Hemicubes are rendered to
a texture array and processed by OpenCL kernels in parallel to
compute the output radiance of the patches. Results show that
even with the high synchronisation overhead of the OpenGL-
OpenCL interoperability, the proposed method is an order of
magnitude faster than a CPU-based implementation, and that
it approaches interactive speeds. Investigation of the influence
of different parameters shows that an increase in hemicube size
results in a linear increase in computation time, while an increase
in the number of layers in the texture array dimensions results
in a logarithmic decrease in computation time.

I. INTRODUCTION

Radiosity is a Global Illumination (GI) algorithm which
was proposed in 1984 [1]. The method solves the render-
ing equation [2] by using a finite element discretisation to
calculate light interaction between diffuse surfaces. Radiosity
can be precalculated and stored as lightmaps as long as the
lighting condition and/or geometries within the scene do not
change. Once one of the assumed conditions is changed, the
calculated radiosity solution is no longer valid and it has to
be recalculated.

Typical radiosity implementations work by subdividing the
polygons within the scene into smaller elements (usually
referred to as patches) and light interactions are performed
at this level. The geometric relationship between a pair of
patches is referred to as form factor. The first implemented
radiosity solution had O(n2) complexity for its memory and
computation requirements, since the interaction between all
patches had to be taken into account.

There have been many approaches to eliminate these con-
straints, including the progressive refinement approach (shoot-
ing and gathering) [3] and instant radiosity [4]. The shooting
approach works by choosing the patch with the highest undis-
tributed energy and shooting it to all the visible patches and
the process is repeated until the highest undistributed energy
falls below a certain threshold. The gathering approach works
by going through each patch sequentially and summing up
the irradiance energy coming from all visible patches and
this process is repeated until the intensity difference between
iterations fall below a certain threshold. Instant radiosity
works by shooting rays from the light sources in random

directions and places a Virtual Point Light (VPL) at the point
of intersection between the rays and surfaces in the scene. The
VPL’s intensity is calculated with the value of the colour of
the light source and the reflectance properties (albedo) of the
surface it hits. A Russian Roulette scheme is used to determine
whether new rays should be cast from the VPL or not. The
instant radiosity approach is view dependent, unlike the other
two approaches.

The progressive refinement approach usually uses a tech-
nique called the hemicube rendering [5] to obtain a visibility
list for each patch. This list can be used to check for visibility
and to calculate form factors faster than other methods such
as ray casting but suffers from aliasing and banding artifacts
due to the limited resolution of the hemicube.

Even with the current generation of powerful consumer
level hardware, calculating the radiosity solution in real time
is still a challenge, regardless of which approach is taken.
Motivated by the advent of highly programmable and par-
allelisable graphics hardware (GPU) and their supporting
frameworks (NVIDIA CUDA, ATI Stream, Khronos OpenCL,
Microsoft DirectCompute), this research looks at exploiting
the highly parallel nature of the radiosity calculation by using
the GPU to process most or all of the lighting data. In this
paper, a novel method is proposed to solve the radiosity
equation (gathering approach specifically) on the GPU by
representing the radiosity patches in the texture space. In addi-
tion, GPU-based computation using the OpenCL framework is
compared to CPU-based computation using a sample scene to
evaluate their performance. Although the GPGPU frameworks
have been around for quite some time, its techniques are
still not as matured as shader-based techniques and published
radiosity techniques using the GPGPU frameworks are still
scarce.

The rest of the paper is organised as follows: Section II
presents related works in the area of radiosity. Details of the
proposed method are described in Section III. Section IV
outlines important implementation details with regards to
OpenGL-OpenCL interoperability. An evaluation of the imple-
mented system is presented in Section V. Limitations and ideas
for future work are presented in Section VI. The conclusion
is outlined in Section VII.

II. RELATED WORKS

There have been many attempts to calculate radiosity in
real time and some have been very promising. Nielsen et
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Texel ID T0 Tx Ty … Tz … Tn 
Barycentric 
Coordinate 

{uT0, v T0, w T0} {uTX, v TX, w TX} {uTY, v TY, w TY} … {uTZ, v TX, w TX} … {uTN, v TN, w TN} 

Mesh Index 0 0 0 … 1 … M TN 
Face Index 0 0 1 … 0 … F TN 
Subface Index 0 1 0 … 0 … S TN 

Fig. 1. UV Coordinate Set (left) and the patch list extracted from texture space (right).

al. [6] use texture space subdivision and hardware texture
mapping to accelerate the hemicube rendering process. An
index map (integer values encoded as colour values) is used
to represent radiosity patches and is texture mapped onto the
polygons when rendering the hemicubes. The rendered values
on the hemicube are used as index values to a form factor
table containing information such as form factor, surface id and
element index. Coombe et al. [7] also use texels as radiosity
patches and use a modified progressive refinement approach
that runs on the GPU. A hemicube is rendered from the point
of view of the shooter as normal, but instead of shooting
energy to all patches in the hemicube, all patches are iterated
over in a fragment shader to check if they are visible from
the shooter. If a patch is visible, it receives a fraction of the
shooter’s energy based on its form factor. Going through the
list of potential receivers rather than going through all the
patches in the hemicube eliminates the problem of having to
write to arbitrary locations in the textures. It also allows the
shooter’s energy to be distributed in parallel since patches are
independent of each other.

In the game industry, the most notable success in real
time radiosity calculation is a product called Enlighten by
Geomerics [8]. It separates the direct and indirect lighting
and blends the output of each at the final stage of rendering.
This is done to allow for the direct lighting effects, which are
generally high frequency and instantaneous, to be displayed
as they happen, and the indirect lighting effects, which are
generally soft, subtle and low frequency, to be integrated over
time. Separating the direct and indirect lighting solution also
allows Enlighten to be plugged-in into an existing lighting
solution as long as it can generate the appropriate input for
Enlighten to process. Geomerics has adopted the NVIDIA
CUDA framework to improve the performance of Enlighten’s
preprocessing and runtime components, resulting in a complete
update of a game level to take 2-3ms [9].

Castaño [10] renders low resolution hemicubes to a texture
atlas and multiplies them with a multiplier map (Fig.2) which
encodes the amount of light received per solid angle of the
texels of the hemicube according to Lambert’s emission law.
This is then integrated to obtain the output radiance value of
each patch. By using the mulitplier map, the form factors do
not need to be calculated explicitly. The Lambert’s emission
law map takes into account the angle between the surface

normal of the patch on which the hemicube is rendered from
and the texel on the surface of the hemicube, while the solid
angle map takes into account the texel’s orientation, distance
and position on the hemicube. The multiplier map can be
calculated once and be applied to all hemicubes. Castaño uses
geometric subdivision with irradiance caching to allow for less
hemicubes to be rendered and to give smoother appearance in
the rendered scene.

III. PROPOSED METHOD

A. Texture space subdivision

Most geometry-based subdivision techniques in radiosity
systems use quadrilaterals (quads). In the texture space, texels
serve as a good candidate to represent such a subdivision. In-
stead of subdividing the quads geometrically, a UV coordinate
value is generated for each vertex. These UV coordinate values
are also used to create lightmaps which are texture mapped
onto the scene when rendering the hemicubes and displaying
the converged radiosity solution.

As shown in Fig.1 five sets of data need to be extracted
from the texture space to create the patch list. These are:

• texel id of the texel within the texture.
• mesh index of the mesh the texel belongs to.
• face index of the face within the mesh identified by mesh

index.
• subface index of the subface within the face identified by

face index.
• barycentric coordinate of the center of the patch.

The face index and subface index are used to differentiate
between the quad that makes up the surface and the triangles
that make up the quad. In the case that the surface is a
triangle, there will only be a single subface. This is done
so that the rendering system only needs to deal with one
type of geometry and it also allows for the calculation of
the barycentric coordinates. The barycentric coordinate is
calculated by weighting the position of the center of the texel
with regards to the three vertices that make up the triangle.
The barycentric coordinate can be used to calculate the center
and normal of the patch by substituting the UV coordinate of
the vertices with the normal and position of the vertices in the
world coordinate space.
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Fig. 2. Lambert’s emission law map (left), solid angle map (inner left),
multiplier map (inner right) and stacked format multiplier map (right). The
solid angle and multiplier maps have been intensified to show the distribution
of values across the maps more clearly.

B. Hemicube

A hemicube is used to obtain the visibility list and the
current radiosity values of the patches in the scene (values
on the lightmap). Hemispherical projection cannot be used in
this method due to the low geometric subdivision, as all of
the details are encoded in the texture space. As mentioned
by Elias [11] and Castaño [10], instead of calculating the
form factors between patches, a multiplier map (Fig. 2) can
be applied to the hemicubes to obtain the contribution from
each texel in the hemicube towards the irradiance value.

IV. IMPLEMENTATION DETAILS

A. Patch List

The patch list (Fig.1) can be obtained by using a combi-
nation of the render to texture technique (RTT), two floating
point RGBA render targets, a vertex shader and a fragment
shader. The vertex shader transforms the UV coordinates
using an orthographic projection, while the fragment shader
calculates the barycentric coordinates and stores them in the
first render target. The mesh, face and subface indices which
are passed from the host application as vertex attributes are
stored in the second render target by the fragment shader. The
alpha channel of each render target is used to store a flag to
indicate that the texels are valid and have been rasterised by
the fragment shader.

The two render targets are then transferred back to the host
application, where each RGBA tuple is processed to extract the
information from all valid tuples (the flag in the A component
is set). This step can be performed as an offline process or
as an initialisation step depending on the complexity of the
scene. The patch list can be exported to a binary file as all
the information contained within it is static.

B. Hemicube Rendering

To reduce the rendering time as much as possible and to
provide enough workload for the GPU, the hemicubes are
rendered to a 2D texture array using a geometry shader and
an instancing technique. By using these techniques, the same
hemicube face can be rendered to multiple layers of the texture
array with a single draw call. An OpenGL extension called
GL_ARB_viewport_array can also be used to allow for
multiple viewports and scissor rectangles to be specified,
allowing for a complete hemicube to be rendered with a single

draw call. By combining these three techniques, a single draw
call can render complete hemicubes to multiple layers of the
texture array to reduce the CPU workload. The geometry
shader takes as input a list of matrices which represent the
model-view projection for each face of the hemicube, while
the viewport and scissor rectangle arrays specify which region
of the texture array to draw into.

To save texture space, the hemicube is arranged not in the
typical cross layout but in a vertical stack format shown in
Fig.2. A random rotation ([−180◦, 180◦)) along the patch’s
normal is applied before the patch’s hemicube is rendered
to reduce the effect of banding artifacts. The banding arti-
facts are caused by the limited resolution of the hemicube
to sample the irradiance of the environment. By adding a
random rotation to each patch’s hemicube, banding artifacts
are traded for noise artifacts which can be smoothed out
using interpolation [10]. The random rotation for each patch
should be constant throughout the lifetime of the application
to prevent flickering artifacts on the displayed result as the
iterations converge to the true solution.

C. Hemicube Integration

OpenCL is used to perform the hemicube integration be-
cause of the highly parallelisable nature of the problem.
OpenCL buffers are created from OpenGL textures using
OpenCL’s interoperability feature to avoid PCI Express bus
transfer of the texture array to the host application and back
to the GPU after being converted to OpenCL buffers. Three
OpenCL kernels are used: multiply kernel to multiply the
hemicubes with the multiplier map, reduce row kernel to
reduce the rows of each hemicube into a single row, and reduce
column kernel to reduce the hemicube columns into a single
value.

OpenGL-OpenCL interoperability in the OpenCL 1.0 speci-
fication relies on the use of glFinish() and clFinish()
to ensure synchronisation of the buffers before they can
be used by the other API. As mentioned by Hensley
et al. [12], glFinish() and clFinish() are heavy-
weight, expensive and blocking calls. The OpenCL 1.1 spec-
ification adds two event extensions (cl_khr_gl_event
and GL_ARB_cl_event) that allow for easier OpenGL-
OpenCL buffers synchronisation. These events are much more
lightweight and should reduce the amount of overhead. Using
this event mechanism, an event can be placed in the OpenGL
command queue and checked by OpenCL for synchronisation
before trying to acquire the OpenGL buffers. Once the event
is processed by the OpenGL command queue, OpenCL can
attempt to acquire the buffers without having to wait until the
OpenGL command queue is empty.

The number of work items per work group to process
the 2D texture array can be tweaked to obtain the highest
occupancy and utilisation of the GPU. For the first two kernels,
the number of work items is made as small as possible to
allow for the most number of work groups. In this case, each
work group contains 512 work items laid out in a 32x16x1
block (the number of maximum work items per work group
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Fig. 3. The multiply kernel applies the multiplier map (top left) to the texture
array (top middle) in parallel to produce the result buffer (top right). The
reduce row kernel reduces all rows in each hemicube to a single row (bottom
left) and the reduce column kernel reduces the columns to a single value
stored in the same buffer (bottom right).

is governed by the available resources of the GPU and the
resources used by each kernel). This means each work group
is responsible for a small portion of the texture array in any one
layer (each red block in the top left of Fig.3 is a work group).
This gives the GPU enough workload at a fine-grained level
and helps the hardware scheduler to schedule different work
groups as data are fetched from the GPU’s global memory to
each work group’s shared local memory. The multiply kernel
converts the 3D workspace into a 2D workspace by storing
subsequent layers on top of the previous layer (top right of
Fig.3). This simplifies the indexing complexity within the
reduce row kernel.

The reduce row kernel is responsible for reducing each
column of the hemicube into a single value. In the example
shown in Fig.3, if each hemicube is 128x384 and the texture
array is 1024x768x2, this means the reduce row kernel will
produce an output buffer with dimensions of 1024x4. At this
stage, it is important to make sure that each work group only
processes a region that belongs to the same hemicube. The
reduce column kernel then sums each of the 128 elements
into a single value by halving the number of elements in
each iteration (parallel reduction). The final value from each
work group is stored in the same buffer and stored at their
corresponding group index so that only the first 32 elements
need to be transferred back to the host application (red block in
the bottom right of Fig.3). These reduced values are multiplied
by the surface reflectance of the patch and stored in the
radiosity texture to be used in the next iteration and when
displaying the result on screen.

V. EVALUATION

A. Performance

The sample scene is tested using an Intel Core i5 750
at 2.67GHz and an NVIDIA GeForce GTX 550 Ti with
1GB GDDR5 memory, 192 shader cores, compute capability

2.1, OpenGL 3.3.0, GLSL 3.30 and OpenCL 1.0 specifica-
tions. Key factors contributing to the overall performance are:
hemicube resolution, lightmap resolution and texture array
dimensions. The smaller the hemicube resolution and the
higher the texture array dimensions are, the more hemicubes
that can fit into the texture array and therefore more can be
processed in parallel. The higher the lightmap resolution is,
the more patches to process which reduces the performance.
There are 10700 texels used to represent the radiosity patches
in the sample scene on a 128x128 lightmap texture.

As shown in Fig.4, the average iteration time (per frame) is
quite high. This is mainly caused by the sharing of OpenGL
texture buffers with OpenCL. By sharing OpenGL buffers with
OpenCL, the need to transfer the data to the host application
memory and back to the GPU memory as OpenCL buffers
is avoided. However, there is still some synchronisation that
needs to be completed before OpenCL can use the buffers.
This synchronisation is the acquiring and releasing of the
buffers from one API to the other through glFinish() and
clFinish() (Section IV-C). These overheads can be up to
21.2% and 60.2% of the iteration time for glFinish() and
clFinish() respectively. The event based mechanism sup-
ported by the OpenCL 1.1 specifications is not implemented
due to the lack of support of the necessary extensions by the
NVIDIA driver at this time.

The average kernel execution time is quite stable within the
different hemicube sizes and texture array dimensions. This
shows that the size of the workload for the same hemicube size
is constant, the main difference being how many hemicubes
are processed simultaneously based on the number of layers
in the texture array.

The average pixel difference graph in Fig.4 compares two
radiosity techniques: the full matrix approach using a Gauss-
Seidel linear solver with form factors and the proposed
method. The value for each iteration represents the average
difference in pixel intensity values for the 10700 texels within
the lightmap textures of the two methods. It shows that
there is a consistent difference in average intensity values
across corresponding pixel locations between the two methods’
lightmap textures across the different hemicube sizes (the three
line graphs fall on top of each other). It also shows that the
radiosity calculations converge to the true solutions as more
iterations are performed and that the proposed method behaves
similarly to the Gauss-Seidel method.

TABLE I compares the average iteration time (over 30
iterations) of a CPU-based and GPU-based implementation
of the proposed method on different hemicube sizes using
a 1024x1024 texture array with different number of layers.
The high iteration times of the CPU-based implementation
is mainly attributed to the necessity to transfer the texture
array data to the application’s memory and the fact that the
hemicubes within the texture array are processed sequentially.

B. Artifacts

Fig.5 shows the effects of hemicube resolution and random
rotation on the converged results. Banding artifacts are not as
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Fig. 4. Performance of different hemicube sizes and number of layers in a 1024x1024 texture array (average over 30 iterations).

TABLE I
COMPARISON OF CPU-BASED AND GPU-BASED IMPLEMENTATION.

Hardware CPU GPU 
Hemicube Size 128 128 
Num of Layers 1 1 2 4 8 
Avg. Itera�on Time (ms) 14770.22 1987.27 1308.25 951.82 767.95 
Speed-up Factor --- 7.4 11.3 15.5 19.2 
Hardware CPU GPU 
Hemicube Size 64 64 
Num of Layers 1 1 2 4 8 
Avg. Itera�on Time (ms) 3814.17 467.75 310.52 231.77 188.75 
Speed-up Factor --- 8.2 12.3 16.5 20.2 
Hardware CPU GPU 
Hemicube Size 32 32 
Num of Layers 1 1 2 4 8 
Avg. Itera�on Time (ms) 1108.60 196.75 124.92 98.66 86.80 
Speed-up Factor --- 5.6 8.9 11.2 12.8 

Fig. 5. Effects of hemicube resolution. 32x32x16 pixels (left), 64x64x32
pixels (center), 128x128x64 (right). Top row without rotation, bottom row
with random rotation.

visible on higher hemicube resolutions, however, they increase
the computational complexity. As shown by Fig.5, a compro-

mise between computation cost and acceptable visual quality
can be achieved using a relatively low resolution hemicube
with a random rotation. In the sample scene, hemicube size
of 64x64x32 pixels with a random rotation added to each
patch’s hemicube are acceptable. As the scene and/or lighting
complexity increases, further optimisation will be necessary.

C. OpenCL Work Size

The number of work items and work groups along with
how the GPU’s global memory is accessed highly affect the
efficiency of the computation. The number of work items
needs to be a multiple of the size of the smallest work unit.
32 work items constitutes a unit of work and are executed
at the same time. An occupancy level of higher than 25% is
required to hide memory latency [13] and to ensure the GPU
has enough work to do for all of its processing units. The
sample scene has an occupancy level of 66.7% with 32x16x1
work items per work group for the first kernel, 32x1 for the
second kernel and hemicube widthx1 for the last kernel. The
global memory access for each unit of work also needs to be
coalesced to obtain higher efficiency. This is done by ensuring
that each work item accesses its designated memory location
within the buffers and that each work item accesses sequential
data from the global memory.

D. Dynamic Environment

The proposed method does not need to calculate or store the
form factors between any pair of patches because a multiplier
map is used. As position and/or orientation of any geometry
is changed, its transformation can be applied to the center and
normal data stored in the patch list to obtain the latest position
and orientation from which to render the hemicube. In the case
of real time performance, this will result in a smooth transition.
As the lighting intensity changes, the estimated radiosity will
adjust to the new lighting intensity values which will stabilise
over time as more iterations are performed. This is similar to
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how iterations using the Gauss-Seidel method will converge
towards the true solution as more iterations are performed
regardless of the initial or current values.

VI. LIMITATION AND FUTURE WORK

A. Banding Artifacts

Irradiance caching can be implemented to only sample high
resolution hemicubes from key locations that are considered
important (position of patches compared to occluders and
reflectors) and interpolate between them. This will create a
smoother appearance through interpolation and reduces the
number of hemicubes to be rendered. Elias [11] suggested
interpolation in texture space by rendering hemicubes for every
4th pixel in the lightmap and interpolating between them. If
the difference between the sampled values is higher than a
certain threshold, a new hemicube is rendered and integrated.

B. Interpolation

The UV parameterisation process to create the UV coordi-
nate set needs to be clean and precise. In the sample scene,
the UV coordinate set is generated manually, with a UV island
created for each of the 9 quads (similar to Fig.1). The UV
coordinate of each vertex is forced to lie on a pixel boundary
to ensure that the center of each pixel is enclosed by the quad,
so that each patch is represented by a whole pixel. If the UV
coordinate does not lie on a pixel boundary, artifacts might
occur in the form of black patches in the rendered scene. In
this case, the pixel is not rasterised but sampled in the rendered
scene because no interpolation is used (using nearest sample).

If interpolation is used, boundaries of the UV islands will
create issues as the edges of the quads in the rendered scene
will have a darker appearance due to its interpolation with
unused texels outside the boundary of the UV island (black
by default). One solution to the interpolation and misaligned
UV coordinates issues is to dilate the UV islands so that
when interpolation is performed, the boundaries of the UV
island will be interpolated with itself. This step should only
be performed when displaying the result on the screen and
not during the iterations to avoid adding energy to the scene.
Another solution is to adjust the UV coordinates during the
initial patch list creation using a geometry shader, each UV
coordinate will move at most half a pixel to be aligned with
the pixel boundaries.

C. Other Frameworks

The main limitation with the OpenCL 1.0 implementation
is the need to call glFinish() and clFinish() to
ensure buffers are synchronised. As seen by the impact the
synchronisation overhead has on the overall iteration time,
other computing frameworks should be used to compare their
performances in this regard. These include OpenCL 1.1 and
NVIDIA CUDA frameworks. A complete port using Microsoft
DirectX graphics library along with its new DirectCompute
capability could also be done.

VII. CONCLUSION

Radiosity is a highly parallelisable problem and as shown by
the proposed method, performing the calculations on graphics
hardware to exploit its computing power can improve con-
vergence speed and performance. The improvement depends
on the the numbers of cores and processor speed of the CPU
for the CPU implementation and the number of shader cores
and their speed for the GPU implementation. The proposed
method’s ability to support dynamic environments and inter-
active radiosity calculation means that it can be used in many
applications such as architectural visualisations, simulations
and eventually video game applications. As graphics hardware
becomes more powerful and as their supporting frameworks
become more mature, it can be envisioned that radiosity
calculations will be performed in real time.

ACKNOWLEDGMENT

The authors would like to thank the graphics team at
Sidhe: Alan Chambers, Robert Higgs, Kester Maddock, Robert
Cannell and Ramon Steenson for their support and guidance.
The authors would also like to thank MSI New Zealand for
their support through the Fellowship Funding.

REFERENCES

[1] C. M. Goral, K. E. Torrance, D. P. Greenberg, and B. Battaile, “Modeling
the interaction of light between diffuse surfaces,” in Proceedings of
the 11th annual conference on Computer graphics and interactive
techniques, ser. SIGGRAPH ’84. ACM, 1984, pp. 213–222.

[2] J. T. Kajiya, “The rendering equation,” in Proceedings of the 13th
annual conference on Computer graphics and interactive techniques,
ser. SIGGRAPH ’86. ACM, 1986, pp. 143–150.

[3] M. F. Cohen, S. E. Chen, J. R. Wallace, and D. P. Greenberg, “A
progressive refinement approach to fast radiosity image generation,” in
Proceedings of the 15th annual conference on Computer graphics and
interactive techniques, ser. SIGGRAPH ’88. ACM, 1988, pp. 75–84.

[4] A. Keller, “Instant radiosity,” in Proceedings of the 24th annual confer-
ence on Computer graphics and interactive techniques, ser. SIGGRAPH
’97. ACM Press/Addison-Wesley Publishing Co., 1997, pp. 49–56.

[5] M. F. Cohen and D. P. Greenberg, “The hemi-cube: a radiosity solution
for complex environments,” in Proceedings of the 12th annual confer-
ence on Computer graphics and interactive techniques, ser. SIGGRAPH
’85. ACM, 1985, pp. 31–40.

[6] K. H. Nielsen and N. J. Christensen, “Fast texture-based form factor
calculations for radiosity using graphics hardware,” J. Graph. Tools,
vol. 6, pp. 1–12, September 2002.

[7] G. Coombe, M. J. Harris, and A. Lastra, “Radiosity on graphics
hardware,” in Proceedings of Graphics Interface 2004, ser. GI ’04.
Canadian Human-Computer Communications Society, 2004, pp. 161–
168.

[8] S. Martin and P. Einarsson, “A Real Time Radiosity Architecture for
Video Games,” in SIGGRAPH ’10: ACM SIGGRAPH 2010 Courses,
ser. SIGGRAPH ’10. ACM, 2010.

[9] S. Martin, “Enlighten Research, past, present, future,” ser. London
Graphics Seminar 2011, 2011.

[10] I. Castaño. (2011) Hemicube rendering and integration. [Online].
Available: http://the-witness.net/news/2010/09/hemicube-rendering-and-
integration/

[11] H. Elias. (2011) Radiosity. [Online]. Available:
http://freespace.virgin.net/hugo.elias/radiosity/radiosity.htm

[12] J. Hensley, D. Gerstmann, and T. Harada, “Advanced opencl by exam-
ple,” in SA ’10: ACM SIGGRAPH ASIA 2010 Courses, ser. SIGGRAPH
’10. ACM, 2010.

[13] “OpenCL Best Practices Guide,” White Paper, NVIDIA Corporation,
February 2011.

136



Novel Web-based Autostereogram Creation using
GPU Stereo Vision

Minh Nguyen, Alexander Woodward, Roy Sirui Yang, Georgy Gimel’farb, and Patrice Delmas
Dept. of Computer Science, The University of Auckland, Auckland 1142, New Zealand

Abstract—We present a fully featured, web-based, online
autostereogram creation system that allows a user to upload their
own stereo images, generate depth data via computational stereo
vision, and then turn this depth data into an autostereogram.
The system can also perform the reverse process and extract
depth data from a given autosteregram or generate anaglyphs
from them. By leveraging the parallelism of modern graphics
processors (GPUs), the system can process video streams, creating
depthmaps and converting them into autostereogram videos at
real-time frame-rates transmitted over the internet. For usability
the system provides automatic image rectification for the user
provided stereo image pairs. These novel features place the
system ahead of current alternatives and allows a wide variety
of users to experience stereo reconstruction and autostereogram
generation in a quick and easy manner. Additionally, the system
could serve as a platform for online based visual perception
studies.

I. INTRODUCTION

Autostereograms are two-dimensional images that have the
unique property that when viewed correctly, are designed to
create the visual illusion of a three-dimensional (3D) scene
from a two-dimensional image. They are a type of stereogram,
also known as a single-image stereogram (SIS), that consists
of a repeating pattern with small variations across itself that
are determined by the 3D scene (given as a depth map) that
the autostereogram is designed to show.

Since the images are two-dimensional, they can be easily
shown on any flat display such as a computer screen, a painting
canvas, or a flat glass panel, and they can be viewed without
the aid of special 3D equipment such as a 3D display and 3D
glasses.

Autostereograms have been found to be a useful tool for
studying stereoscopic vision in humans [1], as they provide
a straightforward way to manipulate particular depth cues
and to insert conflicts between these cues. The fact that they
require no extra hardware devices for viewing is an added
benefit. As examples, Likova et al. used autostereograms to
study the dynamic aspects of stereo vision in humans [2]
and in order to study stereo-vision deficiency in humans,
Skrandies [3] analysed how random-dot stereograms, related
to autostereograms, evoked activity in cortical neurons that
were sensitive to binocular disparity.

In addition to their scientific merit, autostereograms are
popular as entertainment - cheap to produce and easy to
use. There are currently many online applications that allow
Internet users to generate autostereograms within a fraction of
a second, such as [4], [5], [6], [7]. Most of these applications

let the user create new autostereograms from a number of pre-
given depth map and pattern images from which the user can
choose from.

Subsequently, we present a complete and novel web-based
system for autostereogram creation with a number of benefits
over the alternative online applications. The main benefits are:

1) The 3D model to be hidden in the autostereogram can be
generated from computational stereo matching on a user
provided input image pair, rather than choosing from
a selection of given models. Here, depth maps can be
created on the fly by providing image pairs captured
by any hand-held camera. From only two images taken
slightly to the left and slightly to the right of a simple
object, our application will do auto-rectification to align
the two images into canonical stereo geometry, process
the pair to generate a depth map, and then generate a
new autostereogram for the user to view in 3D.

2) The system has the ability to create an autostereogram
live stream from a stereoscopic camera source by using
the power of GPUs to compute depth maps - currently
implemented using a Minoru webcamera online.

3) Our system lets users upload a autostereogram and
generate the depth map that was associated with the
autostereogram, again using stereo vision. This also
allows those who have trouble seeing autostereogram
to find out what is hidden within it.

4) The system can also turn autostereograms into
anaglyphs, viewable by red-cyan glasses as an additional
viewing method.

Additionally, since this project is web-based, it is open to

Fig. 1. An example autostereogram from our system (right), generated from a
pair of unaligned photos of a wooden roof, the top-left image is the generated
depthmap and the bottom-left image is of an anaglyph.
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the public and available to anyone from around the world who
has Internet access.

II. BACKGROUND

A. Autostereogram description

Autostereograms were first introduced in [9], where Tyler et
al. demonstrated the ability to create depth illusions by using
patterns consisting of random dots. Such autostereograms can
contain an unlimited range in depth and can create 3D in depth
planes both closer and further away from the display depth
plane.

The simplest type of autostereogram consists of horizontally
repeating patterns known as wallpaper autostereograms, e.g.
Fig. 2. When viewed with proper vergence of the eyes,
the repeating patterns appear to float above or below the
background, thus creating a 3D illusion. The second type of
autostereogram involves scenes that do not necessarily repeat
themselves and have at first glance a more random, repeating
texture, hence these slightly more complex autostereograms
can display 3D scenes of single objects and are used in this
work.

With an autostereogram, the brain receives repeating 2D
patterns from both eyes and attempts to match them. Depth
can be created by making pairs of patterns have a different
repetition rate from the background, leading the brain to focus
certain pairs at different parallax angles, hence they appear to
exist at a different depth.

There are two ways of viewing an autostereogram: wall-
eyed and cross-eyed. Wall-eyed viewing requires the eyes
adopt relatively parallel angle, often with the instruction to
look into the distance, while cross-eyed viewing requires a
relatively convergent angle, or as looking at an object very
close to one’s eyes. Most autostereograms are designed to be
viewed using the wall-eyed technique. When viewed using the
cross-eyed viewing, the viewer will see the same 3D scene
only with the depth reversed.

Fig. 2. An example of a wallpaper autostereogram showing 3D scene of a
chess board [8].

B. Related work

There are currently many Internet based applications for
autostereogram viewing and most allow the user to create
autostereograms online. One such website is Easy Stereogram
builder, where the user can select a shape mask and a pattern
of choice to generate new autostereograms [4]. Stereocre-
ator [5] is another website that allows the users to create
autostereograms of words of their choice. Another advanced
website [6] allows users to create their own depth image
designs using Flash and then create an autostereogram from
them. Furthermore, many commercial applications exist, such
as Stereographic Suite, Easy Stereo, Bigle 3D, 3DMiracle,
3DMiracle, 3DMonster, 3DMonster [7].

As mentioned in the introduction, our proposed application
presents a number of benefits over competing solutions, the
most important being the ability to create personalised au-
tostereograms from stereo images a user has photographed
themselves.

III. DESIGN AND IMPLEMENTATION

A. Input from single-sensor camera and image rectification

Users can upload and process images from a conventional
single-sensor camera using computational stereo vision algo-
rithms. Therefore, the process of image rectification is crucial
for calculating a high quality depth map. Points and epipolar
lines in a stereo pair are related by the 3 × 3 fundamental
matrix F , such that x�

r Fxl = 0, where xl and xr are
column 3-vectors of homogeneous coordinates, corresponding
to the 2D conjugate point pair from the left and right images,
respectively. With knowledge of F one can rectify a stereo
image pair to conform to the canonical stereo geometry where
feature points are aligned on the same horizontal scan line and
the geometry’s epipoles existing at horizontal infinity.

We assume the user has an auto-focus camera (the focal
length may differ between left and right images), and the im-
age sensor has an arbitrary resolution and fidelity. Therefore,
rectification must be achieved without any prior knowledge

Fig. 3. Diagram of how to take a stereo photo pair from a single camera
that is suitable for use with the system.
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of camera parameters of which several methods have been
proposed, e.g. in [10], [11], [12].

Figure 4 depicts the image rectification procedure which
rectifies the left and right images by estimating the fundamen-
tal matrix F , in this the 8-point algorithm [13] is run on a set of
user-defined or automatically selected point correspondences
and then RANSAC [14] is further used to ensure that the
feature points selected to estimate F are reliable.

Fig. 4. The process of image rectification: (1) inputs from a single camera,
(2) detected feature points on right image - red dots are the good features to
track and green lines are feature tracking paths between left and right images,
(3) epipolar line estimation; purple lines represent epipolar lines on Fig. 5.
Finally, (4) image alignment.

1) Selecting reliable features: The KLT feature tracking
algorithm by Shi and Tomasi [15] was used to find reliable
feature points to track between the left and right images. KLT
considers reliable points with large intensity variations in both
the x and y directions. Let g(x, y) denote an image intensity
function and gx(x, y), and gy(x, y) its first derivatives in the
x and y directions, respectively. The eigenvalues, λ1 and λ2,
of the local 2× 2 intensity variation matrix:

Z(x, y) =

(
g2x(x, y) gx(x, y)gy(x, y)

gx(x, y)gy(x, y) g2y(x, y)

)
determine the reliable feature points such that min(λ1, λ2) >
θ, here θ is a chosen fixed threshold.

The n strongest reliable points in the stereo images - here
n = 500, chosen so our application can run well on most user’s
computers - are selected as candidates for correspondence
assignment. Because image noise can lead to false feature
point detection, Gaussian filtering [16] was first applied to
the images.

2) Assigning point correspondences between left and right
images: After feature point detection in both images, a good
set of feature points should now be collected. This task
aims at collecting as many correspondences (conjugate pixel
pairs) as possible. We used the Lucas-Kanade optical flow
in a pyramid [17] tracking algorithm to track feature points
between the left and right images.

In order to remove mismatches among the set of correspon-
dences, a number of iterations of forward/backward tracking
are carried out.

Fig. 5. Feature point tracking after 1, 3 (top row), 5, 7 (middle row) and
9, 11 (bottom row) iterations of mismatch removal - shown on left image of
a fence. Red dots are features to track and yellow lines are feature tracking
paths between left and right images

Fig. 6. Trend of number of correspondences after 17 iterations applied on
the fence image pair shown in Fig. 5.

In Fig. 5, mismatches have tracking paths that do not agree
with the global trend (in this case, a movement approxi-
mately downward and left at 30 degrees from the horizontal
direction). After each iteration, mismatches are removed to
give a correspondence set with less bad corresponding feature
points. Figure 6 shows the relationship between the number
of iterations with the number of correct correspondences and
mismatches respectively. Both Fig. 5 and 6 agree that after
10 iterations, no mismatches could be found, leaving the
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Fig. 7. Rectified images of a children’s playground, with raw images above
and rectified images below.

remaining points to be the best matches for estimating F .
3) Calculating F using the 8-point algorithm and RANSAC:

We use the 8-point algorithm to find the fundamental ma-
trix F [13]. To select the best eight-point set to compute
an accurate matrix F we implemented the random sample
consensus technique (RANSAC) [14], described in [18]. Here,
eight correspondences are randomly selected at each step
in order to calculate a tentative fundamental matrix using
the 8-point algorithm [13]. The tentative matrix F is then
used in the equation x�

r Fxl = 0 to estimate how many
correspondences fit the generated model within a small margin
of error. Correspondences which lead to large error values are
rejected from the test set. All matrices F that have an error
value smaller than a threshold were stored and this is repeated
many times to obtain the best solution of F .

From F the rectified image pair is produced by aligning
pixels located on the same epipolar lines. After rectification
the re-sampled images will be horizontally aligned and we can
draw parallel lines across the stereo pair to visually check this
alignment. Figure 7 shows an example rectification result.

B. Stereo matching

A number of different stereo matching algorithms have been
implemented in our system: simple SAD/SSD window-based
matching [19], semi-global algorithms such as Symmetric
Dynamic Programming Stereo (SDPS) and its variants [20],
[18], [21], [22], as well as 1D Belief Propagation (BP) [23].

Each algorithm has different memory and processing re-
quirements and our application can automatically choose to
either compute the result directly on the user’s computer, or
transfer the images to a more powerful server for remote
computation.

The most suitable approach for real-time stereo is an algo-
rithm that can be easily scaled up in quality when faster hard-
ware becomes available. Due to this, the Semi-global matching
(SGM) algorithm, first proposed by Hirschmüller [24], was

chosen as the default running algorithm. This algorithm is
based around multiple 1D dynamic programming optimisa-
tions in different scans through the disparity cost volume.
This algorithm is implemented on the GPU using Nvidia’s
CUDA API and runs remotely on our CUDA server. Using
remote computational resources allows the web application to
be used on platforms with restricted computational capabilities
such as mobile phones or laptop computers, where transmitting
the data to a more powerful remote server to handle complex
computations is typically better.

The computational complexity of the algorithm is
O(WHdrange) [24], where W,H are the dimensions of the
input images and drange = dmax−dmin is the disparity range.
Its regularisation parameters control how smooth the disparity
volume should be and act to remove noise. When these
parameters are set to zero the algorithm functions as a simple
winner takes all (WTA) approach. With a single optimisation
pass along scan-lines, SGM performs as a traditional dynamic
programming stereo algorithm and our implementation sup-
ports up to 8 passes. This scalability allows a range of GPUs
to be supported. On our test computer, an Intel Core i7-
2600 Quad Core 3.4 Ghz, 16 Gb RAM and Nvidia GeForce
GTX580 graphics card, the SGM algorithm was capable of ≈
25 fps with 8 passes and up to ≈ 85 fps running as a traditional
dynamic programming stereo algorithm for test images of
640× 480 pixels.

C. Autostereogram creation

Once a depth map has been created the user has the option
to choose from a number of texture patterns to generate the
autostereogram. Currently the autostereogram algorithm has
been implemented in both standard and GPU based code.
Conceptually, for viewing an autostereogram, both eyes should
focus on a point behind the screen so that the repeating texture
patterns match on top of each other at the zeroth depth plane.

The 3D depth of any point is dependent on the disparity of
correspondences, in this case, for a depth map normalised to
the range [0, 255], the maximum disparity is when depth =
0 = black and the minimum disparity is when depth = 255 =
white. We construct an autostereogram so that all points of
the depthmap are represented. As a requirement, each pixel in
the depthmap corresponds to two points on the autostereogram
and these two points act as virtual conjugate pixel projections
in 3D and must have the same colour.

The algorithm for autosteregram generation is as follows:
1) Start autostereogram construction horizontally from left

to right. For each scan-line, keep two pointers A = 0
and B = pattern width, initial depth = 0 = black.

2) Concurrently read the depthmap horizontally from left
to right and for every point:

a) If current depth == previous depth then make
the colour at A and B the same by copying the
colour of point A to point B and moving pointers
A,B both to the right by a one pixel increment.

b) If current depth > previous depth, move
pointer A to the right by n pixel increments, where
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n is the depth difference between the current and
previous depths, the position of B stays the same
- this creates monocular points visible only to
the left eye. Eventually pointer A may reach the
same position of B when the depth value reaches
255 = white.

c) If current depth < previous depth, move B to
the right by n pixel increments, where n is the
depth difference between the current and previous
depths, while A stays the same. In the same man-
ner, this creates right monocularly visible points.

3) After this process a rudimentary autostereogram has
been constructed, but side effects may occur because
monocular points updated by pointer A have changed
some values assigned by B. In this situation, some
left monocular pixels are viewed by the right eye and
depending on their colour, may be matched in the
brain to create an incorrect 3D illusion. Therefore we
process the autostereogram again, but from right to left
to make sure that all visible points of the depthmap
have correspondences with the same colour value. This
is achieved by copying the value at point B to point A
for a particular disparity correspondence.

4) At this point autostereogram creation complete.

IV. APPLICATION RESULTS

A number of features are provided by our online application,
these are detailed in the following subsections.

A. Autostereogram from stereo image pairs

Our online platform can generate depthmaps from any of
five input types: pairs of left and right images, a combined left
and right image (e.g. the .jps file format), an anaglyph image,
an MPO image (Fujifilm 3D photo format) or a stereogram
image. The depthmap can then be passed to our online
autostereogram generator to create the final autostereogram
image. An example of this novel feature is shown in Figure 1,
generated from a pair of unaligned photos of a wooden roof.

B. Live autostereogram video from an online Minoru stereo
webcam

We have also successfully built an on-the-fly autostereogram
generation system, capable of real-time stereo matching on a
video stream from a Minoru stereo web-cam, an example result
is shown in Fig. 8. Through this novel online system we are
able to give users the opportunity to interact with real-time
stereo reconstruction and dynamic autostereograms.

The Minoru webcam is connected to the internet and it
remotely sends its stereo image pair to our CUDA server. On
the server a depth map is created and can be returned to the
users at the client side for viewing in real-time. Alternatively,
we can return a live autostereogram stream which the user
can view using a standard autostereogram viewing technique.
This method removes the need of for specialised 3D viewing
devices on the user side. It also lets the user evaluate the depth
of a scene in a meaningful way opposed to just a gray scaled

Fig. 8. Screenshot of our live stereo-matching web page includes: raw live
video from a local site at 15 fps with selected frame sent to the server at
≈ 2 fps (top-left), generated depth-image (top-right) and generated stereogram
(bottom) also at ≈ 2 fps.

depthmap, which can be unintuitive when one has had little
experience viewing such maps. The current bottleneck of the
system is the transmission of frames across the internet (at
≈ 2 fps).

C. Generating a depthmap from an autostereogram

We alternatively provide back reconstruction from an au-
tostereogram to a depthmap. Here, the autostereogram is
separated into its left and right image components and stereo
matching is performed to detect disparities:

• Detect the width, p, of the texture pattern of the autostere-
ogram by finding the repetition distance using a window-
based SAD algorithm.

• Remove a vertical region with width = p on the right
of the autostereogram to form the left stereo image and
do the same process on the left side of the original
autostereogram to form the right stereo image.

• Run stereo matching on the image pair with disparity
range set to [0, p].

• Visualise the depthmap as the result.

D. Dynamic guidance using anaglyph images to help viewing
autostereograms

In the anaglyph viewing technique, red/cyan glasses are
used to filter the red and cyan channels of a colour image and
guide the eye viewing directions, making the point of con-
vergence be in front or behind the viewing plane. Generally,
anaglyph images are constructed so that the convergence point
is just slightly behind the screen; making it quite comfortable
for most people to experience the 3D illusion. In contrast,
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to view an autosteregram properly, the point of convergence
needs to be set to a point far behind the screen, which is not
easily achieved by inexperienced viewers.

Therefore, we have designed a process to use red/cyan
glasses to slowly guide the point of convergence of a viewer
to a correct location for viewing the autostereogram. Here the
user starts with an easy to view anaglyph, we then employed
an HTML5 script to slowly move the red and cyan pixels
away from each other. In doing so the convergence point is
slowly moved toward a point further behind the screen. When
the desired point is reached the anaglyph image is slowly
substituted with the autostereogram and viewing a 3D illusion
is generally achieved.

V. CONCLUSION AND FUTURE WORK

We have presented an online system designed to be a
portable way to create on the fly, personalised autostere-
ogram images using computational stereo vision techniques
to reconstruct depth from a user provided image pair. The
system is available online on the Internet and usable on the
majority of personal computers around the world without
much preparation. The computational load of stereo recon-
struction can be moved to a remote server which leverages
the power of GPU computation. In effect the system can
operate in real-time and provides a number of benefits over
other, currently available online autostereogram systems. The
most important of which is that the user can generate their
own stereograms based on real scenes by uploading a stereo
image pair taken from any standard digital camera. All of the
preprocessing is handled automatically, such as the important
image rectification step, and this makes the system intuitive
for new users, allowing a wide audience to play with both
stereo reconstruction from images that they have taken, and
also autostereogram generation. Not only does the system
have entertainment value, but it could also be used as an
easily accessible platform for human perceptual experiments
conducted online.

Currently our application requires users to select a pattern
image for autostereogram creation. For 3D reconstruction by
stereo matching the depth data is often overlaid with a texture
map derived from the input image data (often the left image
is used for texturing). Subsequently, for a generated autostere-
ogram it would be nice to have a pattern image that reflects the
colour content of the original images its depthmap was derived
from. As future work we will investigate such automatic
pattern generation. Additionally, addressing the bottleneck of
transmitting real-time autostereograms at frame-rates greater
than 2 fps will be investigated.
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Abstract—We describe a method to detect and precisely track
an object using high resolution 3D data obtained from a real-
time stereo system. The precision of the data was expected to
make tracking objects through mergers and occlusions easier as
close objects can still be separated over large areas of the scene,
however it introduced some unforeseen problems in tracking. In
particular, choosing a suitable single reference point to represent
the position of the person tracked was made harder because
a person’s 3D structure was usually manifest. Experiments
indicated that a composite reference point consisting of centroid
X- and head Y- and Z- coordinates was the best choice. A Kalman
filter was able to accurately predict the object position in the next
frame. It was also able to flag a cut off head (a common problem
in our high resolution stereo due to low contrast in the shadows
of the neck) and ensure that it was re-attached to its body. Results
show that our system was able to track precisely at 20 m distance
with tracking error <∼ 50 mm.

I. INTRODUCTION

Detection and tracking of rigid objects (e.g. vehicles) and
non-rigid objects (e.g. people) in dynamic environments
has many applications including human activity monitoring,
traffic monitoring, surveillance and security and service robots.
However, abrupt changes in object motion, changing illumi-
nation, changing object appearance, self occlusion (entering
shadows), object-to-object occlusion and camera motion make
real-time object detection and tracking a challenging task.
A tracking system ideally determines the trajectory of each
object in the scene for further analysis. Two kinds of sensors
are used: (i) active sensors transmit position to a receiver
using markers fixed on the tracked object and (ii) passive
sensors e.g. video cameras. Active sensors are more reliable,
but markers may be fixed on targets only in very limited
applications. Thus, vision based detection and tracking is very
important to many applications. Video cameras are used to
locate and track objects. Although, there exist techniques to
locate people in 3D world with a single camera [1], yet they
are not reliable and precise. Stereo cameras not only provide
the real-world position but are also good for segmentation
of objects in the presence of occlusion and shadows. Many
techniques have been developed to locate and track objects
using low resolution stereo images. However, low resolution
images provide less information about the environment and
3D information obtained from theses images is less precise.
So, it is hard to separate occluding objects in the distance

with low resolution which results in merged objects. In this
paper, we use high resolution depth map obtained from a
high resolution real-time stereo system to locate and track
an object more precisely. Before the object is tracked, object
segmentation and determination from the scene is a major
challenge. Other stereo tracking techniques rely on other
features such as motion, intensity or color along with depth
feature for object segmentation. We fully exploit and rely
on only 3D data for object segmentation and tracking. We
use dense depth (disparity) map obtained from Symmetric
Dynamic Programming Stereo (SDPS) implemented on real-
time FPGA stereo system. We exploit interesting triangular
profile of SDPS depth map which gives best outline (contour)
of object of interest from the scene. Another challenge in
object tracking is the selection of an adequate reference point
which corresponds to the object location in 3D-world and is
smooth and stable for tracking articulated objects. We propose
a simple approach for object location and tracking in the real-
world with a reference point comprising Y and Z coordinates
from the head of an articulated object and X from its centroid.
An approach which simply down-samples and produces an
object outline might have been good but throws away data,
which can be used to separate merged objects. So, it was
necessary to keep all the data.

A. Related Work

The large number of applications for vision based tracking
has led to an equally large background literature: Yilmaz et
al. survey trends in object tracking algorithms until 2006[2].
Here, we only mention 3D vision based tracking algorithms.
The first step in passive sensor based tracking - segmentation
of relevant objects from the scene - is considered the most
difficult and solutions depend on the application. When the
cameras are mounted on a moving platform then structure
from motion is the most common approach for background
modeling and automatic camera calibration [3], [4]. Various
additional cues are also necessary to locate an object of
interest, including disparity maps, ground plane estimation,
vertical edge and disparity symmetries [5], optical flow [6],
[7] etc. Gandhi and Trivedi discuss the combination of these
cues and other types of sensor which could be used to track
objects like pedestrians [8].
For cameras mounted on a fixed platforms, the background
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is mostly static - with relatively small numbers of dynamic
objects, for example trees - and the most common approach
is simple background subtraction. Variation in pixel intensity
from changing ambient light makes this difficult. Therefore
subtraction of intensities in consecutive frames is rarely satis-
factory. Wren et al. independently model each pixel over time
through Gaussian probability density function [9], [1]. A better
approach would be to apply a temporal median filter, but this
demands large memory to store history from previous frames
[10]. A more memory efficient method keeps a histogram for
each pixel over time [11]. Piccardi has reviewed the accuracy
and performance of background subtraction methods [12].
The next challenge is to identify the region in which the
object of interest lies. There are three general strategies - point
tracking [13], kernel tracking [14] and silhouette tracking [15].
Dense optical flow is another solution - points with similar
motion vectors should correspond to the same object [11].
However, this is unlikely to hold for non-rigid objects like pe-
destrians merging or occluding each other. 3D data from stereo
images has the potential to overcome many tracking problems:
the main drawback is computation demand. Recently, Cai et
al. described a sparse feature based stereo tracking system [16]
. They obtain a sparse depth map of matched feature points,
detected by a Harris operator, from stereo images and project
it on to a ground plane. Kernel-based clustering was used
to identify relevant objects and track them. In contrast, our
system, in which attached hardware produces dense disparity
maps, does not need to constrain itself to a small number of
features and can use full 3D maps of each person to recognize
individuals and separate them in clusters.

II. SYMMETRIC DYNAMIC PROGRAMMING STEREO
(SDPS)

Our FPGA system uses Gimel’farb’s SDPS algorithm [17] and
outputs disparity maps with a disparity range of 128 giving
∼ 1% depth accuracy at 30 fps [18], [19] .
SDPS matches scanline by scanline and produces the disparity
map seen by a Cyclopæan eye from a point half-way between
the left and right cameras [17]. In this view, transitions bet-
ween disparity levels must pass through monocularly visible
states, i.e. any change in disparity along a scanline will be
accompanied by one monocular point for each unit change
in disparity: if the disparity changes from d to d+ a along a
scanline, ML or MR pixels with disparities, d+1, d+2, ..., d+a
will always appear. This ‘triangular’ profile does not always
match the true profile, but it is always a valid candidate
because pixels on the slope (d → d + a) are monocular:
we have no depth information for them and the triangular
profile is as good a hypothesis for the true profile as any.
Thus objects separated from their backgrounds appear with
‘outlines’ (bands of ML or MR points) in the occlusion map.
Objects well separated from the background or other objects
have broader outlines.

Figure 1. Human contours, converted into Real-world coordinates, at
neighbouring disparities

III. OBJECT DETECTION AND TRACKING

Generally, a camera viewing a crowd scene (e.g. to gather
information on traffic patterns) or a secure area will be placed
above the region monitored. Thus the flat ground plane will
appear in disparity maps as bands of equal disparity areas. We
remove it by setting the disparity in the ground region (where
the scene and reference images show the same disparity) to 0
- effectively moving the ground plane to infinity.
To filter out irrelevant objects (e.g. dogs, cats, etc.) and
make the problem computationally tractable, we assume that
’objects of interest’ can be any rigid (e.g. vehicles) or non-
rigid (e.g. human) object, but object sizes must lie in a
pre-defined range. For example, for humans, the silhouette
(height×width) of a standing person (arms by side) ranges
from 0.8 × 0.27 = 0.22 m2 (a one year old walking)
to 2.47 × 0.8 = 1.97 m2 (the tallest recorded man[20]).
However, objects may deform (e.g. a human walking) but
the silhouette will remain within some range. We assume that
object speed is less than 10 m s−1 (Olympic sprinter), the
ground plane is basically flat and fixed and cameras are tilted
at fixed angle to the ground plane. A tracked object is isolated
and moving upright.

A. Object Detection

An object’s 3D structure is represented by several contours
at neighbouring disparities in our high resolution depth maps
(see Figure 1).
A key step is the determination of the contour best outlining
the object. We choose the largest area contour containing a
significant number of binocularly visible points: when the ratio
of the areas of two adjacent contours, Afinal = Ad/Ad−1

(where Ad and Ad−1 are the areas of contour at disparities d
and d−1, respectively) exceeds some threshold (currently 0.9),
we consider it the ‘true’ outline of the object: it represents the
‘face’ of an object seen by both cameras. Thus contours repre-
senting the separation between an object and its background,
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which closely follow the true object outline and are thus only
slightly larger in area, are ignored.
The expected range of values for a human silhouette (area,
Aref (d); width, Wref (d); and height, Href (d)) projected
onto the image plane is pre-computed for each disparity,
d = pmin, . . . , pmax and stored in a table. For the current
hardware, pmin ≥ 0 and pmax ≤ 127.
The background is removed from the image:

p(x, y) = 0 if p(x, y) <= pref (x, y) (1)

where p(x, y) and pref (x, y) are pixels in the image and
reference disparity maps, respectively.
From a histogram of the disparity map, we select the front-
most disparity level, ds, which could contain a relevant object.
Then the disparity map is thresholded from foreground dispa-
rity value to the background disparity value. At each disparity
level, the noise from background subtraction and SDPS gene-
rated streaks is reduced using Morphological Operation (MO)
and contours Bd,j , where d is the disparity and j is a contour
index, are computed using a border following algorithm [21].
Other approaches apply MO to the original disparity map
[22], [23], [24], potentially distorting it and the real world
coordinates computed from it. We apply MO only to one
disparity level at a time because it has the capability to remove
a known and understood defect of SDPS - the streaks. The
area, Ad,j , centroid, (cx, cy) and bounding box, (x, y, w, h) of
each contour are calculated. Contours which could represent
objects (i.e. which are larger than pre-computed silhouette
sizes) are labelled candidate contours for isolated (single)
objects. Binocularly visible ’true’ contours are determined
by comparing the candidate contours at adjacent disparity
levels. Contours may represent new (previously undetected
background) objects or part of an existing object if they are
inside an existing object.
The rules are:

1) If the centroid of Bd,j , lies inside Bd−1,k, then, Bd,j is
enclosed by Bd−1,k, then

2) If the heights of both the contours are same within the
tolerance, (hd,j −hd−1,k < εh) and the internal contour
area ratio, Ad,j

Ad−1,k
> Afinal (currently Afinal = 0.9),

then Bd−1,k is an object outline

Enclosed contours are retained as attributes of an object as
they provide information about the 3D structure of the object.
Objects identified from the disparity map are reprojected onto
real-world coordinates using calibration parameters. The real-
world object outlines provide the object dimensions (width and
height) in addition to the object location. For object location
we select a reference point (described in the next section) as
the tracked point representing an object. As each new object
is detected, it is assigned a label and its velocity is set to zero.
A final list of objects along with their attributes is returned at
each frame and used in conjunction with the list of objects in
next frame for tracking.

B. Tracking

Objects detected in each frame are tracked from frame to frame
using real-world size and location information. A Kalman
filter, which is adequate for a simple linear model and runs
faster due to computational simplicity, is used to predict the
object location in the next frame [25]. We assumed that
objects move with constant velocity. The filter’s state vector is
[X,Y, Z, dX/dt, dY/dt, dZ/dt]. A major drawback of SDPS
is the generation of streaks from bad matching in low texture
regions. This causes heads to be cut off, especially at low depth
resolution. The predicted location not only helps to interpolate
when objects are missed (due to occlusions or mergers) but
also identifies heads cut off by SDPS streaks. We compare
the predicted peak ’Y’ coordinate with the observed one to
determine whether the head is missing. If it is, then we retrieve
the head contour by searching a small region above the torso
and joining it to the body contour. Further, by translating
the object outline at predicted position in the real-world, a
predicted disparity map by perspective projection of translated
object outline is generated. The object in the current frame is
matched against the predicted shape at that location.

Curiously, our high resolution 3D data makes choosing a
suitable single point to represent the tracked object harder.
A centroid is an obvious choice, but, for articulated objects, a
centroid moves as the object deforms. Other choices are the
feet or the head. As people walk, their point of contact with
the ground changes significantly. Moreover, at least one foot
usually touches the ground, so a portion of the feet are cut by
background subtraction. Thus, selecting a suitable point in the
feet region is difficult.

To select an adequate reference point, we tracked a single iso-
lated object in a video sequence (for sequence characteristics
see Section IV) with three different reference points: head, feet
and centroid. We checked the Kalman filter predicted positions
with the observed positions. Figures 2a), b), and c) present
observed and predicted (filtered) tracks along X, Y and Z for
each reference point. Deviation of measured coordinates from
the predicted ones are approximately normally distributed -
see Figure 2d), e) and f). Comparing the coordinates of each
reference point, first we see that the X coordinate of centroid
(Figure 2a) has small variations and the least σXc = 0.04
compared to the head (σXh = 0.05) or feet (σXf = 0.08).
Whereas the head Y coordinate has the smallest variation
and σY h = 0.04 compared to σY c = 0.09 for centroid and
σY f = 0.07 for feet points. The Y coordinate also helps
us to identify a missing head in the next frame. The head
Z coordinate has the least deviation (σZh = 0.14). So, to
form a trackable reference point, we select the head Y and Z
coordinates and centroid X, which actually represents a point
on the head directly above the body centre.

Isolated objects are matched frame to frame by checking that
their attributes (area, height and width) match within some
tolerance and the object has travelled a physically possible
distance between frames.
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Figure 2. Comparison between a) X-, b) Y-, c) Z-coordinates of head, feet
and centroid reference points for tracking with deviations from the predicted
points along d) X, e) Y and f) Z.

Figure 3. Bird’s eye view of observed and predicted tracks: Scenario A
single person

IV. RESULTS

We assessed tracking precision on three sequences. For the
first two scenarios (A and B), two identical cameras with 16
mm lenses on a 440 mm baseline were mounted at a height of
5.2 m pointing down 15◦ to the ground. They cover a viewing
area 2 m wide at 10 m from the cameras to 8 m at 25 m depth.
For the third scenario, cameras with 9 mm lenses on a 200
mm baseline were mounted at a height of 1.65 m and an angle
of 9◦ down covering a smaller viewing area. The system was
calibrated using Bouguet’s procedure[26].
Scenario A: In this scenario, a single isolated subject ‘A’ starts
at (-1, -, 13.7), moves to (1.7, -, 22.4), turns around and walks
via (1.1, -, 21.6) to (1.2, -, 18.9) on the X-Z ground plane -
see Figure 3. The object is standing vertically, so we do not

Figure 4. Scenario A - Observed and predicted tracks a)- c), error of observed
data from the predicted d)-f) and normal distribution of error g)-j) along X,
Y and Z coords.

specify the Y coordinate. Individual X, Y and Z coordinates
of the tracked subject reference point are in Figure 4.
The graph shows observed (measured) position and Kalman
filter predicted positions in each frame. The subject initially
moves to the left (decreasing X) and then back across the
system axis to the right (positive X). Deviation between
predicted and observed values increases with increasing Z -
a consequence of lower depth resolution at a distance. The
natural rise and fall of a walking subject is clearly evident
in the Y component’s oscillatory behaviour. The Z coordinate
shows the actual and predicted distance on the ground from
cameras. Variations of observed positions from Kalman filter
predicted positions along X, Y and Z coordinates are presented
in Figure 4d), e) and f). As expected, the variation increases as
the object moves away. For X- and Y- components this is due
to the projective transform - one pixel translates to a larger dis-
tance as Z increases. Z-component variation increases because
the reciprocal relation between disparities and distance implies
lower Z resolution at a distance. Variations are approximately
normally distributed with σX = 0.04, σY = 0.04 and
σZ = 0.18 - see Figure 4. Since we track a reference point
at head of the body, the Y component represents the subject
height. This subject’s actual height was 1.7 m and measured
height was 1.64 m (σ = 50 mm). Streaking artefacts and the
natural gait contribute to this error (long ‘flat’ strides lower
the head slightly), but it still represents precise tracking for a
deformable object.
Scenario B: In this scenario, we tracked two isolated subjects
(Figure 5). Individual X, Y and Z coordinates for observed and
predicted tracks of both subjects are in Figure 6. The heights
obtained from the Y coordinate in Figure 6b) are A :1.72 m
(σ = 40 mm) and B: 1. 67 m (σ = 40 mm) compared to
actual heights of 1.73 m and 1.70 m. Subject A’s observed
mean height is very close to the actual: he is walking with
small steps and rising slightly onto his toes as he does. In
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Original left imagegg g

Disparity map

Figure 5. Scenario B - Original scene

Figure 6. Scenario B - Observed and predicted tracks a)- c); deviations of
observations from predictions d)-f) and distribution of deviations g)-j) for X-,
Y- and Z-coordinates.

Figure 7. Bird’s eye view of observed and predicted tracks: Scenario B -
two people

Figure 8. Scenario C - Observed and predicted tracks a)- c), error of observed
data from the predicted d)-f) and normal distribution of error g)-j) along X-,
Y- and Z- coordinates

Figure 9. Bird’s eye view of observed and predicted tracks of a single person
in Scenario C
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contrast, subject’B’s observed mean height is less than the
actual because he is walking with longer strides on the soles
of his feet. Observed and predicted tracks in the X-Z plane
for both subjects are in Figure 7. ‘A’ starts at (-0.9, -, 13.7),
moves to (1.8, -, 22.8), turns back and walks to (-1.3, -, 19.4).
‘B’ starts at (0.9, -, 13.8), moves to (0.4, -, 21.8), turns around
and walks via (1.8, -, 22.7) to (1.7, -, 20.2).
Scenario C In this scenario, the subject starts about 13 m
away and walks about 6 m towards the cameras. Our subject’s
arms are swinging very quickly resulting in significant shape
variation. The subject was still successfully tracked over a
sequence of 125 frames - see Figure 8. The Y coordinate of
the reference point gives a mean height of 1.52 m (σ = 30
mm) compared to an actual height of 1.56 m. The swinging
arms caused the X-component of reference point to move
backwards and forwards in line with the shift of the centroid
of the subject’s silhouette projected onto the image planes. Our
system has sufficient resolution to measure the 3D position of
the arms at this distance, so it would be possible to move to a
multiple limb articulated model of our subject if an application
required it. The subject’s track is presented in Figure 9.

V. CONCLUSION

We have demonstrated that a high resolution stereo system can
track isolated people effectively and precisely. The ability to
generate a closely spaced contours from the high resolution
images and depth map means that the problem of separating
occluding or merged objects becomes easier - a lower reso-
lution system will only see merged objects - but presented
some challenges in finding a single reliable reference point
as a basis for a simple tracking model. We were able to
track within an error of a few tens of mm at 20 m distances,
i.e. sufficient to meet our ultimate goal to separate proximate
subjects. For tracking people in outdoor scenes with a slightly
elevated camera system, a composite reference point consisting
of centroid for X and head for Y and Z proved effective.
Precision tracking also provides the potential to track faster
moving (e.g. bicyclists, traffic, ...) at some cost in processing
time as we used a 10 m s−1 constraint on our subject’s
speed here to limit the search range. A person occupies ∼
40000 pixels in our high resolution images, so the system
can easily be extended to smaller objects e.g. items on
fast conveyor belts. We were able to correct for one artefact
introduced by the real-time stereo - the guillotined head when
it appeared in subsequent frames. However, if the object is first
detected headless, the Kalman filter is initialized incorrectly
and the system needs time to find the head. Since the head is
invariably detected ‘floating’ above the torso, correcting this
problem should be straightforward.
The next stage in this work is dealing with scenes containing
occlusions and merges using the precise tracking that we report
here.
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Abstract—2.5D cartoon modelling is a recent technique used
for modelling 2D cartoons in 3D, to enable 2D cartoons to
be rotated and viewed in 3D. Automatic modelling is essential
to efficiently create 2.5D cartoon models. However, existing
approaches to 2.5D modelling are based on manual 2D drawings
by artists, which is inefficient and labour intensive. In this paper,
we present a framework for automatic 2.5D cartoon modelling
from 3D models, which provides an automatic approach to
constructing 2.5D cartoon models. Our experiments show that
the proposed method is efficient and automatic.

I. INTRODUCTION

The term “2.5D” is often used to describe techniques used
in video games and animations to simulate 3D scenes using
only 2D elements. These include games based on isometric
tiles and parallax scrolling where the viewing angles are often
fixed. Some other 2.5D methods [4], [2] provide for viewpoint
changes, but these methods are relatively limited as they rely
heavily on information manually provided by the artists, and
thus are inefficient and labour intensive. Recently, Rivers et
al. [10] proposed a novel solution for full 3D rotation of
2D drawings, called “2.5D Cartoon Models”, which combines
interpolation and rendering methods. More importantly, it
retains 2D stylistic strokes while rotating in 3D, thereby
enabling presentation of elements that are impossible to define
using current 3D techniques.

Currently, the building process for such models requires
the user to have sufficient drawing abilities and could take
a great amount of time and effort as the user actually needs
to manually draw a number of 2D cartoons from different
views. Defining a curve in 2.5D normally requires much more
work than defining it in 2D vector graphics, because a regular
2.5D cartoon model is often defined in 3 or more different
2D planes. The manual process makes the creation of 2.5D
cartoon models not only inefficient but also labour intensive.
Therefore, an automatic system that allows users to quickly
build up a 2.5D model is essential for improving the usability
of such models.

In this paper, we propose a framework to automatically
construct 2.5D cartoon models from existing 3D models.
Some examples are shown in Figure. 11. If a 3D model
does not currently exist, then one built using Image-Based

1Use and create Angry Birds contents in this work is licensed by Rivio
Licensing Team.

(a) (b)

(c) (d)

(e) (f)

Fig. 1. (a): A 3D model of little rabbit ’Ruby’. (b): 2.5D cartoon Ruby. (c):
A 3D Angry Bird. (d): 2.5D cartoon bird. (e): A 3D pig. (f): 2.5D pig.

Reconstruction methods is also appropriate. The 3D model
will then be segmented and converted to a 2.5D model. The
overall system framework is shown in Figure. 4. Creating a
new 2.5D cartoon model using our system requires very few
human operations, and normally take less than 3 minutes.
In contrast, creating a similar model manually from scratch
requires the user to put in a lot of effort and is very time
consuming. On the other hand, our system does not fully take
over the role of the artist. Instead, it is a tool to help artists
sketch up a 2.5D model, which helps to quickly build models
by modifying the sketches.
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The paper is organized as follows. Related work is surveyed
in Section II. 2.5D cartoon models are described in Section III.
The proposed automatic 2.5D modelling system is presented
in Section IV. Experimental results are in Section V and
conclusions are in Section VII.

II. RELATED WORK

Many games, animations and applications utilize techniques
for simulating 3D scenes using 2D elements. A large number
of 2.5D games have emerged during the last decade, including
Isometric-Tiles based games such as “Diablo II”, and Parallax-
Scrolling games such as “Super Mario”. Most 2.5D systems
assume fixed pose for objects. This approach may be traced
back to the 1800’s [5].

Some recent applications provide 3D rotation for 2D ele-
ments. Di Fiore et al. [4] proposed an approach for animation
production that generates key frames by interpolating hand-
drawn views. Bourguinon et al. [2] presented another approach
using 2D strokes manually drawn on 3D planes. These two
methods give the artists less freedom than the 2.5D Cartoon
Models recently presented by Rivers et al. [10]. The latter is a
novel approach for rendering 2D cartoons in 3D. Rivers’ 2.5D
model, though, is created purely by manual means. We will
take a deeper look at it in Section III. In this paper, we aim to
provide an automatic 2.5D modelling technique based on this
model.

Recent methods for Image-Based 3D Reconstruction pro-
vide good performance and are easier to apply. Using these,
one can produce good quality 3D models from photographs
taken using hand-held cameras. For the Middlebury Bench-
mark [11], the most accurate method proposed so far is by
Furukawa et al. [6]. The approach of Heip et al. [9] also
has good accuracy. We utilize image-based 3D reconstruction
approaches to acquire 3D models.

The 3D mesh segmentation benchmark [3] evaluates several
approaches to 3D mesh segmentation based on comparisons of
human-generated and computer-generated segmentations. The
evaluated methods include Randomized Cuts [7], Fitting Prim-
itives [1] and Shape Diameter Function [12]. This comparison
allows us to select the most appropriate segmentation approach
for our system.

III. THE 2.5D CARTOON MODEL

We now briefly describe the 2.5D cartoon model [10].
Normally a 2.5D cartoon model contains several billboards,
each of which is defined in one or more views using one
stroke per view, and also has one 3D anchor position, as
shown in Fig. 2. The shape of the billboard in a new view
is then determined by doing simple 2D interpolation between
the corresponding user drawn strokes in existing views.

A. Advantages
The main advantage of Rivers’ model over 3D meshes is

that it preserves geometrical cartoon-like elements, and not
just the appearance style, as provided by Toon-Shading. For
example, no matter the viewing angle, Bugs Bunny’s ears

are always facing the camera [10]. To present this geometric
element in a 2.5D cartoon model, one just draws the ears as
they face the camera in all views, see Figure 3. This advantage
is achieved by defining the shape of the model in each view
separately, and editing a shape in one view will not affect its
appearance in other user drawn views.

Another advantage is that downgrading an object from
3D to 2.5D also reduces the data size needed to define that
object. This is because a 2D point is defined by 2 coordinates
and a 3D point is defined by 3 coordinates. Additionally, the
difference may be even larger if link infomation is considered.

B. Limitations
There are several limitations to Rivers’ 2.5D models. The

one that causes the most issues is the simple interpolation
technique used to determine stroke shapes in views that are not
key views. The simple interpolation may lead to strange shapes
in interpolated views, which may also cause different parts of
a model to dettach from each other during rotation. At this
moment the only way to solve this problem is to define more
key views. In Rivers’ work, three more key views were defined

Fig. 2. A picture demonstrating the principle of the River’s 2.5D cartoon
models. This simple head model is constructed using 9 billboards, each
billboard contains one stroke as its boundary line, a 3D anchor position and
a filling colour.

(a) (b) (c)

(d) (e) (f)

Fig. 3. The front, 45 degree and right view of 3D model (top row) and
2.5D model (bottom row) of ’Ruby’. The 3D model is rendered using Toon-
Shading. In order to show the advantages of Rivers’ structure the 2.5D Ruby
has been manually edited based on an automatically generated sketch, and
we changed the positions of eyes and ears in a side view. The eyes can still
be seen even when facing 90 degrees sideways, and the ears appear always
facing the camera.
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Fig. 4. The overall system framework.

to make the Alien’s arm looks right, as shown in Figure 5. The
more views need to be defined the more work artists have to
do. While using our system the artist can simply add another
line to the commands to generate a new 3D consistent key
view, without any extra work.

C. The manual creation process

Normally the user starts from one view position, draws
the main part of the cartoon object, changes to another view
position and draws the same parts again, then keeps changing
to different views as more parts are added to the model. This
process may cost an experienced artist tens of minutes to create
a little bear, for example [10]. Thus a method to automatically
generate 2.5D models would be very beneficial.

The goal of this paper is to automatically generate 2.5D
cartoon models. Rivers’ 2.5D cartoon model relies on artists
during the drawing process to:

i) analyse the spatial and spectral characteristics of the
object

ii) segment the object into parts based on those characteris-
tics, and

iii) create a 2D stroke for each part in each view.

(a) (b)

(c) (d)

Fig. 5. Notice the ears of the ’Dog’ model (a)(b) in Rivers’ work [10]. Three
more key views (c) are pre-defined to make the arm of the ’Alien’ (d) looks
right.

Therefore, to automate the 2.5D model construction, we need
to simulate the drawing process of human artists by automating
each of the steps described above.

IV. AUTOMATIC 2.5D MODELLING SYSTEM

Our approach to automatic 2.5D model creation consists of
several steps. A 3D model of the desired object should already
exist, or constructed from images using Image-Based Mod-
elling methods for example [6]. We segment 3D mesh model
into several parts using a 3D mesh segmentation method. The
segments are then converted into strokes for creating the 2.5D
model. The following sections discuss each step.

A. 3D Information Collection
3D information is important for 2.5D modelling, since

human artists often use spatial information to segment objects
when they create strokes. Also, this information is required
to provide 2D object boundaries for creating strokes in any
required view. To gather this information, we can construct
a 3D model of the object using image-based 3D reconstruc-
tion methods. Plausible options include open source software
PMVS [6] and Bundler [13], or ready models built manually
before.

B. Segmentation
Once we have constructed a 3D model for an object, we

can then simulate manual segmentation based on the 3D
information. To this end, the segmentation approach should
mimic the segmentation by artists and provide similar results.
We investigate a set of 3D mesh segmentation techniques and
utilize SDF [7], which produces results similar to those of
humans [3]. The actual algorithm used in this work will be
discussed in Section V.

C. Parts Refinement
After the 3D mesh segmentation, we cannot yet expect the

parts are ready to be used. Because cutting off a 3D mesh
from another one makes holes in both parts. If there are
multiple holes on a part, from some view angles the camera
may see the background through the model. This is not a
very rare case, for example if two arms are cut off, in side
views the chest will be seen through. The strokes built by
parts having a hole on them will lead to wrong billboard
shapes. To solve this problem, we refine parts using a simple
3D hole filling method, which chooses each time the best
pair of adjacent border edges and adds a face between them.
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(a) (b) (c) (d)

Fig. 6. The process of billboard reconstruction: (a)segmented mesh. (b)the right-front leg part from different views. (c)2D control points of the part. (d)final
2.5D model, with the right-front leg marked out.

Several implementations are available, such as the remeshing
filter in MeshLab2.

D. 2.5D Model Construction
Once we have segmented the object, we can then convert

the segments into strokes to compose 2.5D models in Rivers’
framework. Specifically, we create 2D boundaries of each part
in each view and then convert the boundaries to strokes.

Firstly, we capture the silhouette of a part in a view by
projecting the part into an plane that is normal to the view
direction. Once the silhouettes are captured, they are converted
into strokes as follows. For each silhouette captured, points on
the silhouette are sampled, each of which has a 2D position.
These points are rearranged to preserve the right order ac-
cording to their neighbourhood relationships and linked into
strokes. We then create 2.5D models using these strokes.

The 2.5D model construction process is demonstrated in
Fig. 6.

E. Summary of the Method
The proposed framework for 2.5 cartoon modelling is

summarised in Algorithm 1. The algorithm takes a set of
images as input, it then constructs a 3D model of the objects
of interest using image-based 3D reconstruction. After that,
the 3D model is segmented based on 3D mesh segmentation
and the algorithm processes the segments to create billboards.
The output is a 2.5D cartoon model consisting of a set of
billboards.

V. IMPLEMENTATION AND EXPERIMENTS

As described in Section IV, our approach requires 3D in-
formation of objects. In this experiment we have used existing
3D models such as those provided by Strecha et al. [14] and
Chen et al. [3].

Our implementation of 3D mesh segmentation is based on
Shape Diameter Function [7] since it has good performance

2meshlab.sourceforge.net

Algorithm 1 CartoonModelling(I)
Initialise B ← ∅, P ← ∅

M ← ImageBasedReconstruction(I)
S ← MeshSegmentation(M)
for all s ∈ S do

for all v ∈ V iews do
c ← CreateContour(s, v)
p ← SamplePoints(c)
P ← P ∪ p

end for
b ← CreateBillboard(P )
B ← B ∪ b

end for
return B

for simulating 3D object segmentation by humans (ranked 2
in Chen’s benchmark [3]) and is open sourced.

Rivers et al. parameterised the view angle space to a 2D grid
containing 440 viewpoints. We normally choose the front, left
and up views to construct 2.5D models.

We compare models built by our system with models
manually created by humans. To make the comparison more
convincing, we select the models originally provided by Rivers
et al. [10]. As shown in Fig. 7, our system has successfully
created models that are close to the fully manually created
ones. Comparison of pure 2D and 2.5D scenes of Angry Birds3

are shown in Figure.10.
The outputs of our implemented system have the same

format as Rivers’ system, thus models built by our system
are ready to be loaded directly into Rivers’ drawing software.
This makes it very easy to do further manual modifications.

VI. DISCUSSION

Rivers’ structure is good for presenting abstract cartoons,
but not suitable for models that have long thin shapes, such as
tables and chairs. This is because of the limitations of Rivers’
structure as discussed in III-B. Complex objects that are not

3A famous mobile game created by Rivio.
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(a) Simple Head, 3D model (b) Automatic, by our system (c) Manually, Rivers et. al.

(d) Alien, 3D model (e) Alien, by our system (f) Alien, Rivers et. al.

Fig. 7. Some 3D models, example 2.5D cartoon models built using our system (with colours manually adjusted), and manually created 2.5D models by
Rivers et. al. [10], shown for comparison.

combined by round shapes, normally need more key views
to make them look right during rotation. Having many key
views makes a 2.5D cartoon model inefficient to render. So
converting complex 3D models to 2.5D may not be practically
useful in such cases. Therefore, we assume the input models of
our system are in the first place suitable for Rivers’ structure.

Fig. 8. In some cases, whether the nose stroke is open or closed depends
on what style the artist wants to present [8].

Our system is a general system, which means that the
system does not consider a cigar and the fingers holding it as
different kinds of objects. In some cases there are different
ways that an artist might use to present a 3D shape, for
example as in Figure 8. In other cases, when a shape obviously
should be left open, such as fingers on palm, our system does
not automatically keep that stroke open. This is left to the users
for now. Improvements to help the system learn different kinds
of objects is a possible direction of research.

Once a sketch has been built by the system, it could be very
easy to add new features on the sketch, as shown in Fig. 9.

VII. CONCLUSION AND FUTURE WORK

In this paper, we have presented a novel approach for
automatic 2.5D modelling. Our system is able to produce
2.5D models from real-world objects through 3D meshes
with minimum human monitoring. It is helpful to artists who
want to preserve stylistic 2D elements provided by the 2.5D
cartoon model and reduce manual labour. To the best of
our knowledge, there is no existing work on automatic 2.5D
cartoon modelling, and our approach is the first solution to
this problem.

Though able to create fully functional models, our system
should be considered as a sketching system, that saves artists

(a) (b) (c)

(d) (e) (f)

Fig. 9. Top: A bear model created by our system. Bottom: With only a few
manual changes to the automatically built bear, a koala model is created.
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(a) 2D Scene (b) 2.5D Scene

(c) 2D elements highlighted (d) 2.5D elements highlighted

Fig. 10. 2D and 2.5D scene of Angry Birds, with comparison of pure 2D and 2.5D elements in scene. 2.5D cartoon birds built using our system.

from basic labour intensive work and lets them focus on the
more creative parts, such as colour and style.

In future, we plan to implement more practical software and
improve the billboard reconstruction algorithm to gain better,
and more complex results.
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Abstract—For a client to be able to immerse themselves within an 
architectural model there needs to be a natural and intuitive 
interface. A keyboard and mouse based interface can detract 
from the focus on the space being navigated and therefore a more 
intuitive approach to such interaction needs to be identified. The 
Kinect device provides significant recognition ability for whole 
body gestures and its use was investigated in this project. With a 
small number of gestures required for navigation an important 
design criteria is the recognition accuracy and fatigue for 
prolonged interaction with a model. The paper reports on the 
Kinect-based navigation system as well as a user trial which 
identifies the strengths and weaknesses of this approach. 

Keywords-natural user interface; navigation; architecture 

I. INTRODUCTION

Three-dimensional models play an important role in 
architectural design since they allow architects to review, 
communicate and present design proposals to clients. They also 
give clients an accurate impression of the designed space and 
its utility. However, navigation of the model using traditional 
interface devices, such as a keyboard and mouse, inherently 
limits the naturalness and the speed of interaction with the 
model. 

The objective of this project was to design a Natural User 
Interface (NUI) that would allow users to navigate through 3D 
architectural models. This would provide a more interactive 
environment to conceptualise 3D space. Existing systems such 
as immersive virtual environments have shown great potential 
in this area. However, these systems often require users to wear 
additional devices, thereby compromising the naturalness of 
the system. The focus of this project is to incorporate the use of 
hand gestures and body poses to allow users to interact with 3D 
models. 

In recent years many systems have utilised the movement 
of the human arm, or hand gestures, as a means of interacting 
with computers. However, several of these systems, such as 
glove-based devices, compromise convenience by requiring the 
user to be instrumented with bulky devices [1, 2]. They can 
also prove to be too expensive for the consumer market [3]. 
Alternatively, vision-based recognition of hand gestures 
promises natural and non-obstructive interaction, but can be 
challenging due to the complexity of the human hand structure 
and motion. 

The recent release of Microsoft’s Kinect controller [4] has 
generated significant interest with its ability to detect human 
proximity and motion. Consequently, it was decided that the 
use of the Kinect would be explored for gesture detection. The 
designed system is a gesture-based interface that can be used 
by architects to import 3D architectural models, allowing their 
clients to navigate through them using the Kinect. The system 
also gives visual feedback to users with the use of an on-screen 
avatar.

II. RELATED WORK

A. Gesture Recognition 
3D gesture recognition in virtual environments has been an 

important research topic over the years. Researchers have 
proposed many different methods for resolving this issue [5]. 
However, most systems use either motion or video sensor-
based recognition. 

Motion sensor-based gesture recognition utilizes data 
obtained from devices such as, acceleration measurements 
from accelerometers and angular velocity from gyroscope 
sensors [1, 6]. This approach has the advantage of being 
unaffected by environmental factors such as lighting, but can 
prove to be cumbersome for the user. 

Video sensor-based gesture recognition uses the images 
from one or more video sensors [7, 8]. It then uses complex 
image processing algorithms to obtain gesture information. 
This method is relatively inexpensive, but is mainly used for 
indoor activities due to its dependency on the level of lighting. 
The Microsoft Kinect uses the video sensor-based approach. 
The Kinect has an advantage over traditional video sensor-
based systems because it uses infrared light to measure 
proximity using time-of-flight information. Giving it a depth 
accuracy to within a few centimeters and allowing it work in 
low-light environments [9]. The depth data collected by the 
Kinect has been used to control quadrocopters [10] and 
perform finger tracking [11]. The Kinect also has a microphone 
array and a RGB camera, however the focus of the project is on 
its depth sensors. 

B. Natural User Interfaces 
The term “Natural User Interface” or NUI describes an 

interface that focuses on human abilities such as touch, vision, 
voice, motion and other higher cognitive functions [12]. The 
main goal of a NUI is to ensure that the system conforms to the 
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users’ needs rather than the user having to conform to the 
system. This essentially means that a successful natural user 
interface can be described as one where the user takes very 
little time to transition from a novice to an expert. This is a 
significant step in the area of Human Computer Interaction 
because the use of NUIs will avoid current restrictions present 
in complex interaction with digital objects, such as the one 
being faced in the field of architecture.  

C. Navigation of Virtual Environments 
Virtual environments have proved efficient for training in 

three-dimensional spaces. It is therefore not surprising to find 
architects using virtual environments to intuitively 
conceptualise 3D space. Traditionally, virtual environments 
have required users to familiarise themselves with the complex 
techniques and equipment required to fully experience the 3D 
space. These systems can at times prove to be counter-intuitive, 
as it can take a long time for the user to get accustomed to the 
system. 

Arch-Explore was a similar project designed to provide a 
natural interface to navigate 3D models using immersive 
environments [13]. The system allowed users to walk through a 
given miniature architectural model with the use of a Head 
Mounted Display (HMD) or a complex immersive 
environment. The downside to this technique was the fact that 
users had to wear additional equipment.  

III. A GESTURE-BASED DESIGN NAVIGATOR

The main goal of this work was to create a navigation 
system which non-expert users (e.g., clients of an architect) 
could utilise to explore a 3D model of a building and its 
surrounding site. To achieve this we looked for approaches that 
could emulate the feeling of walking through the 3D model and 
that would support gestures to drive the navigation. An 
important aspect of the project was to design navigational 
interactions which would appear natural for a user. Since 
naturalness is subjective and unique to each user, research was 
conducted to find out what factors determined naturalness. It 
was found to comprise of four major components: accuracy; 
ease of use; memorability of the gesture; and if the actions 
were fatiguing.  

To enable navigation of a 3D model the core feature of the 
program is to allow unconstrained movement through the 
model. So gestures would be required to allow users to perform 
a forward and backward motion and a way to turn or pan their 
view. Since most architectural models would be multi-storey 
structures, the system must also implement gestures for moving 
up and down through different storeys. 

For successful navigation of a 3D environment some form 
of visual feedback must be provided back to the user to ensure 
they know how their actions are being translated into the 
virtual world. This can be done with the use of an avatar as is 
typically deployed in the majority of first-person interactive 
games.  

As a complete system the program should also provide the 
user with an option to choose the model that they wish to 
navigate from a catalogue of designed buildings. Ideally this 

selection should also happen with the use of gestures to 
maintain the experience of immersion.

The support of standard 3D model file formats is key to the 
long-term success of the program, both for loading models into 
the system and visualising the model in real-time. This would 
ensure that architects are not inconvenienced by having to 
convert their designs to a special format solely for the use of 
this platform, thereby making it both versatile and scalable. 

IV. THE KINECT AS A GESTURE DETECTOR

To achieve a natural user interface hand gestures and body 
poses were incorporated into the program to allow users to 
experience the architectural space in a 3D model. Gestures 
were also used to interface with the other aspects of the 
program such as the start screen and the model selection. As 
previously mentioned, the Kinect sensor is used to collect 
depth data in order to perform gesture detection. 

A. Gesture Detection 
The Microsoft Kinect  has been chosen as the video sensor 

for the system. It was released by Microsoft for the Xbox 360 
video game platform in 2010. The Kinect is used to receive 
hand motion and gesture input from the user. 

The Kinect sensor consists of a RGB camera, depth sensor 
and multi-array microphone, which provide capabilities such 
as, full-body 3D motion capture, facial recognition and voice 
recognition. The depth sensor consists of an infrared laser 
projector combined with a monochrome complementary metal-
oxide semiconductor (CMOS) sensor, which captures video 
data in 3D. The sensing range of the depth sensor can be 
adjusted.

The depth sensor first illuminates the scene in an infrared 
depth pattern, which is invisible to the human eye (see Figure 1 
for an example of an illuminated scene). The CMOS image 
sensor reads back the depth pattern, which is now distorted due 
to the various objects in the scene. This distortion is processed 
by a System on Chip (SoC) connected to the CMOS image 
sensor, producing a depth image of the scene. The data is then 
transmitted to the computer via Universal Serial Bus (USB) 
interface. Highlights of this method are that it is accurate to 
within a few centimeters and can work in low-light conditions, 
as may be found inside a room [9]. 

�

Figure 1. An infrared depth pattern. 
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B. Gesture Recognition 
The raw data from the Kinect is obtained via the 

SensorKinect driver. This raw data is processed to extract the 
skeletal and gesture data of the user. The OpenNI library [14] 
is used to interface between SensorKinect and the NITE 
framework [14], which is used to perform skeletal tracking and 
gesture detection. The Gesture Manager accesses this skeletal 
data via OpenNI APIs. OpenNI was chosen as the desired 
toolkit for this purpose because it provides an abstraction layer 
allowing rapid and easy development of a natural user 
interface.

For skeletal tracking, the NITE framework requires the user 
to first perform a calibration pose, as shown in Figure 1. The 
user’s body proportions are then mapped onto this skeletal 
model, which consists of 15 different points, to achieve skeletal 
tracking. NITE uses skeletal tracking to help facilitate gesture 
detection. For example, to detect a push gesture the motion of 
the hand point in relation to the torso point would be tracked. 
When the relative distance between the two points has reached 
a given limit, a successful push gesture event can be triggered. 
However NITE is unable to perform finger detection which 
inherently limits the amount of hand gestures that can be used 
in this approach. The interaction of the various sub-systems is 
shown in Figure 2. 

�

Figure 2. System architecture. 

V. DESIGNING GESTURES FOR NAVIGATION

To meet the requirements for natural gestures we aimed for 
a minimal set of gestures that covered the core requirements of 
the system for both navigation and control functions. This 
enabled the choice of gestures which were easily recognisable 
as distinct by the recognition toolkits, and which mapped to 
movements that the users perceived as matching the desired 
functionality. Aiming for a minimal set also helped the 
memorability aspects with few poses to be learnt by a user. The 

gestures selected and the range of movement required to trigger 
a gesture were developed in an iterative manner with a small 
number of test subjects. For example, in the initial set of 
gestures the step forward and backward poses were not 
contemplated, and were incorporated after suggestions by the 
test subjects. The final set of gestures for the system are shown 
in Table I. 

TABLE I. GESTURES SUPPORTED.

Gesture Functionality 
Point forward Move forward 
Step forward Move forward 
Step backward Move backward 
Point up Move to an upper storey 
Point down Move to a lower storey 
Point left/right Pan camera left/right 
Hold-up pose Calibrate user to system 
Push hand forward Select 
Cross arms Return to starting position 
Cross arms (hold for 2 seconds) Return to model selection 

When the user performs a given gesture, it is processed to 
see if it is one of the gestures implemented in the system. If it is 
then the gesture is added to a First-In-First-Out (FIFO) buffer. 
This enables the User Interface to accurately respond to a given 
sequence of gestures. To detect each of the gestures, both the 
orientations and positions of the user’s hands and feet relative 
to their torso is tracked. Each gesture requires the user’s hand 
or feet to be in a certain position to be detected.  

�

Figure 3. Gesture for moving forward. 

The pointing forward gesture (see Figure 3) is detected by 
measuring the relative distance between the right hand point 
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and the torso in the Z direction i.e. directly in front of the user. 
This is then compared to a minimum value to trigger a pointing 
forward gesture. Similarly, the pointing left/right and up/down 
gestures are detected by measuring the location of the hand 
point with respect to the torso point in the Z and X (sideways) 
directions, and Z and Y (up or down) directions respectively. 
An additional constraint was placed on the down gesture that 
the user’s hand must be placed some distance below and away 
from the torso. This was done to ensure that the pointing down 
gesture was not accidentally triggered when the user was in the 
rest position (with his/her hands to their side). The cross 
gesture is detected by checking the positions of the hand, 
elbows and their angular orientation. Finally the push gesture 
detection is provided by the NITE framework and is detected 
by sensing a continuous push motion towards the Kinect. The 
body poses consist of either stepping forward by placing the 
right foot ahead of the left foot or by stepping backward by 
placing the right foot behind the left foot. The relative distance 
between the left and the right feet in the Z direction is then 
measured and if this is greater than a minimum value, the 
gesture is triggered. 

Initially, the minimum detection values were set to fixed 
values. However, upon preliminary testing it was found that 
due to variation in users’ heights, the system had trouble 
detecting some of the gestures. It was then decided that to 
improve the system’s capabilities, the minimum values needed 
to be dynamically generated. Hence, a preliminary study of 6 
users was conducted. The study involved measuring the 
participants’ heights using the Kinect by calculating the 
difference between the head point and the feet points. They 
were then asked to perform all the different gestures 
implemented in the system to the extent which they felt 
comfortable, for example, pointing left till a point where he/she 
did not feel any additional strain or discomfort. The ratios of 
the relative X and Y distances of their hands/feet from their 
torso to their height were measured for each gesture. These 
ratios were then averaged to find an overall ratio for each 
gesture. The gesture detection incorporated these ratios and the 
height of the current user to dynamically tailor the hand and 
feet positions for each user. 

�

Figure 4. Navigating a 3D model. 

VI. USER TRIAL

A user study was conducted to test how intuitive and 
natural it was for users to navigate 3D architectural models 
using the designed program. The user study consisted of 7 
participants, with all participants being students from the 
University of Auckland. Six participants had used gesture-
based interfaces previously in the context of gaming. The study 
involved first allowing the participants to become familiar with 
the interface and try out all the different gestures available. 
They were then instructed to complete a timed test. To prevent 
bias, subjects that took part in any preliminary testing were 
deemed to be unsuitable for this user study. 

The test setup required users to collect 8 hoops located at 
various points in the model (see Figure 5 for an example 
setup). The time taken to collect all the hoops was recorded. 
The average response time i.e. the difference between the time 
when a user saw a given hoop to the time the user collected the 
hoop was also recorded. To ensure fairness the location of the 
hoops was randomised for each test, however the relative 
distance between each hoop was kept the same. The test was 
then repeated using a keyboard, with the functionality of the 
system being mapped onto keyboard keys. The times using 
both the Kinect and the keyboard was analysed. 

�

Figure 5. User trial scenario. 

The users were then asked to complete a questionnaire 
about the systems which consisted of two main sections. The 
first section evaluated each of the gestures in 5 aspects namely, 
accuracy, ease of use, level of fatigue experienced, how 
memorable the gestures were and how responsive the system 
was to a given gesture. This was to determine how natural and 
intuitive users found the system. The second section required 
them to complete an evaluation with regards to the system as a 
whole. Both these sections were quantitative making use of a 
5- point Likert Scale, with 5 representing either Excellent or 
Strongly Agree and 1 either Poor or Strongly Disagree. The 
participants were given the opportunity to provide qualitative 
feedback about the feature(s) or gesture(s) they preferred the 
most and the one they found most difficult to use. For a given 
gesture, all the scores for a given factor, for example accuracy, 
were added together and the sum was divided by the maximum 
total score possible. This was used to calculate a percentage. 
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In Figures 6 and 7 one can see that the push gesture was 
rated lowest in terms of accuracy, ease of use, memorability 
and responsiveness. During the course of the project it was 
found that in-built gestures, such as Swipe or Push which were 
provided by NITE, could not be successfully integrated into the 
program. A possible solution is to design a method to detect 
these gestures manually. In terms of ease of use the cross 
gesture had the highest rating and the up gesture was the most 
accurate.

Figure 6. Analysis of ease of use and accuracy of gestures. 

It is interesting to note that in Figure 7, pointing left/right to 
browse through different models was more memorable than 
using the same gesture to pan the camera. This indicates that 
the naturalness of the gesture is not simply dictated by the 
action itself, but rather the context that it is used in. The 
average accuracy across all the gestures was 79%, the average 
ease of use was 81%, the average responsiveness was 86% and 
the average memorability was 89%. 

Figure 7. Analysis of responsiveness and memorability of gestures. 

The users also rated the gestures on how fatiguing each of 
the gestures were. The higher the percentage the more fatiguing 
the gesture. As can be seen in Figure 8, the push and cross 
gestures caused the least amount of fatigue and the pointing 
left/right was the most tiring. Most of the users stated that after 
8-10 minutes of continual usage they were slightly fatigued. 
This is not surprising as currently navigation involves continual 
movement of the right arm. 

�

Figure 8. Fatigue level of gestures. 

The time taken to collect the hoops is shown in Table II. 
The average response time with the keyboard was found to be 
1.7 seconds and on the Kinect was 4.1 seconds. Both the times 
to collect the hoops and the average response times are higher 
on the Kinect than the keyboard. This is to be expected since 
all the users had far greater prior experience using keyboard 
interfaces. However, it should be noted that the main aim of the 
project was not to deploy a Kinect based interface that was 
faster, but rather to design a more natural interface for users. 

TABLE II. TIME TO TRAVERSE THE TRIAL SCENARIO.

Time Taken Kinect Keyboard 
Minimum 57s 40s 
Average 81s 60s 
Maximum 125s 115s 

In terms of qualitative feedback, most of the users felt the 
interface could be improved by incorporating the use of the left 
hand in gestures. Although the program currently doesn’t 
support this, it can easily be done and was not implemented 
earlier due to it being deemed a low priority feature. The use of 
both arms simultaneously for navigation was not implemented, 
as an assumption was made that requiring both hands to control 
the system would greatly fatigue the user. Users also found it 
difficult to have precise control over movements and thought it 
would be useful to vary the movement speed based on the 
position of their arms. 

VII. CONCLUSIONS AND FUTURE WORK

In this project we successfully designed a natural user 
interface implementing a range of gestures for navigation of a 
3D model. These gestures were able to be recognised by a 
Microsoft Kinect, coupled with the NITE framework, and 
support all of the major navigation features necessary to 
experience a 3D scene. Testing of the system showed that 
while it might be slower to perform movements, the main 
characteristics of a natural interface such as accuracy of 
recognition, ease of use, and memorability of gestures were 
well met. The use of existing recognition frameworks 
introduced some limitations include the requirement of 
performing the calibration pose at the start of the program and 
the lack of support for finger tracking. This forced us to 
implement gestures that required fully body or limb 
movements. These movements, as indicated in the user study, 
fatigued the user after 8-10 minutes of continual usage. The 
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Kinect also had difficulty detecting people with jackets or other 
forms of loose clothing. Rendering a 3D model in real-time is a 
very resource intensive process, which may be problematic for 
very large building models, though it can be improved with the 
use of higher powered computers. 

A. Future work 
This project investigated the utility of 1st generation 

consumer level products for gesture recognition and it is 
expected that the ability of these systems will improve 
dramatically over the next few years. In future the addition of 
features such as finger tracking would provide users with a 
much easier and less fatiguing method of navigation. An 
investigation can be carried out to see if gestures involving 
both hands would prove to be natural or very fatiguing. To aid 
movement through a given model a mini-map should be added 
to the model navigation screen, including a marker showing the 
user’s current location, as is common in many game systems. 
At the moment the camera view can only be moved forward, 
backward and panned sideways. This should be expanded to 
include a tilt feature, with an appropriate gesture being used to 
perform this. Further improvements to the current system, such 
as varying the speed of motion based on extent of hand 
positions or a tutorial mode to familiarise users with the 
interface can also be investigated. The other capabilities of the 
Kinect such as the microphone array and RGB camera could 
also be investigated as ancillary approaches to control the 
interface using voice commands or to design a customised 
avatar of the user. 
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Abstract— In this paper, we present an Augmented Reality (AR) 
framework that uses information obtained from a Microsoft 
Kinect camera to create AR experiences with physically-based 
interaction and environment awareness. Our framework 
comprises of five steps: (1) marker tracking (2) depth acquisition 
(3) image processing (4) physics simulation and (5) rendering. 
The resulting augmented environment supports occlusion, 
shadows, and physically-based interaction between real and 
virtual objects. A tabletop racing game and block manipulating 
application are created to demonstrate the framework and the 
intuitive AR experiences that can be made with it. 

Keywords: augmented reality; physically-based interaction; 
Kinect; physics engine; environment awareness 

I.  INTRODUCTION 
Augmented Reality (AR) is technology that seamlessly 

overlays virtual information onto the real environment [1]. 
Previous research has shown that AR technology can enhance 
face-to-face collaboration [2]. This is because multiple users 
can share and collaborate on virtual tasks while carrying out 
natural face-to-face communication through gestures, speech 
and gaze. This overlap of task and communication spaces 
makes AR an ideal technology for supporting collaboration. 
Our research is focusing on novel interaction techniques for 
face-to-face collaborative AR applications. 

Manipulation of virtual objects in three-dimensional (3D) 
space in AR is commonly achieved through Tangible AR 
interfaces [3], based on the users' knowledge and skills in 
interacting with the physical world. The users’ hands are not 
only used for interacting with objects, but can also be used to 
form gestures that the system can recognize and process as 
natural inputs.  

Despite the benefits of Tangible AR, previous research has 
shown that the use of physical input devices encourage actions 
that users normally apply on physical objects which may not be 
supported by the system [4]. For example, a paddle, consisting 
of a fiducial marker with a handle, can be used for positioning 
virtual objects in AR. Once an object is positioned on the 
paddle, users would expect it to slide off due to gravity when 
the paddle is tilted as it would in the real world. However, this 
is not possible for a system without a physical simulation.  

To improve the AR experience, virtual content should 
behave realistically in the physical environment it is placed in. 
Computer vision based fiducial marker and natural feature 
registration algorithms are able to calculate the pose of a given 
target, but have no awareness about the environment the target 
exists in. This lack of awareness can cause the virtual content 
to float above real objects or appear inside them, or occlude 
objects that they should appear behind, breaking the illusion 
that the virtual content exists in the real world. 

In this paper, we present an AR framework that provides 
physically-based interaction and environment awareness with 
the aim to create better AR experiences. The Microsoft Kinect 
[5], a low cost consumer device that provides both RGB and 
depth-sensing cameras, has been integrated into our system. 
The Kinect is used to examine the 3D task space above a 
tabletop, and by knowing the transformation between the 
Kinect and the AR viewing camera, virtual content can be 
realistically composited in the environment. The user can 
interact with the virtual content in a natural and intuitive way 
through physical objects and natural gestures. 

The main contributions of our work are: 

� Development of an AR framework that supports 
environment awareness and physically-based 
interaction through the combination of depth sensing 
(Microsoft Kinect) and AR viewing cameras. 

� Development of two AR applications to demonstrate 
the support for environment awareness and 
physically-based interaction. 

The organization of the remaining sections is as follows. 
The related works is covered in Section II. Section III explains 
our AR framework. The performance of our framework is 
discussed in Section IV. The two applications are presented in 
Section V and VI. Finally, the conclusion and future works are 
described in section VII. 

II. RELATED WORKS 
In developing an AR application that has both physically-

based interaction and environmental awareness, we have based 
our work on earlier research in these areas. So, in this section 
we first review research covering physically-based interaction 
in AR, followed by environment awareness in AR. 
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A. Physically-based interaction in AR 
Physical simulation in AR can be achieved through the 

integration of a physics engine into the AR framework. A 
physics engine is a software component that can simulate 
physical systems such as rigid body and soft body dynamics.  
There are both open source physics engines such as the Bullet 
physics library1, Newton Game Dynamics2, Open Dynamics 
Engine3 (ODE), and Tokamak physics engine4, and proprietary 
engines such as Havok5 and Nvidia’s PhysX6. 

The use of physical simulation in AR has been thoroughly 
researched. Song et al. [6] had implemented two applications, 
Finger Fishing and Jenga using Newton Game Dynamics. 
Stereo based Fingertip detection was used to find the tip of an 
index finger, allowing simple interaction such as picking and 
dragging (Fig. 1 (a)). However, without the use of a reference 
marker, the camera was not movable and could only provide a 
fixed and pre-calibrated view. 

Buchanan et al. [7] integrated ODE and OpenSceneGraph7 
to simulate and render rigid body dynamics in their educational 
application about abstraction of forces (Fig. 1 (b)). MacNamee 
et al. [8] created a tabletop racing game and a forklift robot 
simulation using ODE and Havok, respectively, as well as 
OpenGL8 for graphics rendering (Fig. 1 (c)). Both used 
ARToolKit9 library for tracking fiducial markers. However, the 
physical interaction is limited to a pre-defined physics proxy 
that represented by a corresponding marker only.  

The research closest to our work was by Wilson [9]. He 
used a depth-sensing camera to reconstruct the surface of the 
interactive area of the table and created a terrain for a car 
racing game, Micromotocross (Fig. 1 (d)). However, he only 
used a two-dimensional projective display on to the tabletop 
without any support for a 3D display as in AR. 

B. Environment awareness in AR 
Awareness of the environment within AR is a well-

researched area. It is required to achieve correct occlusion [10], 
collision detection [11], and realistic illumination and 
shadowing effects [12]. While these features are not necessary 
for Augmented Reality, it has been shown that applications 
which include such cues can establish a stronger connection 
between real and virtual content [13]. 

Early attempts at environment awareness required manual 
modeling of all the real objects in the environment, and online 
localization of the camera to ensure virtual objects interact with 
real objects appropriately [11, 14]. This method is both time 
consuming and inflexible, as any changes in the environment 
will require recalibration. 

Later approaches involved more automatic techniques, such 
as contour based object segmentation [15], depth information 
from stereo cameras [16] and time-of-flight cameras [17], or 
online SLAM [18]. By automatically acquiring the relevant 
information from the scene, there is no offline calibration 
requirement, and the system can correctly process the 
environment even when objects change or are added and 
removed. However, these techniques often fail in untextured 
scenes due to homogeneous objects, poor illumination or 
require and initialization process. 

Recently, Izadi et al. [19] introduced KinectFusion, a 
system that supported a real time environment reconstruction 
and physically-based interaction using Kinect. However, the 
Kinect was used as a viewing camera and without a shared 
spatial reference, such as a fiducial marker, support for 
multiple views would not be possible. It could be only used by 
one person at a time. 

Our approach uses Kinect to obtain the spatial information 
for reconstruction (depth camera) and employs a second 
camera that is free to move around the scene for viewing (AR 
viewing camera). This method is scalable to support multiple 
viewing cameras and make individual viewpoints possible. We 
describe our framework in the next section.  

III. FRAMEWORK 
In this section, we begin with an overview of the 

framework. Following this is a discussion of the five primary 
components of this framework; marker tracking, depth 
acquisition, image processing, physics simulation and 
rendering. 

A. Overview 
Our AR framework makes use of five existing software 

libraries. The libraries and their functions, that we utilize, are 
as follows (also see Fig. 2): 

1) OpenNI or Open Natural Interaction10: The OpenNI 
library is used to interface with the Kinect through the 
Primesense’s driver11.  Color and depth images can be 
accessed through the API, and the two images can be 
automatically transformed and mapped together. OpenNI also 
provides unit conversion from projective to the real world 
coordinate and vice versa. 

2) OpenCV12: OpenCV provides a variety of functions for 
image processing. Of particular interest are the functions 
provided for logical operations on images, type conversion and 
smoothing algorithms. 

1 http://www.bulletphysics.org 
2 http://www.ode.org 
3 http://www.newtondynamics.com 
4 http://www.tokamakphysics.com 
5 http://www.havok.com/ 
6 http://developer.nvidia.com/physx 
7 http://www.openscenegraph.org 
8 http://www.opengl.org 
9 http://www.hitl.washington.edu/artoolkit 

10 http://www.openni.org 
11 https://github.com/avin2/SensorKinect 

12 http://opencv.willowgarage.com/wiki/ 

(a) (b) 

(c) (d) 

Figure 1: (a) Physically-based fingertip interaction in Jenga (b) Rube 
Goldberg machine in AR (c) A car accelerates up the fiducial marker 
slope in a car racing AR (d) Two virtual cars are projected on the 
tabletop racing up the real tangible ramps in Micromotocross. 
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3) OPIRA: The OPIRA natural feature registration library 
[20] is used for all natural feature based registration due to the 
robustness to perspective distortion and other image 
transformations of OPIRA. Due to their fast computation time, 
SURF features [21] are used as the feature descriptor.  

4) Bullet Physics: The Bullet physics library simulates 
both rigid body and soft body dynamics, and also provides 
collision detection. In this framework, we implement only the 
rigid body dynamics support to simulate a parallel physical 
world that co-exists with the real world. 

5) OpenSceneGraph: A 3D graphics API that uses a tree 
structure for managing the rendered scene. The dynamic 
transformation of the physical proxy in the simulated world 
created using Bullet can be easily applied to the scene graph for 
the visual feedback. 

To create an interaction volume, the Kinect is positioned 
above the desired interaction space facing downwards, as 
shown in Fig. 3. A reference marker is placed in the interaction 
space to calculate the transform between the Kinect coordinate 
system and the coordinate system used by the AR viewing 
camera. Users can also wear color markers on their fingers for 
pre-defined gesture interaction as described in Section VI. 

The following sections describe the components of the 
framework in greater detail. The data flow process within the 
framework is illustrated in Fig. 4.  

B. Marker Tracking and Depth Acquisition 
In the initialization phase, the transformation from the 

marker to the Kinect is calculated using natural feature based 
registration from OPIRA. With the Kinect’s homography, 
HKinect, the four corners of the registration marker are identified 
and projected into the 2D Kinect’s color and depth images. The 
Kinect produces a color and depth image with an offset along 
its x-axis (see Fig. 4) due to its stereo-view. OpenNI provides 
functions that map the two images onto each other using the   
GetAlternativeViewPointCap( ) and SetViewPoint( ). The 3D 
position for each corner is calculated using another OpenNI 
function, ConvertProjectiveToRealWorld( ). This function 

converts the 2D point in pixel units, (u0, v0), in the input image 
into the corresponding 3D point in millimeter units, (x0, y0, z0), 
in the real world coordinate system. 

The size of the registration marker is calculated in 
millimeters using the Euclidian distance between corners, and 
the AR coordinate system is established at this scale with the 
origin at the top left corner of the marker. Finally, the 
transformation between the corner positions in the Kinect 
coordinate system and the corner positions in the AR 
coordinate system is calculated and stored. The input image 
from the viewing camera is processed in the same way for 
finding the homography, Hviewing_camera, which is subsequently 
applied to the camera in the OpenSceneGraph’s scene. 

With the transformation between the Kinect and the AR 
coordinate systems known, 3D data from the Kinect can be 
transformed into the AR coordinate system. Assuming the 
plane that the registration marker lays on is the ground plane, 
object segmentation can be easily achieved by using a simple 
threshold of the distance of each pixel from the ground plane. 
Fig. 5 (a) shows the point cloud data captured by the Kinect 
projected into the AR coordinate system in mesh form. 

C.  Image Processing 
The depth image obtained by the Kinect is prone to missing 

values due to shadowing of the infrared data. To resolve this, 
missing values are identified and an inpainting algorithm is 
used to estimate their values. The OpenCV function, 
cvInpaint(_), is used with Navier-Stokes inpainting method 
[22] for this purpose.  

The depth image is then resized from the resolution of 
640x480 to 160x120 using the nearest neighbor interpolation 
through OpenCV’s function, cvResize( ). As mentioned earlier 
the coordinate systems of the Kinect, (xk, yk, zk), is aligned to 
the image-based coordinate, (xm, ym, zm), such that the upper left 
corner of the marker represents the origin in both the real and 
the virtual world. The depth information from the 160x120 
depth image, where each pixel’s value represents the height of 
the pixel, zm, is stored in the vertex array with the scale in 
millimeters. The origin has a height equal to zero, so any points 

Figure 2: Primary components of our framework and the underlying 
software libraries. 

Figure 3: The interaction set up. The Kinect is suspended above the 
interaction volume, with the reference image marker below it. 
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above the table where the registration marker lies will have 
positive heights and those that are lower than the ground plane 
will be negative. This vertex array represents the spatial 
information of the surface of the interaction space above the 
tabletop.  

D. Physics Simulation 
The data in the vertex array is used to reconstruct a physical 

proxy of the table surface. The proxy is created as a triangle 
mesh (trimesh) with the Bullet’s function 
btBvhTriangleMeshShape( ). The trimesh is used by the 
physics engine for collision detection which represents the 
terrain on the tabletop. Optionally, the trimesh can be rendered 
using Delaunay triangulation in the AR view to show the 
physics representation of the world, as shown in Figure 5 (c) 
and (d).  

At the current stage of the simulation, it is assumed that the 
registration marker lies flat on the tabletop and the simulated 
force of gravity is directed downwards perpendicular to the 
marker because there is no indicator of the actual direction of 
the real world gravity. One possible solution to this is to make 
use of the Kinect’s built-in accelerometer to determine the 
Kinect orientation in the real world and align the virtual gravity 
relative to the real one. 

The trimesh in the physics simulation is updated at 10 Hz, 
which allows the user to interact with the virtual content with 
realistic physics (Fig. 5 (b)). For example, the user’s hand or a 
book is viewed as part of the dynamic scene, and can be used 
to pick up or push virtual objects around. However, this 
interaction is limited, especially for more complex shaped 
objects, due to the single point of view of the Kinect. More 
realistic interaction would require multiple views or 3D 
tracking of objects to determine the orientation and complete 
shape of the object. 

E. Rendering 
The OpenSceneGraph framework is used for rendering in 

the application. The input video image is rendered as the 
background, with all the virtual objects rendered on top. At the 
top level of the scene graph, the viewing transformation is 

applied such that all virtual objects are transformed so as to 
appear attached to the real world. The terrain data is rendered 
as an array of quads, with an alpha value of zero. This allows 
realistic occlusion effects of the terrain and virtual objects, 
while not affecting the users’ view of the real environment, as 
shown in Fig. 6 (a) and (b). 

Planes with an alpha value of zero cannot have shadows 
rendered on them, so a custom fragment shader was written 
which allows shadows from the virtual objects to be cast on the 
invisible terrain map. The shadows add an additional level of 
realism, as well as important depth cues that allow users to 
immediately understand the distance that the virtual object is 
from the ground, which is particularly useful when the object is 
moving. The shadow casting can be seen in Fig. 6 (c) and (d).  

IV. PERFORMANCE 
The goal of this research is to create a more realistic and 

engaging AR experience. To achieve this, the application must 
be capable of running in real time while ensuring the virtual 

Figure 4: Overall illustration of our AR framework’s architecture showing coordinate systems and information processing in each stage of the process. 

(a) (b) 

(b) (d) 

Figure 5: (a) Point cloud rendered on the table surface (b) The 
physically simulated car is resting on a user’s hand (c) The virtual 
car accelerates up the paper ramp with wireframes overlaying the 
actual terrain and (d) falling off the real ramp. 
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content behaves appropriately in the environment which it is in, 
and that the user can interact with it in a natural and intuitive 
manner.  

On an Intel 2.4Ghz quad core desktop computer, our 
applications are capable of running at over 25 frames per 
second. The Kinect provides an error of less than half a 
centimeter at the ground plane when placed between 70 - 120 
centimeters from the ground plane. This error is small enough 
that the virtual car appears to realistically interact with real 
objects. 

V. APPLICATIONS I - ARMICROMACHINES 
To demonstrate the novel applications that can be 

developed with our framework we present two case studies. In 
the first, the AR Micromachines application, two users can 
control virtual cars using Xbox 360 controllers. The physics 
simulation allows the cars to react to real world objects in real-
time using depth information provided by the Kinect, allowing 
users to create obstacle courses using real objects. The cars are 
represented in the physics world using the Bullet’s raycast 
vehicle object, btRaycastVehicle, which provides physical 
attributes such as tire friction, engine and breaking forces, and 
suspension characteristics for each car to increase realism. 

A. User Experience 
A single RGB camera is used as a viewing camera, and a 

projector provides a shared large screen display, as shown in 
Figure 7. At a recent open day, over fifty participants tried the 
AR Micromachines application, ranging in age from 
elementary school children to adults in their 70s. Participants 
were given a general description of the system and shown how 
to use the controller. Of these participants, their experience 
with AR ranged from minimal to expert users and developers. 
While we have not yet conducted a formal evaluation or 
interviews with the participants, a number of interesting 
observations were made. 

With only minimal explanation of the system, participants 
were able to engage in the game quickly. Some groups 
designed their own tracks and challenged their friends to races. 
Others examined the interaction and explored the limitation of 
the system by directly manipulating the car with objects and 
their hands. Many participants said they found the game play 
unique and fun. All users were impressed with the realistic 
physics which were possible with the environment awareness 
afforded by the Kinect depth information. Even novice AR 
users were able to intuitively understand how the interaction 
area could be changed by placing real objects in the view of the 
Kinect.  

VI. APPLICATIONS II - ARBLOCKS 
In ARBlocks, a stack of rigid body cube shaped blocks is 

created for the user to interact with, as shown in Fig. 8. The 
users wear colored markers on their fingertips, which are 
represented in the physical simulation with spherical shape 
proxy. The reason for using colored marker instead of the skin-
color segmentation is to remove any constraint on the color of 
the tabletop and select a rarer color for our markers. Fig. 8 
shows that the skin and table’s color are in the same range. We 
use the HSV color space segmentation of the Kinect’s color 
image to isolate each colored marker and depth image to 
identify the 3D position of the center of mass of each marker, 
and estimate the position of each fingertip. 

The pre-defined gestures that users can perform are pushing 
the block with the fingertip and pulling with a pinching action. 
The pinch is defined as moving a thumb and an index finger 
close to each other, and pulling the block toward the center of 
the two fingers will eventually make it snap to the fingertips. 
The block can be rotated and picked up using these gestures. 

VII. CONLUSION AND FUTURE WORKS 
In this work, we present an AR framework which uses the 

Microsoft Kinect to create collaborative AR experiences with 
physically-based interaction and environment awareness. 
Depth information about the environment was obtained using 

(a) (b) 

(c) (d) 

Figure 6: (a) The virtual car is occluded by a real book and (b) 
occluded by a real toy car (c) The car is flying off a red virtual ramp 
and cast a shadow on the ground and (d) falling off a real box and 
cast a shadow on the floor. 

(a) (b) 

(c) (d) 

Figure 7: (a) Multiple participants can take part in ARMicroMachines 
(b) Projective display for a shared display (c) and Two participants 
control cars while another person rearranges the obstacle course.   
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the Kinect, and a physics engine was integrated to support real-
time interaction of real and virtual objects. A tabletop racing 
game and block manipulating applications were created using 
on this framework.  

In future, we plan to investigate additional methods of 
object segmentation to provide more realistic interactions 
between the real and virtual worlds through hand gestures. We 
will investigate using multiple Kinect cameras for a more 
complete representation of the environment for the physics 
simulation. We also want to implement multiple viewing 
camera support for each user, enabling stereo AR viewing. 
Finally, we plan to evaluate these approaches with formal user 
studies to quantify how effective these techniques are. 
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(a) (b) 
Figure 8: (a) Pinching to pull a block (b) The block can be pushed 
with a single finger. 
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Abstract

RGB-D cameras are novel sensing systems that cap-
ture RGB images along with per-pixel depth information.
This paper investigates how such cameras can be used in
the context of augmented reality (AR). We present RGB-D
HandyAR, a novel markerless registration and user inter-
face methodology for inspecting AR objects. Instead of a
marker, virtual AR objects are registered onto non-rigid hu-
man hand, which is the most readily available user inter-
face device for AR. We effectively combine the visual and
depth information available from RGB-D cameras. Finger-
tips are recognized in 2D RGB images. After mapping col-
or pixels with depth pixels, we associate the fingertips with
their corresponding depth values to generate feature points
in 3D. A local coordinate system is established according
to them, and 3D graphic annotations are stabilized onto the
top of the hand, allowing users to inspect such virtual ob-
jects conveniently from different viewing angles in AR. The
proposed approach is natural and easy-to-use for the user,
without any requirement for off-line measurement. Exper-
imental results show that it is real-time and robust to the
motion of fingers.

1. Introduction

Augmented Reality (AR) is a technology that inte-
grates virtual information (computer-generated) into the re-
al world seamlessly and supports the user to interact with
them [2]. Recently more attention has been focused on nat-
ural and instinctive human-computer interaction for user ex-
perience aspects [23], such as hand gesture or speech input,
which is readily available for the user.

RGB-D cameras are sensing systems that capture RGB
images along with per-pixel depth information. Time-of-
flight sensing or light coding technique is utilized to gener-
ate depth estimates at a large number of pixels. In 2010, Mi-
crosoft corporation introduced Kinect for Xbox 360, which

Figure 1. Inspecting an AR teapot on top of the user’s hand from
different viewing angles.

uses an infrared light and a camera to create a 3D image of
player’s area as well as a color image [13]. From this, it can
recognize body shapes and movements.

In this paper we introduce RGB-D HandyAR, a frame-
work for using RGB-D camera to inspect augmented reality
objects from different viewing angles, as shown in Figure 1.
RGB-D HandyAR exploits the integration of shape and ap-
pearance information provided by Kinect. It segments us-
er’s hand and detect the fingertips in RGB image. To estab-
lish a local coordinate system, fingertips in 2D are mapped
with depth pixels and feature points in 3D are generated.
Through computing parameters of the rotation and trans-
lation between the local and camera coordinate systems,
camera pose relative to the hand is reconstructed frame by
frame. The overall system is proved to be real-time and ro-
bust. It can be used in the area of Virtual Product Show [7].

The rest of this paper is structured as follows: After dis-
cussing related work, RGB-D HandyAR is introduced and
described step by step in Section 3. In Section 4, we show
the experimental results based on the proposed approach.
Finally in Section 5, we compare RGB-D HandyAR with
HandyAR [16], discuss benefits and limitations of the im-
plemented method, and present some ideas for future work.

2. Related Work

The state-of-art marker-based AR systems [5, 6] track
fiducial marker as a reference pattern, match correspon-

1
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Figure 2. Framework of RGB-D HandyAR.

dences to establish the camera pose in order to render the
AR object correctly. However, we can’t expect users to car-
ry hand-held markers around at all times for unprepared en-
vironments [8].

Conventional markerless AR systems are based on
model-based tracking or move-matching [22, 24]. They de-
pend on making correspondence between 3D world features
and 2D image features.

Vision-based hand interaction has been widely investi-
gated for AR applications thanks to its convenience, intu-
itiveness and flexibility without the burden of wearing extra
devices like color gloves [25]. Lee and Höllerer develope-
d HandyAR [16] and employed it to provide initial camera
pose estimation for unprepared tabletop environment [17].
HandyAR measures user’s hand, constructs a hand mod-
el in one-time calibration step, and derives a six-degree-
of-freedom estimate for the camera pose in online proce-
dure. However, the user has to do off-line measurement and
keep his gesture unchanged strictly in order to determine
the camera pose correctly. Kato [10] proposed a similar
approach and reduced the computation for AR systems on
smart phones. Lee and Chun [14] interacted with the AR
object on top of hand according to the gesture of the oth-
er hand. Kim et al. [12] manipulated the augmented objects
by directly reaching into virtual environment behind mobile
display. Petersen and Stricker [19] demonstrated continu-
ous natural user interface by recognizing hand gestures that
have a physical meaning like grabbing, dragging and drop-
ping. Lee et al. [15] calculated the hand direction by match-
ing feature points and selected AR objects through collision
detection. Model-based approach to estimate 3D hand ges-
ture was also reported [4, 11]. Pan et al. [18] develope-
d a robust multi-cue hand tracking algorithm by velocity-
weighted features and color cue. Some systems [20] detect-
ed hand using posture invariant constraints.

3. RGB-D HandyAR

This section describes the different components of RGB-
D HandyAR. The framework of overall system is shown in
Figure 2.

RGB-D HandyAR segments the hand region in the cap-
tured RGB image and then detects the fingertips. To get

Figure 3. Detecting the skin-colored pixels.

3D feature points, fingertips in RGB are mapped with depth
information. Given the 3D metric of fingertips, a local co-
ordinate system is established on top of the user’s hand and
camera pose relative to the hand can be estimated.

3.1. Hand Segmentation

As one of the most notable features in the surface of hu-
man body, skin color has proven to be a useful and robust
cue for skin-tone region detection, localization and tracking.
This paper uses a skin-color based method [9] to segmen-
t the user’s hand region in the presence of varying lighting
conditions as well as complex backgrounds. Every pixel in
a captured RGB frame is categorized to be either a skin-
color pixel or a non-skin-color one. The algorithm first es-
timates and corrects the color bias based on a lighting com-
pensation technique. The corrected red, green and blue col-
or components are then transformed into the Y CbCr color
space, taking into account the separation of luminance and
chrominance as well as the compactness of the skin clus-
ter. After computing the transformed chroma, the skin-tone
pixels are detected using an elliptical skin model, which is
described in (1) and (2).

(x− ecx)
2

a2
+

(y − ecy)
2

b2
= 1 (1)

[
x
y

]
=

[
cos θ sin θ
− sin θ cos θ

] [
Cb

′ − cx
Cr

′ − cy

]
(2)

where cx = 109.38, cy = 152.02, θ = 2.53(in radian),
ecx = 1.60, ecy = 2.41, a = 25.39, b = 14.03.

The skin detection step above finds the hand and other
skin-colored objects in the scene as shown in Figure 3. As-
sume that the majority portion of the skin color segmented
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Figure 4. Detecting fingertips as the feature points.

image is the hand region. In order to find the largest blob,
we extract all the external contours from the binary image
discriminated by skin tone and find the one whose area is
maximum. If the length of largest blob’s contour is too
short, i.e. less than 100 points with 640 × 480 resolution,
we suppose that there is no hand in the view of the camera.
Otherwise we save the contour of the hand region for next
fingertip detection step.

3.2. Fingertip Detection

Fingertips are detected from the contour of the user’s
hand using a curvature-based algorithm similar to the one
described in [1]. The curvature of fingertips is higher than
other points in the contour of the hand. We measure the cur-
vature by computing the dot product of

−−−−→
PiPi−l and

−−−−→
PiPi+l

as in (3) and remove the false direction, i.e. the four val-
leys between fingers, by the sign of the two vectors’ cross
product as in (4).

Kl(Pi) =

−−−−→
PiPi−l · −−−−→PiPi+l∥∥∥−−−−→PiPi−l

∥∥∥ ∥∥∥−−−−→PiPi+l

∥∥∥ (3)

Dl(Pi) =
−−−−→
PiPi−l ×−−−−→

PiPi+l (4)

where Pi is the ith point in the contour, and Pi−l and Pi+l

are preceding and succeeding points, with displacement in-
dex l on the contour representing the scale. The value of l
is adaptive to the length of contour as in (5).

l = 0.02L+ 15 (5)

where L represents the length of the hand contour. In prac-
tise, we choose 0.1 as the curvature threshold to select the
candidates for fingertips and it works well.

For each finger, the candidate points link to be an arc
line around the fingertip. We fit an ellipse to the arc using
least-squares fitting and choose the center of the ellipse to
be the 2D feature point of the hand. The feature points lo-
cate around the center of fingernail as Figure 4 shows. Here
we use ellipse fitting method to get feature points in order
to ensure that 3D metric of them, which will be obtained in
the next step, is on the surface of user’s hand.

False positives of fingertips can be found in this step be-
cause of two kinds of noise. One of them is the glitch on the

hand contour, which can be removed according to the num-
ber of the candidates, usually less than 12 points, since its
arc line is much shorter than the fingertips. Besides, false
fingertip can also be detected at the junction of the wrist
and sleeve because of its high curvature. We remove it by
tracking the 3D feature points in the next step.

3.3. 3D Feature Points Generation

So far we have 2D feature points, this step will compute
the 3D metric, track and order them.

We associate the fingertips with their corresponding
depth values to generate feature points in 3D by mapping
color pixels with depth pixels. Firstly, we calibrate the
Kinect depth sensor and the RGB output to get the cam-
era intrinsics and distortion parameters by extracting the
corners of a chessboard (a pattern of alternating black and
white squares) [26]. The translation T and the rotation R,
which describe the location of the RGB camera relative to
the depth sensor in global coordinates, are estimated during
the stereo calibration [3]. After undistorting RGB and depth
images using the estimated distortion coefficients, each pix-
el (x d, y d) of the depth camera can be projected to 3D
metric space as in (6),

⎧⎪⎪⎨⎪⎪⎩
P3D.x = (x d− cx d) ∗ P3D.z/fx d

P3D.y = (y d− cy d) ∗ P3D.z/fy d

P3D.z = depth(x d, y d)

(6)

with fx d, fy d, cx d and cy d the intrinsics of the depth
camera. We can then reproject each 3D point on the color
image and get its color as in (7),

⎧⎪⎪⎨⎪⎪⎩
P3D′ = R ∗ P3D + T

x rgb = (P3D′.x ∗ fx rgb/P3D′.z) + cx rgb

y rgb = (P3D′.y ∗ fy rgb/P3D′.z) + cy rgb

(7)

where 3D metric P3D relative to depth sensor has been
translated to P3D′ relative to RGB camera. (x rgb, y rgb)
is the corresponding color pixel, and fx rgb, fy rgb,
cx rgb, cy rgb are the intrinsics of the RGB camera.

So we can map depth pixels with color pixels, but can’t
in reverse map color pixels with depth pixels directly for
the lack of depth information. Unfortunately, the 2D feature
points are on the color image. We have to traverse the depth
pixels to search the one matching the feature point in RG-
B. It is computationally expensive to check the whole depth
image. Practically, we can find the corresponding depth pix-
el in a small search window near the coordinates of the 2D
feature point pixel as in (8).{

Δx = x d− x rgb ∈ [10, 90]

Δy = y d− y rgb ∈ [−40, 20]
(8)

169



Figure 5. Establishing local coordinate system on the top of the
user’s hand according to the 3D fingertip points.

where Δx and Δy represent the disparity of the two cam-
eras with 640×480 resolution. The window is small enough
to ensure the system is real-time.

Once the 3D feature points are detected, we track them to
remove the wrist noise, mentioned in the ‘Fingertip Detec-
tion’ step, based on matching the newly detected fingertips
to the previously tracked ones. We save the previous 3D
position of the fingertips and compare the locations over
two successive frames. If a feature point detected in cur-
rent frame is beyond the 5 spheres with 5cm radius, whose
centers are the saved fingertips in the preceding frame, we
suppose that is a noise point. This makes the assumption
that the fingertips’ motion between the sequential images is
within 5cm. This is true for even very rapid hand motions
since RGB-D HandyAR is real-time. If the number of the
fingertips is not 5 after removing the noise, that means we
fail to detect the 3D metric of user’s fingertips or the skin-
tone blob detected in ‘Hand Segmentation’ step is not hand
region, and we have to return to the first step.

The fingertips are then ordered based on the distance be-
tween each other. The thumb is the farthest to its nearest
fingertip among all the fingers. Index-finger is the nearest to
the thumb and the middle-finger is the nearest to the index-
finger. Between the rest two fingers, ring-finger is closer
to the middle-finger and the rest is the pinky. The distance
constraints are true for almost all the naturally outstretched
hand gestures. The order of fingertips is later used for es-
tablishing local coordinate system.

3.4. Establishing Local Coordinate System

Given the 3D metric of the ordered fingertips, local co-
ordinate system can be established on the top of the user’s
hand. We pick the thumb P1, middle-finger P3 and pinky
P5 to be the reference points. As Figure 5 shows, the direc-
tion of Y axis is defined as −(

−−−→
P3P1 + 1.5 ∗ −−−→

P3P5). P3 is
at Y axis. X axis goes through P1 and is perpendicular to
Y axis. The intersection point of X and Y axis is the origin
O. The direction of X axis is defined as

−−→
OP1. Z axis can

Figure 6. Camera coordinate system and local coordinate system
on the hand.

be established by computing the cross product of X and Y
axis.

This results in the hand’s coordinate system’s Y axis be-
ing aligned with the middle-finger and the X axis going
through the thumb tip. This coordinate system, centered to
the hand, is then used for estimating the camera pose and
rendering virtual objects on top of the hand, providing di-
rect control of the view onto the target.

3.5. Camera Pose Estimation

As long as the local coordinate system is established on
user’s hand, camera pose relative to the hand or hand pose
relative to the camera can be estimated. In order to inspec-
t an AR object on top of the hand from different viewing
angles, the user may rotate or move the hand arbitrarily as
shown in Figure 1. Precise camera pose is needed for ac-
curate registration so that the objects in the real and virtual
worlds can be properly aligned.

Figure 6 shows the camera coordinate system and the
local coordinate system, where ux, uy, uz are the points
at the axes with unit length away from the origin O. We
can transform vertexes located at the projection center of
the camera onto user’s hand with translation matrix T and
rotation matrix R as in (9) according to the coordinates of
O, ux, uy, uz relative to the camera coordinate system.

T =

⎡⎢⎢⎢⎢⎢⎣
1 0 0 0

0 1 0 0

0 0 1 0

−Ox −Oy −Oz 1

⎤⎥⎥⎥⎥⎥⎦

R =

⎡⎢⎢⎢⎢⎢⎣
uxx uyx uzx 0

uxy uyy uzy 0

uxz uyz uzz 0

0 0 0 1

⎤⎥⎥⎥⎥⎥⎦

(9)
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Steps Processing Time (ms)
Hand Segmentation 16.4
Fingertip Detection 3.7

3D Metric Generation 28.8
Pose Estimation 0.0

Rendering Teapot 6.6
Total 55.5

Table 1. Average processing time of each step.

The coordinate transformation is described as follows:⎛⎜⎜⎝
x
y
z
1

⎞⎟⎟⎠ =

⎛⎜⎜⎝
xc

yc
zc
1

⎞⎟⎟⎠ · T ·R (10)

where (x, y, z, 1)T and (xc, yc, zc, 1)
T are homogeneous

representations of a vertex in local and camera coordinate
system respectively. Given the parameters of the camera
pose computed above, we can incorporate virtual object into
the real scene as shown in Figure 1.

4. Experiments and Results
We performed experiments on Kinect with 640 × 480

resolution, connected to a desktop PC (Ubuntu 10.10,
2.80GHz CPU, 4GB memory). The results have shown
that our method is real-time and robust. A demo video is
provided as supplemental material to this submission.

Table 1 lists the average processing time of each pro-
cedure. The result shows that RGB-D HandyAR runs at
around 18fps, which has already achieved real-time per-
formance. The most time-consuming steps are ‘Hand Seg-
mentation’ and ‘3D Metric Generation’, whose computing
time is directly determined by the image resolution. We are
confident that the system can reach 30fps if the resolution
is reduced to 320× 240.

As an advantage, fingers are able to move freely when
the hand is outstretched in our proposed method as shown
in Figure 7. We do an experiment to evaluate the system’s
robustness to the fingers’ motion. In the experiment, we put
a hand into the sight of the camera, kept the hand position
unchanged and then bent the fingers arbitrarily. We record-
ed the motion of the local coordinate system’s origin point
(located at the bottom of the rended teapot) and the changes
of the X axis’s direction relative to a reference frame. As
shown in Figure 8, the teapot’s displacement is within 2cm
and the changes of direction is within 10◦ over time in gen-
eral. This small jitter can hardly be noticed, which means
that our system is fairly robust. The peak error at about
140th frame can be explained by the incorrect measurement
of the 3D feature points due to the noise of the depth cam-
era or false feature point, which falls out of the hand. This

Figure 7. RGB-D HandyAR allows the user to change his gesture
comfortably.

Figure 8. The motion of origin and the changes of X-axis direction
of the local coordinate system.

kind of error rarely happens and usually lasts only one or
two frames, which can be filtered out by applying Kalman
Filter [21].

5. Conclusion and Future Work

In this paper, we have presented RGB-D HandyAR, a
novel markerless AR system using Kinect (a kind of RGB-
D camera). It has proved to be real-time and fairly robust
with 640× 480 resolution.

Compared to HandyAR [16], which is similar to our im-
plemented work, RGB-D HandyAR has some obvious ad-
vantages. Firstly, HandyAR has to do one-time calibration
to measure user’s hand. A new user with different hand
shape or size from the former has to find a checkerboard
pattern, which cannot be expected to be available at al-
l times, to construct his own hand model. While RGB-D
HandyAR doesn’t depend on hand model to estimate cam-
era pose. Anyone can readily use it. Besides, HandyAR as-
sumes the hand to be rigid. The user has to keep his gesture
unchanged strictly in order to determine the camera pose
correctly. This can make the user feel tired and boring. In
contrast, RGB-D HandyAR has been proved to be robust to
the bending of fingers.

After discussing the benefits of RGB-D HandyAR, there
are still some limitations of the implemented work to be
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Figure 9. Only four fingers are detected because of self-occlusion.

solved in the future.
Self-occlusions may occur when the palm is nearly par-

allel to the camera optical axis as shown in Figure 9 be-
cause of disappearance of the spaces between fingers. One
or more fingertips may be lost in the fingertip detection step.
Since three feature points, which are not collinear, are e-
nough to establish a local coordinate system, we will inves-
tigate a method to distinguish which finger is lost and make
use of the others for future work, if at least three fingertip-
s are detected correctly. Moreover, in the future, more 3D
features on the hand, such as the palm plane, can be exploit-
ed to deal with the occlusion problem and make RGB-D
HandyAR more robust.
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Abstract—Augmented reality is now rapidly growing and 
playing an important role in diverse applications such as 
assembly, entertainment, medicine… Computer graphics 
applications can be divided into two different categories: offline 
applications and interactive applications. Interactive computer 
graphics applications can be considered as an enabling 
technology for augmented reality. Although ray tracing has 
become an important method for rendering images offline for a 
long time, it was slow in interactive environments. With recent 
developments in powerful hardware, along with continuous 
improvement in algorithms, real-time ray tracing has become 
reality. In this paper, we describe the design and implementation 
of a real-time ray tracer that combines known efficient 
acceleration data structures (or acceleration structures for short) 
and exploits ray coherence for multi-core processor architecture 
to improve further the performance. A factor for the good 
running time of the ray tracer is that it handles static and 
dynamic objects separately. 

Key words: ray tracing, real-time ray tracing, acceleration 
structure, kd-tree, BVH, lazy BVH 

I. INTRODUCTION 
In ray tracing technique the visibility of an object’s surface 

is determined by tracing the path of rays from the viewer’s eye 
to the object. Starting from the eye point, rays passing through 
the pixels in the image plane are sent out and the closest 
intersection (if any) between each ray and the object’s surface 
is identified. The pixel, through which a ray has passed, will 
be updated according to the color that the ray sends back. 

Although image rendering techniques based on ray tracing 
are not a new technology, the application of ray tracing to 
real-time image rendering systems as well as interactive 
systems has been impossible for a long time because of the 
limited hardware and algorithms. The survey [11] gives a 
complete overview on recent research in animated ray tracing. 

In this paper we combine known efficient solutions 
[1][9][8] to the following subproblems to construct a new 
efficient real-time ray tracer that is implemented as a library. 
We have performed some experiments to evaluate the 
performance of our ray tracer. 

A. Building kd-tree 
We implement an algorithm to efficiently build a kd-tree 

based on a surface area heuristic (SAH) [10]. A kd-tree will be 
built in a preprocessing stage in ( )nnO log  time, under certain 
assumptions. A thorough analysis of SAHs is given in [2]. In 
addition, to increase the cache hit rate, kd-tree nodes will be 
arranged in a contiguous memory area and the size of each 
node will be 8 bytes (for both internal and leaf nodes). To take 
advantage of the computing power of multi-core processors, 
the kd-tree building process will be parallelized based on the 
number of active processor cores [1]. 

B. Exploiting ray coherence 
We exploit the coherence between rays that are close to 

each other to improve the performance of the ray tracing 
process by grouping rays into ray packets. A selection 
criterium for ray grouping is the closeness of the vectors 
showing the ray directions. To take advantage of SIMD 
instructions supported by the hardware, ray packets are created 
with the size of the ‘vector’ size of the Streaming SIMD 
Extensions (SSE) instruction, which implies that each ray 
packet consists of exactly four rays [1]. 

C. Ray tracing dynamic scenes 
For dynamic scenes, objects in motion or deformable 

objects need to be organized appropriately in acceleration 
structures to achieve rendering that is fast enough for real-time 
applications. This problem has been approached by classifying 
objects based on their kinematic dependence on each other, 
i.e. grouping objects into static and dynamic ones, and 
applying suitable acceleration structures to each group [8].  
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D. Lazy construction 
We take advantages of the ability to update and edit the 

bounding volume hierarchy (BVH) acceleration structure [1] 
to reduce the time for refining it, so as to make the BVH 
compatible with the changes in each frame rendered from the 
dynamic models. The BVH is built following a strategy of 
lazy construction; i.e. while tracing a ray, only actually needed 
parts are built. In addition, for each frame the BVH is not 
rebuilt entirely from the beginning, but only the parts being 
determined as ‘degenerate’. Degeneracy is triggered by 
changes from frame to frame, taking the advantages of frame-
to-frame coherence [1]. 

E. Parallelization 
The process of tracing rays can be parallelized on multi-

core processor architectures. 

The rest of this paper is organized as follows. Section II 
describes acceleration structures. Section III presents some 
details. The structure of our ray tracer is described in Section 
IV. Experimental results are discussed in Section V. We 
conclude in Section VI. 

II. ACCELERATION STRUCTURES  
To accelerate ray tracing, acceleration structures that 

partition the triangles in the scene, thus reducing the number 
of tests on intersection between rays and triangles, have been 
developed. Tracing a ray takes ( )nO log  time, a significant 
improvement compared with the linear running time of 
previous algorithms. However, these structures must be built 
up and maintained for the active objects, which makes their 
implementation difficult, and may increase the total running 
time. 

Adaptive acceleration structures such as kd-tree and BVH 
are commonly used in constructing real-time ray tracing 
systems. They can be built in ( )nnO log  time.  

A. Ensuring the quality of acceleration data structures 
To ensure the quality of acceleration structures for objects 

in motion, an update strategy is necessary. By using the 
information from the last image frame rendering and 
performing a partial modification to the current acceleration 
structure, the total cost for maintaining the acceleration 
structure can be reduced. The method is particularly suitable 
for rigid or even deformable objects. 

For fully dynamic objects, most acceleration structures 
reduce in quality. In this case, the reconstruction method is 
possibly faster than the selective-restructuring method [11]. 
This is because the selective-restructuring method raises 
additional costs for the process of determining the subtrees 
that are already degraded and need to be updated. It is clear 
that the incremental update method is not always better than a 
rebuild-from-scratch method, so the incremental update 
method should be applied carefully. The incremental update 
strategy may also have negative effects on the tracing process. 
This is because auxiliary data need to be stored to save the 
previous state of the acceleration structure. For adaptive 
acceleration structures such as BVH, this method may increase 

the size of the node, thus increasing the costs for using the 
memory bandwidth during the tracing process.  

B. Tracing secondary rays  
Another challenge in implementing real-time ray tracing 

is how to quickly trace the rays. Efficiency of traversing an 
acceleration structure may be achieved by exploiting the 
coherence of rays; for instance, they can be traced together as 
a ray packet. This approach is efficient for primary rays that 
can be arranged in groups so that the corresponding 
components of the direction vectors have the same sign and 
are less ‘divergent’. These rays traverse the acceleration 
structure with most of the same information, which allows a 
significant cost reduction for tracing all rays in the packet. 

Secondary rays are generated at ray-surface intersection 
points to realize effects such as shadow, reflection and 
refraction. Depending on the distribution of light sources and 
the curvature of the object surface, secondary rays are 
generated correspondingly. Tracing of a ray packet may 
quickly degenerate to tracing each individual ray, thus 
reducing the running time performance. Therefore, efficiently 
tracing secondary rays is still a problem to be solved. 

In addition, tracing secondary rays may introduce artifacts 
in the rendered image. This might be due to the limitation of 
precision when performing calculations using floating point 
approximation of real numbers. A practical method to solve 
this problem is using an ‘epsilon’. The epsilon value is 
generally determined based on experience with each particular 
situation; there is no single epsilon value for many scenes. 
However, the epsilon value should be chosen carefully to 
avoid ignoring valid intersections. More sophisticated 
techniques such as ‘symbolic perturbation’ or ‘exact geometric 
computation’ in computational geometry can be applied here. 
Nevertheless, it is not clear if these techniques can help reduce 
rendering errors significantly without sacrificing the 
performance. 

III. SOME DETAILS 

A. Grouping geometric primitives (triangles) according to 
their motion dependence on each other into objects 
We classify the triangles in the scene in three kinds of 

objects: static objects, hierarchical transformed objects (e.g. 
open kinematic trees) and independent geometric primitives 
(e.g. triangles). In architectural scenes, most parts of the scene 
are static, this occurs both in offline as well as real-time 
applications. For static objects, we can organize their triangle 
meshes in the acceleration structure efficiently in a 
preprocessing step prior to the rendering of the scene.  

B. Using a kd-tree on static objects to accelerate ray tracing 
When applying ray tracing to static objects, the kd-tree as 

described in [1] is an efficient acceleration structure that 
supports accelerating ray tracing for static objects well. This is 
because we just have to build the kd-tree only once in the 
preprocessing stage. After that, it can be reused for rendering 
the next image frames again and again. Kd-trees can be built 
based on SAH [10].  
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C. Utilizing ray coherence for kd-tree traversing algorithm 
By grouping multiple ‘similar’ rays into a ray packet as 

described in [1], the performance of traversing the kd-tree for 
such packed rays can be improved further. When rays have the 
same set of attributes, some operations on them can be done 
only once. This is usually utilized when testing intersection 
between a triangle and rays having the same origin, e.g. in 
case of primary rays. 

On the x86 architecture, ray packets allow more 
performance improvement when using vector instructions that 
the SSE instruction set provides. These instructions perform 
arithmetic and comparison operations on multiple data [1]. By 
grouping together a number of rays, the amount of work done 
for each instruction will be increased and the amount of 
memory access cycles will be reduced.  

D. Using  lazy BVH to accelerate ray tracing on dynamic 
objects 
A scene can have objects occluded by other ones so that a 

ray from the view point cannot intersect with occluded 
objects. Moreover the viewing angle is limited, so there may 
be objects outside the viewing area. Therefore we don’t have 
to build a full acceleration structure, especially for dynamic 
objects. This approach may significantly reduce

the time required to build the acceleration structure, and 
reduce the necessary storage space in memory. For dynamic 
objects, we use the BVH because with this acceleration 
structure we can restructure selectively [11] from frame to 
frame without the need to build the acceleration structure from 
scratch. 

E. Using a two-level acceleration structure 
After testing the intersection between a ray and static 

objects organized in the kd-tree, we must continue tracing the 
rays through the acceleration structure to find a closer 
intersection (if any) between the ray and the dynamic objects. 
Based on Wald’s proposal [8], we use a BVH acceleration 
structure for dynamic objects and a two-level acceleration 
structure to support ray tracing on dynamic objects, including 
rigid, deformable and fully dynamic ones. Our approach 
differs from Wald’s in that we use BVH instead of BSP. 

IV. LIBRARY SYSTEM ARCHITECTURE 
Our ray tracing software is implemented as a library. A 

basic concept in the implementation is the use of containers to 
store object geometry and motion parameters so that we can 
combine them to create an efficient ray tracing system 
allowing both static and dynamic objects. We chose the C++ 
language as the implementation language. With C++ we can 
manage data structures at a low level, e.g. specify address of 
memory area and treat a pointer as a positive integer. 
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Figure 1. Kd-tree and the two-level acceleration structure. Refer also [8]. 
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According to the analysis in Sections II and III above, the 
kd-tree acceleration structure is used for static objects. This 
structure is created using the scanning method [10] to generate 
a high quality structure.  

A container holding object motion parameters and 
geometry can be created directly and allows access to the 
buffer containing triangle vertices and indices. Once the 
application has completed an update to the buffer container 
upon a motion parameter change request, the application must 
invoke one of the update methods for the corresponding 
container to refresh the BVH. Edit and selective reconstruction 
are techniques often used to keep the update time low. 
However, if the triangles are added to or removed from the 
buffer of the container, we must build BVH from scratch to 
allow resizing the internal data structure. 

V. EXPERIMENTAL RESULTS 
Measurement data presented in this paper have been 

collected from a dual-core PC, core speed 1.73 GHz and 
memory of 1 GB. The PC runs under the operating system 
Fedora Core 9 (i386 Red Hat Linux). We have configured the 
rendering to handle tiles, each of size 8x8 pixels. Works on the 
tiles are dynamically distributed to two threads. We have used 
the GNU compiler GCC 4.3.0 to compile the application, SSE 
instructions have been generated. 

We have measured the time necessary for rendering each 
image frame corresponding to different configurations such as 
the rendering method and the acceleration structure used. We 
used datasets provided by Lext and his collaborators [6]. 

Table 1 above provides experimental data for analyzing 
the rendering performance in two configurations:  

• Configuration 1: use only a two-level BVH 
acceleration structure for all triangles irrespective of 
whether objects are static or dynamic. 

• Configuration 2: use a kd-tree for static objects and a 
two-level BVH acceleration structure for dynamic 
objects. 

The times shown in Table 1 are total times for computing 
800 frames for each BART model used. We see that, in the 
absence of secondary rays, the BVH-only method performs 
better than the method of combining both acceleration 
structures. This is the case when rendering uses only diffuse 
light. However, once secondary rays are generated, using a kd-
tree for static objects reduces the rendering time. The reason is 
that the BVH traversal does not achieve good running time 
performance when tracing packets that are formed by only few 
rays. This is the common case for reflection and refraction 
rays, and even shadow rays in case where only a limited 
number of light sources are present in the scene.  

By separately handling static objects using a kd-tree, the 
BVH contains less triangles, so it may be traversed faster. 
Since the kd-tree traversal by a small number of rays has only 
minimal performance impact, the whole rendering time is 
reduced. In particular, rendering the BART robots model with 
high levels of reflection has many benefits from this approach, 
with speed-ups up to 543%.  

Figs 2 and 3 show a detail view of the time distribution for 
rendering image frames when combining different effects such 
as diffuse light, shadow, reflection, and refraction. The data in 
these figures are calculated using the following formulas. 

(1)         diffuseshadowsdiffuseshadows ttt −= +  

)2(diffusesrefractionsreflectiondiffusesrefractionsreflection ttt −= +++  

BART kitchen model, 800 frames BVH only Kd-tree + BVH  Speedup 

a) Diffusion 
b) Diffusion with shadow 
c) Diffusion with reflection and refraction 
d) All of the effects 

81.55s 
596.04s 
461.72s 
966.10s 

87.89s 
214.78s 
252.11s 
380.06s 

−7.2% 
+177.5% 

+83.1% 
+154.2% 

BART robots model, 800 frames BVH only Kd-tree + BVH  Speedup 

a) Diffusion 
b) Diffusion with shadow 
c) Diffusion with reflection and refraction 
d) All of the effects 

88.36s 
506.26s 

2879.15s 
3275.54s 

93.42s 
143.64s 
456.13s 
509.00s 

−5.4% 
+252.5% 
+531.2% 
+543.5% 

 

Table 1. Experimental data for rendering the BART kitchen model and the BART robots model with a resolution of 512x400 pixels. The 
maximum depth of recursion for reflection and refraction is 2 .  
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(3)  srefractionsreflectionshadowsdiffusetotal tttt +++=

 

In Figs 2 and 3 above, the graphs on the left depict the 
rendering time for a sequence of frames generated for the 
BART kitchen and robots models [6] in the case of using only 

a BVH two-level acceleration structure, whereas the graphs on 
the right show the rendering time for a sequence of frames 
generated for the BART kitchen and robots models, using a 
combination of a kd-tree and a BVH two-level acceleration 
structure. The image resolution is 512x400 pixels; the 
maximum depth of recursion for reflection and refraction rays 
is 2.   

Figure 3. Times for rendering individual frames for the rigid BART robots model. Left: Using only a BVH 
two-level acceleration structure. Right: Using a kd-tree and a BVH two-level acceleration structure. 

Figure 2. Times for rendering individual frames for the rigid BART kitchen model. Left: Using only a BVH 
two-level acceleration structure. Right: Using a kd-tree and a BVH two-level acceleration structure. 
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VI. CONCLUSIONS AND FUTURE WORK 
It is desirable to check if our approach would perform 

better than the original approach developed by Wald [8].  

Our future work includes the following. 

A. Tracing secondary rays 
How to trace secondary rays efficiently is still an issue that 

is closely related to the problem of assembling sufficiently 
large ray packets. Especially, traversing a BVH with small ray 
packets might increase the running time. This problem can be 
approached by processing multiple interleaved image tiles and 
arranging secondary rays appropriately. However, this 
approach raises costs for swapping processes between tiles 
and costs for sorting rays. Therefore, we need further study on 
this issue to improve the core of our ray tracer. 

B. Applications 
We are planning to use our ray tracing software in 

augmented reality applications, in which the user controls the 
navigation in real-time through an RGBD sensor such as a 
Microsoft Kinect. Because the hard task of delivering depth 
information is performed by the RGBD sensor, most CPU 
time can be reserved for the ray tracer to achieve real-time 
rendering. 
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Abstract—Dozens of stereo correspondence algorithms whose
matching performance has been measured are available, but the
trade-off between speed and matching performance of viable real-
time stereo has received much less attention. Here, we evaluate
five correspondence algorithms(Symmetric Dynamic Program-
ming Stereo ,SemiGlobal Matching,simple block matching, Belief
Propagation, and its constant space variant) on a GPU using
CUDA and report running time and matching performance.
Analysis of these results leads to several insights into the
advantages and limitations of the five algorithms - all on a GPU
- and SemiGlobal block matching on a conventional CPU.

I. INTRODUCTION

Passive stereo vision is an attractive solution for finding real-
time dense depth information of a scene for various reasons.
Unlike active depth inferring solutions such as LIDAR or
Microsoft-Kinect, stereo vision does not need probe beams
and hence is more acceptable in applications were objects are
sensitive to and range limited by the probes. Active illumi-
nation systems project patterns to enhance stereo matching
but do not depend on the quality of the projected patterns
nor their complete penetration into the scene - if there was
texture there already, the pattern is not needed. It is also much
cheaper compared to high resolution time-of-flight sensors,
e.g. Velodyne[1]. Despite these advantages, stereo vision is
not yet seen as a robust solution for real-time depth sensing
applications. The trade-offs between cost, speed and accuracy
on stereo solutions have been little studied. The availability
of low cost, powerful Graphics Processing Units (GPUs), able
to efficiently exploit the inherent parallelism in most stereo
algorithms, lead us to explore these trade-offs.
In this paper, we measured and analysed the performance of
5 stereo algorithms implemented on a GPU which can run at
high frame rates. Section III gives details of these algorithms.

A. Related work

Many GPU based stereo implementations have been reported:
early ones[2], [3], lacking tools supporting simple models
of the target architectures - indirectly used the specialised
functional units (e.g. vertex shader and pixel shader).
Simple correlation based block matching and dynamic pro-
gramming algorithms are relatively easy to implement on a
GPU because they have abundant low level data parallelism
and linear relations between computing resources and number
of disparity levels. Earlier, we built high resolution stereo
systems based Gimelfarb’s Symmetric Dynamic Programming
Stereo algorithm[4], [5], [6] and a multi resolution variant [7].

Implementations of dynamic programming algorithms for low
resolution stereo have also been reported[8], [9].
Reports of several SemiGlobal Matching (SGM ) GPU im-
plementations may be found. Ernst and Hirschmuller describe
a full SGM implementation using mutual information based
cost functions[10]. Gibson et al. report SGM with Birchfeld-
Tomasi cost functions[11]. Other adaptations of SGM have
also been reported [12], [13].
Due to non-linear memory storage requirements and inherently
slow access to the large memories needed, it is difficult to
achieve high speeds and large disparity ranges with belief
propagation or graph cut based algorithms, yet multiple CUDA
based implementations have recently been reported [14], [15],
[16]
Here we measure the performance of several GPU stereo
algorithm implementations for both matching accuracy and
speed to provide users with a basis for choosing the best
implementation (with the optimum speed:matching perfor-
mance:resources needed balance for high definition (Mpixel
images), high fidelity (large - > 100 - disparity ranges) stereo
for a target application.

II. COMPUTE UNIFIED DEVICE ARCHITECTURE (CUDA)

Fig. 1. Nvidia GPU architecture.

Compute Unified Device Architecture (CUDA) [17] is a
unified general purpose parallel computing GPU architecture,
an initiative by Nvidia Corporation. This architecture offers
flexible programming with minimal extensions to the common
C programming language. A CUDA enabled GPU (see Figure
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Fig. 2. Typical mapping of a block matching algorithm to a GPU. A 2D
grid of threads blocks computes all disparities for 2D blocks of the image.

1) consists of many Streaming Multiprocessors (SM1..SMn),
each multiprocessor being a set of Streaming Processors
(SP1..SPn) that share a fast access local memory referred to
as the shared memory. All the multiprocessors can also access
a global memory called the device memory. A multiprocessor
has a common instruction issue unit and a very light weight
thread scheduling mechanism to switch threads quickly when
needed, eg during an I/O wait. A number of threads t1..tn
can be assigned to a streaming processor to form a thread
block. The block maps physically to this processor although
the number of threads in a block can exceed the number of
the streaming processors. In such a case the threads are split
into so-called warps, such that only one warp is active at a
time. Threads in an active warp will execute the instructions
in a parallel step locked manner but branches in the code
are executed sequentially. Threads agreeing on the branch are
executed in parallel while others wait until their corresponding
branch is chosen for execution.
Figure 2 shows an example of stereo computation mapping to
GPU. A block of threads containing thread t1..tn is allocated
to process a 2D block of image.
In this study, we used a commercial high end graphics card
GeForce GTX 480 - widely used in desk-top PCs - for our
experiments. Throughput results for a low end mobile graphics
card GeForce GT 540M were also measured for comparison -
see Table I for specifications of both cards.

TABLE I
GRAPHICS CARDS USED HERE.

Features GeForce GTX 480 GeForce GT 540M
CUDA Cores 480 96
Processor Clock 1.4 GHz 1.3 GHz
Memory Clock 1.9 GHz 0.9 GHz
Memory Size/Type 1.5 GB GDDR5 1 GB DDR3
Memory Bandwidth 177 GB/sec 29 GB/sec

III. STEREO ALGORITHMS

In this section, we briefly describe the key characteristics
of the five stereo algorithms studied. All were fully realised
on the GPU using CUDA. The first two implementations -

SDPS and SGM - are our work and will be discussed in
detail. The remaining three - block matching (BM ), belief
propagation (BP ) and belief propagation constant space
(BP CS ) were taken from OpenCv [18]. We also include
semi global block matching (SGBMcpu) - a block matching
based semi global algorithm, also from OpenCv - as a can-
didate real-time algorithm on a CPU to show GPU speedups
attainable.

A. Symmetric Dynamic Programming Stereo (SDPS )

A detailed description of SDPS and its GPU realisation
can be found elsewhere (see[4], [6]). SDPS is essentially a
dynamic programming algorithm which finds the lowest cost
path for stereo matching along a scan-line. Its key feature is
that, rather than directly match the left image to the right image
or vice versa, SDPS reconstructs a Cyclopæan image that
would be seen by a virtual camera midway between the optical
centres of the two real cameras and matches it simultaneously
to both the stereo images. A careful exploitation of this feature
will allow half the number of disparities of a pixel in a scan-
line to be calculated in parallel - fine grain parallelism readily
exploited by GPUs.
As a typical dynamic programming algorithm,
SDPS accumulates costs for potentially optimal paths
through the disparity search space (DSS) for a single
Cyclopæan scan-line. The matching score is optimised in a
single direction only. Both the storage needed and constraints
on implementations are highlighted by outlined below basic
computations for a simplified SDPS that matches the
Cyclopæan image signals (grey values or colours) directly
to the left and right image signals. For each w pixel
Cyclopæan scan-line, a potentially optimal predecessor for
each DSS point is stored in the predecessor array of size
O(wΔ), where Δ is the disparity range.
Let x and d denote an x-coordinate and an x-disparity for
a point in a scan-line based DSS. Let Dx,d be a signal
dissimilarity score for corresponding binocularly visible pixels
at positions x + d

2 and x − d
2 in the scan-lines in the left

and right images, respectively. If a single continuous surface
is reconstructed, each DSS point (x, d) can have one of the
three visibility states: s ∈ {B,ML,MR} where B stands for a
binocularly visible point and ML|R indicate points that are
only monocularly visible - on either the left or the right
image. Let Do be a constant cost associated with a partially
occluded or unmatched surface point; this cost also serves as
a smoothing constraint along the scan-line. Potentially opti-
mal costs, Cx,d,s, accumulated by SDPS and predecessors,
πx,d,s ≡ (x′, d′, s′), for each DSS position (x, d, s) are:

Cx,d,B = Dx,d +min{Cx−1,d−1,ML, Cx−2,d,B, Cx−2,d,MR)}
(1)

πx,d,B = argmin{Cx−1,d−1,ML , Cx−2,d,B, Cx−2,d,MR} (2)

Cx,d,ML = Do+min{Cx−1,d−1,ML , Cx−2,d,B, Cx−2,d,MR} (3)

πx,d,ML = argmin{Cx−1,d−1,ML , Cx−2,d,B, Cx−2,d,MR} (4)

Cx,d,MR = Do +min{Cx−1,d+1,B, Cx−1,d+1,MR} (5)
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πx,d,MR = argmin{Cx−1,d+1,B, Cx−1,d+1,MR} (6)

Visibility constraints on transitions between the single-surface
DSS points considerably reduce the data needed to be stored
in the predecessor array [4] differentiating SDPS from other
approaches. It also helps reduce the number of costly global
memory access in our implementation. Each goal disparity
profile is reconstructed by back-tracking over a sequence
of transitions only between the potentially optimal visibility
states. In this version, we used 32 bit pixels (compared our
8 bit implementation[6]). This in-turn allows high depth (e.g.
24 bit RGB, 16 bit grey etc.) to be processed natively without
any performance penalty. Disparities are also 32 bits, removing
practical limits on number of disparity levels that can be
preserved. In this experiment, the occlusion cost Do was set
to 20.

B. Semi global matching (SGM )

Hirschmuller’s original Semi Global Matching algorithm[19]
uses a mutual information based pixel matching cost and
aggregates matching costs in multiple directions - similar to
dynamic programming above. Hirschmuller provides a detailed
description. It is essentially minimising an energy

E(d) =
∑
p

(C(p,Dp))+ (7)

∑
qεNp

P1T [|Dp −Dq| = 1] +
∑
qεNp

P2T [|Dp −Dq| > 1]

where Dp is the disparity of pixel, p, q is a neighbour of p,
C the cost functions and Np is the neighbourhood of point,
p, in all directions. Function T returns the weight of penalty
cost P1and P2.
In contrast to traditional dynamic programming, SGM finds a
minimum cost along a column of all possible disparity levels.
This reduction is a major parallel computing hurdle for SGM .
We use parallel radix sorting to engage maximum computing
resources.
In the original implementation, the cost function, C, was
based on mutual information but, for performance, we prefer a
simple sum of absolute difference (SAD) cost function in our
implementation. We also limit the number of directions along
which we accumulate costs to four as the diagonal directions
cause many non-coalesced memory accesses in the GPU. The
left to right consistency check for occlusion detection of the
original version was also discarded.
As in our SDPS implementation, our SGM uses 32 bit
values allowing precise pixel matching and high depth values.
We set P1 = 5 and P2 = 10.

C. Block matching (BM )

Block Matching is a local dense stereo matching method [20]
where cost of matching is found by correlation over a small
window in the left image and a candidate window in the right
image. The disparity assigned to a pixel in the left image
is decided by the winner take all approach. In a parallel
processing view this is an excellent computation structure for

fine grain parallelism where costs for all possible disparities
for each pixel can be evaluated in parallel. Fig. 2 shows
the mapping of a block matching algorithm to the GPU in
the OpenCv implementation. Each thread block is operating
on a small block of the image pixels (typically 128 × 21).
The cost for each disparity is computed sequentially in a
thread. This mapping saves some computation in window cost
calculation by computing costs in each column only once. The
cost function used in this particular implementation is sum
of squared difference (SSD). It also adds some preprocessing
(Sobel operation) and post processing (speckle filtering) steps.
The main disadvantage of such local methods is that they
perform badly in texture less regions. This can be improved
with a large window but at the cost of a blurred disparity map
and increased computation time. We kept the window size at
3× 3 pixels.

D. Belief propagation (BP , OpenCv)
Belief propagation algorithm is described elsewhere [21].
BP for correspondence is best explained as a labelling
problem - one of assigning disparity labels to each pixel to
minimise an energy function. We need to map a set of pixels
in image, P , to a set of disparities, L, minimising the energy
function:

E(f) =

pεP∑
Dp(fp) +

(p,q)εA∑
V (fp − fq)) (8)

where the first term is the data cost or dissimilarity cost
(Data Cost) of each pixel and the second term is a dis-
continuity cost (Disc Cost). This can be done hierarchically
over image size to reduce computation time. In the OpenCv
implementation, the data cost is a weighted intensity difference
which is thresholded to a maximum value[18].

Data Cost = data weight•
min(|I2 − I1|,max data term) (9)

The discontinuity or smoothing term is a thresholded dis-
continuity cost for a single jump in disparity value between
neighbouring pixels.

Disc Cost = min(disc single jump•
|f1 − f2|,max disc term) (10)

While the belief propagation algorithm has high degree of
parallelism passing messages independently, it needs a large
storage for passing messages:

MessageStorage =

width step · height · ndisp · 4 · (1 + 0.25) (11)

DataCostStorage = width step · height
·ndisp · (1 + 0.25 + · · ·+ 1

4levels
) (12)

We set the window size to 3 and left the remaining parameters
at their default values.

181



E. Belief propagation- constant space (BP CS , OpenCv)

Belief propagation proves to be space intensive: the memory
requirement is a multiple of size of the image and the disparity
range, so OpenCv’s BP scalability is very limited. For a
stereo system processing 512×512 images with 64 disparities,
the memory required is beyond the capacity of commercial
graphic cards. In the Belief Propagation Constant Space
(BP CS ) implementation [22], the storage requirement is
reduced and made independent of disparity range by trading
computation for accuracy. BP CS recomputes data terms at
each level and also uses the course to fine computation of
disparity levels along with the spatial hierarchical computation
of normal BP. However, it also results in reduced depth accu-
racy. Again, we set the window size to 3 and left remaining
parameters at default values.

F. Semi global block matching (SGBMcpu, OpenCv)

For comparison, we also included a ‘close to real-time’ algo-
rithm on a high end CPU. OpenCv has an efficient semi global
matching algorithm implementation which - called semi global
block matching (SGBMcpu). On lower parameter settings
(small image and window size), SGBMcpu can compute at
near to video rates on a CPU. In this SGM implementation,
the matching cost is derived by correlation over small blocks
rather than individual pixels. The number of passes is also
limited to five rather than a traditional eight passes. This
implementation includes many filtering and post processing
steps as options which we avoided for a fair comparison. We
set P1 = 5 and P2 = 10 as in the GPU version. Window size
was set to 3 - as with other window based algorithms. Other
parameters were set to their defaults. Performance is reported
for an Intel core i7-2.8GHZ processor using a single core only.

IV. PERFORMANCE ANALYSIS AND COMPARISON

In this section we compare and analyse computing perfor-
mance and matching accuracy of these algorithms on a GPU
and assess scalability highlighting practical limitations.

A. Speed up

Figure 3 shows frames per second (fps) achieved for several
disparity ranges for each algorithm on a small 512×512 image.
SDPS and BM achieve by far the highest frame rates -
as expected. Note that frame rates are shown against a log
scale! This partially due to the low number of computations
required by both algorithm and very efficient mapping to
GPU resources and communication paths. For BMmatching
(see Figure 2), each thread block is matched to a small 2D
grid in the image, so the number of threads in each block is
independent of the number of disparity levels. In SDPS each
thread block processes a scan-line and the number of threads in
a block is half the number of disparity levels. It is interesting to
note that, for higher disparity ranges, SDPS performs better
due to its efficient use of the number of threads available in
each multiprocessor.

Fig. 3. Frame rate vs number of disparity levels for 512×512 pixel images
on a GeForce GTX 480 GPU

B. Throughput

A practically relevant metric is the actual throughput in
number of disparities processed per second: we previously
proposed a measure of GigDispHz[6] or billion disparity
calculation per second. For a state of the art high defi-
nition real-time stereo system, throughput should be above
1 GigDispHz.

Fig. 4. GigDispHz vs disparity levels for a 512× 512 images on GeForce
GTX 480 GPU.

Figure 4 shows the GigaDispHz of various algorithms on
a 512 × 512 image for various disparity levels. SDPS and
BMhave less dependency on the number of disparities levels
and their throughput increases as data parallelism increases
with the number of disparity levels and more ALUs can
operate in parallel. Other algorithms struggle as their memory
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access requirements increase exponentially with number of
disparity levels.

Fig. 5. GigDispHz vs image size for constant number of disparity levels
(128) measured on GeForce GTX 480 GPU. * Indicates that the algorithm
cannot be realised on that particular settings because of memory limitations

Figure 5 shows throughput of various algorithm vs image
sizes for a fixed disparity range of 128. For a high def-
inition stereo system processing of 1024 × 1024 images,
only BM and SDPS can achieve real-time performance. On
2048 × 2048 images, BM reaches its maximum throughput,
while SDPS performance is reduced because of poor thread
occupancy. This is attributed to the increased usage of shared
memory for a longer scan-line.

TABLE II
THROUGHPUT AND SPEED-UP OF ALGORITHMS ON A GEFORCE GT 540M

GPU

FPS
Image
Size

Disparity
levels

SDPS SGM BM BP BP CS

512x512 32 41.5 4 187 1.90 3.1
512x512 64 37.7 3.3 116 1.00 3.1
512x512 96 35 2.8 84.8 0.70 3
512x512 128 34 2.2 75.9 0.50 3
256x256 32 158 17.3 661 7.50 10.6
256x256 64 155 15 432 3.9 10.8
256x256 96 159 14 315 2.7 10.6
256x256 128 174 12.8 417 2 10.5

GigDispHz
512x512 32 0.33 0.03 1.47 0.02 0.02
512x512 64 0.55 0.05 1.70 0.01 0.05
512x512 96 0.72 0.06 1.74 0.01 0.06
512x512 128 0.87 0.06 1.91 0.01 0.08
256x256 32 0.29 0.03 1.22 0.01 0.02
256x256 64 0.49 0.05 1.36 0.01 0.03
256x256 96 0.63 0.06 1.24 0.01 0.04
256x256 128 0.73 0.05 1.75 0.01 0.04

Table II shows the speed-up and throughput achieved on a low
end mobile graphics card GeForce Gt540M.

C. Scalability and configuration limits

While different algorithms exhibits different throughput and
matching accuracy , it is interesting to note their scalability to
the problem size that they can handle. It is always possible to
fall-back to a sub-optimal stitching of parts of stereo solution
to handle bigger limits using any algorithm , still their native
limits are worth understanding for practical applications.Figure
6 shows maximum achievable disparity levels of various
algorithm on in different image sizes. BP and BP CS are
only usable in low resolution settings. For high definition
stereo, SDPS and BM are the only choices.

Fig. 6. Maximum achievable disparity size of various algorithm on GeForce
GTX 480 GPU, for different image sizes .Green bar shows the limit of a usable
configuration in every image size, beyond which the results are practically
irrelevant

D. Accuracy

Real-time stereo algorithms trade matching accuracy for
speedup. For a fair comparison, we have kept the parameters
of these algorithm at default values and avoided any kind
of post processing as far as possible. We have tested the
Middlebury images[20] as well a high resolution synthetic data
set ‘FATBOY’ generated by us[23]. Table III shows the RMS
error and mismatch (BadPix -pixels with disparity error > 2
pixels) rate for various data sets on each algorithm1. In general,
SDPS is clearly more accurate than the other algorithms.
SGM can perform better than SDPS with more scan-line
paths and addition of right to left scan-line consistency. Belief
propagation also may perform well on many inputs but its
inability to scale will make it a poor choice. Figure 7 shows
false colour disparity maps for several Middlebury image pairs
along with our synthetic ‘FATBOY’ set and some ‘real’ images
outside our laboratory (CITR1, CITR2).

V. CONCLUSION

We analysed and compared algorithms capable of real-time
performance on a GPU. Whilst this analysis provides a good
guide to the likely performance of each algorithm, it is
important to note that this is an indication only: in practice,

1We note that one default configuration for all data sets does not neces-
sarily provide a meaningful comparison, as practical applications will adapt
parameters to particular scenarios.
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Fig. 7. Results of all stereo algorithm on various data sets

TABLE III
ACCURACY OF ALGORITHMS ON DIFFERENT DATA SETS

Algo Error CONE TEDDY TSUKUBA VENUS FATBOY
SDPS Bad Pix% 8.7 6.16 5.5 4.9 1.2

Rms Error 2.3 2.1 1.18 1.3 0.7
SGM Bad Pix% 14.7 16 6.6 5.23 3

Rms Error 5.7 7.3 1.51 2.4 3.9
BM Bad Pix% 30 32.8 27.8 35.4 14.2

Rms Err 10.5 11.5 3.3 5.6 10.3
BP Bad Pix% 15.2 16.11 3.9 2.3 1.7

Rms Error 5.6 8 1.27 1.25 2.9
BP CS Bad Pix% 7.3 11.11 4.3 2.4 1.5

Rms Error 3.5 4.6 1.1 1.3 2.8
SGBM Bad Pix% 10.1 14 8.6 10.1 5.9

Rms Error 7.8 8.3 1.8 3 5.2

‘tweaking’ performance (either speed or accuracy) with special
tests or optimizations applicable to one type of scene only
may change the overall picture. We have also deliberately not
included any pre- or post-processing and compared the basic
algorithms only.
SDPS, BM and SGM emerge as good candidates for high-
resolution stereo because of their scalability. BMmatches
poorly on texture-less images. SDPS suffers from streaking
artefacts. A full version of SGM can achieve better matching
accuracy at higher performance penalty.
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Construction of a Practical Hyperspectral Image
Acquisition System
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Abstract—A hyperspectral image acquisition system has been
constructed to collect data in the visible and near-infrared wave-
length bands and to support research in imaging spectroscopy.
The design solves a number of practical difficulties associated
with hyperspectral imaging related to workflow, exposure bud-
get, reflectance calibration and, most importantly, chromatic
aberration. Chromatic aberration, present in nearly all non-
monochromatic images, is particularly severe in hyperspectral
images and has been significantly reduced by tracking the focal
length of the lens as the wavelength changes. Attendant problems
such as lens growth during focussing have also been addressed.
The system is tightly integrated with software and streamlines an
otherwise laborious and potentially error-prone capture process.
The system is shown to provide higher quality images (as
measured by the modulation transfer function) in an efficient
manner with minimal chromatic aberration, simplified workflow
and efficient exposure times.

I. INTRODUCTION

Conventional trichromatic imaging systems, such as
consumer-grade digital cameras, portray the colours apparent
in a scene with sufficient accuracy for a human observer. These
qualitative systems are designed to approximate the spectral
sensitivity of the human visual system; additional spectral
information that cannot be perceived by humans is considered
superfluous and not recorded. However, when these cameras
are used for quantitative image processing, the spectral content
in these images is actually very poor and techniques that
require spectral information must make do with qualitative
data at best.

Hyperspectral imaging goes beyond the qualitative trichro-
matic approach by capturing and combining monochromatic
images at a large number of wavelength bands, typically
spanning the visible and infra-red spectra [1]. Using such fine
spectral resolution provides a unique view of a scene that is not
otherwise available. The instrument that collects hyperspectral
images is called an imaging spectrometer, since each pixel in
the image has an associated spectrum, the data is commonly
formatted in a three-dimensional structure known as a data
cube [2].

Light reflected from the surface of an object results from

the interaction of incident photons with the surface atoms
of the object, and thus contains important information about
the surface properties of the object. Processing is required to
determine the reflectance function of the surface (a property
intrinsic to the material and independent of the light source)
from which various inferences can be made. For example, in
remote sensing it is frequently possible to identify material

compositions from careful analysis of the reflectance. Hyper-
spectral images provide access to these unique spectral data
in a way not possible with standard trichromatic images [1].

The use of imaging spectrometers has been dominated by
remote sensing, the field for which it was developed [3].
However, the quantity of data and the array of analytical
techniques with which to extract useful information make
hyperspectral imaging suitable for many applications outside
this field [4], [5].

Nevertheless, this technology has only recently been
adopted outside the remote sensing community, due largely
to the high capital costs, difficulty of image acquisition and
substantial data processing requirements. Consequently, turn-
key imaging spectrometers remain uncommon and expensive
compared to custom-built designs; although the latter generally
require more development time.

Designing a custom system has some additional benefits
over purchasing a turn-key system. The performance of the
device, such as spectral range, spatial and spectral resolution,
system throughput, etc, can be tailored for particular applica-
tions; as requirements change over time, further parts can be
acquired to produce a modular, versatile system.

The general trend is that imaging spectrometers are getting
cheaper, which suggests that turn-key systems will be more
common in the near future. Presently, this is not the case; the
purpose of this paper is to provide a practical guide on how to
design and construct a scientific-grade imaging spectrometer.

A variety of hyperspectral techniques are outlined in § II,
followed by a description of the relevant prerequisites of our
research (§ III). The conceptual (§ IV), hardware (§ V), and
software (§ VI) design of the system is presented next. A
solution to chromatic aberration, which is particularly trou-
blesome for hyperspectral imaging, is also presented. The
remaining sections discuss various design decisions (§ VIII),
and demonstrate the performance of the camera (§ VII).

II. HYPERSPECTRAL TECHNIQUES

The primary challenge of hyperspectral image capture arises
from its three-dimensional nature. While two-dimensional
trichromatic images can be captured at once using a 2D Bayer-
filtered CCD (Charge-Coupled Device) array, the third (spec-
tral) dimension makes it impractical to capture the entire image
simultaneously. Since current imaging sensors are constrained
to just two dimensions, a third dimension (either spatial or
spectral) must be synthesised over time.
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Hyperspectral line scanners form an image of only one line
in the scene [1]. This linear image is then dispersed using
a prism or diffraction grating, to form an image which is
spatial in one dimension and spectral in the other. A complete
hyperspectral image is formed by scanning over the second
spatial dimension. Line scanners are predominant amongst
aerial and spacecraft remote sensing, since the subject of the
image is rigid and stationary, and the spatial scanning motion
is conveniently provided by the motion of the aircraft or
spacecraft [1].

An alternative approach makes use of a tuneable opti-
cal filter, which acts as a narrow band-pass filter [6]. A
monochromatic camera takes an image through the optical
filter, forming an image at the wavelength selected by the
filter. The filter’s bandpass range is then stepped (tuned)
through the wavelengths of interest, and an image taken at
each wavelength.

The tuneable filter can be incorporated to the imaging
system either on the subject side of the lens, or on the imaging
sensor side. One could also allow the filter to be included in
the middle of the lens, but such an approach would require
a non-standard, expensive lens designed specifically for this
purpose.

Placing the filter on the subject side of the lens is akin to
placing a tube on the end of the lens, causing image vignetting
unless the focal length of the lens is large. This is because
the filter is optically thick and has an aperture with a small
diameter, making the use of wide-angle lenses impractical in
this configuration.

Conversely, placing the filter between the lens and sensor
requires relay lenses, which limit the effective numerical
aperture of the primary lens, as well as compromising image
quality. Relay lenses are required because a lens is designed
to form an image at a specified distance behind the lens, as
specified by the lens mount’s flange focal distance. Adding
a filter between the lens and camera increases the separation
distance between the two, so relay lenses are needed to direct
the light through the filter and re-form the image on the camera
sensor.

As compared to traditional monochromatic and trichromatic
imaging, the amount of light reaching the camera’s sensor
is greatly attenuated by the tuneable filter, which rejects
wavelengths outside the very narrow (∼ 10 nm FWHM1)
passband. This is further compounded by attenuation even
within the passband, which is especially severe when the
filter is tuned to wavelengths at either end of its range.
Long exposure times are therefore required, an issue which
is revisited in § VI.

III. OUR DESIGN

The camera design is tailored to the varied requirements
of our research programme. This involves hyperspectral data
acquisition of animate subjects (e.g. humans), inanimate bi-
ological matter (e.g. fruit) and forensic objects and locations

1The full-width half-maximum (FWHM) is one common metric used to
quantify filter bandwidth.

(a) (b)

(c) (d)

Fig. 1. Chromatic aberration from an ‘achromatic’ lens. (a) Focused text at
680 nm. (b) The same text imaged at 550 nm, displaying defocus aggravated by
spherical aberration. (c) Same image as b, except refocused. (d) A broadband
image of the same target, displaying reasonable focus and decreased contrast.

(e.g. crime scenes). From this list, human subjects are the most
challenging to image as they are averse to bright light, which
increases required exposure times, and their general inability
to remain perfectly still can cause problems with a lack of
spatial registration between frames.

Line scanners can be used in terrestrial applications, where
a mirror galvanometer is used to provide the spatial scanning
action. However, line scanners are not suitable for animate
subjects, since any movement during exposure will distort the
final image. Without elaborate precautions, this distortion is
unknown and uncorrectable, so a line scanning system was
not explored further.

We incorporated a tuneable optical filter, because each frame
is known to be spatially self-consistent, so subject movement
is more easily detected and corrected. Specifically, an LCTF
(Liquid Crystal Tuneable Filter) was used [7]. Relay lenses
were ruled out as the reduction in effective primary lens
aperture potentially leads to increased sensor exposure time
and motion blur. Thus, placing the filter on the subject side
of the lens was chosen because the restriction to large focal
lengths would not impact our current research projects.

IV. DESIGN DETAILS

Digital cameras and tuneable filters can capture images
over a limited range of wavelengths. To expand this range,
we constructed a system comprising two sets of cameras,
lens, tuneable filters, and associated mounting hardware. The
cameras are positioned with a minimal distance between them,
to reduce the parallax error between images from the two
cameras.

Axial chromatic aberration is a variation of the focal length
of a lens due to the inevitable variation (dispersion) of a glass’s
refractive index with respect to wavelength. Lens designers can
create an achromatic lens by combining lens elements with
differing refractive properties to form a compound lens. An
achromatic lens features much reduced aberration, and unlike a
simple lens, certain pairs of wavelengths focus at precisely the
same distance from the lens. However, all other wavelengths
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Fig. 2. The hyperspectral camera system. Light reflected from the subject is filtered by the LCTF before being captured by the lens and camera. Software
then processes these images, adjusting the filter’s bandpass wavelength to sweep through the wavelengths of interest. The software controls focus via the
stepper motor.

still focus at different distances from the lens, so the chromatic
aberration is only reduced, not eliminated [8].

While apochromatic and superachromatic lenses extend the
number of simultaneously corrected wavelengths to three and
four respectively, no combination of a finite number of glass
types known today can compose a lens which is perfectly
achromatic across a continuum of wavelengths [8]. Thus, it is
practically impossible to construct a lens which is completely
free of chromatic aberration. Reflex (mirror-based) lenses exist
and are immune to chromatic aberration because they rely
of reflection rather than refraction, but are often specifically
designed for microscopy or telescopy.

Chromatic aberration is particularly problematic for hy-
perspectral imaging. At any given focus setting, achromatic
lenses focus some wavelengths of light correctly, while others
are significantly out of focus. A standard colour camera
integrates over a wide range of wavelengths, combining both
focused and unfocussed light. This is perceived as a relatively
sharp image with a loss of contrast due to the unfocussed
light (Figure 1d). Hyperspectral cameras, on the other hand,
record all wavelengths individually, and so the poorly focused
wavelengths form unacceptable images (Figure 1b).

Chromatic aberration can be corrected for by refocusing
the lens for each wavelength, to compensate for focal length
variations (Figure 1c). However, scientific and industrial lenses
tend not to feature an integrated autofocus motor. Thus a
stepper motor was used to drive a belt connected to the lens’s
focus ring to control focus.

In order to prevent the stepper motor from damag-
ing/unseating the lens by applying excessive torque, a means
of sensing the end of the focus range of the lens was required.

A torque measurement system was designed to prevent
the stepper motor from damaging lenses, and to provide an
automated way of determining the limits of the lens’s focal
range. A stalled or heavily loaded motor draws more current
than a lightly loaded motor due to a reduction in back EMF

(electromotive force) [9]. This can be used to detect the degree
of resistance to movement seen by the motor. However, the
movement of a stepper motor (and therefore, back EMF)
consists of brief pulses of rapid movement followed by rel-
atively long stationary periods [10]. Thus, a time-averaged
measure of current is not a useful indicator of the torque
produced. When each step is initiated the current through the
stepper motor will be high, as the motor is stationary, so
EMF is zero and current is maximised. As the rotor moves
to the next step, there is a temporary decrease in current.
The time it takes this current to settle to the holding current
is indicative of the amount of energy required to complete
the step. These variations are complicated by the inductive
response of the motor coils. Nevertheless, torque measurement
was successfully implemented by integrating holding current
over the duration of each step.

Many lens barrels grow or shrink in length as they are
refocused. This is problematic as tuneable filters are heavy,
so cantilevering the filter from the end of the lens could lead
to lens damage. The filter must therefore be fixed in place,
but this would prevent the lens from changing in length if it
were directly attached to the filter. The movement of the lens
thus needed to be decoupled from the filter by constructing a
variable-length, light-tight shroud. A design consisting of two
sliding cylindrical adaptors was chosen. This allows the lens
adaptor to slide within the filter adaptor, while maintaining a
light-tight seal.

V. HARDWARE DESIGN

A block diagram of the system is presented in Figure 2, and
an illustration is provided in Figure 3. A Fujinon HF50SA-
1 C-mount lens (A) is attached to a QImaging Rolera-XR
camera (B). The camera is bolted to a support rail (C) using
the camera’s standard tripod thread [11], [12].

A sprocket (D) is attached to the focus ring of the lens,
which in turn is driven by a stepper motor (E) via a belt. The
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belt is attached to a freely rotating sprocket, tensioned using
a retention plate (F). The retention plate and stepper motor
are supported by (G). A CRi LCTF (H) is also bolted to the
support rail [7]. The gap between the lens and LCTF is bridged
by a light-tight adaptor (I).

The visible-light and near infrared systems give half-angles
of view of 6.6 and 6.4 degrees respectively, which is within
the LCTF’s half-angle of acceptance limit of 7.5 degrees [6].

VI. SOFTWARE DESIGN

Software was developed to control and coordinate the cam-
era, LCTF and lens settings. Coordinating these parameters
by hand would be time consuming and tedious; the software
significantly improves the simplicity and speed of the capture
process. For example, an image consisting of twenty hyper-
spectral bands took three minutes to collect when controlled
by hand, compared to only 61 seconds when controlled by
the software (including a 55 second calibration procedure.)
Another benefit of software control is improved repeatability.

Determining the optimum exposure time and focus setting
for a hyperspectral camera can be time consuming and error
prone, especially with the long exposure times often encoun-
tered with hyperspectral imaging. The software implements
both automatic exposure control and autofocus to expedite this
process, and improve user workflow.

The autoexposure algorithm uses the linearity of the CCD
[13] to interpolate to an appropriate exposure time for the
conditions in the scene. This linearity approximation only
holds true when the images are not over or underexposed.
If an image is overexposed a number of pixels on the sensor
are saturated, meaning that the measured intensity at those
pixels is a clipped version of the actual intensity. If an image
is underexposed, the full dynamic range of the sensor is
not used; the SNR is therefore compromised. The tests for
overexposure and underexposure are based on percentiles; an
image is considered overexposed if the 95th percentile pixel
value is greater than 95% of full scale. Similarly, an image is
considered underexposed if the 30th percentile is below 10%.

The autoexposure procedure first acquires two test images
(with different exposure times) of a calibrated reflectance
target [14]. These images are used to derive a linear regression
relating exposure time and measured image intensity. These
images must first be checked for overexposure or underexpo-
sure to ensure the expression will be valid; if the test images
fail this check, a new exposure time is selected and the test
images are reacquired.

Unlike many consumer digital cameras, scientific and in-
dustrial grade imaging hardware does not provide rangefinding
(phase detection) functionality. The autofocus algorithm must
therefore rely on recording test images and measuring the
degree of sharpness in the image. The relationship between
focus setting and image sharpness is theoretically unimodal,
so a ternary search is employed to find the focus position
which maximises sharpness [15].

A calibration mode has been implemented which sweeps
through wavelengths selected by the user, performs autofocus

and autoexposure on each, and stores the focus and exposure
settings for later use. This will compensate for variations
in illumination spectra, LCTF transmission efficiency and
imaging sensor quantum efficiency. For example, a light source
which outputs a great deal of light at certain wavelengths
can be compensated for by decreasing exposure time at those
wavelengths. As focus positions for contiguous wavelengths
will tend to be very similar, a simple focus adjustment proce-
dure is used, which tries adjusting focus one step at a time until
optimal focus is found. This is faster than performing a lengthy
ternary search autofocus at each wavelength. The calibration
settings can be reused for consistency across multiple sessions.

Ascertaining exposure settings in advance allows the image
capture process itself to be accelerated significantly – e.g., an
image sequence that takes six seconds to capture, requires an
additional 55 seconds to calibrate for. Reducing the required
capture time increases the comfort and stability of human sub-
jects, improving image quality and registration while reducing
motion blur. The overall throughput of the system is improved,
as a single calibration step can be used for multiple subjects.

Total capture time is also reduced by operating both the vis-
ible and near infrared camera simultaneously. This decreases
the time required to the maximum exposure time of the two
cameras, as opposed to the sum.

VII. RESULTS

In well-lit conditions, where exposure times are negligible,
autofocus takes approximately ten seconds to complete for
the visible-spectrum camera. A complete calibration sweep,
which obtains exposure and focus values for every wavelength
from 400 to 720 nm in 10 nm increments, takes 136 seconds.
Once calibrated, only fifteen seconds are required to capture
the complete set of images.

Under similar conditions, the infrared camera takes seven
seconds to autofocus. A calibration sweep from 650 to
1000 nm in 10 nm increments takes approximately 120 sec-
onds, after which a capture period of twelve seconds is
required.

In order to demonstrate the improvement in image quality
due to focus tracking over varying wavelengths, a test target
consisting of alternating black and white bars was imaged.
When the focus tracking was disabled, the camera was set to
optimal focus for 550 nm. The image quality was quantified
by measuring the reduction in overall contrast between the
black and white bars. This metric approximates the MTF
(modulation transfer function), and is plotted in Figure 4.

It can be seen that as the wavelength tends away from

550 nm, the image quality degrades as the image goes out
of focus due to chromatic aberration. However, with focus
tracking enabled, the image quality remains approximately
equal throughout the wavelength range. The regular wave
pattern that appears from 550 nm onwards is due to the
constraint of the motor to quantised steps. Finer steps or a
different gear ratio would eliminate the drop in quality when
optimal focus lies between two motor steps.
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Fig. 3. The hyperspectral camera system. The upper camera is omitted for clarity.

VIII. DISCUSSION

When the system was first assembled a number of unan-
ticipated difficulties arose. Small misalignments between the
sliding adaptors connecting the lens to the LCTF added
considerable friction, due to the tight clearances between the
two adaptors. The extra friction exceeded the maximum torque
of the motor, and there was a risk of excessive force damaging
the lens or causing the adaptors to bind together. Shims were
used to finely adjust the angle of the camera to reduce the
misalignments and solve the friction problem.

The autofocus stepper motor would potentially sit for long
periods of time drawing a large holding current (∼ 0.5A). To
alleviate this, there is a user-selectable option to disable the
stepper motor driver after each movement. A forced minimum

holding time holds the stepper in place for 100ms after each
sequence of steps to ensure that the lens does not move due
to any elastic components of the system such as the belt.
However, this does mean that the lens focus ring is free to
move independently while the motor controller is unaware
of any movement. In practice the torque required to do this
was sufficiently large that such unreported movement is highly
unlikely.

Despite the success of the autofocus system, stepper motors
fundamentally only provide relative positioning. Since changes
in focus are generally relative a mechanism for absolute
positioning was originally not considered as a requirement.
During development it was determined that long focus times
necessitate the ability to remember the point of best focus
for a given wavelength. The system implemented an absolute
position system in software, but as it lacked true closed-loop
feedback it cannot work reliably if the stepper is stalled or
adjusted manually. To counter this, a servo motor or some
form of reliable position feedback is recommended instead.

A free-wheeling sprocket is used to keep the belt tensioned.
It is placed opposite the motor-driven sprocket, so that tension
forces are symmetrical and the lens mount is not subjected
to excessive bending stresses. The sprocket is held in place
using a retention plate. Twisting the plate moves the axle of
the sprocket toward or away from the lens, thus maintaining
tension in the belt.

While a servo motor would be an ideal solution for absolute
positioning and is potentially a better choice of motor, there
are still benefits to a stepper motor-based system. Stepper
motors provide fixed angle increments allowing discrete rel-
ative movement control. The primary problem was the lack
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Fig. 4. Comparison of image quality with wavelength-focus adjustment
(blue) and without (red). Solid lines represent modulation of fine details (30
line pairs per mm); dashed lines represent medium details (10 lp/mm).

of feedback indicating whether a step was successful. To
improve this, an optical rotary encoder could be used to
provide position feedback. By allowing the system to know
precisely what steps have been completed, absolute positioning
can be maintained while the device is powered. With a high-
resolution optical encoder and a standard DC motor in place
of the stepper a control system could also be used to allow
for much finer control of the focus.

Although the hyperspectral system is convenient to use, re-
assembling it after taking it apart is difficult as the lens and
filter must be very accurately aligned to prevent excessive
friction in the sliding adaptors. This friction, when left un-
corrected, leads to spurious reports from the stepper motor
control that the focus ring has reached the end of its travel.

Lenses are available which have a fixed external housing,
where focussing occurs by moving lens elements in isolation
of the surrounding structure. This would allow the adaptor to
be used with no regard to precise location, or the adaptor could
even be omitted altogether.

Selecting a lens based on the requirement of a fixed external
housing may lead to unacceptable compromises in quality,
cost, or suitability to a specific purpose. It is therefore recom-
mended that an adaptor-based design be considered, whether
it’s based on sliding parts or bellows.

IX. CONCLUSION

Hyperspectral imaging is a technique which allows materials
to be distinguished in situations where more conventional
methods would fail to do so. However, it is inherently sus-

ceptible to chromatic aberration. A hyperspectral imaging
system has been developed which incorporates autofocus and
compensation for longitudinal chromatic aberration. Testing
has shown that the system has practically eliminated longitu-
dinal chromatic aberration. The software also automates and
streamlines the capture process, resulting in a faster, more
consistent, and higher quality imaging process.
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Abstract—Many systems have been developed to solve the 
Simultaneous Localization and Mapping (SLAM) problem in 
practical applications. Particular systems employ different kinds 
of sensors; they produce localization as the main output or 
compute both localization and map (full SLAM). Most systems 
use filtering or smoothing approaches to update the 
measurements collected. Incremental Smoothing and Mapping 
(iSAM) is a method that employs the smoothing approach to 
solve the full SLAM problem. In this paper, we present an 
evaluation system for an iSAM-based SLAM system. 

Keywords-SLAM; iSAM; performance 

I.  INTRODUCTION 

Simultaneous Localization and Mapping (SLAM) is the 
problem of building a map of a previously unknown 
environment and estimating robot locations at the same time. 
SLAM has been considered to be solved at a theoretical level 
using e.g. probabilistic methods [2]. However, substantial 
technical issues remain in practical systems. A practical system 
is typically constructed using a front-end and a back-end block. 
The function of the front-end block is to estimate spatial 
relations between robot poses as well as spatial relations 
among robot and landmarks with a certain amount of 
uncertainties. The function of the back-end block is to optimize 
these relations to generate new spatial relations with minimal 
uncertainties. These two blocks run iteratively one after another 
to build up the robot trajectory and the map. 

Davison has developed monoSLAM, a monocular SLAM 
system that can run in real-time with several assumptions on 
the camera motion models [5,6]. In the front-end, assumptions 
on velocities of the camera motion are used to estimate spatial 
relations between camera poses; to estimate image feature 
positions, the “direct search approach” described in [9] is used. 
In the back-end, the extended Kalman filter (EKF) is used to 
optimize the poses of the camera. This combination constitutes 
the success of the monoSLAM system. 

Kaess et al. have proposed incremental Smoothing and 
Mapping (iSAM) [4], a real-time variant of Square Root SAM 
[3]. iSAM can be used as a back-end in landmark-based SLAM 
or in pose-only systems. While monoSLAM concentrates on 
localization as the main output, SAM and iSAM give a full 
solution to the SLAM problem of determining both robot 
trajectory and map. iSAM has been employed as a core engine 

in some visual odometry and visual SLAM systems [8, 3]. 
High quality data collected with a laser rangefinder or a stereo 
camera have been used to experimentally evaluate these 
systems; results have shown their performance in accuracy and 
in computing speed, where the latter has been gained by 
comparing the output trajectories with those computed by other 
approaches. However, in his PhD thesis [9], Fakih has raised a 
question about the performance of iSAM: “It is not clear how 
this method would perform in the case of the highly non-linear 
and noisy visual measurements case.” In this paper we evaluate 
an iSAM-based SLAM system using a variety of noisy 
synthetic data sets. The output trajectories determined by the 
system are compared to the ground truth trajectory to measure 
the system performance in each case. 

Our system has been designed following the motion model 
and the observation model as described in the SLAM paper [2]. 
In the front-end, the assumptions of constant translational and 
angular velocities of the camera motion as in [5] are used to 
estimate spatial relations between consecutive camera poses. In 
addition, a highly non-linear visual measurement model based 
on motion field is established to estimate 3D positions of 
landmarks relative to the camera poses. In the back-end, iSAM 
module [10] is employed to smooth both the camera trajectory 
and the map. Additionally, constant covariance matrices are 
used for the measurement model to simplify the uncertainty 
model of 3D landmark measurements. The system can be 
extended with an independent component for visual feature 
detection and matching under the condition that this additional 
component provides a stream of 2D velocity pairs for each 
feature point (correspondences) in consecutive image frames. 
There are several ways to implement this component. Harris 
corner algorithm is a popular algorithm to detect image 
features. Scale-invariant feature transform (SIFT) and Speeded 
Up Robust Features (SURF) are robust techniques to match 
features between image frames. In this paper, we use a simple 
simulation of this component to generate noisy synthetic data 
to evaluate the system, refer to Figure 1. 

The rest of this paper is organized as follows. Section II 
gives an introduction to our system. Section III describes the 
experimental results. Section IV discusses these experimental 
results. We conclude in Section V. 
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II. SYSTEM 

Our system consists of three main components, depicted in 
Figure 1: Motion Prediction, Measurement Estimation, and 
iSAM-based Update. The Motion Prediction component 
implements the camera motion model that predicts the relative 
3D translation and rotation of the camera with respect to the 
previous camera pose and feeds it into the Update component. 
The Measurement Estimation component implements the 
observation model that estimates the 3D landmark positions 
relative to the predicted camera pose and feeds them into the 
Update component. The iSAM-based Update component uses 
the iSAM approach to smooth the camera trajectory and the 
map. The updated pose of the camera and landmark positions 
will then be used by both Motion Prediction and Measurement 
Estimation components in the next step. 

 

Figure 1.  Block diagram of the system and simulation module. 

A. Motion model 

A pose can be specified by a translation vector Tzyx ),,(  

and Euler angles T),,( ϕθψ . We denote by poseW the camera 
pose with respect to the world coordinates. A 

pose TW zyxpose ),,,,,( ϕθψ=  can be expressed as a 
homogeneous matrix of a translation vector and a rotation 
matrix, 
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where )(ψR , )(θR , and )(ϕR are the matrices of rotation 
around the Z-, Y-, and X-axes, respectively. 

Given a matrix M1 specifying the current pose 
TW zyxpose ),,,,,( 1111111 ϕθψ= and a matrix M specifying a 

new camera pose Tpose zyxd ),,,,,(1 ϕθψ=  relative to Wpose1 , 

then the matrix M2 specifying the new camera pose with 
respect to the world frame is the product of M1 and M. 
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Hence, the parameters of the new pose 
TW zyxpose ),,,,,( 2222222 ϕθψ= can be written as, see [1]: 
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where )cos( 2ψ=c and )sin( 2ψ=s . 

Using compounding operation, Equality (1) can be 
expressed as 

1""12
poseWW dposepose += . 

 

Figure 2.  Motion model. 

From the assumptions of constant translational and angular 
velocities we infer that the disparities between any two 
consecutive poses are approximately the same, i.e., from 
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we have 

 1−≈ ii posepose dd , or 

 i
posepose ii dd ε""1 += −  (2) 

where iε denotes the prediction error with zero mean and 

covariance matrix iΕ . 
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We assume that the covariance iΕ is a diagonal matrix and 

its sigma values depend on the maximal velocity W
maxν , the 

maximal angular velocity C
maxω , and the time step τΔ . 

According to [7], we have 
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Therefore, the covariance matrix of the prediction process 
can be estimated by the formula 

 T
i JJ Ε=Λ  (3) 

where J is the Jacobian matrix of f with respect to 
Tzyx ),,,,,( ϕθψ . For simplicity of presentation, the full 6×6 

matrix J is omitted. 

B. Measurement model 

Given that the camera is at pose W
ipose and a 3D landmark 

TZYXP ),,(= is in the field of view of the camera, then the 
coordinates of the image feature p corresponding to the 
landmark will be (u,v)T. Assuming that the camera motion is 
smooth and baselines are small, then the camera motion 

TTC ),( Ω=  relative to W
ipose is also small. Consequently, the 

motion field equation can be used to express the relationship 
between the 2D velocity of feature p and the relative camera 
motion, 
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A pose is a tuple of six parameters. Hence, we can estimate 
the relative translation and rotation of the camera with respect 

to W
ipose by measuring the relative 2D velocities of at least 3 

features. Given n image features detected in the image frame 

corresponding to the current pose W
ipose , we have a vector of 

image feature coordinates T
nn vuvux ],,...,,[ 11=  in this frame 

and a corresponding equation system 

 LC
dt

dx
= , (4) 

where L is called an interaction matrix. The dimension of L is 
62 ×n . 

An optimization method such as the method of least-
squares can be used to estimate the new pose of the camera 
and hence the position of the landmark P with respect to the 
new pose 

 )()( TlRl ipose
P

CWC
P −Ω= ,  

where )(ΩCWR is the rotation matrix of the world coordinates 

with respect to the new pose of the camera, and ipose
Pl is the 

landmark position with respect to pose W
ipose . 

 

Figure 3.  Measurement model. 

Because of smooth motion and small baselines, the 
coordinates of landmark P with respect to the estimated pose 

W
ipose 1+ are approximately equal to its coordinates with respect 

to the pose TTC ),( Ω= : 

 C
P

pose
P ll i ≈+1 , or 

 i
C
P

pose
P ll i ξ+=+1   

where iξ is the measurement error with zero mean and 

covariance matrix iΞ . This error consists of inherent 

uncertainties when estimating the parameters TT ),( Ω in (4). In 
this paper, to simplify the uncertainty model, the covariance 
matrix iΞ is established using constant standard deviation 
values according to each experiment case. 

III. EXPERIMENTAL RESULTS 

Synthetic data have been used to evaluate the system; they 
include four landmark points that are always visible. While the 
simulated camera moves along the ground truth trajectory, the 
Image Generator component generates an image consisting of 
the projections on the image plane of the four fixed landmarks, 
and the Feature Detection and Matching component simulates 
the matching of these four projected feature points found in 
each pair of consecutive image frames. 
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Figure 4 shows the initial configuration for our 
experiments. The four landmarks are coplanar, lying in a plane 
parallel to the XY-plane. The distance from the plane to the 
world origin is 1. Initially, the camera is at the origin and its 
optical axis lies along the Z-direction. The four landmarks are 
at (0.2, 0.4, 1), (-0.2, 0.4, 1), (0.2, -0.4, 1), and (-0.2, -0.4, 1). 
Measurement units in all experiments are meter, radian and 
second. The time interval between each two consecutive 
image frames is 0.1 seconds. The maximum velocity τmax,V is 

assumed to be 0.3 m/s. Assuming that the camera does not 
rotate while moving, then the Jacobian matrix J becomes  the 
identity matrix I . Therefore, the covariance matrix of the 
prediction process equals the covariance matrix of noise iε : 

i
T

i JJ Ε=Ε=Λ . 

 

Figure 4.  Initial configuration (right-handed coordinates). The four coplanar 
landmark points P1 = (0.2, 0.4, 1), P2 = (-0.2, 0.4, 1), P3 = (0.2, -0.4, 1), P4 = 
(-0.2, -0.4, 1) and the camera pose C = (0, 0, 0, 0, 0, 0). 

A. Experiment 1 

The Image Generator component generates images in an 
ideal virtual 2D image plane in which the coordinates of every 
point in the image plan are real numbers. The camera 
trajectory, as depicted in Figure 5, includes a line segment and 
a circle in the XZ-plane. The length of the line segment is 0.18 
and the circle radius is 0.16. The camera moves along the line 
segment once and then along the circle 10 times without 
rotation. It moves one step in each time interval. The step size 
is 0.03 on the line segment and 100/2π on the circle. At each 
moving step, the ground truth data of the camera motion are 
generated. The measurement covariance matrix is assumed to 
be a diagonal matrix and all sigma values in the diagonal are 
0.01 in Case a and 0.001 in Case b. 

B. Experiment 2 

This experiment is the same as Experiment 1, but with 
some noise added. Noise is added at 12 points in the ground 
truth data of the camera trajectory. All sigma values in the 
diagonal of the measurement covariance matrix are 0.01 in 
Case a and 0.001 in Case b. 

 

Figure 5.  The geometry of the camera trajectory in all experiments. The 
camera moves along the line segment once and along the circle 10 times. 

 

Figure 6.  Camera trajectory determined in Experiment 1, Case a 
( 01.0=== yxz σσσ ). 

 

Figure 7.   Camera trajectory determined in Experiment 1, Case b 
( 001.0=== yxz σσσ ). 

C. Experiment 3 

In this experiment, the generated image in the virtual 2D 
image plane is digitalized in the form of pixels. The camera 
moves along the same ground truth trajectory as in that of 
Experiment 1. The step sizes are also the same. All sigma 
values in the diagonal of the measurement covariance matrix 
are 0.01 in Case a and 0.001 in Case b. 
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Figure 8.  Camera trajectory determined in Experiment 2, Case a 
( 01.0=== yxz σσσ ). 

 

Figure 9.   Camera trajectory determined in Experiment 2, Case b 
( 001.0=== yxz σσσ ). 

IV. DISCUSSIONS 

The purpose of Experiment 1 is to evaluate the 
measurement model of our system in an ideal environment 
with an ideal image plane and no noise. The output trajectory 
determined in Experiment 1b is much better than that in 
Experiment 1a. In Experiment 1b, the standard deviations of 
the determined trajectory with respect to the ground truth 
trajectory for all three axes are close to zero as shown in Table 
I. Additional experiments of this type have been done with 
various presumed measurement standard deviations and they 
show that the more precise the measurements of landmark 
positions (smaller sigma values) are, the closer to the ground 
truth trajectory the output is. This means that the more precise 
the measurements, the ‘stronger’ the influence of 
measurement model on the system output. 

 

Figure 10.  Camera trajectory determined in Experiment 3, Case a 
( 01.0=== yxz σσσ ). 

 

Figure 11.   Camera trajectory determined in Experiment 3, Case b 
( 001.0=== yxz σσσ ). 

In Experiment 2, noise is added at 12 camera positions in 
the ground truth trajectory. We got the same result as in 
previous experiments: the output determined in Experiment 2b 
gets closer to the ground truth than that in Experiment 2a. 
Figure 9 also shows that the measurement model is so ‘strong’ 
that noise appears in the output trajectory as well. 

If we compare the results of Experiments 1a and 2a, we 
observe that the outputs in both cases drift but the output in 
Experiment 2a drifts more severely than that in Experiment 1a 
even though the measurement standard deviations are the same 
in both cases. This is because the large sigma values ‘weaken’ 
the measurement model. Hence, the effect of the motion model, 
i.e. inertial motion, comes to be noticeable and the weighted 
effects of both models in both experiments make the outputs to 
be drifted. However, noise in Experiment 2a enforces the 
gradual drift, see Figure 8. 
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TABLE I.  COMPARISONS OF STANDARD DEVIATIONS OF OUTPUTS. 

Standard deviations of the output 
trajectories with respect to the 

ground truth trajectory (in meters) 

Case Maximum 
residual 

(in pixels) 

 

Presumed 
measurement 

standard 
deviations   

σσσσz, x ,y          
(in meters) 

σσσσz σσσσ x σσσσ y 

1a 0.0013 0.010 0.0057 0.0026 0.0000 

1b 0.0001 0.001 0.0000 0.0002 0.0000 

2a 0.0959 0.010 0.0288 0.0955 0.0000 

2b 0.0002 0.001 0.0007 0.0050 0.0000 

3a 0.8137 0.010 0.0067 0.0061 0.0017 

3b 0.7999 0.001 0.0475 0.0099 0.0011 

 

 

Figure 12.  Residuals when optimizing system (4) of eight equations for the 
four landmarks in both Experiments 3a and 3b. 

In Experiment 3, the Image Generator component 
digitalizes the synthetic image in the virtual image plane in the 
form of pixels, which makes landmark measurements become 
inaccurate significantly. Table I shows upper bounds on 
residuals obtained when solving System (4) of eight equations 
for the four landmarks using the least squares method. The 
residuals found in this experiment are so large that 
indeterminacies in estimating the pose parameters 

TT ),( Ω cause large deviations of the estimated 3D landmark 
positions. In fact, the maximum residual can be up to 0.5 and 
0.8137 in vertical and horizontal directions of the image 
respectively, see Figure 12. These large residuals cause the 
large actual deviations ⎯ up to 0.010 (i.e., 10 millimeters) in 
the Z-direction ⎯ of landmark position estimations, which are 
much greater than the presumed measurement standard 

deviations of 0.001 (i.e., 1 millimeter) in Experiment 3b. This 
results in the large drift in the determined camera trajectory 
depicted in Figure 11. 

In Experiment 3a, the presumed measurement standard 
deviation is 0.01, which is close to the actual deviations of 
landmark measurements. Moreover, the standard deviations of 
the motion model calculated from (3) are always close to the 
pose prediction errors in all experiment cases. These correct 
values of the parameter sigma make the output trajectory look 
smooth (Figure 10). 

V. CONCLUSIONS 

Our experimental results, although using simulation, 
indicate the important role of measurement standard deviation 
values in determining the output trajectory accurately. They 
should be close to the actual measurement deviations. Values 
that are too large compared to the real deviations (Experiment 
2a) or too small (Experiment 3b) will considerably impact the 
performance of iSAM module. 

Our results also partly answer the question of Fakih that the 
performance of the iSAM module is quite sensitive to the 
measurement covariances whose correct sigma values are not 
easy to estimate in highly non-linear and noisy visual 
measurement cases. 
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Abstract—We examine different confidence measures based on
the accumulated cost function of semi global matching stereo
(SGM) [2]. The aim is to predict erroneous areas of calculated
disparity maps. This evaluation is done using the sparsification
technique, which provides more information than the commonly
used RMS or NCC metrics. An approach for combination of
different confidence features is presented. However, improving
predictive quality by combination of features could not be
achieved.

I. INTRODUCTION

Stereo matching is a very active research area with new
algorithms published frequently. However, performance (or
performance drops respectively) of stereo matching schemes
are still poorly understood in general, i.e. in challenging image
material. The performance of stereo algorithms is generally
ranked by a single number such as the root mean squared
error (RMS) derived from stereo result w.r.t. ground truth.
Images used for performance evaluation are not challenging
recent approaches of stereo matching algorithms due to their
simplicity. Algorithms are often tuned to perform well on the
test images, but may fail in general. For practical applications
it is of very high relevance that stereo matchers produce
reasonable results also with images of rather poor quality, but
even more it is often crucial to know if stereo matching fails
completely in some image areas or is simply not feasible.

In stereo matching of aerial images e.g., to date it is
common practise to rely on a simple correlation based scheme
for stereo matching, as the correlation coefficient in block
matching informs about the quality of a match to some degree.

An example of using a simple confidence measure in stereo
can be found in a 3D reconstruction application [1]. How-
ever, a detailed evaluation of different confidence approaches
know from literature [4] has not yet been carried out to our
knowledge. Even in recent papers it is common practise to use
coefficients of parabola fits for subpixel estimation or the slope
of an Okutomi fit as a confidence measure [5], [6] although
these are unsuitable as we will demonstrate.

In this paper we present sparisification plots generated with
different confidence measures for stereo. Such sparsification
plots were used before to evaluate results of optical flow
algorithms [8].

Section II gives an overview of SGM configurations (i.e.
different cost functions) that were considered for confidence
measure evaluation. We choose the one with best performing

cost function. Section III presents in detail the features used
for evaluation. Most of these are based on the accumulated
SGM cost cube.

Section IV briefly explains the background of sparsification
plots.

Section V mentiones some issues in comparison of stereo
results with laser range measurements.

Sections VI and VII contain results and discussion.
Section VIII concludes.

II. COST FUNCTIONS FOR SGM STEREO

We seek to do our evaluation on the best performing
configuration of SGM, so as to deal with some image areas that
show substantial difficulties for stereo matchers. In particular,
we want to label image areas with having a low confidence
of a correct stereo match, where matching is not possible at
all. We are less interested in particular weaknesses of rather
unsuitable cost functions. SGM itself it a good candidate for
imagery with large homogeneous areas as often encoutered in
recorded scenes. For an illustration how performance largely
depends on the chosen cost funtion pls. refer to Fig. 1 .
We found that census costs perform best on both, synthetic
and recorded images. This confirms the results found in [9].
All our evaluations are therefore based on matching with
census cost function with a window size of 7 × 9. For a
fast implementation of census matching pls. refer to [3].

III. CONFIDENCE FEATURES BASED ON THE
(ACCUMULATED) COST FUNCTION

Our aim is not to improve stereo matching itself. Instead,
we aim to assign each depth value a label for the likelihood of
resulting from a correct match. In some applications, such as
3D reconstruction, subsequent processing steps may use this
information to assign a lower weight to measurements (depth
values here) with a low confidence. An example of such can
be found in [1].

Most features we use here were presented in [4]. However,
this paper lacks a comprehensive evaluation that allows for
a quantitative comparison. We are doing such using the
technique of sparsification plots (detailed in the next section).
So far, these sparsification plots were used only in evaluations
of optical flow methods [8].

In the following, we give a short overview of the confidence
features used in this paper.
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If d is a disparity, we denote c(d) the accumulated costs
associated with disparity d. d0 is the disparity with least costs
and d1 is a local minumum with second least costs. A suitable
parameter σ may have to be chosen for proper scaling.

Then, the following can be defined (to be computed pixel-
wise) as done in [1] and [4]:

• Minimum of accumulated costs: c(d0)

• Local curvature: −2c(d0) + c(d0 − 1) + c(d0 + 1)

• Peak ratio: c(d0)
c(d1)

• Negative entropy metric: −∑d p(d) log p(d) with
p(d) = exp(−c(d0)/σ)∑

d
exp(−c(d)/σ)

• Winner margin: ( c(d1)−c(d0)∑
d
c(d)

)

• Nonlinear margin: exp c(d1)−c(d0)
2σ2

• Maximum likelihood metric:
exp(− (c(d0)−c(d1))2

2σ2 )∑
d
exp(− (c(d)−c(d1))2

2σ2 )

• Shape of cost function:
∑

d �=d0
exp− (c(d)−c(d0))

2

σ2

The rationale for defining these values is as follows:
1) Minimum of accumulated costs: High costs indicate little

similarity between patches in the search range. This can be
associated with a difficult matching situation. However, in
SGM accumulated these cost values are not independent from
neighbouring pixels.

2) Local curvature: This is one of the most commonly used
features in literatur. The definition may vary slightly. It can be
the opening value of a parabola fit or the slope of an Okutomi
fit for subpixel estimation.

3) Peak ratio: The peak ratio measures whether there is
another close candidate for matching. If the costs of both
candidates (which are considered to be a local minimum) are
very similar (i.e. their ratio is close to one), matching may be
ambiguous.

4) Negative entropy metric: Formally, this measure com-
putes the entropy of a cost measure that is transformed into a
probability distribution function.

5) Winner margin: Here, not the cost ratio between the first
and second minimum is used (as was done in the peak ratio
feature), but the difference of these costs. Furthermore, this
number is put into relation with the sum of all costs. This
prefers cost functions with high overall costs, indicating that
there are few disparities with low cost, hence good matches.

6) Nonlinear margin: The difference to the winner margin
is that there is no weighting with the sum of all cost, making
it computationally much cheaper. A nonlinear transformation
is applied for obtaining a suitable range of values, e.g. for
visualization.

7) Maximum likelihood metric: This metric is part of the
negative entropy metric (see above). Instead of computing the
entropy, this metric is parametrized with a value for assumed
noise. The underlying idea ist again to convert the costs into
a pdf.

8) Shape of cost function: Here, the idea is to describe a
measure that is low if the cost function has a single sharply
defined minimum and high if the cost function is flat or has
more than one pronounced minimum.

The following features can be defined without knowledge
of the cost function values. They are based on image intensity,
depth map or both.

• Disparity variance: Variance image of the disparity map
with specified patch window size. The very simple idea
is to assume that errors in stereo mostly occur at depth
discontinuities or noisy patches.

• Foreground fattening: This occurs at depth discontinuities
with contrast change in the image. It is rather difficult to
model. We tried the following: For a pixel at location
(x, y) with associated disparity dr, we consider a patch
around this location of same size as the one for cost
calculation and another patch of same size at location
(x − i, y). Here i is half the horizontal extent of the
cost calculation block size. The associated disparity at
location (x− i, y) be dl. Then our confidence measure is
abs((dl−dr)× (ς(I(x−i,y))− ς(I(x,y)))), where ς(I(x,y))
is the variance (a measure for image contrast) of the
image patch of same size as cost calculation window at
location (x, y). The idea behind this definition is that
foreground fattening occurs at disparity discontinuities
with contrast change at the same location in the image.

• Normalized cross correlation: The same measure that is
used in local stereo matching could be a candidate for
confidence. Intuitively, if correlation is low, the match
should be bad.

As all of these features have certain advantages and dis-
advantages, it is necessary to find a way to combine these
to obtain stronger results. We tried to do so by supervised
learning of a Gaussian mixture model. Classes of confidence
are defined by the deviation of stereo results from ground truth.
For more details pls. refer to [10], where the idea was applied
to classification of optical flow errors.

IV. EVALUATION OF CONFIDENCE FEATURES WITH
SPARSIFICATION PLOTS

The current Middlebury evaluation [7] is ranking algorithms
by accumulating an error metric over three different fixed
subsets of pixels. These subsets are (1) all pixels except border
areas, (2) areas near occlusions and depth disconuities and (3)
areas excluding occlusions and depth disconuities.

A confidence measure for recorded images should indicate
itself which image areas are problematic as ground truth
knowledge about depth disconuities or semi occlusions is not
available in general. Thus, we use subsets of pixels which are
included in the error metric as follows:

Initially, an error metric and a confidence measure is com-
puted for all pixels. Next, a certain fraction of the pixels,
e.g. 1%, are filtered out when accumulating the error metric.
This fraction to be taken out is determined by the confidence
measure, i.e. the 1% of pixels with the lowest confidence score
are filtered.
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This is done until there is no pixel left. The values of the
error metric for each filtering stage constitute a sparsification
plot.

If ground truth is available, it is possible to plot an optimal
line by using the error to ground truth instead of the confi-
dence measure for filtering. Then, a convincing quantitative
comparison of performance for different confidence measures
can be produced.
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Fig. 3. Sparsification plot with 12 Features on Synthic Sequence

V. EVALUATION USING LRF DATA

One option to generate ground truth for recorded sequences
is using depth measurements with a statistically independent
sensor such as a laser range finder (LRF). Fig. 4 illustrates
the idea of comparing stereo results with laser measurements.
We used a Veldoyne laserscanner with 64 scanning lines. The
spatial density of measurements is not as high as in stereo
results. Hence, only points with LRF measurement can be
used for comparison. Major drawbacks of laser measurements
are the ”rolling shutter” problem, ambiguous measurements on
translucent surfaces such as glass and poor accuracy at depth
discontinuities due to viewing occlusions and difficulties in
precise calibration of the extrinsics.

VI. RESULTS

The sparsification plot in Fig. 3 illustrates the performance
in detecting stereo errors. For the synthetic sequence the plot is
averaged over 199 frames. The LRF data consists of 65 frames
that were manually selected if the laser measurement was
visually in good accordance with the corresponding image,
i.e. laser measurements of very poor quality are not part of
the evaluation.

The features detailed in Section III and the fast right-left
check (RL check) perform about equally well in detecting
stereo errors. There is no contribution from the following
features: parabola fit, winner margin, nonlinear margin, nor-
malized cross correlation and foreground fattening.

Fig. 4. Stereo result, LRF measurement and difference between both. The
green box in the recorded image defines the region of interest for comparion.
The laser points projected into the image space (middle figure) indicate
far (green) and near (red) objects. The difference between stereo and laser
measurement (lower figure) is color coded as follows: blue and cyan - less
than 1 dispariy difference, green - disparity diffenrence between 1 and 2,
yellow - disparity difference between 2 and 5, red - diparity difference more
than 5

The comparison of feature performance shown in Fig. 5
suggests that none of the features that work well on the
synthetic scene have any contribution in the recorded scene
when compared to LRF data.

Classification based on Gaussian mixture models trained
on the favourable features seems to work well for small
errors (below 0.5 px) and large errors (above 5 px). However
it does not outperform all single features. The advantag of
classification so far lies mostly in the quantification of stereo
errors.

c=0 c=1 c=2 c=3 c=4
k=0 19560298 64397 18663 16497 87124
k=1 843612 128005 36957 31428 106371
k=2 923537 85864 76631 61198 139531
k=3 863632 34761 28635 112344 222802
k=4 75439 16135 13245 30326 944184
c=k 87.8% 38.9% 44.0% 44.6% 62.9 %

TABLE I
CONFUSION MATRIX OF CLASSIFICATION RESULT FOR ALL PIXELS OF ONE

IMAGE FROM THE CITY01 SEQUENCE (AVERAGE OF 200 FRAMES): K IS
THE CLASSIFICATION RESULT, C THE CORRECT CLASS

VII. DISCUSSION

The features listed in Section III have the same performance
as a right-left consistency check. However, some of these are
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Fig. 5. Sparsification plot with 5 Features on recorded sequence. Comparison
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Fig. 6. Color coded error image and classification results using six features
and a GMM with two splits, trained in three iterations. Color coding for error
classes is as follows: blue - less than 0.5 px error; cyan - 0.5 px to 1 px error;
yellow - 1 px to 2 px error; green - 2 px to 5 px error; red - more than 5 px
error

computationally much cheaper. The peak ratio for instance
only needs to find the second smallest local minimum of
the accumulated costs. The bad performance of the parabola
fit feature can be explained as follows: A cluttered cost
function has a sharp local peak (high curvature) at its minimum
location, but there is likely not a single one. In contrary, an
unambigous global minimum does not necessarily have high
curvature. The normalized cross correlation between image
patches as a confidence measure are problematic for a number
of reasons: Patches of homogeneous image regions may have
high correlation in synthetic images, but low correlation in
recorded images due to sensor noise. Results are therefore
arbitrary. The foreground fattening feature is not successful as
it fails to properly locate the erroneous pixel.

The LRF comparision suggests that the chosen features may
not work at all on recorded sequences. However, a visual
comparison of stereo errors with the feature images cannot
confirm this assumption. In consequence, sparsification plots
are not suitable for comparison of LRF measurement with
stereo results. This is due to the poor quality of laser data as
explained in Section V.

The unsatisfactory result of classification is likely due
to poor fitness of data to the Gaussian mixture model. In
particular, we observed large intraclass variances that result
in more or less arbitrary decisions for a specific class. It may
be worthwhile to examine the results of different classification
methods such as support vector machines or attempt the
definition of more discriminative features.

VIII. CONCLUSION

We presented the usage of a method that allows to quan-
titatively compare confidence features defined on SGM accu-
mulated plots. However, such evaluation can be done only on
sythetic data. The characteristic of errors there is substantially
different from those ones in recorded data. In particular, errors
occuring can be all attributed to the well known class of
foreground fattening [11]. However, foreground fattening is
not introduced by SGM accumulation. As SGM depth maps
from recorded data not only contain foreground fattening
problems, a comprehensive evaluation need more sophisticated
synthetic data sets.
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Abstract—With the rapid advances in mobile technology many
mobile devices are capable of capturing high quality images
and video with their embedded camera. This paper investigates
techniques for real-time processing of the resulting images,
particularly on-device utilizing a graphical processing unit. Issues
and limitations of image processing on mobile devices are
discussed, and the performance of graphical processing units on
a range of devices measured through a programmable shader
implementation of Canny edge detection.

I. INTRODUCTION

Mobile phone technology is virtually ubiquitous and rapidly
evolving, giving rise to new and exciting application do-
mains through the convergence of communication, camera and
computing technologies. Many of these applications, such as
those for mobile augmented reality, utilize the device camera
for image recognition or visual tag identification [1], [2],
[3], [4]. Mobile devices have quite distinct capabilities and
limitations from desktop computers, so many of the usual
approaches for application development must be reworked to
be made suitable for deployment to actual mobile devices.
For instance, the procedure for capturing images varies from
device to device, and the quality, contrast, resolution and rates
of image capture can be substantially different. The central
processing unit capabilities of many devices is a significant
inhibiting factor for realizing some applications, as can be the
network communication bandwidth, latency, and cost, as well
as demands on the finite battery charge.

However, mobile computational capabilities and memory
specifications are rapidly evolving making more processor-
intensive applications possible that were considered infeasible
even two years ago. For instance, the Nokia N series of
multimedia devices commenced with the release of the Nokia
N70 in 2005, which included a 2 megapixel rear camera (and
0.3 megapixel front camera), 32 MB memory, and a 220 MHz
ARM-926 CPU. In 2007 the Nokia N95 was released with a
5 megapixel rear camera, 160 MB memory, and a 330 MHz
ARM-11 CPU. More recently, the Nokia N8 was released in
2010 with a 12 megapixel rear camera, 256 MB memory, and
both a 680 MHz ARM-11 CPU and a BCM2727 GPU capable
of 32 MPoly/s. It is now common for newer smart phones to
include a 1 GHz CPU and a GPU such as a PowerVR SGX
(Imagination Technologies), Adreno (Qualcomm, formerly of
AMD), Mali (ARM), or Tegra 2 (NVIDIA).

II. IMAGE CAPTURE AND ANALYSIS ON MOBILE DEVICES

Images can be obtained by an application from a mobile
camera by taking a photograph snapshot. However, this can
be a notoriously slow process, requiring between 520 ms and
8 s for some N-series devices [5]. Instead, it is far preferable to
obtain preview frames from the video. On Java ME supported
mobiles the commonly available Multimedia API provides
access to video data. However, device implementations of this
API usually require that the video capture be stopped to obtain
and then separately decode the video segment (typically in
3GPP format) in order to obtain any frames. Some platforms,
such as Android, allow both RGB and greyscale preview
frames to be captured (with typical rates for a 640×480 image
of 26 frames per second on a Google Nexus One and 30 frames
per second on an HTC Desire HD), whereas others, such as
iOS, only return RGB frames by default (with typical rates of
29 frames per second on an Apple iPhone 4) which can then
be converted by software to greyscale if necessary for further
analysis.

Once captured there are two (non-exclusive) choices for
processing an image:

• off-device utilizing the network capabilities of the mobile,
either a localized network technology such as Bluetooth
or Wi-Fi, or a cellular network to off-load the image
processing to a more powerful machine,

• on-device utilizing the computing capabilities of the mo-
bile to itself perform the processing via the CPU or GPU.

For instance, the Shoot & Copy application [6] utilizes Blue-
tooth to pass a captured image to a Bluetooth server for
identification and contextual information about the image. The
Touch Projector application [7] passes video and touch events
via Wi-Fi to a computer connected to a projector. However,
off-device processing has some significant disadvantages. Al-
though many devices support Bluetooth 2.0 with enhanced
data rates providing a theoretical data transfer rate of 2.1
Mbps, the authors found that in practice on most devices the
rate was closer to 430 kbps upload and 950 kbps download,
which can result in a significant communication latency when
transmitting image frames. Wi-Fi improves the bandwidth
and reduces latency but it has somewhat less support on
older mobile devices and can be quite demanding on the
battery. Whereas both Bluetooth and Wi-Fi are only suitable
for localized processing solutions, utilizing a cellular network
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with a persistent but mostly idle TCP connection to a process-
ing server can provide a more suitable off-device solution.
However, this too can result in significant network-specific
bandwidth limitations (a 3G network has typical speeds of
150 kbps upload and 2 Mbps download), latencies, and usage
charges. The eventual availability of LTE promises to reduce
this issue with 50 Mbps upload, 100 Mbps download, and
round trip latencies reduced to around 10 ms.

With the evolving specifications of mobile devices there
is a growing list of literature and applications that choose
to perform image processing on-device. On-device processing
was used by [8] for edge-based tracking of the camera pose
by a tablet PC in an outdoor environment. PhoneGuide [9]
performed object recognition computations on a mobile phone.
SURF [10] was implemented on a Nokia N95 to match camera
images against a database of location-tagged images [11]
providing image matches in 2.8 seconds. Variants of SIFT and
Ferns algorithms were used in [12], and [13] tested them on
an Asus P552W with a 624 MHz Marvell PXA 930 CPU
with the algorithms processing a 240 × 320 frame in 40
ms. Studierstube ES [14] is a marker tracking API that is
a successor to ARToolKitPlus and available for Windows CE,
Symbian, and iOS, but it is closed source. Junaio 3.0 [15] is a
free augmented reality browser for iOS and Android platforms
that utilizes image tracking to display objects from a location-
based channel (showing points of interest in surroundings) or
a Junaio GLUE channel (attaching virtual 3D models to up to
seven visible markers). Most other mobile applications, such as
Google Goggles [16] for Android and iOS have entirely web-
based pattern matching so no image analysis is performed on
the device. From version 2.2 the popular OpenCV API [17]
has been available for Android and Maemo/Meego platforms,
and it also can be built for iOS. NVidia has contributed
(non-mobile) GPU implementations of some computer vision
algorithms, and has contributed optimizations for the Android
CPU implementation.

It is now commonplace for applications to utilize GPU for
processing beyond only graphics rendering, particularly for
tasks that are highly parallel and have high arithmetic intensity,
for which GPU are well suited. As most computer vision
algorithms take an array of pixel data as input and output
a variable-length representation of the image (the reverse of
graphics rendering for which GPU were originally designed)
their implementation on GPU has been somewhat slower than
by some other fields. Some examples of computer vision
algorithms implemented on GPU can be found in [18], [19],
and [20]. However, mobile devices containing programmable
GPU only became widely available in 2009 with the use of the
PowerVR SGX535 processor, so to date there has been very
little literature available on mobile-specific GPU implemented
algorithms. Several recent articles and potential power savings
by utilizing GPU rather than CPU on mobiles are discussed in
[21]. In particular, [22] implements a Harris corner detection
on a OMAP ZOOM Mobile Development Kit equipped with a
PowerVR SGX 530 GPU using four render passes (greyscale
conversion, gradient calculations, Gaussian filtering and corner

strength calculation, and local maxima), reporting 6.5fps for
a 640× 480 video image.

III. OPENGL ES
With the notable exception of Windows Phone devices the

vast majority of modern mobile devices support OpenGL ES, a
version of the OpenGL API that is intended for embedded sys-
tems. From version 2.0 OpenGL ES supports programmable
shaders, so parts of an application can be written in GLSL and
executed directly in the GPU pipeline.

As with all shaders branching is discouraged as it carries a
performance penalty, particularly when it involves dynamic
flow control on a condition computed within each shader,
although the shader compiler may be able to compile out
static flow control and unroll loops computed on compile-time
constant conditions or uniform variables. The reason for this
is that GPU don’t have the branch-prediction circuitry that is
common in CPU, and many GPU execute shader instances in
parallel in lock-step, so one instance caught inside a condition
with a substantial amount of computation can delay all the
other instances from progressing. The same holds for depen-
dent texture reads, where the shader itself computes texture
coordinates rather than directly using unmodified texture co-
ordinates passed into the shader. The graphics hardware cannot
then prefetch texel data before the shader executes to reduce
memory access latency. Unfortunately, many computer vision
algorithms require dependent texture reads when implemented
on a GPU. Another issue that must be considered is the latency
in creating and transferring textures. Ideally, all texture data for
a GPU should be loaded during initialization and preferably
not changed while the shaders execute, to reduce the dataflow
between memory and the GPU. However, for real-time image
analysis to be feasible on a GPU image data captured from the
camera should preferably be loaded into a preallocated texture
at 30 fps, quite contrary to GPU recommended practices.
This can be partially compensated for by reducing the image
resolution or changing its format from RGB vector float values
to integer or compressed.

OpenGL ES 2.0 allows byte, unsigned byte, short, unsigned
short, float, and fixed data types for vertex shader attributes,
but vertex shaders always expect attributes to be float so all
other types are converted, resulting in a compromise between
bandwidth/storage and conversion costs. It requires that a GPU
must allow at least two texture units to be available to fragment
shaders, which is not an issue for many image processing
algorithms, although most GPU support eight texture units.
Textures might not be available to vertex shaders and there
are often tight limits on the number of vertex attributes and
varying variables that can be used (16 and 8 respectively in
the case of the PowerVR SGX series of GPU).

Unlike the full version OpenGL ES uses precision hints for
all shader values:

• lowp for 10 bit values between −2 and 1.999 with
a precision of 1/256 (which for graphics rendering is
mainly used for colours and reading from low precision
textures such as normals from a normal map),
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• mediump for 16 bit values between -65520 and 65520
consisting of a sign bit, 5 exponent bits, and 10 mantissa
bits (which can be useful for reducing storage require-
ments),

• highp for 32 bit (mostly adhering to the IEEE754 stan-
dard).

Furthermore, the GPU on a mobile device is most likely
to be a scalar rather than vector processor. This means that
there is typically no advantage vectorizing highp operations, as
each highp component will be computed sequentially, although
lowp and mediump values can be processed in parallel. It is
also common for GPU on mobiles to use tile-based deferred
rendering, where the framebuffer is divided into tiles and
commands get buffered and processed together as a single
operation for each tile. This helps the GPU to more effectively
cache framebuffer values and allows it to discard some frag-
ments before they get processed by a fragment shader (for this
to work correctly fragment shaders should themselves avoid
discarding fragments).

There are performance benchmarks for the GPU commonly
found in mobile devices [23]. However, the benchmarks typ-
ically only compare the performance for graphics rendering
throughput, not for other tasks such as image processing, so
do not significantly test the implications of effects such as
frequent texture reloading and dependent texture reads.

IV. CANNY SHADER IMPLEMENTATION

Canny edge detection [24] is one of the most commonly
used image processing algorithms, and it illustrates many of
the issues associated with implementing image processing
algorithms on GPU. It has a texture transfer for each frame
captured, a large amount of conditionally executed code, and
dependent texture reads. As such it might not be considered
an ideal candidate for implementation on a GPU.

The Canny edge detection algorithm is based on the gradient
vector and can give excellent edge detection results in practice.
Starting with a single channel (greyscale) image it proceeds
in four steps to produce an image whose pixels with non-zero
intensity represent the edges in the original image:

• First the image is smoothed using a Gaussian filter to
reduce some of the noise.

• At each pixel in the smoothed image the gradient vector
is calculated using the two Sobel operators. The length
|∇f | of the gradient vector is calculated or approximated,
and its direction is classified into one of the four direc-
tions horizontal, vertical, forward diagonal, or backward
diagonal (depending to which direction ∇f is closest).

• At each pixel non-maximum suppression is applied to the
value of |∇f | by comparing the value of |∇f | at the pixel
with its value at each of the two opposite neighbouring
pixels in either direction. If its value is smaller than
the value at either of those two pixels then the pixel is
discarded as not a potential edge pixel (value is set to 0 as
the neighbouring pixel has a greater change in intensity
so it better represents the edge). This results in thin lines
for the edges.

• At each remaining pixel a double threshold (or hysteresis
threshold) is applied using both an upper and a lower
threshold, with a ratio upper:lower typically between 2:1
and 3:1. If the pixel has a value of |∇f | above the upper
threshold then it is accepted as an edge pixel (and referred
to as a strong pixel), whereas any pixel for which |∇f | is
below the lower threshold is rejected. For any pixel whose
value of |∇f | is between the upper and lower thresholds,
it is accepted as an edge pixel if and only if one of its
eight neighbours is above the threshold (it has a strong
pixel neighbour, in which case the pixel is referred to as
a weak pixel).

Canny edge detection was implemented in [25] using CUDA
on a Tesla C1060 GPU with 240 1.3 GHz cores. The GPU
implementation achieved a speedup factor of 50 times over a
conventional implementation on a 2 GHz Intel Xeon E5520
CPU, although both these GPU and CPU were far more pow-
erful than the processors currently found in mobile devices.

In this work the authors have created a purely GPU-
based implementation of the Canny edge detection algorithm
and tested its performance across a range of popular mobile
devices that support OpenGL ES 2.0 using the camera on
each device. The purpose is to determine whether it is yet
advantageous to utilize the GPU in these devices for image
analysis instead of the usual approach of having the processing
performed entirely by the CPU. To achieve this the algorithm
was implemented in GLSL via a total of five render passes
using four distinct fragment shaders all having mediump
precision:

• Gaussian smoothing using either a 3 × 3 or a 5 × 5
convolution kernel. Since a Gaussian kernel is separable
it can be applied as two one-dimensional convolutions
so the Gaussian smoothing is performed in two passes,
trading the overhead of a second render pass against the
lower number of texture reads. Even for a 3 × 3 kernel
using two render passes rather than one was found to
benefit performance on actual devices.

• The gradient vector is calculated and its direction is
classified. First the nine smoothed pixel intensities are
obtained in the neighbourhood of a pixel, and used by
the Sobel X and Y operators to obtain the gradient
vector. Then IF statements are avoided by multiplying
the gradient vector by a 2×2 1

16 -turn rotation matrix and
then its angle relative to horizontal is doubled so that it
falls into one of four quadrants. A combination of step
and sign functions is then used to classify the resulting
vector as one of the eight primary directions (Δx,Δy)
with Δx and Δy each being either −1, 0, or 1. These
eight directions correspond to the four directions in the
usual Canny edge detection algorithm along with their
opposite directions. The shader then outputs the length
of the gradient vector and the vector (Δx,Δy). This
approach to classifying the direction was found to take
as little as half the time of several alternative approaches
that utilized conditional statements.
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• Non-maximal suppression and the double threshold are
applied together. Non-maximal suppression is achieved
by obtaining the length of the gradient vector from the
previous pass for the pixel with the length of the gradient
vector for the two neighbouring pixels in directions
(Δx,Δy) and (−Δx,−Δy). The length at the pixel is
simply multiplied by a step function that returns either
0.0 or 1.0 depending whether its length is greater than
the maximum of the two neighbouring lengths. For the
double threshold a smoothstep is used with the two
thresholds to output an edge strength measurement for
the pixel between 0.0 (reject) and 1.0 (accept as a strong
pixel).

• The final shader handles the weak pixels differently from
Canny’s original algorithm. Rather than simply accepting
a pixel as a weak pixel if one of its neighbouring eight
pixels is a strong pixel, since the previous render pass has
provided an edge strength measurement for each pixel
more information is available. This shader obtains the
nine edge strength measurements in the neighbourhood
of a pixel, and takes a linear combination of the edge
strength measurement at the pixel with a step function
that accepts a weak pixel if the sum of the nine edge
strength measurements is at least 2.0. This avoids the
usual IF statement with eight OR conditions, greatly
increasing performance of this render pass and giving a
small improvement in the weak pixel criterion.

In effect, the entire Canny edge detection algorithm is imple-
mented without any conditional statements whatsoever, ideal
for a GPU shader-based implementation on OpenGL ES. The
shader code is available from the authors upon request.

V. PERFORMANCE RESULTS

The GPU version of the Canny edge detection described
in Section IV was implemented on the following devices,
chosen as they were all released within the same year and
now commonplace:

• Google Nexus One, released January 2010, operating
system Android 2.3, CPU 1 GHz Qualcomm QSD8250
Snapdragon, GPU Adreno 200, memory 512 MB RAM,
camera 5 megapixel, video 720×480 at minimum 20 fps.

• Apple iPhone 4, released June 2010, operating system
iOS 4.3.5, CPU Apple A4 ARM Cortex A8, GPU
PowerVR SGX 535, memory 512 MB RAM, camera 5
megapixel, video 720p (1280× 720) at 30 fps.

• Samsung Galaxy S, released June 2010, operating sys-
tem Android 2.3, CPU 1 GHz Samsung Hummingbird
S5PC110 ARM Cortex A8, GPU PowerVR SGX 540
with 128 MB GPU cache, memory 512 MB RAM,
camera 5 megapixel, video 720p at 30 fps.

• Nokia N8, released September 2010, operating system
Symbianˆ3, CPU 680 MHz Samsung K5W4G2GACA-
AL54 ARM 11, GPU Broadcom BCM2727, memory 256
MB RAM, camera 12 megapixel, video 720p at 25 fps.

• HTC Desire HD, released October 2010, operating sys-
tem Android 2.3, CPU 1 GHz Qualcomm MSM8255

TABLE I
RENDER PASS AND IMAGE RELOADING TEXTURE TIMES (MS)

Operation Nexus One iPhone 4 Desire HD
Greyscale n/a 8.9± 3.0 n/a
Gaussian X 29.9± 4.9 12.2± 0.8 11.1± 3.3

Gaussian Y 29.0± 4.5 12.0± 0.1 11.2± 3.7

Gradient 138.2± 3.9 60.2± 0.4 22.5± 1.4

Non-max Sup 50.1± 6.0 25.1± 2.7 11.2± 1.8

Weak Pixels 78.8± 2.5 28.9± 4.4 19.7± 1.0

Reload texture 86.6± 12.8 36.8± 4.3 5.2± 4.8

Snapdragon, GPU Adreno 205, memory 768 MB RAM,
camera 8 megapixel, video 720p at 30 fps.

• Google Nexus S, released December 2010, operating
system Android 2.3, CPU 1 GHz Samsung Hummingbird
S5PC110 ARM Cortex A8, GPU PowerVR SGX 540,
memory 512 MB RAM, camera 5 megapixel, video
800× 480 at 30 fps (not 720p).

The Android devices directly supported obtaining the video
preview in YUV format, and the Y component could be used
as input as a greyscale image without the requirement for
any preliminary processing. However, the iOS and Symbianˆ3
devices only supported obtaining the preview in RGB, so
they required an additional preliminary render pass to convert
the RGB image to greyscale. An additional point worth
mentioning for the iPhone is that any pending OpenGL ES
commands must be flushed before the application is put into
the background, otherwise the application gets terminated by
the operating system.

Table I lists the times in milliseconds for each of the render
passes for some of the devices. To obtain these times the
OpenGL ES glFinish command was used to flush any queued
rendering commands and wait until they have finished. Note
this removes the ability of the GPU to commence further com-
mands, so although useful for comparing the times required
for each render pass, their sum only gives an upper bound on
the total algorithm time. The two Gaussian smoothing render
passes were timed using a 3 × 3 convolution kernel. Using
instead a Gaussian 5 × 5 kernel was found to add between
an extra 3 ms (for iPhone 4 and Desire HD) and an extra 10
ms (Nexus One) to each of the two Gaussian render passes,
but did not have any visibly noticeable effect on the edge
detection results. The calculation of the gradient vector is the
most burdensome render pass, explained by the nine texture
reads it performs and relatively complex computation used
to classify its direction. This number of texture reads is also
performed in the weak pixels render pass, whereas the other
two render passes only require three texture reads. The table
also gives the time required to copy captured image data to the
texture, which is an important quantity for real-time processing
of images captured from the device camera, and dictated by
the GPU memory bandwidth. A 640×480 (VGA, non-power-
of-two) image was used, a common resolution available for
video preview on all the devices, although most supported
greater resolutions as well. No texture compression was used
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TABLE II
FRAME RATES FOR IMAGE CAPTURE AND EDGE DETECTION (FPS)

Device CPU+Android Cam CPU+Native Cam GPU Shaders
Nexus One 7.5± 1.8 9.7± 0.7 3.9± 0.2

iPhone 4 n/a 7.4± 0.4 7.6± 0.0

Galaxy S 9.1± 0.5 14.8± 0.1 11.3± 0.2

Nokia N8 n/a n/a 14.5± 0.1

Desire HD 7.1± 1.3 10.7± 0.8 15.4± 0.2

Nexus S 8.2± 0.9 15.5± 0.8 8.9± 0.4

which would introduce conversion latency but assist texture
data to better fit on the memory bus and in a texture cache.

The results in Table II show the actual overall frame
rates that were achieved in practice on each device. As the
OpenGL ES glTexImage2D command used to update a texture
with new image data blocks until all the texture data has
been transferred, for efficiency the (non-blocking) render pass
commands were performed before glTexImage2D was called
to set the texture with a image capture for the next set of render
passes — this was found to help increase frame rates. To
provide some comparison with the CPU performance on each
device, an OpenCV version of Canny edge detection was also
timed (unlike the iOS build of OpenCV, the Android version
currently has an optimized platform-specific build available).
No specific Symbianˆ3 release of OpenCV was available
during testing. As the OpenCV edge detection relies on the
performance of the CPU, wherever practical any applications
running in the background on the device were stopped. On
the Android devices it was found that the burden on the
CPU associated with obtaining an image capture could be
significantly reduced by using a native camera capture API
rather than the default Android API, hence the two sets of
CPU results reported.

VI. DISCUSSION AND CONCLUSIONS

Perhaps the most interesting conclusion that can be drawn
from the results in Section V is the great variation in the
ability of different GPU in the mobile market for performing
image processing. The Nexus One with an Adreno 200 GPU
displayed quite poor performance, due to the time to transfer
texture data and its slower execution of shader code. However,
the Desire HD with the newer Adreno 205 GPU provided
surprisingly good results, receiving at least a 50% performance
benefit by offloading edge detection to the GPU rather than
CPU. Both these devices use Snapdragon CPU which were
seen to execute OpenCV code slower than their competing
Hummingbird CPU, found on the Galaxy S and Nexus S. For
these two devices the benefit of running the edge detection
on the GPU is less definitive, although doing so would free
up the CPU for other processor-intensive tasks that might be
required by an application. The GPU results for the N8 with its
Broadcom GPU were encouraging as its processor hardware
is common across Symbianˆ3 devices of the era, whereas the
GPU results for the iPhone 4 are not surprising, it uses an older
PowerVR SGX535 rather than the newer PowerVR SGX540

found in the Galaxy S and Nexus S. It should be reiterated
that the iPhone CPU results were taken using an OpenCV
build that was not optimized for that platform.

It is worthwhile to compare the frame rates with some
of the OpenGL ES rendering benchmarks that are available.
For instance, [23] reports comparative benchmark results for
Nexus One (819), iPhone 4 (1361), Galaxy S (2561), Desire
HD (2377), and Nexus S (2880). These results do depart
somewhat from the GPU fps results in Section V, indicating
differences between benchmarking GPU for typical graphics
rendering versus performing an image processing algorithm
such as Canny edge detection.

The general pattern in the GPU ability for image processing
appears to have reached a tipping point during the 2010 release
period of the investigated devices, with some devices clearly
being able to benefit from offloading processing to the GPU.
As GPU continue to rapidly evolve, with the release of Adreno
220 and PowerVR SGX543, along with new GPU such as
the Mali and the Tegra 2 for mobile devices available on
devices in 2011, this benefit is only continuing to increase.
For instance, modest performance improvements are observed
in the Sony Ericsson Xperia Arc, released in April 2011 with
same CPU and GPU as the Desire HD, with the CPU+Android
Camera tests achieving 10.0±1fps and GPU shaders achieving
17.5±0.1fps. More impressive are the results for the Samsung
Galaxy S2, first released in May 2011 with a 1.5 GHz
Snapdragon S3 CPU and Mali-400 GPU. Its CPU+Android
Camera tests achieved 14.2± 0.7fps, which were dwarfed by
the GPU shader results of 33.8± 3.6fps.
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Abstract—We propose a dense stereo matching algorithm for
obstacle detection by using the ground plane assumption in
which the scene includes objects standing on the ground plane.
The algorithm produces a dense disparity map and its zero-
valued pixels indicate the ground plane of the input image. The
algorithm refines disparity map by filtering out the patterns
of disparity values, which violate the ground plane assumption.
Our algorithm can produce accurate disparity map for a given
scene than the normal stereo algorithms with limited disparity
budget and the disparity map is directly applicable to the obstacle
detection task.

I. INTRODUCTION

Stereo vision has become one of the most promising and
potential sensors for developing intelligent vehicles due to the
low cost and rich information that cameras provide. The scene
needs to be analyzed properly and precisely to notify any event
or to augment additional information on the driver’s view for
safe driving. In our case, we focus on the detection of obstacles
like pedestrians or other vehicles in front of the vehicle.

In our paper, we assume that the vehicle is running on a
normal road (a flat ground plane) and a stereo camera system
is mounted on the vehicle. We also assume that the relative
pose of the camera system with respect to the ground plane is
given by the initial calibration procedure. Now, the obstacle
detection tasks can be regarded as non-ground region search
in the scene. With this problem statement, we define the
ground plane by the homography from pixels on the projected
ground plane in right image to the left image. In this concept,

Fig. 1. An overlayed left image and a ground plane homography applied
right image.

Fig. 2. Depth perception with limited disparity budget: (first row) con-
ventional stereo matching algorithm, and (second row) ground plane stereo
matching algorithm.

the hogmography applied pixels of the ground plane is well
matched to the pixels on the other image. However, the pixels
of an upstanding object have displacements which can be
considered as disparity as shown in Fig. 1.

The typical stereo matching algorithms assume that the
zero-disparity plane is parallel to one of the image planes.
However, this assumption may not be effective under the
observation that the vehicles and other objects necessarily
stand or move around on a certain ground plane. The ground
plane can be a good alternative as the zero-disparity plane for
several reasons. First, the fixed disparity budget can be used
more effectively because the dispairty values of the ground
plane are the smallest possible values that each pixel can
have. So, the longer distance can be represented with the fixed
disparity budgets as shown in Fig. 2. Next, many applications
compute the height image to detect objects by accumulating
the projected 3D points on the ground plane. However, the
ground plane based disparity can be utilized directly to the
object detection tasks. Lastly, the bad pixels can easily be
removed by evaluating whether the pixel is a part of the
ground-standing object or not.

In this paper, we propose a dense stereo matching algo-
rithm based on the ground plane homography. The algorithm
produces disparity maps which have zero-disparity values for
the ground plane. The proposed algorithm also effectively
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filters out the matching failures using the ground plane scene
assumption.

This paper is organized as follows. In Section II, we
introduce the related researches about the stereo algorithms
that the homography is applied. In Section III, we describe the
ground plane based stereo matching algorithm. In Section IV,
we show some experimental results, and in Section V, we
conclude this paper.

II. RELATED WORKS

The literature concerning about object detection and un-
manned automatic vehicle researches the utilization of ground
plane homography.

Arróspide et al. made use of ground plane homography
of single-view consecutive images to detect moving objects
on the road [1]. They obtained the homography by feature
matching with prior knowledge. Se and Brady extracted edges
from stereo images and matched them to detect objects on
the ground [2]. They employed the Kalman filter to trace
the edges, and estimated the ground plane using RANSAC.
Similarly, Xie extracted objects by classifying the overlapped
contours obtained by applying ground plane homography to
one of stereo images [3]. We try to find ground plane based
dense disparity map instead of feature correspondences. Our
algorithm employs the Semi-Global Matching algorithm [4] to
aggregate matching costs and finds globally optimal disparity
values along the multiple directions. The dense disparity
map is useful because some patterns (such as the increasing
disparity from the ground plane) can be applicable to detect
objects.

Williamson and Thorpe addressed the use of multiple ho-
mography matrices to calibrate multiple camera to obtain more
robust matching costs from the warped template according to
the homography [5]. They introduced the use of homography
of both parallel and perpendicular to the camera axis, and
combined one. Similarly, Williamson and Thorpe compared
the matching costs of horizontal and vertical stereo matching
costs and extracted objects [6]. They made groups of pixels
that have the similar depth values and location, and filtered
out a small sized groups. They used the multicamera system
with multiple homography to enhance the quality of the re-
sults, however, our algorithm performs the aggregation process
with the costs from ground plane homography. Besides, our
algorithm discards bad pixels by validating whether the pixel
is a part of standing objects or not. After that, we detect each
connected component on the disparity map as objects.

III. GROUND PLANE STEREO MATCHING

Fig. 3 shows the relationship between the stereo camera
system installed on a vehicle and the ground plane ΠG. ΠL

and ΠR represent the projected plane of ΠG on each image
plane, respectively. Then the relation between ΠL and ΠR,
with respect to the ΠG can be denoted by a single homography,
HRGL and expressed as,

HRGL = HGL ×HRG, (1)

Fig. 3. Ground plane homography.

where HRG and HGL are the homographies from ΠR to ΠG,
and from ΠG to ΠL, respectively. Fig. 1 shows an overlapped
example of a left image and its corresponding HRGL applied
right image.

In this ground plane stereo geometry, the matching cost of
a pixel p with disparity value d is represented as follows,

C(p, d) = |IL(p)− IR(HRGL(p) + d)|, (2)

where IL and IR are the intensity values of the given pixel.
The value d in equation 2 represents the ground plane dis-
parity. By adding HRGL(p) to d, the ground plane based
disparity values can be converted to the typical disparity
values. IR(HRGL(p)+d) is obtained by interpolation because
HRGL(p) often indicates the sub-pixel position. The better
(more discriminative) matching costs can be obtained from
the homography based intepolation for the ground plane, a
horizontal surface [5], [6].

The matching costs are computed for all disparity ranges
and aggregated by the equation from the Semi-Global Match-
ing algorithm (in short, SGM) [4]. SGM aggregates matching
cost along various directions instead of 2D global optimiza-
tions, using the following equation [7], [8],

Lr(p, d) = C(p, d)

+ min
(
Lr(p−1, d), Lr(p−1, d± 1) + P1,

min
i

Lr(p−1, i) + P2

)
,

(3)

where Lr(p, d) is an aggregated matching cost of pixel p
and disparity d. p−1 represents the precedence pixel along
the direction of aggregation. P1 and P2 are the penalty for
the small (±1) and large (1 <) disparity changes. The P2

is determined adaptively according to the difference of pixel
values from P1 to P2.

The optimal disparity is then determined as the disparity
value that has the smallest sum of aggregated costs for all
directions. After the initial disparity map is computed, the
median filter is applied to remove the flicking noise. Next,
we filter out the patterns of disparity values that do not fit the
ground plane assumption. In outdoor environments, artifacts
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can be produced for various reasons such as the different
exposure, motion blur (especially the closer part of the scene),
the occlusion, asynchronous acquisition and so on.

The filtering rules are simple: 1) the pixels which have the
disparity values less than εg , the small value, are considered as
ground pixels, and 2) if the difference of the disparity values
between two adjacent pixels are less than εc, another small
value, those two pixels are considered to be connected each
other. Lastly, 3) any pixels which do not have the connected
path to any ground pixels using the rule 1) and 2) are filtered
out. The rules can be represented by the recursive definition of
δ(p) function which has a value of 1 for accepted pixels and
0 for rejected pixels. The δ(p) can be represented as follows,

δ(p) =

⎧⎨⎩
if D(p) < εg, 1,
if D(p) ≥ εg and Np = φ, 0,
otherwise maxi{δ(qi ∈ Np)},

(4)
where D(p) is the ground plane based disparity of pixel p and
Np is a set of non-visited neighbor pixels within radius r and
which have the acceptable difference of disparity value εc with
the disparity value of pixel p.

We show the refinement result using the filtering rules in
Fig. 4. The equation (4) is represented in a recursive form,
but we implemented it using multiple scans and merge for
the computational efficiency. The obtained disparity map can
be transformed to the traditional disparity map by inversely
applying the homography relation in equation (2). Otherwise,

(a) (b)

(c) (d)

Fig. 4. Disparity map refinement: bad pixels that violate the ground plane
constraint are removed. (a) Left image. (b) Initial disparity map. (c) Median
filter (5× 5) applied. (d) Equation (4) applied.

it can be used directly by finding components using the
discontinuity of disparity values on the object boundary.

IV. EXPERIMENTAL RESULTS

We used a stereo camera system which includes two CCD
cameras, with 6 mm C-mount lens on a 200 mm-horizontal
rig. Then, we obtained stereo video from a moving vehicle

(a) (b)

(c) (d)

Fig. 5. Ground plane stereo matching: 5(a) is the input image. 5(b) is the
ground plane based disparity map which is obtained using 32-level disparity
values. 5(c) and 5(d) show the 32-level disparity range cannot represents the
whole scene with the traditional disparity map.

and computed its disparity maps. The resolution of the input
is 640-width and 480-height and the 20-pixel boundaries of
each side are discarded.

We first compared the visual quality of the disparity maps
which are obtained by the ground plane based stereo and
typical stereo matching. We implemented both the proposed
algorithm and one of the typical stereo matching algorithm
which produces the perpendicular plane based disparity map.
The homography applied matching cost is used for the pro-
posed algorithm. The difference of grayscale pixel values is
used as the matching cost, and the SGM type cost aggregation
is used for both implementation. The left-right consistency
check is omitted in both implementations because it can be
applied in both algorithms. The penalty parameters P1 and P2

are adjusted experimentally to produce the best result. The
homography of the ground plane is obtained by assigning
small number of pixel correspondences manually for the initial
frame. For the other frames, (as we assumed in Section I) the
geometric relation between the vehicle with stereo system and
the ground plane is the same. The automated acquisition of the
precise ground plane homography is also an important issue,
and many existing approaches can be applyed.

Fig. 5 shows an example of disparity map resulted from
the ground plane based stereo matching and the typical stereo
matching. Fig. 5(b) is the ground plane based disparity map
obtained by the proposed algorithm. The darker represents the
smaller values, and the brighter represents the higher values.
The ground plane in this scene has the small values and the
upstanding objects have the increasing disparity values starting
from the bottom to the top. Fig. 5(c) and 5(d) shows the
results of the typical vertical plane based stereo matching
algorithm. The smaller value can be interpreted as the farther
distance from the camera for the typical disparity maps. To
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Fig. 6. Ground plane scene with various objects and the corresponding disparity maps. The first column shows the input left image. The second column
shows the result of ground plane stereo matching. The last column shows the result of SGM with 32-level disparity.

obtain Fig. 5(c) and 5(d), the 32-level of disparity range are
applied for the close and distant objects, respectively. The
matching failures are shown because the required disparity
budgets are larger than the given disparity range for typical
disparity maps. However, the proposed algorithm produces the
clearer ground regions with objects which are distinguishable
from the ground and other background objects. In case of
object regions, the proposed algorithm tend to produce less
clear results than that of the typical algorithm because the
proposed algorithm uses the homography applied pixel values
to compute matching costs. The homography applied pixel
values degrade the discriminative power of the matching costs
for the vertically facing objects with cameras.

Fig. 6 shows more results with various ground plane scenes
with vehicles, pedestrian, and other obstacles. The same levels
of disparity range with Fig. 5 are used. For the results of the
third column, the 32-levels of disparity values are adjusted to
detect the middle and far objects. The same homography with
the initial frame is used for the first and second row because
the scene is captured from the same vehicle, and the different
homography matrix is computed for the third row.

The ground plane based disparity map can be easily trans-
formed to the typical disparity values by adding the disparity

values of the ground plane which can be obtained using the
homography. Fig. 7 shows an example of the ground plane
based disparity map and its transformed one. In Fig. 7(b),
the transformed disparity map contains over than 90-levels of
disparity values. It is almost three times larger ranges compare
to the 32-levels disparity which have used to obtain Fig. 7(a).

The ground objects, which exist on the ground plane, can be
extracted by removing the ground plane and the distant objects
and background. We remove the ground area using the ground
plane based disparity values using the same threshold value, εg
in equation 4. Next, we remove the distant objects which are

(a) (b)

Fig. 7. Ground plane based dispariy map and transformed disparity map. (a)
ground plane disparity map. (b) transformed disparity map.
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not in the interested range, using the transformed disparity
values like in Fig. 7(b). The example of extracted objects
areas and their disparity values is represented in Fig. 8(a).
The gray regions represent the transformed disparity values

(a) (b)

Fig. 8. Object detection using ground plane disparity map. (a) detected object
regions. (b) overlayed objects on the left image.

and the values can be translated into the distance using the
stereo geometry. We superimposed the object areas on the
input image as shown in Fig. 8(b). The result shows that the
ground plane based disparity map can provide clues about the
areas of ground plane and the distances of ground objects.
The computation time of the proposed algorithm is a few
seconds and the realtime performance can be accomplished
with parallel processing by utilizing the multi-core CPU or
GPU [9]. Moreover, the proposed algorithm requires one third
of disparity budget than the typical stereo matching algorithm
and the computation time increases according to the increasing
disparity levels.

V. CONCLUSION

In this paper, we proposed a dense stereo matching algo-
rithm to produce ground plane based disparity values. We
also proposed a filtering method for the abnormal disparity
patterns in the ground plane scene. The proposed algorithm
produces more abundant disparity on typical ground vehicle
scenes and the disparity values can directly be used for the
object detection task.

When the vehicle heads for a steep incline, the ground
plane assumption will not be satisfied. In this case, the relative
pose of the camera to the ground plane needs to be updated
properly. We will develope the algorithm that refines the
homography according to the rapid changes of the slope of
the ground plane.

The ground plane based disparity values provide good esti-
mations of the ground plane, but it produces rather weak clues
for the vertical surfaces than the typical stereo algorithms. In
the future, we will combine the strong points of both methods
to produce better disparity maps, which facilitates as important
evidence for object detection.
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Abstract—In the current study, two proposed histogram 
maximum value index (MVI) based classification methods are 
introduced and compared for classifying five different sized 
airborne nano-scale particles. Method-I uses the histogram MVIs 
of separate single channelled (red, green and blue) images and 
MVIs of 4-dimensional complete RGB colour histograms are 
used by the method-II. Taking into account the selective colour 
scattering behaviour of the Rayleigh scattering phenomenon, red, 
green and blue intensities of the scattered light of a continuous 
spectrum of light by the particles are investigated using the 
colour histograms of captured video images.  Running mode and 
running mean of histogram MVI over a window of fixed number 
of frames (N) are used to construct the feature vectors for 
particle discrimination. Both methods failed to classify wood 
smoke correctly due to its complex composition of many types of 
monotype particles. However, method-II classified all the 
monotype smoke particles correctly with 100% accuracy when 
N≥90 and the number of histogram bins=256x256x256. Method-I 
was faster and also achieved the same accuracy when N≥100 and 
the number of bins in each red, green and blue histograms = 256. 

Keywords-Particle classification, colour histogram, histogram 
maximum value index, Rayleigh scattering 

I.  INTRODUCTION 
The RGB colour histogram of an image with N pixels is 

defined by the following probability mass density function of 
the image intensities.  

hR,G,B(r,g.b)=N.Prob(R=r, G=g, B=b) (1) 

 
where, R, G and B are the three colour (red, green and blue) 
channels.  

The histogram of a single channelled image (or intensity 
histogram) is defined as  

hA (a)=N.Prob(A=a)  (2) 

 
where, A is one of the selected colour (R, G or B) channels. In 
both (1) and (2), r, g, b and a can get any integer value between 
0 and 255. 

The main difficulty with RGB colour histogram based 
retrieval is histogram high dimensionality, even with drastic 
quantizations of the colour space. In contrast to colour 
histograms, it is computationally inexpensive to work with the 
three single R, G and B channelled image histograms even 
though, they are less informative.  

In an intensity histogram, if  

hA (X) = max{ hA (a)| a є [0,255]},  

X can be defined as the Maximum Value Index (MVI) of the 
intensity histogram. In contrast to the singleton MVI of an 
intensity histogram, the MVI of a colour histogram is 
expressed by the triplet (X, Y, Z) where 

 hR,G,B(X, Y, Z) = max{hR,G,B(a,b.c)| a, b, c  є [0,255]}.  

 In prior literature, comparisons of histogram bin values 
(e.g. Bhattacharya distance and Chi square test) were 
extensively used in colour histogram based image 
classifications [1, 2 and 3]. In the case of images of airborne 
nano-scale particles, these signatures becomes quite ineffective 
due to the high variability of particle density and the 
overlapping of these pixel sized objects in comparing images. 
By analysing the image histograms of consecutive video 
frames, it was discovered that the MVI of the histogram is a 
particle density independent feature and in this study, six image 
signatures based on intensity and colour histogram MVIs are 
used for classification. For clarity, the notation MVIk,l is used to 
identify these signatures. In this notation k is the histogram 
type (either intensity or colour) and l is the selected channel (R, 
G or B). For example, MVIIntensity, G is the histogram MVI of the 
constructed “green” channel image.  MVIColour, G is the green 
value of the colour histogram MVI of the colour image (value 
of the second element of the tuple). 

When a particle size is less than one tenth of the incident 
wavelength, the visibility of that particle is mostly explained by 
the Rayleigh scattering theory and, if the particle size is greater 
than the incident wavelength, then its visibility is explained by 
Mie scattering theory [4, 5 and 6]. 

The following equation explains the Rayleigh scattering by 
a single particle [6]. 

  (3) 
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where,  I(θ) is the scattered light intensity by the particle at 
angle θ,  

θ is the scattering angle 

R is the distance to the particle  

I0 is the intensity of incident light 

n is the refractive index of the particle 

 λ is the wavelength of incident light and  

d is the diameter of the particle. 

The intensity of Rayleigh scattered light is proportional to 
the sixth power of the particle size and inversely proportional 
to the fourth power of the incident wavelength. Therefore, for 
particles of same size, shorter-wavelength-light  will be 
scattered with a higher visible intensity than the longer-
wavelength-light (e.g. blue light with wavelength 460 nm will 
be scattered four times more than the red light with wavelength 
650 nm). On the other hand, the same incident light will be 
scattered in different intensities by different sized particles. 

In the present classification method, this selective light 
scattering behaviour of the Rayleigh scattering phenomenon is 
used to classify five different sized particles (kerosene smoke, 
polyurethane smoke, cooking oil smoke, water steam and wood 
smoke). The intensities of scattered red, green and blue 
components of a continuous spectrum of light (a white LED 
light with wavelengths ranging from 400 nm to 800 nm) by 
these particles (particle diameters ranging from 40 nm to 300 
nm [7]) is analysed using histogram MVI values. 

II. RELATED WORK 
Using an infrared laser light (wavelength λ=780 nm) as the 

light source, Li et al. [2] successfully classified three different 
types of particles (Kerosene smoke, cigarette smoke and water 
vapour) with the rate of discrimination at about 95%. In their 
study, the output signal of a silicon photoreceptor was used   to 
measure the intensity of the Mie scattered infrared laser light. 

Other than this work, all the other large number of studies 
haves been carried out to detect airborne particles in open 
environments using surveillance cameras with extensive use of 
noise filters to eliminate the unnecessary environmental noise.  
All this prior research is based on the extraction and analysis of 
behavioural characters and features of smoke cloud and none 
of them addressed the issue of classifying individual particles 
by extracting the individual particle characters. Motion [8, 9, 
10, 11], texture [9], edge detection [8, 9, 12], region analysis 
[9], colour information [8, 9, 10, 13], disorder, frequent flicker 
in boundaries, self similarity and local wavelet energy [11], 
shape variation or growth [11, 13] are some of the extracted 
features and behavioural characters of smoke clouds in these 
studies. The classifications were carried out merely for 
distinguishing the smoke clouds from other non-hazardous 
image features such as changing in background lighting and 
moving vehicles and not for classifying types of hazardous 
smoke from non-hazardous air-borne particles. None of this 
prior research computed a clear quantifiable measure to enable 
comparing the classification efficiency and the accuracy of 
their work with other studies. 

III. CLASSIFICATION PROCESS 
The steps of the proposed classification process in this 

research; background preparation and illumination, image 
capturing, smoke pixel isolation, image preparation and visual 
feature extraction, construction of feature vectors, particle 
classification, analysis of results and comparison are explained 
in detail in this section. 

A. Background Preparation and Illumination 
A closed particle chamber which resembles the smoke 

chamber in a common photoelectric smoke detector with a 
white background was used. To avoid the changes in intensity 
due to the outside light sources, all the images were captured 
inside the chamber. To maintain an even particle density inside 
the chamber a small electric fan was continuously operated 
inside the chamber. 

To illuminate the chamber, a phosphor-based white LED 
which covers a spectrum from 400 nm to 800 nm of 
wavelength light was used. Figure 1 shows the spectrum 
(relative luminous intensity vs. wavelength) of this LED. 

 

Figure 1.  Spectrum of the used white LED (from SPC Technology technical 
datasheet, MC20358). 

B. Image Capturing 
All the colour videos were captured using a USB digital 

microscope magnification up to 200X and a resolution 640 x 
480 pixels. 

C. Construction of “Noise-only” Image With Modified 
Frame-difference Method (Smoke Isolation) 

If
nt

I is an image of the frame n which is taken at time tn, 
the pixel value s located at x at time tn in the difference image 
is defined as 

  (4) 
 

where, p(It, x) is the pixel value at x in the image It. 

Let k be the number of frames before the particle cloud was 
introduced. Then the noise pixels in the nth (n>k) affected 
image can be identified by the difference image between 

)( knI
nt

� and one of the non-affected images )( kmI
mt

� . 

|),(),(|),(
1

xIpxIpxts
nn ttn 	

	


215



 

By modifying (4), the pixel value d located at x at time tn in 
the difference image of these affected and non-affected images 
can be defined as  

    (5) 

where, m є [1, k] and n є ]k, N] and N is the total number of 
frames. 

A thresholded difference image was used to construct the 
“noise-only image” and the pixel value n located at x at time tn 
in the noise-only image was calculated as  

   

  (6) 

 

D. Image Preparation And Visual Feature Extraction 
Colour and single channelled (separate red, green and blue) 

noise-only images were used to extract the features. Each 
image of the captured colour video sequence was divided into 
its red, green and blue single-channel images. Noise-only 
images were constructed for both the colour images and its 
three single channelled images according to (4).  

 

Figure 2.  An image of kerosene smoke particles (a), thresholded difference 
image (b), the noise-only (extracted smoke pixels) image (c) and “Green” 

channel noise intensity histogram (d) of image (c). 

Using a moving window with a fixed number of frames 
(50, 100, 150 and 200), the running mode, mean and standard 
deviation of MVIs inside the moving window of each of four 
noise-only image sequences (colour and three single channels) 
of all particles were calculated. 

For example, the  thresholded difference image (fig. 2(b)) 
using (5),  noise-only image (fig. 2(c)) using (6) with the 
corresponding intensity histogram of smoke pixels of “green” 
channel (fig. 2(d))of a kerosene smoke image  (fig. 2(a)) is 
shown in figure 2.  

The variation of MVIIntensity,G of all particles over 500 frames 
is shown in figure 3. 

 
 

Figure 3.  The variation of MVIIntensity,G for all particles (1- polyurethane; 2- 
kerosene; 3- wood; 4- steam; 5- oil) over 500 frames. 

The variation of running averages of MVIIntensity,G for all 
particles (in figure 3) with a window of hundred frames is 
shown in figure 4(a) with the running averages of MVIColour,G 
shown for all particles in figure 4(b) for comparison. With the 
window size 100, running modes of MVIIntensity,R, MVIColour,R, 
MVIIntensity,G, MVIColour,G, MVIIntensity,B, MVIColour,B for all particles 
(1- polyurethane; 2- kerosene; 3- wood; 4- steam; 5- oil) are 
shown in figures 4(c), 4(d), 4(e), 4(f), 4(g) and 4(h) 
respectively. 

E. Construction of Feature Vectors 
The extracted nine features of single channelled images 

(running means, modes and standard deviations of MVIIntensity, R, 
MVIIntensity, G and MVIIntensity, B)  and the extracted nine features 
of colour images (running means, modes and standard 
deviations of MVIColour, R, MVIColour, G and MVIColour, B) were 
used to build the different feature vectors for method-I and 
method-II respectively. 

F. Particle Classification 
A half of the total number of windows of each particle 

sequence was used as the training data and the other half was 
used as the test data. For example, 200 training data sets and 
200 test data sets from each particle type prepared 1000 
training data sets and 1000 test data sets when the moving 
window size (N) is 100. A widely used classification 
algorithm, K-nearest neighbour algorithm [14, 15, and 16] was 
used and the classification is based on collection of pre-stored 
data. 

IV. RESULTS AND DISCUSSION 
Total number of test instances, total number and the total 

number as a percentage of correctly identified instances by 
Method-I (with 256 histogram bins for each channel) and 
Method-II (with 256x256x256 colour histogram bins) for four 
different window sizes are shown in table-I and table-II 
respectively. In both tables, correctly identified instances are 
divided into two categories according to the two used mutually 
independent feature vectors; feature vectors constructed with 
mean and standard deviation and the feature vectors 
constructed with mode, for classification. Both test and training 
instances consists of feature vectors from all five particles. 
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Figure 4.  The variation running modes and running averages of MVIs (1- polyurethane; 2- kerosene; 3- wood; 4- steam; 5- oil)  
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As illustrated in figure 3 (here, variation of only 

MVIIntensity,G is illustrated as an example, but all other five 
MVIs have the similar patterns of variations), in most 
frames, each MVI tends to stay in a fixed value rather than 
varying randomly around its average. Therefore, less 
fluctuating more separable feature vectors can be obtained 
with signatures with mode values rather than signatures with 
means and standard deviations (compare the fig. 4(a) and 
4(b) with fig. 4(e) and 4(f)) and this is clarified by the results 
of table I and II. Again, increasing the size of the moving 
window also results in less fluctuations of running means and 
modes. For example, the variation of running modes with 
window size 50 and 200 for R layer kerosene data is shown 
in figure 5. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5.  Running mode of MVIIntensity, G with window size 50 and 200 for 
R layer kerosene data. 

 

In both methods, due to the wide fluctuation of the 
running means and modes of wood smoke particles, most of 
the incorrectly identified instances were classified as wood 
smoke particles because the K-nearest neighbour algorithm 
always classifies test instances according to their  closest 
neighbours (in this case, wood training instances). 

After removing both test and training instances of wood 
smoke, the classification results with all other monotype 
particles (polyurethane smoke, kerosene smoke, water 
vapour and oil smoke) are shown in table III and IV. 

 

 

V. CONCLUSION 
The results show that the proposed colour and red, green 

and blue single channeled histogram MVI’s of monotype 
nano-scale particle images which were generated by 
Rayleigh scattered light can be used to classify those 
particles accurately.  Furthermore, the variation of MVI can 
be used as a measure of purity of the particle cloud since its 
mode, mean and standard deviation varies widely and rapidly 
with particle clouds of more than one type. 

Although,  both methods proposed in this paper identified 
all the monotype particle clouds (kerosene smoke, 
polyurethane smoke, water steam and cooking oil smoke) 
with 100% accuracy, Method-II achieved that accuracy with 
window size of 90 frames in contrast to 100 frames in 
Method-I. However, Method-I was significantly faster, even 
with 3x256 intensity histogram bins (red, green and blue) 
compared to the 256x256x256 colour histogram bins in 
Method-II.  

 

TABLE I.  CLASSIFICATION RESULTS OF ALL THE FIVE 
DIFFERENT PARTICLES WITH METHOD-I (K=10). 

Window 
size 

Test 
Instances 

Correctly Identified Instances 
With mean and 

Standard deviation With Mode 

Instances % Instances % 
50 1125 854 75.92 869 77.24 
100 1000 810 81 818 81.80 
150 875 734 83.89 745 85.14 
200 750 632 84.27 654 87.20 

TABLE II.  CLASSIFICATION RESULTS OF ALL THE FIVE 
DIFFERENT PARTICLES WITH METHOD-II (K=10). 

Window 
size 

Test 
Instances 

Correctly Identified Instances 
With mean and 

Standard deviation With Mode 

Instances % Instances % 
50 1125 863 76.71 870 77.33 
100 1000 819 81.90 825 82.50 
150 875 752 85.94 772 88.23 
200 750 661 88.13 672 89.60 
 

TABLE IV.  CLASSIFICATION RESULTS OF ALL FOUR MONOTYPE 
PARTICLES WITH METHOD-II (K=10). 

Window 
size 

Test 
Instances 

Correctly Identified Instances 
With mean and 

Standard deviation With Mode 

Instances % Instances % 
50 900 862 95.78 876 97.33 
90 980 968 98.78 980 100.00 
100 800 800 100.00 800 100.00 
150 700 700 100.00 700 100.00 
200 600 600 100.00 600 100.00 

TABLE III.  CLASSIFICATION RESULTS OF ALL FOUR MONOTYPE 
PARTICLES WITH METHOD-I (K=10). 

Window 
size 

Test 
Instances 

Correctly Identified Instances 
With mean and 

Standard deviation With Mode 

Instances % Instances % 
50 900 845 93.9 863 95.89 
90 980 935 95.41 958 97.76 
100 800 800 100 800 100.00 
150 700 700 100 700 100.00 
200 600 600 100 600 100.00 
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Abstract—Skeletonisation is an important low-level problem in 
computer vision with many applications in shape finding, 
motion tracking, character recognition and segmentation. This 
paper examines how skeletonisation can be used to find and 
model the path of plant branches in an image. A proposed 
method for quantitatively comparing the accuracy of skeletons 
is described, which compares a skeleton produced by a 
skeletonisation algorithm to a ground truth. This method is 
used to evaluate several skeletonisation algorithms within the 
context of branch modelling. The best single skeletonisation 
method is found to be morphological thinning, due to the 
highly connected nature of the skeleton.  

Keywords; skeletonisation, skeletonization, branch 
modelling, quantitative analysis 

I. INTRODUCTION

Skeletonisation is the process of recovering a model from 
image of objects with a network structure, such as images of 
handwriting or characters [1-4], medical images of veins and 
organs [5, 6], or images of branching plants. Skeletonisation 
algorithms convert binary images of the objects (Fig. 1) to 
‘skeleton images’; networks of lines describing the shape and 
topology of the object's structure (Fig. 2) [7, 8]. Good 
skeletons have the properties that they accurately represent 
the original image [8-10] and are easy to convert into more 
meaningful continuous models [8, 10]. Issues with 
contemporary skeletonisation algorithms include: not being 
centred within the shape described, being overly sensitive to 
small changes in the original image (both examples of poor 
localisation), extraneous branches (called “spurs”), not being 
thin and not being correctly joined up (errors in topology). 

Skeletonisation is a common operation in computer 
vision [8, 11] because it is often a requirement to find a 
representational model of an image on which program logic 
may operate; such as describing routes across a map [12-14] 
or representing and tracking body pose [15-17]. Each 
application has its own specific requirements of a 
skeletonisation algorithm and its own definition of 
robustness based on the relative importance of each of the 
issues described above. For instance handwritten character 
recognition emphasises unambiguous junctions where letter 
strokes cross and lack of extraneous skeleton artefacts (called 
“spurs”) [1, 2]. 

This paper presents an evaluation of the effectiveness of 
skeletonisation algorithms in creating models of branching 
plants. Branch skeletonisation has several similarities to 
handwriting recognition: the shapes are “ribbon-like” (a 
description used in character recognition papers to describe 
pen strokes [1, 4]), and the shapes must eventually be 
converted into a semantic model (for writing the character 
must be recognised, for branches a semantic, topological 
model must be built). These requirements must be reflected 
in the evaluation of the skeletonisation algorithms.  

Because the applications of skeletonisation have these 
very specific requirements, quantitative analysis of 
skeletonisation measures is important. The metric that is 
most often evaluated is computation time (such as in [1, 12-
14, 18, 19]), particularly when the application demands real-
time performance. Some papers have measured skeleton 
suitability by counting the number of spurs. Ward and 
Hamarneh measure spur count using entropy by calculating 

Figure 1. A black and white segmented image of a branching plant Figure 2. A binary skeleton image of the branch network shown in Fig. 1
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the information content of skeletons [20], while Bai and 
Latecki evaluate spur count visually [7]. Other papers have 
measured connectivity of skeletons and number of end points 
[21]. Suen, Lam and Wang have proposed methods for 
measuring skeleton localisation accuracy by comparing 
skeletons with reference skeletons [9, 22]. Despite the 
creation of these evaluation methods and the importance of 
numeric comparison of skeletonisation algorithms, most 
other authors, for example [1, 5, 7, 10-12, 14], do not 
provide quantitative evaluations of skeleton accuracy and 
instead qualitatively compare computed skeletons by visual 
inspection. 

This paper will examine the qualities of a skeleton that 
are important for creating a successful plant branch model, 
and present a method to quantitatively evaluate 
skeletonisation algorithms that reflects these requirements. 
Several skeletonisation algorithms will be briefly surveyed, 
and then evaluated on their suitability for branch modelling 
based on the presented method. While there have been 
several other surveys of skeletonisation [8, 9, 11], none of 
these surveys take a quantitative approach, and none are 
specific to branch modelling. 

This paper is organised as follows: Section 2 proposes a 
set of metrics to evaluate skeletonisation algorithms, and 
describes the process for measuring those metrics. Section 3 
surveys the classes of skeletonisation algorithm that will be 
evaluated. The results of the quantitative analysis are 
presented in Section 4, followed by conclusions on which 
skeletonisation algorithms are most suitable. 

II. METHOD FOR QUANTITATIVE ANALYSIS

For a quantitative evaluation to be of use, the qualities 
measured must reflect desirable features of a skeleton for a 
given application. Several skeleton qualities have been 
discussed in previous papers, including thinness, localisation 
quality (accuracy), connectedness and number of spurs. The 
metrics chosen evaluate skeletons, specifically for the 
purposes of branch modelling, are thinness, connectedness 
and localisation quality.  

A. Thinness 
One requirement of a skeleton is that it should be thin [8, 

10]. Some applications demand the more explicit thinness 
requirement that the skeleton should be exactly 1 pixel thick. 
One example of this strict requirement is given in [10], 
which uses pixel adjacency information to build a 
topological graph. Skeletons thicker than 1 pixel will create 
graphs with erroneous loops. This is also an important 
requirement within the context of branch modelling. Because 
the branch model will need to be represented semantically, a 
method such as the one described in [10] will need to be used 
to generate a topological graph. This therefore extends the 
strict 1 pixel thin requirement to skeletons used to model 
branches. 

A simple method has been developed to calculate mean 
skeleton thickness. Firstly, for each pixel on the skeleton, the 
distance to the nearest non-skeleton pixel ��  is calculated. 
These distances are compiled into a distance map (Fig. 3). 
Next, the local distance maxima are selected. The mean 
thickness of the skeleton is calculated like so: 

 ����� � �
�� 	��
 � ��
� , (1) 

where N is the number of local maxima distance values. 

The mean thickness for the enlarged example line shown 
in Fig. 3 is 3.  

B. Connectedness 
Skeleton connectedness is another metric that is 

important when a semantic model needs to be built from a 
skeleton [10]. To be connected, a skeleton should maintain a 
topology consistent with original shape [8, 9]. Producing 
connected skeletons is an extremely important requirement 
when modelling branches, because a topologically accurate 
model ensures that consistent high-level decisions can be 
made using the model. To correctly estimate the branch 
structure, it is important that no topological information is 
lost during skeletonisation. There are methods of describing 
branch topology such as L-systems [23], however these 
descriptions apply only to semantic graphs. A method of 
topological comparison needs to be chosen that can work 
with discrete models composed only of pixels. 

The Betti numbers are a series of quantities that can be 
calculated for topological graphs and spaces that encode 
information about how those spaces are connected  [5, 24].  

Skeleton connectedness can be measured by calculating 
the 0th and 1st Betti numbers of the skeleton, such as in [5, 
24]. The 0th number is simply the number of connected 
components, and the 1st number measures the number of 
holes in the skeleton [5], and can be computed by: 

 �� � � � � � � (2) 

Where m and n are the number of edges and nodes 
respectively in a topological graph and k is the number of 
connected components. Fig. 4 shows the procedure for 
calculating the number of connected components. 

In [10] Reinders, Jacobson and Post describe how to turn 
a 1 pixel thin skeleton into a topological graph. The number 
of edges and nodes can then be found, allowing calculation 
of the 1st Betti number.  

C. Localisation quality 
Skeletons should be accurate, or well localised; this is a 

measure of how well centred a skeleton is within the region 

For each unvisited pixel on the skeleton: 
1) Initialise a list containing that pixel’s location 
2) While the list is not empty: 

a. Remove a pixel from the list 
b. Mark the pixel as visited 
c. Add all the surrounding skeleton pixels to 

the list 
3) Increment the number of connected components

Figure 4.    Procedure for calculating the number of connected components 
in a 1 pixel thin skeleton image.

Figure 3.    Left: A section of a skeleton, right: the skeleton pixels overlaid 
with the distance to the edge and the local maxima highlighted. 
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it describes [8]. Each skeletonisation algorithm inherently 
contains and implements its own definition of what centred 
means. Therefore, comparing the output of a skeletonisation 
algorithm using a mathematical or algorithmic definition for 
“centre” in analogous to calculating the similarity between 
two skeletonisation algorithms. Instead, skeletons should be 
compared against a hand-made ground truth skeleton. This 
allows the ground truth author to create a basis for 
comparison that encodes the features of a skeleton that are 
most useful for a specific application. Fig. 5 is an example of 
a ground truth skeleton, representing the branches shown in 
Fig. 1.  

 Suen, Lam and Wang compare generated skeletons 
against ground truth skeletons by calculating the mean 
distance between a skeleton pixel on one image and the 
closest skeleton pixel on another image [9, 22]. Their method 
produces a similarity metric in terms of pixel distance. To 
calculate skeleton accuracy for branch modelling a similar 
method has been developed, but similarity is instead 
expressed as a percentage rather than a distance. 

This similarity score is calculated as follows: 

 � � ��� ������� � ������ � (3) 

Mc,t is the number of skeleton pixels in the calculated 
skeleton that are within a certain threshold distance of a 
corresponding skeleton pixel in the truth skeleton; likewise 
Mt,c is the number of skeleton pixels in the truth skeleton that 
are within the threshold distance of a pixel in the calculated 
skeleton. Nc and Nt are the total number of skeleton pixels in 
the calculated and truth skeletons respectively. 

III. SKELETONIZATION ALGORITHMS

There are two main categories of skeletonisation 
algorithm; discrete and continuous [8, 25].  

Discrete skeletonisation algorithms are the most common 
class. They reduce a region into a minimal skeleton defined 
by a set of pixels (or voxels if done in 3D [8, 10]). 
Continuous skeletonisation algorithms create a continuous 
representation of the original image, for example with a 
function or graph [8, 26]. Continuous skeletonisation 
algorithms usually require initialisation, e.g. from manual 
initialisation or from a discrete skeleton [26, 27], so this 
paper will only evaluate discrete skeletonisation methods.

Discrete skeletonisation algorithms are subject to two 
main types of errors; firstly extra/combined branches, and 
secondly spurs [1]. Extra branches are common at crossing 
points or sharp angles [11] and form when two ridges 
combine into one, and spurs are caused by edge noise [7]. 
Many papers present a spur elimination algorithm along with 
a skeletonisation method, or present a skeletonisation method 
designed to reduce these errors.  

Discrete skeletonisation algorithms can produce 
skeletons either iteratively, or non-iteratively [9]. Iterative 
methods require multiple passes over the image.  

A. Ridge Finding 
A discrete skeleton can be considered the set of all pixels 

that are locally in the centre of a shape [28]. To compute the 
skeleton, each pixel must be tested to see if it is a ridge pixel, 
and either accepted or rejected. Ridge finding is therefore a 
non-iterative skeletonisation algorithm. 

If we consider ridge points as local maxima, then the 
assumption is made that pixel intensity is correlated with 
being centred in the shape. This assumption may not be true 
for every image; consider a binary image of a shape, where 
the cross section would look rectangular. This assumption 
can be enforced by applying a Gaussian blur to the image, 
essentially examining the image in a lower scale space [29].  

If we consider a 2D cross section of a branch or line 
shape that is perpendicular to the direction of the line, in 
terms of position and intensity, then the peak intensity on the 
cross section is a point on the ridge. This maximum can be 
found by examining the directional derivative of the intensity 
function [28].  

Ridge detection in this way is sensitive to two 
parameters: the scale of the image (equivalent to the level of 
Gaussian blur applied) and the scale at which the derivative 
is taken. If the discrete derivative is found using finite 
differences, then the second parameter is the distance offset 
value. The values of these parameters that are evaluated in 
this paper were chosen by comparing every combination of 
the parameters using the same localisation quality and 
connectedness metrics described in Section 2.  

B. Medial Axis Transformation 
A medial point is a point in the exact centre of a shape. 

Medial axis transformations (MAT) find medial points by 
finding the set of points that are local maxima in terms of 
distance from the edge of the shape [20]. This can be done in 
two ways, by fitting circles and selecting the centre points, or 
by creating a distance map and finding local maxima [20]. 

As described above, when considering skeletons as 
ridges in an image, the assumption is made that intensity is 
correlated with a central position in the shape. This 
correlation can be made explicit by creating a distance map 
and using this to find the medial axis. Fig. 3 gives an 
example of a distance map. 

Once a distance map has been calculated, the set of pixels 
with an intensity that is maximal compared to their 
neighbours constitute the skeleton.  

Medial axis transformations are a non-iterative 
skeletonisation method, since the algorithm always requires 
two passes: firstly computation of the distance map, and 
secondly, selection of local maxima.  

Many different implementations and extensions have 
been proposed for the medial axis transform algorithm such 

Figure 5.    An example of a ground truth skeleton.
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as using discrete contour partitioning to prune spurs [7], 
calculating global significance values for each branch [20] or 
joining branches using an Euclidian distance-based skeleton 
strength map [30]. This paper is focused on evaluating the 
different classes of skeletonisation algorithm rather than 
comparing specific implementations. Therefore, only a 
simple MAT algorithm that finds local maxima of the 
distance map will be evaluated here. 

C. Morphological Thinning 
Morphological thinning takes a region, and gradually 

reduces the boundaries of that region until they are only one 
pixel apart [11]. The results are similar to the medial axis 
transformation, because pixels are effectively classified by 
distance from the edge of the shape. However, instead of 
trying to explicitly locate individual medial points, non-
medial pixels are pruned. This means that connectivity is 
implicitly guaranteed because no pixel that is the only 
connecting pixel between two sections is removed [10].  

This connectivity guarantee is an important feature for 
branch model fitting, but thinning algorithms can be slow 
[11, 19] and are not well-suited to parallelization. Never-the-
less, thinning has been described as easier to parallelize than 
medial axis transformations [19].  

The thinning algorithm that will be evaluated in this 
paper is described in [11], and uses the concept of a 
neighbourhood matrix to encode adjacency information for 
each pixel. Pixels are iteratively pruned according to their 
neighbourhood value. 

D. Ridge Finding Using Steerable Filters 
Steerable filters are a class of image filter that allow 

extrapolation of filter responses at arbitrary rotations by 
taking a combination of the output from a few basis filters 
[31-34]. The response from as few as three basis filters can 
be interpolated to describe every possible rotation [31, 34]. 

Steerable filters can be used for both edge detection 
(using antisymmetric filters created by odd Gaussian 
derivatives) and ridge detection (using symmetric filters 
created by even derivatives) [32]; the latter can therefore be 
used for skeletonisation. The filter does not output a binary 
skeleton and therefore a secondary non-maximum 
suppression step must be executed to select ridge pixels; this 
method is outlined in [34]. An advantage of using ridge-
detecting steerable filters for branch model fitting is that the 
orientation of the branches would be given by the angle of 
the filter response, and that the scale of the filter kernel 
detects only branches with the corresponding thickness. This 
can be used to filter out small shoots or thick trunks.  

IV. RESULTS

Each of the skeletonisation algorithms described in 
Section 3 were measured using the metrics for localisation 
quality, connectedness and thinness described in Section 2. 

A. Localisation quality 
Fig. 7 shows the localisation quality of the 

skeletonisation algorithms. The most accurate skeletons are 
produced by the medial axis transform and by thinning, with 
ridge finding producing the lowest quality skeletons. Fig. 6 
shows an enlarged view of a section of the branch image, 
along with the skeleton calculated by each method. 

The ridge finding algorithm has found undesirable extra 

 (a)    (b) (c)   (d)    (e)  (f) 

Figure 6.    An enlarged view showing the results of the various skeletonisation methods on (a) the original image of branches compared to (b) the perfect 
skeleton. The algorithms are produced using: (c) ridge finding, (d) medial axis transformation, (e) thinning and (f) steerable filters. 

Figure 7.    Accuracy of branch image skeletons produced by the surveyed 
skeletonisation algorithms, for error < 0.05 

Figure 8.    Chart of the average difference in Betti number between the 
computed skeleton and the truth skeleton. Lower is better. 
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ridges that negatively affect the quality of the skeleton and 
the skeleton localisation is also warped where the branches 
cross each other. The skeleton produced by the steerable 
filter is localised well, but there are some large gaps in the 
skeleton that account for its relatively low quality score. 

B. Connectedness 
Fig. 8 compares the connectedness of the skeletons 

produced by each algorithm. The value shown is the average 
difference in Betti number between the calculated skeleton 
and the truth skeleton, so a lower value is more desirable, 
with a value of 0 indicating complete topological 
accordance.  

Thinning is by far the best skeletonisation algorithm for 
producing connected skeletons. The reason for this is that 
thinning guarantees connectivity.  

The ridge finding algorithm produces skeletons that have 
breaks at the branch crossing points. The reason for this is 
that the direction of the ridge is not defined at the crossing 
points, as crossing points represent peaks, not ridges. 

The medial axis transformation appears to produce 
skeletons that are disconnected along edges. This can be 
caused by two pixels that are adjacent in the direction 
perpendicular to the axis having an identical distance map 
value.  

The steerable filter algorithm only produces well-
connected skeletons of branches that closely match the size 
of the filter. If the branch is thicker or thinner than the 
diameter of the filter, then the filter response will be very 
low, and will therefore produce a broken response when 
discretised to produce a skeleton. 

C. Thinness 
The average thinness of the skeletons produced by each 

algorithm is shown in Table 1. All the algorithms produce 
satisfactorily thin skeletons. The medial axis transform and 
thinning methods both utilise each pixel’s distance from the 
shape edge, and therefore always produce skeletons exactly 1 
pixel thin. 

V. CONCLUSIONS

A proposed group of metrics have been described that 
measure the quality of skeletonisation algorithms for 
producing models of plant branches. The algorithms were 
evaluated based on the localisation quality, connectedness 
and thinness of the skeletons they produce. Four discrete 
skeletonisation algorithms were evaluated using these 
measures: ridge finding, medial axis transformation, 
morphological thinning and steerable filters. The only 
appropriate discrete skeletonisation algorithm for 
applications requiring connectedness is morphological 
thinning. Plant branch modelling has a strong requirement 
for connected skeletons, and therefore thinning is most 
suitable algorithm; both because of its connectedness and its 
high localisation accuracy. Skeletons produced by 
morphological thinning localised well, are the most 
connected and were found to be satisfactorily thin. The 
results show that the proposed method is a useful metric for 
quantitatively comparing the accuracy of thinness, 
connectedness and localisation of skeletons produced by 
skeletonisation algorithms. 

VI. FUTURE WORK

In future research we will evaluate combinations of 
skeletonisation algorithms. For example, a branch image 
may be adaptively filtered using steerable filters before being 
skeletonised by morphological thinning, or a distance map 
may be calculated and then a ridge finding operation could 
be run to find the skeleton rather than finding local maxima. 
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Abstract—In this paper, we propose an approach to rendering
mesoscopic details on anisotropic reflectance surfaces. In order to
represent the geometric details in realtime rendering applications,
normal mapping or normal perturbation methods are widely
used. In our observation, however, the normal perturbation
on anisotropic reflectance surface usually introduces unrealistic
reflection artifacts. In order to avoid such artifacts and improve
the rendering quality of normal mapped anisotropic surface,
we propose an MDF (microfacet distribution function) rotation
method that efficiently express the reflectance change caused by
perturbing the normal vectors. Moreover, the MDF rotation effect
can be easily obtained without actually rotating the MDF. We
also proposed an efficient approximation of the MDF rotation,
and the method does not have to compute the perturbed tangent
space. The proposed method can be easily implemented with
GPU programs, and works well in realtime environments.

I. INTRODUCTION

Early idea about microfacet-based rendering was introduced
by Torrance and Sparrow [16]. In this methods, the surface to
be rendered was assumed as a collection of very small facets
and each facet has its own orientation and reflects like a mirror.
The reflectance property of this surface model is determined
by the microfacet distribution function (MDF).

The microfacet-based rendering model has been continu-
ously improved to represent various materials. Techniques for
controlling the roughness of the surface were also introduced
[6], [5], and those methods were also improved by Cook and
Torrence [7].

In daily observation, we can easily notice that metallic
surfaces show anisotropic reflectance because of the subtle
normal perturbation on the surface. There have been various
techniques for representing the anisotropic reflectance [11],
[18], [14]. Ashikhmin and Shirley proposed an anisotropic
reflection model with intuitive control parameters [3], [4].
Their model is successfully utilized to express the surface with
brushed scratches.

Wang et al. proposed a method that approximates the mea-
sured BRDF (bidirectional reflectance distribution function)
with multiple spherical lobes [17]. Although this method is
capable of reproducing various materials including metallic
surface, it has a serious disadvantage in that expensively
measured BRDF is required.

Although there have been many approaches to the repre-
sentation of metallic surface [15], relatively little attention has

been given to the effect of the normal perturbation on the
surface. In order to represent the geometric details in realtime
rendering applications, normal mapping or normal perturbation
methods are widely used. In our observation, however, the
normal perturbation on anisotropic reflectance surface usually
introduces unrealistic reflection artifacts. In order to avoid
such artifacts and improve the rendering quality of normal
mapped anisotropic surface, we propose a method that rotates
the MDF (microfacet distribution function) of the surface in
accordance with the perturbation of the normal vectors. Our
contribution is demonstrated in Fig. 1. In the figure, (a) and (b)
show the effect of simple traditional normal mapping on Ward
and Ashikhmin anisotropic surface. Fig. 1 (c) and (d) show
the effect of our improved normal mapping techniques on the
same surfaces. The improved normal mapping can express the
geometric details more apparently.

The proposed method can be also applied to woven fabric
rendering. Yasuda et al. proposed a fabric shading model by
applying anisotropic reflectance [19]. However, the method is
not capable of rendering the close-up scene. Adabala et al.
proposed a fabric rendering method that can be applied to
both distant and close-up observations of woven surface [2],
[1]. In this method, however, realistic light reflection was not
the major concern. Sattler et al. employed BTF (bidirectional
texture function) proposed by Dana et al. [8] to render pho-
torealistic woven fabric [13]. However, one needs to prepare
texture data for all kinds of fabric which will be possibly used
in rendering. The method proposed in this paper can be also
successfully applied to realtime rendering of woven fabric.

II. VISUAL ARTIFACTS OF NORMAL MAPPED
ANISOTRIPIC SURFACE

The reflectance property of microfacet-based surface model
is determined by the microfacet distribution function (MDF)
D(h) which gives the probability that a microfacet is oriented
to the direction h. Ashikhmin et al. proposed an anisotropic
reflectance model, and their MDF DA(h) can be expressed as
follows:

DA(h) =

√
(ex + 1)(ey + 1)

2π
(h · n)ex cos

2 φ+ey sin
2 φ (1)
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(a) simple Ward (b) simple Ashikhmin (c) improved Ward (d) improved Ashikhmin
Fig. 1. The improved normal mapping on anisotropic reflectance surface: (a) & (b) simple normal mapping on Ward surface and Ashikhmin surface
respectively, (c) & (d) improved normal mapping with our method on Ward and Ashikhmin surfaces respectively.

where n is the normal vector at the point to be rendered. The
actual parameter h in the MDF is the half way vector between
the incident light direction and outgoing viewing direction.
ex and ey are parameters that control the anisotropy of the
reflection, and φ is the azimuthal angle of the half way vector.

There have been continuous efforts to represent higher
geometric complexity with simple mesh by perturbing the
normal vectors [12], [9], [10]. Bump mapping is well known
in graphics literature, normal mapping is an improved method
which does not compute normal vectors during the rendering
phase [12].

Heidrich and Seidel applied Blinn-Phong shading to the
normal mapped geometry [9]. Their method is successful only
when the reflection is isotropic. However, the normal map-
ping on anisotropic reflection surface, unfortunately, cannot
reproduce the original anisotropic reflectance on the distorted
surface because the normal mapping or other normal vector
perturbation methods only change the normal vector n. Let
us denote the perturbed normal vector as ñ. The normal-
perturbed MDF of Ashikhmin-Shirley model D̃A(h, ñ) can
then be rewritten as follows:

D̃A(h, ñ) =

√
(ex + 1)(ey + 1)

2π
(h · ñ)ε (2)

where ε denotes ex cos2 φ + ey sin2 φ.
Fig. 2 shows the MDF computed with Eq. 2 and perturbed

normal vectors. The cross mark in the figure indicates the
perturbed normal. The top row of Fig. 2 shows isotropic
MDF when the normal vector is perturbed. As shown in
the figure, Eq. 2 produces reasonable deformed MDF for the
isotropic MDF. However, the simple normal perturbation is not
successful with anisotropic MDFs. The bottom row of Fig. 2
shows the results when we employed an anisotropic MDF.
The results show that simple normal perturbation approach
is hopelessly unsuccessful to preserve the original reflection
property.

The situation is even worse for the Ward BRDF. The original
MDF DW (h,n) and normal-perturbed MDF D̃W (h, ñ) of
Ward model can be expressed as follows:

Fig. 2. Ashikhmin MDF with perturbed normal vectors: (top row) pertur-
bation with isotropic MDF and (bottom row) perturbation with anisotropic
Ashikhmin MDF.

Fig. 3. Ward MDF with perturbed normal vectors

DW (h,n) = e−2
hx/αx+hy/αy

1+h·n (3)

D̃W (h, ñ) = e−2
hx/αx+hy/αy

1+h·ñ .

The visualized MDF of Ward surface with perturbed normal
vector is shown in Fig. 3. As shown in the figure, perturbed
normal vectors could not effectively deform the reflection
property of the Ward MDF. The cross mark in the MDF
function is the location of the perturbed normal. In the Ward
model, the anisotropic MDF dose not change much even
though the normal vector is severely perturbed.

III. IMPROVED NORMAL MAPPING WITH MDF ROTATION

In order to overcome the limitation of the simple normal
mapping on anisotropic reflection surface, the MDF should
be properly deformed with the original anisotropic property
maintained. Fig. 4 shows the MDF rotation concept. The
original MDF is defined in tangent space with three axes,
u,v,w. In this original frame, u is (1, 0, 0)T , v is (0, 1, 0)T ,
and w is (0, 0, 1)T . The normal vector is coincident with
w. When we apply normal mapping, the normal should be
perturbed, and will not be (0, 0, 1)T any more. Suppose that
the perturbed normal ñ is (Δx,Δy,

√
1 − Δx2 − Δy2). Let

us denote the deformed MDF as D′(h). We can easily derive
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Fig. 4. MDF rotation concept.

Fig. 5. MDF rotation of (top row) Ashikhmin-Shirley BRDF (ex =
1.0, ey = 40.0), and (bottom row) Ward BRDF (αx = 0.1, αy = 0.5).

D′(h) with the MDF rotation concept shown in Fig. 4. We
simply rotate the original MDF defined on the hemisphere to
the new coordinate system with axes u′,v′,w′.

Since it is obvious that w′ is the perturbed normal, we can
easily determine the w′, obtain orthogonal axes u′ and v′, and
the rotation matrix as follows:

w′ = ñ = (Δx,Δy,
√

1 − Δx2 − Δy2)T (4)
utmp = (0, 1, 0)T × w′

v′ =
w′ × utmp

|w′ × utmp|
u′ =

v′ × w′

|v′ × w′|
R = [u′,v′,w′].

The rotation matrix R transforms the original coordinate
frame in accordance with the perturbed normal as shown
in Fig. 4. Let us denote the transformation of a vector p
according to the perturbed normal as follows:

T (p, ñ) = Rp. (5)

Fig. 5 shows the result when the original MDF is rotated
with the transformation R, and we denote this MDF as D′(h).
However, it is obvious that computing the rotated MDF at each
sampling point on the surface is extremely inefficient. Explicit
deformation of the MDF is only a conceptual process. In the
actual rendering process, we never compute D′(h). Only the

original MDF D(h) is used with the inverse transformation
T −1(p′, ñ). In other words, we conceptually employ D′(h)
for the normal mapped surface, but actually use D(T −1(h, ñ))
which has the equivalent value.

The inverse transformation of Eq. 5 can be easily obtained
as follows:

T −1(p′, ñ) = RT p. (6)

Now we can simply calculate D(T −1(h, ñ) to compute the
MDF at the point where the normal vector is perturbed as ñ.

It should be noted that the MDF with the inverse transfor-
mation, i.e., D(T −1(h, ñ)), still remain in the original MDF
space. The normal vector is always (0,0,1) in tangent space.
Therefore, the dot product of any vector v and the normal
vector n (i.e., v · n) is simply the z component of the vector,
vz , and the actual MDF for Ashikhmin-Shirley model we used
is as follows:

D′
A(h, ñ) = (7)

DA(T −1(h, ñ),n) =

√
(ex+1)(ey+1)

2π T −1(h, ñ)ε
z.

We can easily implement the improved normal mapping for
Ward surface by defining the MDF of Ward model D′

W (h, ñ)
as follows:

D′
W (h, ñ) = (8)

DW (T −1(h, ñ),n) = e
−2

hx
αx

+
hy
αy

1+T −1(h,ñ)z .

Fig. 6 shows the effect of the MDF rotation by comparing
the specular reflections on the illusory bumps. The bumpy
illusion on the surface shown in Fig. 6 (a) and (b) are generated
only with normal mapping method on Ward and Ashikhmin
surfaces respectively. Fig. 6 (c) and (d) are generated with
MDF rotation techniques on the same surfaces. As shown in
the figure, simple normal mapping with original MDF cannot
produce anisotropic reflectance on the bumpy illusion. Even
worse, the shapes of the specular reflection areas are weirdly
distorted on some bumps. The deformed MDF removes such
disadvantages, and the anisotropic reflectance is well preserved
on each illusory bump, and no weird shapes are found.

In our observation, the accurate RT is not required for
plausible rendering of mesoscopic details on the surface.
In order to alleviate the computational burden, we used an
approximate rotation matrix R̃T as follows:

w′ = ñ = (ñx, ñy, ñz)
T (9)

u′ = (0, 1, 0)T × w′ = (ñz, 0,−ñx)T

v′ = w′ × v′ = (0,−ñz, ñy)T

R̃T =

⎡⎣ ñz 0 −ñx

−ñxñy 1 − ñ2

y ñyñz

ñx ñy ñz

⎤⎦ .
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(a) Simple Ward (b) Simple Ashikhmin

(c) MDF rotation on Ward (d) MDF rotation on Ashikhmin
Fig. 6. Effect of MDF deformation on anisotropic reflection surfaces: (a)
simple normal mapping on Ward surface, (b) simple normal mapping on
Ashikhmin surface, (c) MDF rotation on Ward surface, (d) MDF rotation
on Ashihkmin surface.

Let us denote h̃ as T −1(h, ñ). The rotated MDF D′
W (h, ñ)

is now simply computed with original MDF as follows:

D′(h, ñ) = D(h̃,n) = D(R̃T h,n). (10)

We can easily compute h̃ without actual matrix operations
as follows:

h̃ =

⎡⎣ ñzhx − ñxhz

−ñxñyhx + (1 − ñ2

y)hy + ñyñzhz

ñxñx + ñyñy + ñzñz

⎤⎦ . (11)

Now we can obtain normal mapping or normal perturbation
effect by simply applying the perturbed half vector shown
in Eq. 11, and the computational cost can be significantly
reduced.

IV. EXPERIMENTS

The approximate MDF rotation is more efficient than the
accurate rotation. We compared the time required for MDF
rotation, and the result is shown in Fig. 7. For rendering one
frame shown in Fig. 8, the Accurate MDF rotation required
about 54 μsec while the approximate version required only
about 11 μsec.

The rendering results of the accurate MDF rotation and the
approximate approach are compared in Fig. 8. As shown in the
figure, the approximate perturbation matrix produced almost
the same result as that of the accurate version.

In order to demonstrate the advantages of the proposed
method, we applied the proposed method to two specific
rendering applications where the MDF rotation techniques can
be successfully utilized: rendering of metallic surfaces with
complex geometry, and rendering of woven fabric objects. Our
method is based on GPU-friendly algorithm. Therefore, we

Fig. 7. Comparison of the time required for rendering one frame with accurate
MDF rotation and the approximate approach

could successfully implement those rendering applications to
work in realtime.

A. Realtime Rendering of Metallic Surface

The proposed method can be directly applied to realistic
and realtime rendering of metallic surface. In order to increase
the geometric complexity, we used normal map textures. The
proposed method could effectively expressed the geometric
details expected by the normal map textures. Fig. 9 compares
the light scattering on normal mapped anisotropic reflection
surface. Fig. 9 (a) and (b) show the rendering results where
normal mapping is applied without rotating the MDF on Ward
and Ashikhmin surfaces respectively. The bumpy illusion on
the surface can be more clearly expressed by our method. (c)
and (d) show results rendered with additional MDF rotation.
As shown in the figure, the proposed method is much more
expressive than the simple normal mapping in representing the
geometric details expressed by normal map texture.

B. Realtime Rendering of Woven Fabric Objects

In order to demonstrate the rendering quality of the pro-
posed method, we applied the method to woven fabric render-
ing. Woven fabric has weft and warp yarns. Because the yarns
are oriented in different directions, the reflectance anisotropy
is alternating according to the yarn direction. Therefore, we
employed alternating anisotropy for woven fabric, and the
anisotropy is determined by the underlying weave patterns. We
can easily alternate the anisotropy by swapping the parameters
ex and ey .

The alternating anisotropy can be efficiently and effectively
utilized for describing the woven fabric reflectance. However,
the alternating anisotropy cannot represent the bumpy surface
of woven fabric. In order to produce realistic bumpy surface
caused by woven structure, we have to perturb the normal
vectors on the fabric according to the weave patterns. This
is exactly the same problem as the normal mapping on
anisotropic reflectance surface. In this case, however, we do
not need to use any actual normal map texture because we can
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(a) Accurate rotation (b)Approximate rotation
Fig. 8. The rendering results of (a) accurate MDF rotation and (b) approximate rotation

(a) Simple Ward (c) Improved Ward (b) Simple Ashikhmin (d) Improved Ashikhmin
Fig. 9. Realistic realtime rendering of metallic surface: (a,b) simple mapping, (c,d) improved normal mapping with our method on Ward and Ashikhmin
surfaces respectively.

(a) alternating anisotropy (b) normal mapping (c) our method
Fig. 10. Fabric rendering results

easily perturb the normal vectors procedurally by taking the
weave patterns into account.

Fig. 10 shows the fabric rendering results with our
method. In this figure, (a) shows the rendering result when the
anisotropy of the reflection is simply alternated in accordance
with the yarn type (weft/warp). The alternating anisotropy
could express the different reflection properties of weft and
warp yarns. However, in some area where the weft and warp
yarns show the same reflection, the weave patterns are not
visible. (b) shows the result when procedural normal pertur-
bation for expressing the curved surface of yarns are applied.
As shown in the figure, the woven yarn structure are more

clearly visible. However, the overall reflection property of the
fabric surface is still too metallic. (c) is the result when our
MDF rotation techniques are applied to the normal-perturbed
surface. As shown in the figure, the specular reflection on the
surface is smoothly and naturally diffused so that the rendering
result is more realistic.

C. Performance

The techniques proposed in this paper was implemented
with OpenGL shading language, and the computing envi-
ronments were Mac OS X operating system with 3.2 GHz
Intel core i3 CPU, 4 Gb DDR3 RAM and ATI Radeon
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Tech Gouraud Aniso N-Map MDF
Cost 1 1.03 1.55 1.56
FPS 1004 968 647 642

TABLE I
RENDERING PERFORMANCE OF THE PROPOSED METHOD COMPARED WITH

OTHER REALTIME METHODS.

HD 5670 GPU. Table. I is the performance analysis of the
proposed method compared with traditional approaches. The
label ’Aniso’ means Ashikhmin-Shirley anisotropic reflection
model, ’N-map’ represents normal mapping, and ’MDF’ in-
dicates the proposed MDF rotation techniques. The computa-
tional cost of Gouraud shading is taken as a unit cost, and
other rendering techniques were compared with the unit cost.
As shown in the figure, the proposed method is just slightly
more expensive than usual normal mapping which works very
well in realtime environments. The anisotropic reflectance
rendering with GPU program is 1.03 times expensive, and
simple normal mapping is 1.55 times expensive. As shown
in the table, our method is not that expensive compared
with simple normal mapping. It is only 1.56 times expensive
compared with Gouraud shading. The row name ”FPS” shows
the number of the rendered frames per second with each
method on the system mentioned before.

V. CONCLUSION

In this paper, we proposed an improved normal mapping
techniques for anisotropic reflectance surface modeled with
microfacet-based BRDF. The proposed method is not depen-
dent on the BRDF models so that it can be applied to any
surface of which reflectance is described with MDF.

The proposed method can be the solution to the not-well-
known problem of simple normal mapping on anisotropic
reflectance surfaces. When the anisotropy of the surface is
modeled with MDF and the perturbed normal vector is sim-
ply given to the function, the resulting reflectance does not
preserve the original anisotropy any more. We demonstrated
the weird MDF deformation by the perturbed normal vectors,
and proposed more reasonable MDF rotation approach. The
MDF rotation method effectively deform the MDF in accor-
dance with the perturbed normal vectors still maintaining the
anisotropic reflectance property.

We also proposed an efficient approximation of the MDF
rotation in order to obtain the same effect with alleviated
computational cost. Moreover, the approximate method does
not have to compute the perturbed tangent space. The half-way
vector in the new coordinate frame can be easily computed by
considering the perturbed normal only.

The experimental results show that the proposed method can
be successfully utilized to represent metallic surfaces of which
geometric complexity is expressed by normal map texture.
The MDF rotation approach is not only applicable to metallic
surface but also applicable to various MDF-based reflectance
models. In our experiments, the MDF deformation can be
successfully utilized for realistic fabric rendering.

We implemented the proposed method with GPU programs,
and the performance test is satisfactory enough for us to utilize
the proposed method in realtime applications.
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Abstract—This paper proposes a method to use a novel 
combination of appearance-based and optical flow-based ground 
plane detection methods that work together to overcome 
situations that challenge each method individually. The proposed 
method overcomes several limitations encountered by other 
methods, and improves obstacle identification by 2.2%. The 
algorithm is then used to inform navigation of a small robot. 

I. INTRODUCTION

Monocular vision has been described as a worthwhile and 
popular method of obstacle detection, as opposed to using 
either dedicated range-finders or stereo-vision, for many 
reasons. In prior research many reasons have been cited for 
such a determination, including: the wide field of view offered 
by cameras [1, 2], low cost [2-4], compactness [3], ability to 
detect small obstacles [2], and the passive nature of receiving 
images [5, 6] as opposed to sending out a laser beam or other 
structured light. 

There are two [2, 7] main approaches to detecting 
obstacles: using appearance or optical flow. Both of these 
methods aim to identify an area of the image as belonging to 
the ground plane, then map that area into world coordinates in 
order to build a map of occupied and unoccupied areas [5, 8]. 

A. Appearance-Based Obstacle Detection 
Appearance-based obstacle detection methods operate on a 

single image [4] and use features such as colour [2, 5], edges 
[4, 8, 9], frequency [10] and texture [9] to identify an area as 
belonging to the ground plane.  

One method to discover such a ‘ground plane area’ is to 
flood-fill the image starting from an estimated ground point 
[5]; the filled area is then classified as the ground plane. 
Another similar method involves segmenting the image into 
regions, and using colour and position to identify one region as 
the ground [11]. Several methods have been described that use 
vertical scan lines that run vertically upwards until an edge is 
detected [4, 8], defining the area below the detected edge points 
as the ground. There are also several methods that work by 
comparing pixel colours against those from a ground sample 
[2, 10], with some implementations using a machine learning 
approach to remember ground pixel appearances to aid in 
classifying new ground pixels [2, 10, 12]. 

The most important advantage offered by appearance-based 
methods is that no motion is required in order to calculate a 
result[4]. This means that even when a robot is motionless, 
obstacle information can be computed and used for path 
planning. Another major advantage is that the occupancy 
information is very high resolution [8]; ground planes can be 
discovered per-pixel. Appearance-based methods also work 

very well even on featureless surfaces [2, 13], and have been 
described as faster than optical flow [1, 14]. 

The main disadvantages of using an appearance-based 
approach are identification errors. All of the methods described 
need some starting knowledge about the ground, such as a 
point to fill from or pixel colour data to compare against [7] – 
this either requires a limited library (such as in [2] and [10]) 
and/or assuming a ground position close to the camera (such as 
in [2], [4], [5] and [8]). Textured ground can pose a problem [2, 
15], as it is hard to fill or segment, one example being specular 
reflections causing a strong intensity anomaly [2]. Flood fills 
can also cause false negatives (incorrect identification of 
obstacles as belonging to the ground) due to ‘bleeds’ caused by 
leaking through ill-defined edges [5]. Finally, there is always 
the “perpetual colour constancy” problem [5, 16], where 
colours that appear the same to the human eye can vary wildly 
in absolute terms, which can also be exacerbated by cameras 
performing automatic white balance and shutter speed 
adjustment. 

B. Optical Flow-Based Obstacle Detection 
Obstacle flow-based (motion-based) approaches to obstacle 

detection rely on tracking feature points between two images. 
A ground-plane homography matrix can be calculated and then 
be used to allow comparison between the movement vectors 
and the expected movement vectors for the ground plane [16]. 
Each feature point can then be located in 3D [17], allowing 
classification as either belonging to the ground plane, or 
belonging to an obstacle. 

�� �! � "#� $%&'( (1) 

A ground plane homography matrix H is calculated, and 
can be used to map homogenous pixel coordinates u, v and w 
into ground plane coordinates X and Y [16]. 

" � � �)�� )�* )�+)*� )** )*+)+� )+* )++! (2) 

H can be calculated given the following equations [16]: 
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Where &; is the translational robot velocity, 2%�� &�7 is the 
camera centre, / is the camera pitch and 201� 0<7 are the focal 
length along the camera x and y axes respectively. 

All optical-flow methods work this way, with most of the 
differentiation in features aimed at improving accuracy and 
resolution, or extending obstacle detection to full 3D 
Simultaneous Localization and Mapping (SLAM). For 
example: [16] analyses pixel colour gradients around feature 
points to try and extrapolate feature boundaries, and [1], [3] 
and [18] use Extended Kalman Filters (EKF) to increase 
feature tracking accuracy. [1], [3] and [18] also utilize optical 
flow for SLAM, allowing them to build a complete 3D textured 
model of the surrounding environment. While increasing 
accuracy of obstacle detection is broadly useful, it is important 
to note that full 3D environment mapping is “excessively 
complex” [19] when the requirement is only to detect 
obstacles, and that the problem can be reduced to the simpler 
issue of binary ground plane detection [16].  

The main advantage of using a motion-based approach is 
that it does not require an external knowledge of the ground 
plane in the way that appearance-based approaches do [20]. It 
also works well on textured surfaces [2], and works despite 
colour changes (such as due to white balance adjustment or 
lighting changes) – as long as features can still be tracked. 

The main disadvantage of optical flow is that, by definition, 
the usefulness of the data depends entirely on the quality of the 
features being tracked. Therefore, optical flow requires
textured surfaces in order to produce good results [2, 21]. This 

also means that motion is required before any calculations can 
be performed at all. Good camera calibration is also required, 
as well as precise knowledge of the camera position and 
orientation relative to the ground plane. 

II. CONSTRAINTS

The primary goal of this paper is to describe a more robust 
obstacle detection algorithm, therefore the constraints and 
assumptions that are required are fewer. Firstly, it is required 
that the ground plane is always flat[19], so that a homography 
matrix can be calculated. Secondly it is assumed that the 
camera position with respect to the ground plane does not 
move (except translationally in parallel to the ground) [19], 
again to ensure accurate calculation of the expected ground 
plane. Thirdly, we assume the vehicle moves at a constant, 
known velocity [19], as knowing our velocity and heading – 
and not needing to extrapolate these from the same data used 
for obstacle detection – makes it much easier to calculate 
obstacle positions [18]. This approach enables the constraints 
of prior research to be relaxed because the ground plane 
appearance requires neither a textured nor an untextured 
surface, and nor is it required that the camera be travelling over 
a ‘familiar’ pre-learned surface texture. 

III. METHOD

As can be seen from the above discussion of appearance-
based and optical flow-based obstacle detection, each method 
has several important disadvantages. However, many 
disadvantages held by one method are situations in which the 
other method works very well. Consider the issue of ground 

(a) (b) 

    
(c) (d) 

     
Figure 1. (a) The screen-space movement vectors of several tracked points. (b) Hue distribution histogram for ground plane pixels in (a). (c) Value distribution 

histogram for ground plane pixels in (a). (d) Ground plane obstacle mask for the image in (a), where white areas are obstacles and black areas are the ground 
plane. 
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plane texture: optical flow requires a ground plane texture in 
order to detect features [2], but appearance-based methods 
require an untextured ground plane, for easier segmentation or 
comparison. Also consider the issue where appearance-based 
methods all need a starting point on the ground, or a selection 
of ground pixels in order to work [7], and that colour 
inconsistencies between frames can cause these methods to fail 
[5]. However, optical flow analysis gives us absolute data 
points. In addition, optical flow requires the robot to be in 
motion, while appearance based methods can work on a single 
frame.  

This method therefore uses a combination of appearance-
based and optical-flow based methods, so that each method’s 
advantages may overcome the other’s disadvantages. Firstly, 
optical flow is used to gather a selection of points that lie on 
the ground plane, and then these points are used to form the 
initial hypotheses of an appearance-based method. The 
appearance-based method will then yield a high resolution 
binary [22] obstacle mask (in image-space) that is then 
transformed into an obstacle map. The process is as follows: 

1. Calculate optical flow, and select the locations of the 
features on the ground plane. 

2. Use ground plane points to describe the boundaries of a 
reference area similar to the one used in [2]. 

3. Create a histogram of the colour (hue and intensity) of the 
reference pixels. 

4. Classify all pixels in the image as either belonging to the 
ground or not belonging to the ground, based on 
comparison with the colour distribution generated in 3. 

5. Convert the image-space obstacle map into a world-space 
obstacle map, and use this to create an overhead 
occupancy grid for navigation. 

Each of these steps is described in more detail in the 
subsequent sections. 

A. Optical Flow Analysis 
To calculate optical flow, we compare the image-space 

movement vectors of a group of tracked features against the 
theoretical image-space movement of these features if they 
were on the ground plane. Vectors that correspond indicate that 
the feature lies on the ground plane; otherwise the feature lies 
on an obstacle. 

Ground plane homography can be calculated once and 
reused indefinitely as long as the camera maintains a consistent 
orientation with respect to the ground plane [23]. This 
proposed approach was tested by detecting the corners of a 
chessboard and using their relative positions to calculate 
camera pose with regards to the plane on which the corners lie. 
The chessboard is placed on the ground, therefore giving the 
ground plane homography matrix. 

Feature points are selected by finding a corner quality 
measure (based on the gradient in a 3x3 area) for every pixel in 
the image and selecting the global maxima, where no two 
maxima share an 8 pixel square neighbourhood. This ensures 
good feature points are selected, which are likely to remain 
translation and scaling invariant. The features are tracked using 
Lucas-Kanade. 

These feature points are tracked between frames to create 
image-space movement vectors. Longer vectors will be less 
susceptible to noise; therefore two sets of features are tracked 
simultaneously on an alternating basis. Every 2 seconds, new 
features are selected, and every 1 second, the set of features 
that is chosen for optical flow calculation is swapped to ensure 

vectors with the least amount of noise are inspected. A set of 
tracked feature points and their image-space movement vectors 
is shown below in Figure 1 (a). 

These vectors are then translated into world space 
coordinates using the inverse of the ground plane homography 
matrix as shown in equation (1).  The world-space vectors are 
then compared against the known movement vector of the 
robot, and if they are within a certain threshold (4 cm), then the 
feature is considered to be on the ground. The dimensions of 
the robot platform are given in Section 4. 

In Figure 1 (a), grey vectors are those that are above the 
horizon and are discarded, red vectors are obstacles and green 
vectors are for features that have been identified as belonging 
to the ground plane. 

B. Ground Plane Reference Area Selection 
The points obtained in step A are now used to describe the 

boundaries of an area that is calculated to be on the ground 
plane. Regions around the current location of the features are 
selected and subtracted from a mask. 

C. Ground Plane Pixel Value Histogram 
The pixels selected in step B are now compiled into a 

histogram of hue and value. Pixels with low saturations are 
filtered from the hue histogram, to avoid noise, as in [16]. 
Figure 1 (b) shows a hue histogram, while Figure 1 (c) shows a 
value histogram. 

D. Entire Image Classification 
Each pixel in the entire image frame is now classified as 

either belonging to the ground plane or not belonging to the 
ground plane. The pixel’s intensity and hue (should the 
saturation target be met) values are compared to the ground 
plane distribution, and if they are significantly inside that 
distribution, the pixel is classified as belonging to the ground, 
otherwise it belongs to an obstacle. The result is a binary image 
mask with the inverse of the entire ground plane highlighted. 

Due to feature points often being attached to anomalously 
coloured sections of ground, a flood fill is performed at the 
screen location of each feature point that has been determined 
to be located on the ground plane. This step is necessary in the 
case where a feature point is found because of a marking on the 
ground plane that is significantly outside the normal 
appearance of the ground plane appearance. For example, it 
ensures that the black tape visible in Figure 1 (a) does not show 
up as an obstacle, as it would in most methods that use 
appearance alone. After the flood fill, a few pixels may remain 
in the obstacle mask that are false positives (incorrectly stated 
as an obstacle), however these are averaged in the occupancy 
grid creation and will not cause navigation errors.

Figure 1 (d) shows the obstacle mask for the image in 
Figure 1 (a). 

E. Obstacle Occupancy Grid Creation 
The image created in step D is now transformed into world-

space by a perspective warp using the inverse ground plane 
homography matrix. The birds-eye obstacle map is then scaled, 
translated to a position relative to the robot’s absolute world 
position, and then rotated to match the robot heading. Figure 2 
shows the perspective transform of the obstacle map shown in 
Figure 1 (d).  

The obstacle map is represented by a grid at the resolution 
of 1 cell per 50cm2 (selected as twice the width and length of 
the robot platform). As the perspective warp of the obstacle 
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mask becomes noisier with increasing distance from the robot 
[24], a set of obstacle map cells are chosen that are within 3 
cells of the robot. 

For each of these cells, a mask is computed that reveals just 
the area of the obstacle mask covered by the cell. This region is 
then examined, and if the number of obstacle pixels is greater 
than a certain threshold (25%), then the cell is considered 
occupied. 

Each cell has a probability value that represents the 
likelihood of that cell containing an obstacle. When a cell is 
found to be occupied, the associated probability value is 
increased. The robot navigation module uses a threshold (90%) 
to determine whether a cell is considered occupied or not. 

As the robot moves through the environment, this overhead 
occupancy grid is continually filled out, and used to guide the 
navigation of the robot. Figure 3 shows the obstacle occupancy 
map at the time Figures 1 and 2 were taken. 

The orange squares in Figures 2 and 3 represent the area in 
which we are actively looking for obstacles, and are at a 
resolution of 50cm2 per cell. In Figure 3, the green circle 
represents the position of the robot, and in Figure 2 the robot is 
at the centre of the screen. Red squares in Figure 3 indicate the 
presence of an obstacle, and the robot will not try to navigate 
through these squares. 

IV. ROBOT PLATFORM

The robot platform is designed to be as simple as possible, 
allowing rapid prototyping and easy evaluation of the obstacle-
detection algorithm.  

A low-cost, low-power netbook was affixed to a small 
robot wheel base. The netbook provided a webcam for image 
acquisition and the processing hardware to run the detection 
algorithms. The wheel base was powered by two independent 
motors and a third omni-directional wheel enabled on-the-spot 
rotation. The robot was 25cm wide and 25 cm long, with a 
maximum height of 30cm. The camera was 29cm above the 
ground, above the centre of the base. 

An ATmega328 microcontroller in an Arduino 
development board along with a DC motor controller board 
provided pulse-width modulation control of the motor speed. 

A. Odometry and Heading Control 
Pulse-width controlled motors were chosen over stepper 

motors because they provide superior speed, however they lack 
precise control. While speed control is accurate enough to 
roughly calculate distance odometry, heading drift requires 

correction. This correction is calculated using the centrum of 
motion, in order to compensate the motor speeds and correct 
listing. 

Firstly, the centre of motion was calculated. This was done 
by interpolating of the intersection points of all the known-
ground plane feature vectors. Only ground plane features, as 
only the movement vectors of coplanar points share a common 
focus of expansion. 

Once the focus of expansion is calculated, the motor speeds 
can be adjusted. If the focus of expansion is in the left field, 
then power to the left wheel is increased while power to the 
right wheel is decreased. If the focus of expansion is in the 
right field, the opposite is done. 

V. RESULTS

A. Quantitative Analysis 
To objectively classify the performance of the algorithm, 

the per-pixel accuracy of the image classification is measured. 

Several images and their associated masks were recorded 
during testing of the robot. An obstacle mask was manually 
computed for each of those images, with the assumption that 
these masks represent the ground truth. The obstacle mask as 
computed by the algorithm is then compared against the control 
mask, and the number and percentage of correctly and 
incorrectly classified pixels are calculated. 

This method was chosen because it produces quantifiable 
results where the construction of the ideal ground truth case is 
not biased by the algorithm. It may seem more appropriate to 
perform a similar pixel-counting analysis on the transformed, 
birds-eye obstacle map – but in such a case, the hand-
calculated comparison would have to be based on the 
transformation of the base image – which would incur the same 
bias and inaccuracies as the mask. Comparing the final obstacle 
map against the actual environment has also been considered, 
but this would not provide sufficient resolution for the purposes 
of evaluation. 

Figure 4 shows an example of a ground truth mask, 
generated for the image in Figure 1 (a), while Figure 1 (d) 
shows the actual mask as generated by the algorithm. A white 
pixel indicates the presence of an obstacle, while a black pixel 
signifies the presence of the ground plane. Figure 5 highlights 
the false positives – pixels in the computed mask that are not in 
the ground truth mask – while Figure 6 highlights the false 
negatives – pixels in the ground truth mask that are not in the 
computed mask. 

Figure 2.    Transformed obstacle map from Figure 4 Figure 3.    Obstacle occupancy map 
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We can see that while very few areas of the ground were 
misidentified as obstacles, there were several areas that were 
falsely identified as belonging to the ground that do not. 
However, the false negatives are not too numerous to have a 
strong adverse effect on the detection of obstacle presence, and 
the majority of obstacle areas are bounded by mask pixels, 
ensuring that the robot will not try to navigate to those areas. 

Figure 7 shows a graph of the percentage of pixels 
classified correctly and incorrectly, from several obstacle mask 
images. 

Pixels were correctly classified in 88% of cases, with the 
vast majority of misclassified pixels being false negatives. 

Very few previous monocular vision papers present 
quantitative results, so a direct comparison is difficult. In [19], 
a feature point miss rate of 14.2% is found, which is 2.2% 
worse than the 12% obstacle pixel miss rate found here. 

B. Qualitative Analysis 
While previous papers did not generally provide figures 

they did describe problems with their method; allowing a more 
qualitative comparison with the method presented here. 

Previous monocular vision papers have stressed that 
appearance-based methods have problems dealing with 
textured floors [8]. The floor shown in Figure 1 (a) was 
augmented with black tape that starkly contrasted with the 
normal floor colouring; appearance-based-only methods would 
struggle with such a scene, likely classifying the tape as an 
obstacle. The same qualities that make these areas difficult to 
segment using appearance also ensure that they are chosen as 
good feature points. The extra information provided by the 

optical flow analysis ensures that the algorithm is aware that 
these areas are on the ground plane, and therefore they are not 
misidentified as obstacles. 

Another issue identified with appearance-based approaches 
is colour inconsistency, such as in [5] and [16], even between 
sequential frames in the same environment. This problem was 
not encountered using the hybrid approach, because the section 
of the algorithm using appearance works in a relative way 
within the confines of a single frame, and is therefore stateless 
with regards to time. This ensures that colour inconsistency is 
never an issue. 

Some methods were unable to run in real-time (taking up to 
1.5 seconds per 320x240 frame [4]), even on 2008 desktop 
hardware (3.2 Ghz Pentium 4) [4], however our method ran at 
30 frames per second on similar hardware (2.6 GHz, single 
core), at a resolution of 320x240 pixels.  

VI. LIMITATIONS AND FUTURE WORK

While the algorithm ran at 30 frames per second on a 
desktop, performance on the target hardware was not as strong, 
running at only 4 frames per second. While this did not affect 
feature tracking or obstacle mask generation, it did negatively 
affect the cumulative creation of the obstacle map and the 
response time of the robot to obstacles. There exist laptops of a 
similar physical size with much higher performance, and it 
would be a simple future experiment to examine the 
performance of the algorithm on such a machine. 

The algorithm was also strongly sensitive to a hardcoded 
value for robot speed. If the value was set incorrectly optical 
flow obstacle detection and obstacle map generation were 

Figure 4.    Hand-crafted ground truth obstacle mask for Figure 1. Figure 5.    False positives in the obstacle mask 

Figure 7.    Relative number of pixels correctly and incorrectly classified in 
the obstacle mask 

Figure 6.    False negatives in the obstacle mask 
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strongly affected. Unfortunately, the variability of the motors 
caused this to be an occasional issue. Optical flow can only be 
accurate either for motion calculation or obstacle detection, but 
not both [3], because both problems are strongly related [25]. A 
relatively simple solution would be the future addition of an 
odometry device, such as a mouse optical sensor or a rotary 
encoder to measure wheel-rotation.  

Kalman filters could also be applied to both feature tracking 
and robot position, in order to reduce noise and increase 
accuracy [26]. 

The robot supports only two kinds of motion – forwards 
motion and on-the-spot rotation. A future expansion could be 
to allow curved trajectories, however this would make optical 
flow calculations more complex. 

VII. CONCLUSION

A monocular vision system has been developed for a small 
robot that uses a combination of optical flow processing and 
appearance inspection. The algorithm calculates the presence 
and pixel-location of obstacles in image frames with 88% 
accuracy. The obstacle data can be compiled into a 2D obstacle 
map of the robot environment, to allow navigation. The robot 
has been tested in environments designed to challenge standard 
optical flow-based and appearance-based methods, and has 
detected obstacles reliably when sufficient processing power 
was available. 
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Robust Single Camera Relocalisation in Large-Scale Environments

Stephen J. Thomas and Bruce A. MacDonald and Karl A. Stol

Abstract—We present a fast method for single camera relo-
calisation that scales to very large environments. The relocaliser
is integrated into a parallel tracking and mapping framework
in which a map consisting of 3D points with visual descriptors
is constructed online. When tracking fails the relocaliser is
invoked and employs state-of-the-art visual feature description
and matching techniques to efficiently estimate the camera’s pose
with respect to the map so that tracking can resume reliably. We
demonstrate that the proposed algorithms are robust, capable of
real-time operation, and scale to maps which are more than an
order of magnitude larger than the current state-of-the-art.

I. INTRODUCTION

Real-time camera pose tracking can be used to estimate
the 6-DOF pose of a camera relative to a map or model
of the surrounding environment. This map or model may
be known in advance, or may be generated on the fly, a
problem commonly known as Simultaneous Localisation and
Mapping (SLAM), Structure from Motion (SfM), or Parallel
Tracking and Mapping (PTAM). Real-time vision-based track-
ing systems generally require a prior on the camera pose to
limit the search space for feature correspondences and achieve
high framerates. Furthermore, vision-based tracking requires a
sufficient number of distinctive features to be visible in order
to reliably establish the feature correspondences from which
the camera pose is derived. Rapid camera motion, occlusion,
motion blur, featureless surfaces and repetitive patterns fre-
quently produce limited or erroneous correspondences and
consequently tracking becomes unstable or fails completely.
In the absence of a pose prior from other sensors the cam-
era is now completely lost and the search-space for feature
correspondences can no longer be constrained. Consequently,
camera relocalisation is considerably more computationally
expensive than frame-to-frame pose tracking. In order to retain
the high-framerates achieved by camera pose tracking, we
propose a separate camera relocalisation method which is only
invoked when tracking becomes unstable or fails.

II. RELATED WORK

A. Image-to-Map Feature Correspondences and Random Sam-
pling Consensus (RANSAC)

Chekhlov et. al. [1] proposed a camera relocalisation
method in which the search-space for feature correspondences
was reduced by introducing fast indexing based on appearance.
Low order Haar wavelet coefficients are used to provide a
coarse estimate of spatial gradients around a feature point, and
these coefficients are quickly compared to eliminate feature
pairings which are highly unlikely to yield a true correspon-
dence. The set of potential correspondences is then refined us-
ing the well known Scale-Invariant Feature Transform (SIFT)
[2] descriptor. A camera pose estimate is derived from the

final set of correspondences using the RANSAC formulation
by Fischler and Bolles [3], which searches for a consensus set
and the associated camera pose by testing multiple hypotheses
using the 3-point absolute pose algorithm. Chekhlov et. al. [1]
demonstrated the robustness of the relocalisation on a number
of short sequences with success rates ranging between 60-97%
and incorrect relocalisation rates below 2.2%. No indication of
the frame-rate or execution time is given, however the number
of full descriptor comparisons was reduced to 5% compared
to exhaustive matching. However, the computational cost of
computing and matching SIFT descriptors is considerable, and
the matching time still grows linearly with map size.

Williams et. al. [4] proposed a relocaliser based on on-
line learning of patch appearance. The system is based on
the feature matching approach of Lepetit and Fua [5] which
treats real-time feature recognition as a classification problem.
Each time new features are added to the map, the relocaliser of
Williams et. al. [4] trains 10-20 new randomised tree classifiers
to identify these features. When tracking fails the classifiers
are used on each new frame to generate a list of potential
correspondences. A camera pose estimate is derived from these
correspondences using the RANSAC formulation of Fischler
and Bolles [3]. The system was tested on a dual-core 2.7GHz
CPU using a map with 54 features, from which the classifier
returned 7 inliers and 35 outliers, and the relocaliser produced
a pose estimate in 19ms. The approach was only demonstrated
on maps with up to 80 features, and does not scale well due
to the high training times and memory requirement [4].

Guan et. al. [6] proposed a camera relocalisation method
which combined fast feature description using Compact Sig-
natures [7] with camera pose estimation and outlier rejection
using the Progressive Sample Consensus (PROSAC) algorithm
[8]. Compact Signature descriptors can be computed very
efficiently, thus the major bottleneck of the system was feature
matching. Matching was accelerated by comparing descriptors
using the sum of absolute differences (SAD) on a graphics
processing unit (GPU). The resulting set of correspondences
generally had a very high proportion of outliers and con-
sequently the traditional three-point RANSAC algorithm re-
quired a large number of iterations to obtain a camera pose
estimate. Guan et. al. [6] proposed to address this problem
by using the PROSAC algorithm which biases the random
correspondence selection to firstly pick correspondences which
are more likely to be inliers based on their feature similarity
scores. In this way the algorithm may arrive at a solution which
satisfies the termination criterion earlier. The system was tested
using a quad-core Xeon 2.66 GHz CPU, NVIDIA GeForce
GTX260 GPU and 640× 480 pixel webcam. The maps used
for the experiments contained up to 4,215 map points, and the
relocaliser required 49ms per frame on average to determine
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a camera pose estimate.

B. Keyframe/Node Appearance Matching

In the PTAM framework of Klein and Murray [9] the
map consists of a small number of keyframes in addition to
triangulated 3D map points. Rather than using the 3D map
points for camera relocalisation the keyframes are assigned
a single descriptor which enables similar keyframes to be
identified directly. When tracking fails the system attempts
to resume from the position of the keyframe with the most
similar appearance. The keyframe appearance descriptor is a
Small Blurry Image (SBI) which is obtained by downscaling
the keyframe image and convolving the result with a zero mean
Gaussian. The similarity between these descriptors is evalu-
ated using normalised cross-correlation (NCC). Experimental
results indicate that the method can deal with several hundred
keyframes in real-time. However, the approach has a high rate
of incorrect relocalisation and the descriptor is only robust to
relatively small changes in position and viewpoint.

Eade and Drummond [10] presented a method for relocalisa-
tion within a graph-based SLAM framework which uses both
appearance and structure to guide a relocalisation search. The
map in this framework consists of a small number of nodes
(synonymous with keyframes) in addition to 3D map points.
The first stage in the relocalisation process is to identify a
set of candidate nodes that are most similar to the current
frame based on a bag-of-words appearance model. The visual
bag-of-words approach involves extracting feature descriptors
from the image, quantising the descriptors according to a
fixed vocabulary of visual words, and constructing a histogram
of word frequencies to be used as the node descriptor. The
vocabulary is built incrementally online using compact 16-
D SIFT [2] descriptors which are less distinctive than the
standard 128-D SIFT descriptors but much more efficient to
compute, store, and compare. Using the bag-of-words model
the nodes are ranked based on how well they express the
current image, and the top three candidate nodes are selected.
A nearest-neighbour search is then used to match the SIFT
descriptors from the current image to each of the candidate
node’s associated 3D map point descriptors. Finally, Maximum
Likelihood RANSAC (MLESAC) [11] is employed to find the
maximum-likelihood set of correspondences and the associated
camera pose. The system was tested on an indoor scene in
which a complex external loop was traversed and closed. The
camera was then repeatedly kidnapped from one part of the
environment to another, with new viewpoints significantly dif-
ferent from the originals. The relocalisation algorithm required
no more than 6ms per frame, and recovery always occurred
within 15 frames for a 1402 feature map.

Each of these systems was evaluated using a different
performance metric, making a comparison extremely difficult.
Furthermore, relocalisation times and accuracies are highly
dependent on the image features extracted, which in turn are
dependent on scene structure. However, a common limitation
of these systems is that they only scale to small environments
(80 - 4,215 features) due to the high computational cost and

combinatorial explosion of feature matching. We propose a
novel relocaliser which scales to maps with tens to hundreds
of thousands of features, while retaining the real-time perfor-
mance necessary for practical applications.

III. A NOVEL VISION-BASED RELOCALISER FOR VERY
LARGE MAPS

The relocaliser proposed in this paper employs state-of-the-
art approaches to feature description, feature matching and
robust camera pose estimation to produce a novel relocaliser
that significantly outperforms existing approaches. The vision-
based system is capable of handling maps containing tens of
thousands of features in real-time, and absolute position and
attitude sensors can be used to constrain the relocalisation
search-space providing scalability to even larger maps. The
relocaliser has been integrated into the PTAM framework
of Klein and Murray [9] which constructs a map consisting
of keyframes and 3D map points in real-time. The system
was developed for a micro aerial vehicle (MAV) with a
downward pointing camera, thus the system must be capable
of relocalisation in both indoor and outdoor environments from
vastly different viewpoints and altitudes.

IV. IMAGE AND MAP POINT FEATURE DESCRIPTION

The PTAM algorithm finds correspondences between im-
ages by detecting keypoints within a four level image pyramid
using the FAST-10 keypoint detector [12] and a threshold
based on the Shi-Tomasi score [13]. Keypoints are then
matched by comparing image patches which are pre-warped
based on prior estimates of the camera poses. When tracking
fails no prior pose estimate is available, thus the patch pre-
warping which enables rotation and scale invariant matching
is impossible. As demonstrated in [1], [10] rotation-invariant
feature descriptors such as SIFT provide an excellent basis for
establishing correspondences in the absence of a prior pose
estimate. However, scale-invariant matching using SIFT-like
descriptors requires the keypoint detector to provide an esti-
mate of the keypoint scale. Lindeberg [14] introduced the con-
cept of identifying points which are well-localised in scale by
identifying maxima (blobs) in a normalised Laplacian scale-
space. This is the approach adopted by the computationally
expensive SIFT and SURF [15] detectors. The STAR keypoint
detector from the OpenCV library [16] attempts to reduce the
computational cost of this approach by approximating each
level of the Laplacian scale-space with very few computations
using the difference between rotated squares. However, many
authors such as Chekhlov et. al. [1] opt to sacrifice scale-
invariance in order to use significantly faster detectors such
as FAST. Table I summarises the keypoint detection times for
these detectors, and also a seven level image pyramid using
the FAST-10 detector for the first 800 × 640 pixel image of
the Graffiti dataset1.

From Table I it is evident that the FAST based key-
point detectors are considerably faster, however we must

1http://www.robots.ox.ac.uk/∼vgg/research/affine/.
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TABLE I
COMPARISON OF COMPUTATION TIMES

Keypoint Detector Computation Time (ms)
SIFT 867.6
SURF 121.4
STAR 31.2
FAST-10 / Shi-Tomasi 5.2
4 Level Pyramid / FAST-10 / Shi-Tomasi 8.8
7 Level Pyramid / FAST-10 / Shi-Tomasi 15.4

also consider the quality of the keypoints identified by each
detector. This is achieved using the standard framework and
graffiti and boat image sequences of Mikolajczyk et. al. [17].
This framework evaluates each detector’s repeatability, which
expresses its ability to find the same physical points under
different viewing conditions. Figures 1(a) and 1(b) illustrate
each detector’s repeatability under changes in viewing angle
and scale respectively. Figures 1(c) and 1(d) show the number
of corresponding regions found under changes in viewing
angle and scale respectively. All plots are based on the
800 strongest keypoints and the standard overlap threshold
of 40%. The results indicate that the single-scale FAST-10
detector has relatively poor robustness to changes in viewpoint,
and extremely poor robustness to scale changes. It is also
evident that the coarse scale-space of the 4-Level pyramid
used by PTAM results in poor robustness to scales which
fall between pyramid levels. However, the 7-level pyramid
covering the same number of octaves, but with finer scale
sampling outperforms both the SURF and STAR detectors in
almost all cases.

In addition to evaluating the detectors alone, it is crucial
to consider the impact their accuracy has on matching per-
formance. Again we use the standard framework and graffiti
and boat image sequences of Mikolajczyk et. al. [17]. In this
case the matching performance is evaluated using the recall-
precision criterion. Recall is the ratio between the number of
correctly matched regions and the total number of correspond-
ing regions between two images. The standard plots show
recall vs. 1-precision, where 1-precision is the ratio between
the number of incorrectly matched regions and the number of
matched regions. Therefore, a good descriptor should have a
high recall rate for low 1-precision. Figures 2(a) and 2(b) illus-
trate image matching performance using the SCARF descriptor
[18] under changes in viewing angle and scale respectively.
It is clear that the SURF detector is superior in almost all
cases. However, surprisingly the number of pyramid levels
(1,4 or 7) for the FAST-10 detector has marginal influence
on matching performance for changes in scale. Considering
the trade-off between matching performance and computation
time, we have chosen to utilise the 4-Level pyramid FAST
corners for relocalisation. As real-time performance is crucial
we employ the SCARF descriptor for keypoint matching as it
has matching performance comparable to SURF, but can be
computed approximately 25 times faster, and each descriptor
occupies just 60 bytes and can be compared almost 64 times

(a) Repeatability for changes in viewpoint (Graffiti dataset)

(b) Repeatability for changes in scale (Boat dataset)

(c) Number of correspondences for changes in viewpoint (Graffiti dataset)

(d) Number of correspondences for changes in scale (Boat dataset)

Fig. 1. Keypoint detector performance under various transformations

faster [18].

V. IMAGE-TO-MAP FEATURE CORRESPONDENCES

If the uncertainty in the camera’s pose is known then the
spatial search for matches between the current image and map
can be constrained, which accelerates the matching process
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(a) Recall vs. Precision for changes in scale (Boat dataset)

(b) Recall vs. Precision for changes in viewpoint (Graffiti dataset)

Fig. 2. Keypoint matching performance under various transformations

significantly. However, when tracking fails pose uncertainty
grows without bound to the point where the entire map must
be considered and the matching process becomes a bottleneck.
This prompts us to consider a two stage approach to relocalisa-
tion. In the first stage only a local map (containing up to 3000
features) around the point where tracking failed is considered
and the camera motion is modelled as a random walk with a
constant linear velocity. If the camera fails to relocalise before
the position uncertainty grows beyond the bounds of the local
map, then the second relocalisation stage which considers the
entire map (up to 150,000 features) is invoked. A local map
centered around any given position is obtained by storing
keyframes in a Priority R-tree [19] which enables very efficient
indexing of the K nearest-neighbour (k-NN) keyframes. Each
keyframe maintains a list of observed map features, thus
a local map can be rapidly constructed from the retrieved
keyframes. This approach also lends itself towards the direct
integration of absolute position estimates from external sensors
such as GPS. Each time a GPS measurement is received
we can simply update the camera position estimate, position
uncertainty and local map keyframes.

Regardless of whether we are matching to the local or global
map, identifying correspondences is the bottleneck for real-
time relocalisation [1]. The best match for each feature in the
current frame is found by identifying its nearest neighbour(s)
in the set of map features based on the SCARF descriptors and
a similarity metric. No algorithms were identified that could
determine the exact nearest neighbors of the 60-dimensional
SCARF descriptors any faster than an exhaustive search.
However, several publicly available software libraries provide

approximate nearest-neighbour search algorithms which have
been compared and evaluated for both relocalisation stages.

OpenCV[16] provides an approximate nearest-neighbours
search algorithm based on the KD-tree, known as the Best-
Bin-First (BBF) algorithm [20]. The Approximate Nearest
Neighbor library (LIBANN) [21] offers both a KD-tree and
box-decomposition tree (bd-tree) based approximate nearest-
neighbour search [22]. The LSHKIT library [23] offers an ef-
ficient approximate nearest-neighbour search algorithm based
on local sensitivity hashing (LSH) [24]. The Fast library
for approximate nearest-neighbours (FLANN) [25] provides
approximate nearest neighbour searches based on either a set
of randomised KD-trees or a hierarchical k-means tree [26].
A brute-force search based on the sum of absolute differences
(SAD) is also considered for local map matching, but is
infeasible for global map matching.

For local map matching the primary concern is respon-
siveness. It is desired that the system drops as few frames
as possible before relocalisation occurs and tracking resumes.
Therefore, we impose a constraint which requires the framerate
to remain above 15 frames per second (fps), and compare
the matching performance of each algorithm given the same
time budget. Note that all searches with the exception of
brute-force require time to construct a search index. This
construction time must be factored into the time-budget as
the local map is different each time the relocaliser is invoked.
A framerate of 15fps provides a time-budget of 66.7ms per
frame, however keypoint detection, description, local map
generation and robust pose estimation requires up to 25ms,
thus approximately 40ms remains for matching.

Table II summarises the construction and search times for
each algorithm using a dataset of 100 random images covering
four distinct image categories: graffiti street art, boats, bark and
walls. Note that the first two columns always sum to 40ms.
Therefore, even if the local map is updated every frame the
framerate will remain above 15fps. The final column indicates
the peak framerate that can be achieved when the local map
is not updated. Each of the algorithms with the exception
of the brute-force search is approximate, therefore we also
consider their recall-precision performance based on nearest-
neighbour matching of the 800 strongest keypoints. Figure 3
illustrates the algorithm’s performance for NN matching to a
local map with 3000 features. It is evident that the brute-force
SAD search has the best matching performance, however the
hierarchical k-means tree also performs well and provides a
trade-off between a ∼ 10% reduction in recall and a higher
peak framerate (22.3fps). In practice relocalisation generally
occurs within several frames, thus higher recall is preferred to
a higher peak framerate and consequently the proposed system
utilises the brute-force SAD search for local map matching.

For global map matching a brute-force search is infeasible
and an approximate nearest-neighbour algorithm must be
adopted. For global map matching responsiveness is still of
primary importance, however, given the size of the global maps
(up to 150,000 features) the framerate constraint is relaxed to
1 frame per second. Table III summarises the search index
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TABLE II
COMPARISON OF NEAREST-NEIGHBOUR SEARCH ALGORITHMS FOR

LOCAL MAP MATCHING

Algorithm Construction Search Peak FPS
LSHKIT - LSH 8ms 32ms 17.0
LIBANN - BD-tree 8ms 32ms 17.0
LIBANN - KD-tree 3ms 37ms 15.7
OpenCV - BBF 7ms 33ms 16.8
FLANN - KD-tree 9ms 31ms 17.3
FLANN - Kmeans Tree 22ms 18ms 22.3
Brute-force SAD N/A 40ms 15.0

Fig. 3. Recall vs. Precision for approximate nearest-neighbour matching on
a local map with 3000 features

construction times for a 150,000 feature map. Note that while
a low construction time is still important, for global map
matching the search index is only constructed once and is
therefore not considered for the framerate constraint. Figure 4
illustrates each algorithms recall-precision performance based
on nearest-neighbour matching of the 800 strongest keypoints
to the 150,000 feature map. It is clear that the two algorithms
from FLANN have superior recall performance, however the
two algorithms have the worst construction costs. On a multi-
core processor it is possible to construct the global search
index in parallel to initial local map searches. Therefore in
most cases the Randomised KD-tree construction will be
completed before global matching is invoked.

TABLE III
NEAREST-NEIGHBOUR SEARCH INDEX CONSTRUCTION TIMES FOR

GLOBAL MAP MATCHING

Algorithm Construction time
LSHKIT - LSH 61ms
LIBANN - BD-tree 656ms
LIBANN - KD-tree 297ms
OpenCV - BBF 2140ms
FLANN - KD-tree 2365ms
FLANN - Kmeans Tree 9761ms

VI. OUTLIER REJECTION AND INDEPENDENT HYPOTHESIS
FORMULATION

The proportion of correct correspondences (inliers) yielded
by the matching algorithms presented in the previous section
tends to be fairly high even for extremely large maps, however
a robust approach to camera pose estimation is still vital. A

Fig. 4. Recall vs. Precision for approximate nearest-neighbour matching on
a global map with 150000 features

large proportion of the outliers can be rapidly eliminated by
applying an extremely fast implementation of density-based
spatial clustering (DB-SCAN) [27] to the set of corresponding
map features. This groups together features which may be
observed by a single keyframe, and any clusters with very
few features (≤ 5) are disregarded. A camera pose estimate
for each of the remaining clusters is then obtained using
the well-known three-point pose algorithm [28] embedded
within a Preemptive Random Sample Consensus (Preemptive-
RANSAC) [29] framework. Unlike standard RANSAC, pre-
emptive RANSAC generates a fixed number of hypotheses
upfront, concurrently scores all hypotheses according to a
robust likelihood function, and periodically eliminates the
most unlikely to avoid excessive scoring of useless hypotheses.
Like Guan et. al. [6] when generating hypotheses we reject
sets of correspondences which refer to the same map point,
and map points which are very close together or approximately
collinear. In addition, if an external absolute pose estimate or
external attitude estimate is available we use these and their
associated uncertainties to eliminate unlikely hypotheses.

VII. EXPERIMENTAL EVALUATION

The system is able to operate in real-time and successfully
relocalises following tracking failure in both indoor and out-
door environments. Figure 5 shows the keyframes and map
points generated by a camera traversing a large loop of a
laboratory containing repetative patterned carpet, featureless
walls and many almost identical computers, desks and chairs.
Rapid camera motion at several points of the trajectory causes
tracking to fail, but in each case the relocaliser recovered
immediately. Once the trajectory was completed the resulting
map consisted of 821 keyframes and approximately 45,000
map points. To test the relocaliser the camera was blinded,
relocated and/or reoriented and then unblinded (kidnapped).
If the blinded interval was short then local map relocalisation
was attempted, and on average required 61.2ms per frame
(best-case 15ms, worst-case 190ms), and relocalisation always
occurred within one second. If the blinded interval was long
then global map relocalisation was invoked and required
an average of 1034ms per frame (best-case 818ms, worst-
case 1134ms) and relocalisation always occurred within four
seconds. Across the 130 trials the relocaliser had a success rate
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above 99%, with a single incorrect pose estimate resulting in
an incorrect relocalisation rate of less than 1%.

Fig. 5. Global map of 821 keyframes and approximately 45,000 map points

VIII. CONCLUSIONS

The relocalisation system presented is able to quickly
generate robust camera pose estimates for very-large scale
maps, even when prior knowledge of the camera pose is
unavailable. Robust feature correspondences between the cur-
rent image and map are obtained using a pyramidal FAST
keypoint detector, real-time SCARF feature descriptors, and an
approximate nearest neighbour algorithm based on randomized
KD-trees. Density based clustering of the 3D point-to-image
correspondences yields a small number of correspondence sets
from which potential pose hypotheses are obtained efficiently
via a three-point absolute pose algorithm embedded within a
Preemptive RANSAC framework. The system employs a two
stage approach to relocalisation in which initially only a local
map (containing up to 3000 features) around the point where
tracking failed is considered. If the camera fails to relocalise
before the position uncertainty grows beyond the bounds of
this local map, then the second relocalisation stage considers
the entire map (up to 150,000 features). We demonstrate
through both simulated and practical experiments that the local
map relocalisation is both robust and responsive, achieving a
framerate of ∼ 15fps. Furthermore, the global map relocalisa-
tion can handle maps more than an order of magnitude larger
than the current state-of-the-art while maintaining a framerate
of approximately ∼ 1fps and a success rate above 99%.
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Abstract— In a previous paper, we proposed an unsupervised 
learning algorithm for self-organizing an internal representation 
of ego-motion. In this paper, we propose a method to predict the 
image at the next instance using a time evolution operator 
generated on the basis of the internal representation of ego-
motion. In addition, we propose a method of motion-
compensated inter-frame subtraction. By subtracting the 
predicted image at the next instance from the true image, we can 
obtain an image that has high intensity in the region of the 
moving object. This method is effective even if the camera itself is 
in motion. Because this method does not utilize any knowledge of 
geometric nature during image generation, it is not affected by 
any image distortion. We show the results of the experiments 
conducted using a randomly synthesized image and the real 
image. 

Keywords- Vision; Ego-motion; Unsupervised learning;
Internal representation of ego-motion; Motion-compensated Inter-
Frame Subtractio

I. INTRODUCTION

Existing robot vision systems are designed on the basis of
human knowledge of the external world. The knowledge is 
embedded in a robot as a computer program. Because human
knowledge is incomplete, robot behaviour must also be 
incomplete. The robot can only solve problems that were 
selected in advance by the designer.

Recently, cognitive developmental robotics [1, 2] has been 
put forth as a new paradigm that emphasizes on the automatic 
development of a robot’s knowledge base [3, 4]. It is postulated 
that robot behaviors should not be fixed, but rather emergent 
depending on the experiences of the robot. Based on this idea, 
we have researched on methods of spontaneously generating 
function of vision from only robot experiences [5-7]. We 
persisted on the postulate that robot behaviors should not be 
fixed, but emergent depending on the experiences of the robot 
[8, 9].

In our previous papers [5-7], we introduced a time 
evolution operator. In [7], we proposed an unsupervised 
learning algorithm for self-organizing the internal 
representation of ego-motion. We showed that motion 

parameters could be topographically and spontaneously 
mapped onto a robot’s internal parameter space without any 
knowledge of geometric nature during image generation;
therefore, it is not affected by image distortions such as those
introduced by omnidirectional or fish-eye cameras. In this 
paper, we propose a method to predict the image at the next 
instance using the time evolution operator. In particular, the 
system first estimates the internal representation of its ego-
motion, and then, using the corresponding time evolution 
operator, it predicts the image at the next instance.

Figure 1. An example of the result of conventional inter-frame subtraction.

Inter-frame subtraction is often used as a method to detect a 
moving object in an image. This method is effective when the 
object is moving in a static background because only the region 
of the moving object has non-zero subtraction. However, when 
the camera is itself in motion, the inter-frame subtraction 
method fails to detect the moving object. This is because the 
background region also has non-zero subtraction. Fig.1 shows 
an example of the result of conventional inter-frame 
subtraction. A frame of a video taken by a moving fish-eye 
camera is shown in A and the result of inter-frame subtraction 
is shown in B. The walking person in the central region is not 
distinguished because background region is also enhanced. 
Solving this problem is an important application of the 
proposed method for predicting the image at the next instance.
By subtracting the predicted image at the next instance from 
the true image at the next instance, we can obtain an image that 
has high intensity in the region of the moving object. This is 
because the time evolution operator represents ego-motion and 
is expected to compensate for the image changes caused by 
ego-motion. 

A B
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Historically, the problem of image changes due to ego-
motion has been examined as follows. The image changes are 
generated according to the optical flow arising from ego-
motion, and inversely, ego-motion is detected on the basis of 
the optical flow [10-12]. It is assumed that the optical flow is 
produced according to a physical law of optics, and the 
problem of estimating ego-motion is solved using the 
knowledge of inverse optics. Once ego-motion is estimated, the 
image at the next instance can be obtained using a physical law 
of optics. However, generally, the physical process is so 
complicated that it is only approximated as a simple model. 
Therefore, when the model is insufficient, the image at the next 
instance cannot be accurately estimated.

Biological vision is highly flexible. When a person wears
glasses with reverse prisms, he/she can adapt to the reversed 
world after a certain period of adjustment [13,14]. The visual 
function is considered to be organized on the basis of visual 
experiences. Furthermore, it has been recognized that the 
primate visual cortex is self-organized through visual 
experiences [15,16].

The proposed method is as flexible as biological vision. 
Because the proposed method does not assume any knowledge 
of the external world, it can cope with image distortions such 
as those introduced by reverse prisms, omnidirectional cameras, 
or fish-eye cameras. In the next section, we formulate the 
problem of self-organizing the internal representation of ego-
motion and propose a method to predict the image at the next 
instance. Then, in Section III, we outline the algorithm for 
motion-compensated inter-frame subtraction, and in Section IV, 
we present the experimental results. Finally, we conclude the 
paper in Section V.

II. FORMULATION

We introduced a new concept of a time evolution operator 
in the previous paper [5]. In general, an operator converts a 
vector into another vector. Let Md

                    

be a time evolution operator 
associated with an ego-motion specified by symbol d, and let 
I(x, y, t) be an image at time t. Then, the image at the next 
instance I(x, y, t+ t) is assumed to be

),,()(),,( tyxItMttyxI d Δ=Δ+ . (1)
In the paper [5], it was shown that Md

In this method, the ego-motion was restricted to a discrete 
time and discrete types of motion. In the paper [6], we 
advanced the method to cope with continuous time and 
continuous motion; we introduced an infinitesimal time 
evolution operator H

can be obtained through 
a learning procedure if many samples of the pair of I(x, y, t+

t) and I(x, y, t) are prepared for the ego-motion d.

d

                              

, which satisfies the following relation

),,(),,( tyxIH
t

tyxI d=
∂

∂                   (2)

The operator dH for arbitrary motion parameters can be 
obtained through a learning process using several samples of 
the pair of I(x, y, t)/ t and I(x, y, t). The learning of Md or 
Hd

In the paper [7] we proposed an unsupervised learning 
algorithm to self-organize the internal representation of ego-
motion from a number of sample pairs of I(x, y, t)/ t and 
I(x, y, t). We showed that the internal space was
topographically isomorphic with the space of real ego-motion 
parameters. We assumed that the infinitesimal time evolution 
operator H

is a type of supervised learning; the supervisor must 
provide the target values of the motion parameters. Once the 

learning is performed, the system can recall the ego-motion 
from the pair of I(x, y, t+ t) and I(x, y, t) or the pair of I(x,
y, t)/ t and I(x, y, t). If the ego-motion d is given, conversely, 
the system can recall I(x, y, t+ t) or I(x, y, t)/ t from the 
current input I(x, y, t). Thus, we can predict the image at the 
next instance.

d

                               

could be represented as

∑=
=

K

k
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dd HH
1
λ ,                            (3)

where Hk(k=1,2,…,K) is a set of operator bases, each of which 
corresponds to an elementary motion and d

k(k=1,2,…K) are 
coefficients determined according to the specific motion d. K
is a dimension of a motion parameter space. For instance, if 
the motion is translation (tx, ty) in a two-dimensional plane, K
is 2. Before the learning, the system does not have any 
knowledge about Hd. After the learning is completed, the 
system generates the operator bases Hk (k = 1,2,…, K). The 
space spanned by these operator bases is the internal space of 
ego-motion. For each pair of I(x, y, t)/ t and I(x, y, t), the 
system derives such k

2

1
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(k = 1,2,…, K) that minimizes the 
following objective function:

.          (4)

The coefficients k

In principle, the unsupervised learning proceeds in the way 
mentioned above. In practice, however, it is difficult to 
execute this process because it needs an enormous amount of 
computation time. In fact, when the number of pixels of the 
image I(x, y, t) is N x N, the operator H

(k = 1,2,…, K)s are internally represented 
motion parameters. These have one-to-one corresponding with 
the objective motion parameters.

k is a matrix with a size 
of N4, and it needs computation time proportional to N12 to
obtain Hk; it is too large for practical use. To solve this 
problem, in the paper [7], we reduced the dimension of the 
image by principal component analysis. We defined a sensory 
vector p(t), which was a low dimensional vector obtained by 
principal component analysis from the image I(x, y, t).  We 
showed that we could define a time evolution operator H’d

                             

in 
the same way and the following relationship held:

)(')( tH
dt

td d pp
= ,               (5)

and internal representation of ego-motion could be generated 
by a unsupervised learning in the same way.

Thus, we can predict a sensory vector at the next instance 
after obtaining time evolution operator, but it does not mean 
that we can obtain the image at the next instance. To realize 
motion-compensated inter-frame subtraction, we need the 
image at the next instance. In this paper, we propose a new 

This work is partially supported by SCOPE: Strategic Information and 
Communications R&D Promotion Program(102307010).
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method of unsupervised learning to obtain the time evolution 
operator in (3), not in (5) with reasonable computation time. 
Using this method, we can predict the image at the next 
instance, and therefore, we can realize motion-compensated 
inter-frame subtraction.

We assume that time evolution operator can be defined 
using a set of shift invariant linear transformation hp(m, n) of 
size F x F and that  (2) is represented as follows:
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We regard hp(i, j) as a F x F digital filter to detect local
features of images. Let Hp be an operator defined as

∑ ∑ ++=
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then, (6) is expressed as follows:
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Comparing (8) and (2), time evolution operator is expressed 
as follows:

                     p
P

p
p

dd HyxvH ∑=
=1

),( .                   (9)

To clarify the meaning of (6), (8) and (9), we consider a 
specific case. We assume that the camera is moving in a
static environment and every point (x, y) in the image moves 
to the point (x + vd

xdt, y + vd
ydt) in accordance with the 

camera motion, where vd
x and vd

y are optical flows and dt is 
the time interval. In addition, we assume that the pixel value 
of the corresponding point does not change, i.e. the following 
relationship holds:
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where we denote vd
x(x, y) and vd

y

x∂−∂ /

(x, y) as optical flows 
because they are depend on position (x, y). If we replace 
differential operators and y∂−∂ / with 3 x 3 digital 
filters
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respectively, we obtain
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Equation (14) is a special case of (6).

We derived (14) using a knowledge how optical flow 
arises. Because we have a standpoint that we should build a 
system using a prior knowledge as less as possible, we start 
from more general formula (6) rather than (10). We call 
coefficients vd

p

As discussed above, time evolution operator can be 
approximated as a linear sum of a number of operator bases as 
in (3). From this fact, we conclude that generalized optical 
flows v

(x, y) generalized optical flow because it 
corresponds to usual optical flow in (11).

d
p(x, y) can be approximated as a linear sum of the 

basis functions of optical flows vp1(x, y), vp2(x, y), …, vpK

∑=
=
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k
pkk

d
p

d yxvyxv
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(x, y)
as follows:

.             (15)

The coefficients 1
dλ , 2

dλ , � , K
dλ depend on the ego-

motion d and three-dimensional structure of the environment.
We can consider them as parameters representing the motion 
and structure. 

As in the paper [7], the basis functions of the optical flow 
are obtained spontaneously by unsupervised learning. First, we 
prepare M image sequences I1(x, y, t), I2 �(x, y, t), , IM(x, y, t).
Motion and structure parameters in each image sequence Im(x,
y, t) is assumed to be d(m). For each image sequence, we seek 
the optimum vd(m)

p(x, y), which minimize
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where m = 1, 2, …, M. We partially differentiate the objective 
function J[{vd(m)

p}] by vd(m)
p and obtain the following system 

of linear equations:
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In this equation, we denote ∑
ji,

as summation ∑ ∑
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We introduce a P x P matrix Am whose pth and qth element is 
am

pq and let Bm = (Am)-1 be inverse of Am. Then, the solution of 
the system of linear equation (17) is obtained as follows:
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where bm
pq is the pth and qth element of Bm

Then, we obtain basis functions of optical flow v

.

p1(x, y), 
vp2(x, y), …, vpK(x, y) from generalized optical flows vd(m)

1(x,
y), vd(m)

2(x, y), …, v d(m)
p(x, y),  where m = 1, 2, …, M. In fact, 

we regard each set of vd(m)
1(x, y), vd(m)

2(x, y), …, v d(m)
p(x, y) as 

a P x N x N dimensional vector vd(m), and we apply principal
component analysis to M vectors of vd(1), vd(2), …, vd(M). The 
basis functions of optical flow v1, v2, …, vK are obtained as K
principal eigenvectors. Here vk is a vector which consists of 
v1k(x, y), v2k(x, y), …, vPk

Once a set of basis functions is established, the motion 
and structure parameters 

(x, y). These basis functions of 
optical flow generate a space of internal representation of the
motion and structure of the environment.

1λ , 2λ , � , Kλ for the arbitrary
image sequence ),,( tyxI are obtained as follows. First, we 
define an objective function as
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Then, 1
dλ , 2

dλ , � , K
dλ are obtained by minimizing 

this objective function. In fact, the objective function 
),...,,( 21 K

dddJ λλλ is differentiated by each k
dλ and the 

result is set to zero. Then, we obtain a system of linear 
equations for 1

dλ , 2
dλ , � , K

dλ and obtain the solution by 
solving it. Next, from (9) and (15), the time evolution operator 
for the arbitrary image sequence ),,( tyxI is constructed as
follows:

                 p
P

p

K

k
pkk

dd HyxvH ∑ ∑=
= =1 1

),(λ .                     (21)

Because the time derivative of I(x, y, t) is derived using (2), 
the image at the next instance is estimated as

dttyxIHtyxI

dttyxI
t

tyxIdttyxI

d ),,(),,(

),,(),,(),,(ˆ

+=
∂
∂

+=+
.                 (22)

III. INTER-FRAME SUBTRACTION

Fig. 2 shows the outline of the algorithm for inter-frame 
subtraction, which is utilized as a tool for detecting moving 
objects in an image sequence captured by a moving camera. 
This algorithm consists of three stages: the first is preliminary 
learning, the second is unsupervised learning and the third is 
inter-frame subtraction. 

In the preliminary learning stage, F x F digital filters to detect 
local features are obtained as follows. We do not define local 
features ad hoc, but we decide them through unsupervised 
learning by principal component analysis. First, a number of 
image samples I1(x, y), I2(x, y) , …, IS(x, y) are prepared. We 
convert these images to gray scale images and put a F x F
window at randomly selected point on these images. We 
extract local image from this window and regard it a vector u i
of dimension F x F. We collect a number of u i (i = 1, 2, …,
Q) in this way and apply principal component analysis to them 
to obtain P local feature bases hp(i, j) and record them  in the 
first dictionary.

Figure 2. Outline of the algorothm for inter-frame subtraction.

In the unsupervised learning stage, first, a number of image 
sequences I1(x, y, t), I2(x, y, t) , …, IM(x, y, t) are input. Then, 
using hp(i, j), we obtain the generalized optical flows vp

d(m) (p =
1, 2, …, P) by minimizing the objective function (16) as 
mentioned in the previous section, where P is the number of 
local feature bases. Then, we obtain the basis flow functions 
vpk(x, y) (k = 1, 2, …, K) that generate the internal space of 
motion and structure parameters by applying principal
component analysis to the flow functions, where K is the 
number of principal eigenvector. The results are recorded in the 
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second dictionary of the system. In the inter-frame subtraction
stage, an image sequence is input, and then, the motion and 
structure parameters are estimated by minimizing the objective 
function (20) using the basis flow functions from the dictionary. 
Next, the time evolution operator Hd

),,(ˆ tyxI
is constructed according 

to (22), and the image at the next instance is 
predicted by (21). Then, inter-frame subtraction is performed 
by subtracting the actual image I(x, y, t) from the predicted 
image ),,(ˆ tyxI .

IV. EXPERIMENTS

We conducted experiments using synthesized images to 
validate the proposed method. In these experiments, a textured 
image was transformed by Gaussian filtering into a randomized 
image. We assumed that an ideal pinhole camera was moving 
in front of the backdrop. The size of the input image is 
256 × 256 pixels, which is then distorted by rotation with 
rotation angle proportional to radial distance from the image 
centre. Fig. 3A and 3B show an undistorted image and a 
distorted image, respectively. 

Figure 3. Examples of input images. A is an undistorted image. B is a 
distorted image.

Figure 4. Results of the first experiment.

We conducted three experiments. In the experiments, we 
predicted the image at the next instance and evaluated the 
prediction error. The prediction error is the rout mean square 
error between the pixel values of the true and predicted images.
The result of the first experiment is shown in Fig. 4. The 
horizontal axis M shows the number of image sequences in the 

learning stage and the vertical axis shows the prediction error
normalized by the prediction error in the case of conventional 
inter-frame subtraction. We show average errors over 100 trials. 
Each image sequence consists of 64 frames. The dimension of 
the local feature basis is three and two local bases are used, 
which are obtained by applying principal component analysis 
to local images clipped from randomized images. The 
prediction error slightly decreases as the number of sequences 
increases. 

Figure 5. Results of the second experiment.

Figure 6. Results of the third experiment.

The result of the second experiment is shown in Fig. 5. The 
horizontal axis K shows the number of motion and structure 
parameters. The number of image sequences M = 32. The 
prediction error becomes high when K = 32. This fact indicates
that the number of image sequences used in unsupervised 
learning stage should be larger than K. Fig. 6 shows the results 
of the third experiment. The horizontal axis T shows the 
number of frames of each image sequence used in the learning 
stage. When T is small, the prediction error is high. T should be 
larger than 32. The reason why the prediction error is high in 
small T is discussed in the following. In the learning stage, 
generalized optical flows vd(m)

1(x, y), vd(m)
2(x, y), …, v d(m)

p(x, y)
are determined in each image sequence I(m)
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p

Figure 7. Results of the motion-compensated inter-frame subtraction.

(x, y) is P and the number of equations is T. When T is larger 
than P, this problem is generally well defined. However, when 
T equations are not independent with each other, solution is not 
determined uniquely. If independency of the equations is low, 
solutions are expected to be unstable. In our experiment, when 
the number of frames T is small, this kind of problem would 
arise. This would be the reason why the prediction error is high 
when T is small. We call this problem generalized aperture 
problem because the same kind of problem in the process of 
optical flow detection is called aperture problem [16]. In the 
third experiment, we altered d, dimension of features. We 
compared d = 3 and d = 5. The prediction error was higher 
when d = 5. The reason may be image is too blurred when the 
dimension of local feature becomes large. 

Figure 8. A result using a real video image.

Furthermore, we conducted an experiment to evaluate the 
effectiveness of the proposed motion-compensated inter-frame 
subtraction for detecting a moving object in an image sequence 
obtained by a moving camera with distortion. Examples of the 
results using synthesized images are shown in Fig. 7. Image A
is obtained by conventional inter-frame subtraction and image 
B is obtained by the proposed method. In the conventional
method, there is significant noise in the background region, but 
the noise is effectively removed in the proposed method.

The result for real image is shown in Fig. 8. The proposed 
method is applied to the same image in Fig. 1. The walking 
person is successfully enhanced. This result shows 
effectiveness of the proposed method.

V. CONCLUSION

In this paper, we proposed a novel method of motion-
compensated inter-frame subtraction for detecting moving 

objects in an image sequence obtained by a moving camera. 
This method is based on the internal representation of the 
motion and structure that is spontaneously generated by 
unsupervised learning. The image movement is internally
represented and based on it, the system compensates for the 
motion, and the moving objects can be effectively detected by 
motion-compensated inter-frame subtraction. Because this 
method does not utilize any knowledge of geometric nature 
during image generation, it is not affected by image distortions
such as those introduced by omnidirectional or fish-eye 
cameras. In the near future, we plan to consider on generalized 
aperture problem and to conduct more elaborate experiments 
using real images in practical situations.
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Abstract – In this paper, we considered the problem of SLAM 
with a combination of laser range finder and stereo vision camera 
in an indoor environment. Iterative Closest Point(ICP) is one of 
the most popular algorithms for robot’s motion estimation. 
However, because of its fundamental limitation, it is hard to 
maintain accurate pose of the robot if there are no 
distinguishable features such like corners. To overcome this 
problem, we employ a stereo vision camera as a motion 
adjustment unit. We split matching and adjustment parts into 
two separate threads. Using the parallel processing scheme, the 
motion can be estimated in real-time. Experimental results 
illustrate a great improvement comparing with a variant of ICP 
and proposed method. 

Keywords – stereo vision, ICP, SLAM,  map building 

I. INTRODUCTION

A laser range finder has been widely used for Simultaneous 
Localization and Mapping (SLAM) in the robotics field 
because of its accurate precision and fast sensing ability. By 
matching two consecutive range scans captured from the laser 
range finder, the relative motion can be computed directly. A 
number of range scan matching techniques have been 
introduced and successfully adopted to estimate the relative 
pose of mobile robots[1][2][3][4]. Among them, the ICP 
algorithm which is firstly introduced by Besl and McKay[5] 
has been widely used for robot localization since it provides 
quite reasonable results with a simple formulation and a motion 
model. But, because of its fundamental limitation, it is hard to 
maintain accurate pose if there are no distinguishable features 
such like corners. Fig. 1 shows an example, in which the 
mobile robot failed to estimate its position when the ICP 
algorithm was applied as a motion estimator in the long 
corridor region. The map built by ICP algorithm, as shown in 
Fig. 1(a), is inconsistent with the real environment in Fig. 1(b). 
Moreover, an accumulation error can be shown in terms of 
global positioning and it has been regarded as a conventional 
problem in pairwise matching scheme. To overcome this 
problem, in this paper, we additionally employ a stereo vision 
sensor to enhance the accuracy of range scan matching. 

The basic concept of our proposed method is to check the 
registration error of range scan matching using a vision based   
measurement and to adjust the incorrectly estimated pose using 
a stereo vision based motion estimation technique. According 
to this basic concept, our proposed system consists of two 
parts: incremental motion estimation using a laser range finder 
and key-frame adjustment using a stereo vision sensor. 

Figure 1. Limitation of the ICP algorithm in a long corridor. (a) top view of 
miss-aligned laser range scans (b) snapshots of initial and last frames 

Most of earlier works utilize the adjustment technique at 
every distinctive frame as soon as the motion estimation is 
finished in a same thread. In general, the key-frame adjustment 
technique requires too much processing time, thus it used to 
fail to maintain the robot’s pose because the motion estimation 
part will be in an idle state during the adjustment in spite of 
continuous motion of the robot. In this case, it needs to slow 
down moving speed of the robot to maintain correct pose. To 
solve this problem, we propose to split matching and 
adjustment parts into two separate tasks, processed in parallel 
threads on a dual or quad core CPU: one thread deals with the 
task of the incremental motion estimation of the robot, while 
the other verifies the accuracy of estimated pose between 
reference frame and current frame and refines the pose when an 
error is exceed above a pre-defined threshold value. 

II. HYBRID LASER-STEREO SLAM SYSTEM

A. System Overivew 
Fig. 2 is a schematic of our proposed two-stage SLAM 

system that combines laser range scan based localization and 
stereo vision based motion refinement. As shown in Fig. 2, our 
proposed system consists of four threads: two threads are 
assigned for data acquisition of the laser range finder and the 
stereo vision sensor and another two threads are assigned for 
matching and adjustment tasks, respectively. The data 

(a)

Initial scene

Last scene
(b)

256



acquisition threads are completely synchronized. When the 
system initializes, the initial pose of the robot r0 =[X0, Y0, �0]T

at time 0 is set as [0, 0, 0] T and the first frame of range scan is 
set as a reference frame. Then pairwise motion estimation by 
laser scan matching is started. 

After several frames, the motion refinement thread sends an 
acknowledgment signal to the laser localization part to receive 
an accumulated pose data from the reference frame to the 
current frame with stereo images which are captured by the 
stereo camera at the reference frame and the current frame, 
respectively. Then the laser part resets the current frame as a 
new reference frame and starts again the pairwise motion 
estimation process immediately. At the same time, the stereo 
vision part receives data for adjustment and also starts the 
verification process. If the accuracy of transformation is good 
enough, then map updating is performed directly. Otherwise, 
the stereo vision based motion estimation process is 
additionally followed. At the end of stereo vision based motion 
estimation, an accuracy check process is performed one more 
time. If the result of laser part shows better accuracy then 
vision estimation, then it is used for map updating as an 
optimal solution. But if it’s not, the vision based estimation is 
applied for map updating. At last, the adjustment thread sends a 
signal to the laser part and iterates again all of the procedures. 

B. Extrinsic Calibration 
To fuse two different sensors for localization in a common 

coordinate system, it is necessary to find a relative pose 
between the laser range finder and the stereo vision sensor. 
Since all 3D points of the stereo sensor are computed in the 
right camera coordinate system, we also set the right camera 
coordinate as a reference coordinate of the stereo sensor. A 
method for calibration between each sensor is proposed in [6]. 
The relative pose between each sensor is calculated by 
constraining the fact that the pose of a pattern plane can be 
calculated in the stereo sensor coordinate by camera calibration 
and the scanned laser data contains the laser points which lie on 

the pattern plane. For more detailed information about non-
linear optimization, please refer to [6]. 

C. Incremental Motion Estimation using Laser Range Finder
In this paper, we utilize a variant of ICP algorithm for 

incremental motion estimation of our mobile robot. During 
navigation, we can easily face miss-aligning situation if we 
apply conventional ICP algorithm for motion estimation due to 
outliers, occlusions and sensor noise. Since the consecutive 
laser scans only overlap partially, the criterion of the closest 
point can result many false correspondences from the non-
overlapping area. In this paper, we use the Fractional ICP 
algorithm to reject false correspondences effectively. Only the 
correspondences which minimize the Fractional RMSD (Root 
Mean Square Distance) are used for Least Squares 
minimization. 

D. Stereo Vision based Key-frame Adjustment 
1) Intra-frame 3D Reconstruction 

Our stereo vision based motion adjustment method 
utilizes a 2.5D range image which contains a number of 3D 
points and their associated 2D feature points in a same 
structure form. The 2.5D range image can be generated by 
stereo matching algorithm. The entire procedure of 
generating the 2.5D range image consists of following three 
steps:

0 Rectification aligns the epipolar lines in the same 
image rows.  

0 Smoothing removes high-frequency component from 
the rectified images. We applied the Gaussian filter at 
every frame.  

0 Stereo matching & 3D reconstruction: to establish 
correspondence between stereo images, the Sum of 
Absolute Differences correlation is used. In addition, 
uniqueness and texture validation is also applied as a 
matching constraint.  

Figure 2. Overview of the proposed hybrid laser-stereo SLAM framework.
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2) Motion Verification 

The main idea of the verification is re-projection error 
check between reference and current frames with the 
transformation TL accumulated by laser scan matching. 
Suppose there are two sets of 2.5D range images with an 
interval d at current time t: IR = It-d = {xt-d, Xt-d} obtained 
from the reference frame and IC = It = {xt, Xt} obtained from 
the current frame. Here, x denotes the 2D image features 
and X means the corresponding 3D points of those image 
features. Each set of 3D points X is defined in the camera 
coordinate system. Also, matching relation between IR and
IC is already established by some kind of image matching 
technique and indexed from 0 to N. Then the quality of 
estimated transformation L

tdtT 5�6 , from reference frame to 
current frame can be determined by the following cost 
function of re-projection error:  
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where P is the 3x4 camera projection matrix. In general, the 
re-projection error is smaller than 0.5 pixel then we can 
consider the laser scan matching was successful. Due to the 
previous intra-frame 3D reconstruction stage, a number of 
3D points with its corresponding image points are already 
acquired. The remaining for verification is to find a test set 
(e.g. 2D-2D and 3D-3D) using image matching technique 
between two 2.5D range images. 

The key-frame image matching will be performed on 
unknown camera ego-motion. Thus it is more suitable to 
adopt a viewpoint-invariant matching technique such as 
SIFT[7], SURF[8] for robustness. In this paper, we employ 
the SURF algorithm since it gives not only high speed 
matching performance but also reliable accuracy. We 
applied Schulz’s GPU implementation in order to maximize 
the computation time[9]. In addition, for effective outlier 
rejection, we also applied the epipolar constraint with a 
RANSAC approach using the 8-point algorithm to check 
the matching consistency[10]. The RANSAC is performed 
on maximum 1.0 pixel error with 99% confidence level. 
Similar to the 2D-2D matching case, the established 3D-3D 
matching pairs also may have a number of outliers due to 
sensing limitation or poor 3D reconstruction. In order to 
solve this problem, a simple rigidity constraint based on the 
RANSAC algorithm is additionally applied[11]. 

3) Motion Recovery and Refinement 

After finishing the motion verification stage, we can 
judge the quality of the result of laser scan matching. If the 
quality is sufficiently accurate, then we directly use the 
result of laser scan matching L

tdtT 5�6 ,  to update the map 
and robot’s pose at time t. Otherwise, assuming the failure 
of laser scan matching, we try to find another solution using 
stereo vision based motion estimation. Thanks to the 
previous verification stage, we already know 3D-3D 
correspondences between two key-frames by applying the 

SURF matching to the 2.5D range images. If a sufficient 
number of 3D matching pairs {Xt, Xt-d} are given, a 
transformation matrix ]|[ ,,,

S
tdt

S
tdt

S
tdt tRT 5�65�65�6 �

which minimizes the robot’s pose error e can be calculated 
by following energy function: 
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Finding initial transformation matrix S
tdtT 5�6 ,  using Eq. (2) 

can be achieved by a Least-Squares Fitting algorithm[12]. 
The refinement process is done using a nonlinear 
optimization algorithm such as Levenberg-Marquardt 
method[13]. For the non-linear optimization, Eq. (1) was 
utilized again as a LM-minimization cost function. 

4) Key-frame Selection 

Most of previous vision based SLAM approaches select 
the key-frame when tracking feature points have enough 
disparity range or there are insufficient tracking points 
between reference frame and current frame[14][15]. 
Because of this selecting condition, it is necessary to check 
the count of tracking points at every image frame and it 
becomes a time wasting. Compared to the earlier works, 
our proposed system uses a simple but convincing method. 
Right after the map updating is finished, our system 
immediately selects the recently retrieved laser-stereo data 
as a new key-frame.  

III. EXPERIMENTAL RESULTS

To evaluate the performance of our proposed system, we 
captured the Engineering Building No. 5 at Kyungpook 
National University(KNU) in Daegu, Korea, which is one of 
the large-scale rectangular buildings in KNU. A blueprint of 
the Engineering building No. 5 is utilized as a ground truth to 
check the localization accuracy. The mobile robot was 
navigated by remote control to acquire closed-loop sequences. 
The moving speed of the robot was 0.5m/s. The length of the 
path is about 184 meters and totally 17970 synchronized laser-
stereo frames are captured during the navigation for the 
experiment. Among them, 3872 frames are selected as key-
frames for motion adjustment and map update. All the range 
frames were scanned by Hokuyo UTM-30LX laser range 
finder. It has 270  field of view(FOV) and 0.25  angular 
resolution. As a stereo sensor unit, Bumblebee 2 manufactured 
by Point Gray Research is used. The image size was reduced to 
320x240 pixels. As shown in Fig. 3, both of sensors are 
mounted on the mobile robot to look forward. All the 
processing was done offline on a 2.4GHz Intel i7 multi-core 
processor PC equipped with 4.0GB of RAM. To support GPU 
computation, NVIDIA GTX260 is also employed.   

Fig. 5-(a) shows a comparison of original ICP(cyan), 
Fractional-ICP(blue), stereo visual odometry(green) and 
proposed method(red). The start point is denoted by a black 
cross mark. As you can see in Fig. 5-(a), our proposed method 
gives the most reliable accuracy compare to other methods. 
The Fractional-ICP algorithm also draws a closed-loop but the 
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scale of drawn trajectory is not realistic because of its 
accumulation error. To present a performance of the proposed 
method effectively, we overlapped our localization result on 
the ground truth. The overlaid trajectory with the ground truth 
is shown in Fig. 5-(b). 

Fig. 4-(b) shows the orthogonal view of the reconstructed 
3D map. The map built by the proposed method is consistent 
with the real structure of the building. The average 
computation time when stereo based adjustment is occurred is 
given in Table 1. 

(a)                                                           (b) 
Figure 5. Accuracy analysis:  (a) trajectory comparison of four methods (b) the 
localization result of the proposed algorithm with the blueprint of Engineering 
Building No. 5 

TABLE I. PROCESSING TIME ANALYSIS

Step Time / Frame (ms) 

2.5D range image genetaion 
Motion verification 
Motion recovery & refinement 
Map updating 

31.21 
51.17 
13.42 
  2.41 

Total 98.21 

IV. CONCLUSION

In this paper, we considered the problem of SLAM with a 
small unmanned ground vehicle in an indoor environment 
using a combination of laser and stereo sensors. To overcome 
the fundamental limitation of laser scan matching for motion 
estimation, we have presented a set of stereo vision based 
adjustment technique. By integrating with stereo vision sensor 
measurements during the robot navigation, the accuracy of 
robot’s pose has been dramatically improved. In the future, the 
proposed localization method will be mounted on the small 
unmanned ground vehicle to test autonomous navigation in 
real-time. 
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Abstract—In this paper, we propose a training free license
plate detection method. We use a challenging benchmark dataset
for license plate detection. Unlike many existing approaches, the
proposed approach is a training free method, which does not
require supervised training procedure and yet can achieve a
reasonably good performance. Our motivation comes from the
fact that, although license plates are largely variant in color, size,
aspect ratio, illumination condition and so on, the rear view of
vehicles is mostly symmetric with regard to the vehicle’s central
axis. In addition, license plates for most vehicles are usually
located on or close to the vertical axis of the vehicle body along
which the vehicle is nearly symmetric. Taking advantage of such
prior knowledge, the license plate detection problem is made
simpler compared to the conventional scanning window approach
which not only requires a large number of scanning window
locations, but also requires different parameter settings such as
scanning window sizes, aspect ratios and so on.

I. INTRODUCTION

License Plate Detection (LPD) in object detection research
is highly application oriented, and is widely used for various
purposes. In this paper, we propose a novel license plate
detection framework. Different from many previous methods
for license plate detection, our approach does not require su-
pervised learning. Moreover, compared with those approaches
which need to classify a scanning detection window as either
a license plate or non-license plate, our approach only requires
a fairly small amount of scanning detection windows. Specif-
ically, we have reduced the computational complexity from
O(M × N) to O(M + N), where M and N are the height
and width of the input image.

There have been many approaches published for license
plate detection. In general, those approaches can be divided
into two main categories, i.e., learning based approaches and
non-learning based approaches. The method proposed in this
paper belongs to the latter category, i.e., non-learning based
approaches. However, the difference between our approach
and many other non-learning based approaches is that we
have embedded high level semantic information into the low
level feature extraction algorithm. In this way, not only the
feature extraction process is made faster, but also the process
of parameter tuning is simplified.

In [2], the authors proposed a segmentation based license
plate detection method using the Mean Shift algorithm for
image segmentation. Three features were defined, i.e., rect-
angularity, aspect ratio, and edge density. Then, a classifier
based on Mahalanobis distance was used for classification. The

edge density features are also used in [3] and [4] as a simple
thresholded filter in order to further speed-up the detection
process which is based on a supervised learning framework.

In [5], the authors proposed a non-learning based license
plate detection framework using the TO-MACH filter, a pow-
erful correlation filter algorithm which has been extensively
used to recognize distorted objects.

In [6], the authors used the Maximally Stable Extremal
Region (MSER) for license plate detection. They also utilized
some prior knowledge for the detection and localization, such
as the constraints on the gray level intensity changes.

In [7], the authors proposed a system based on DSP-
platform, which is capable of performing both license plate
detection and license plate recognition.

In [8], the authors used a multi-stage approach for license
plate detection. Edge images were first extracted. Then, his-
togram analysis together with compact factor measurement
was used on the extracted edge images to determine potential
candidate license plates. Finally, morphological operations
were performed for final detection.

In [9], the author presented a new license plate detection
method based on information in the Lab color space. The
proposed method first categorized the candidate region into
blue plates or yellow plates (two major categories of license
plates) in order to select the corresponding threshold matrix
for optimal parametrization. Then, based on certain prior
knowledge, the Lab space was used instead of gray level in
order to better locate potential license plate regions.

In [10], the authors reported a license plate detection algo-
rithm using the image saliency. They performed experiments
on a mixed dataset from four different databases (including
the Caltech Car markus dataset).

Through this paper, our contributions are summarized as
follows.

Firstly, we propose a novel training-free license plate de-
tection method which aims at detecting license plates from
natural scene images. The novelty of our method, however,
is not only the training-free nature of the algorithm, but also
those assumptions which are related to the particular practical
problem of license plate detection. Those assumptions can be
considered as prior knowledge, and the connection between
this method and other supervised learning methods is that, in
supervised learning methods, the prior knowledge is obtained
from training samples through machine learning algorithms
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in an (usually) iterative manner, whilst in our work, the
prior knowledge is well known and manually fitted into the
framework.

Secondly, although our approach aims at detecting license
plates, it is not limited to license plate detection, because
object symmetry is widely observed on most artificial (human
made) objects, such as vehicles and buildings. Moreover, many
natural objects, such as butterfly, tree leaf, and flower, are also
symmetric. Hence, it is reasonable to explore object symmetry
in order to develop object detection algorithms with better
performance. From another point of view, we formulate the
high level semantic information, i.e., the object symmetry, into
an object detection framework. Without using such high level
semantic information, the object detection framework can only
rely on a strong learning algorithm (e.g., AdaBoost algorithm)
to perform selection of low level image features for object
detection [11]. With this high level semantic information
(latent features derived from object symmetry), a well trained
strong classifier is no longer needed and the computational
cost can be significantly reduced.

Thirdly, we propose a novel modification to the conventional
Edgelet feature extraction algorithm. Instead of predefining
edgelets manually, we use a (left to right) flipped part of the
input image to form an edgelet. Such an edgelet is compared
with the other part of the image in order to calculate an affinity
value. The affinity value is later used to determine the degree
of symmetry of the input image on the compared pair of image
regions (parts).

The rest of this paper is organized as follows. Section II
illustrates the framework of the proposed license plate detec-
tion algorithm. Section III provides the experimental results
and some discussions. Section IV concludes this paper.

II. THE PROPOSED FRAMEWORK

As mentioned earlier, our motivation comes from two facts.
The first fact is that the rear views of most vehicles are
horizontally symmetrical. This implies that we may be able
to find a symmetric axis in the vertical direction for most
of rear view vehicle images, under the assumption that rear
views of those vehicles are well aligned. The second fact is
that most license plates are mounted at a predictable location
of the vehicle body. For instance, almost all license plates are
located at the central or lower central part of a vehicle body.

The first fact gives us the pixel location of a license plate
along the horizontal axis and the second fact tells the pixel
location of a license plate along the vertical axis. Together,
the pixel coordinate of a license plate can be determined. In
our framework, we set the top left corner of an image as the
origin, and all pixel coordinates are positive integers.

Given an uprightly aligned rear-view vehicle image, a sim-
ple method to detect a symmetric axis is to perform subtraction
over the image (i.e., to subtract the left half from the right
half), which is similar to fold up a paper when we try to
find the symmetric axis of the paper. However, in our case,
it is not guaranteed that the horizontal edges of a vehicle
are accurately aligned with the horizontal axis of an input

image. Moreover, different input images may have different
levels of subtle left-right rotations. As a result, using a simple
subtraction technique may fail to detect the symmetric axis.

In our approach, we use the low level feature (Edgelet)
proposed by [1] for symmetric axis detection. Although the
Edgelet feature is initially proposed for human detection, we
find that it can serve our purpose well. In [1], different types of
Edgelet templates (line, curve and hyperbola) were manually
defined with prior knowledge of the shape of different human
body parts, and then a supervised learning method was used
for human detection. In this paper, we do not manually define
any Edgelet template, because the pattern of vehicles’ rear
views are largely unpredictable.

In order to proceed, we introduce the following symbols
and definitions.

The index imax for the symmetric axis V, which is parallel
to the vertical direction, can be represented by

imax = arg max
i

f(I(:, i − k : i), I(:, i : i + k)). (1)

In (1), i represents the index (pixel location) for the symmetric
axis, which is parallel to the vertical (Y) axis, and k represents
the width of the ‘folded’ image region, which should be
identical to the other part (image region which lays flat on the
desk with width k). The function f(·, ·) calculates the affinity
value between two image regions. Please refer to [1] for the
definition of affinity value. I(:, i−k : i) represents a sub-image
of image I, with all the rows and column i − k to column i

of I. I(:, i : i+ k) represents a sub-image of image I, with all
the rows and column i to column i + k of I. This definition
is consistent with the Matlab syntax.

Intuitively, the value of k should be large enough so that
at least the left half of the vehicle can be ‘flipped’ to match
against the right half in order to calculate an affinity value.
However, if k is too large, some of the background will also
get ‘flipped’ and cause undesirable effects. Moreover, some
vehicles may be too close to the image boundary for a larger
k which likely results in the algorithm not working well. In
our experiments, k is determined empirically.

For notation simplicity, denote the left part of such an image
region as I1 and its right part as I2, i.e.,

I1 = I(:, i −
m

2
: i) (2)

and
I2 = I(:, i : i +

m

2
) (3)

where m represents the width of the candidate plate region.
When V is detected, the next step is to determine potential

license plate region(s) among all those image regions along
V with a width of m. In our approach, we use a modified
version of the Vertical Edge Density Variance (VEDV) feature
described in [3] for this task. Instead of considering the density
variance, we sum up all the density values for different sub-
blocks and use the total value as a feature, referred to as Sum-
mation of Vertical Edge Density (V EDΣ). The image region

261



which gives maximum response of V EDΣ is considered as
a candidate license plate region. Please refer to [3] for more
details about the Vertical Edge Density Variance feature and
the definition of a sub-block.

As its precedent, the proposed V EDΣ feature is also a
weak feature. In our experiments, we have found that the
V EDΣ feature is sensitive to plant textures. In order to
obtain better detection performance, we again make use of
high level semantic information. In the Caltech Car markus
dataset, all vehicles’ rear views are complete. This implies
that all license plates can be located at the middle or lower
part of the image (top part of the image are either vehicle rear
window or cluttered background). In order to make use of
this information, we introduce one more parameter u, which
represents the smallest possible index value for a potential
license plate (recall that we are using the top-left corner as the
origin). A larger u can remove more potential false positive
regions. However, if u is too large, there will be missing
detection of plates. On the other hand, a smaller u may not
be sufficient to reduce the sensitivity of the V EDΣ feature.
We demonstrate through our experiments that, introducing u

can improve the detector’s performance. This again proves the
validity of using prior knowledge to complement low level
image features for better performance.

Similar to (1), define jmax as

jmax = arg max
j

V EDΣ(I1(j : j + l, :), I2(j : j + l, :)). (4)

where jmax is the index of the horizontal line H, which
overlaps with the top boundary of a potential license plate.

In (4), j represents the pixel location on Y axis where the
maximum V EDΣ value is obtained, l determines the height
of the image patch which is considered as a potential license
plate, I1(j : j+l, :) is a sub-image of I1 with row j to row j+l

and all columns, and I2(j : j + l, :) is a sub-image of I2 with
row j to row j + l and all the columns. In our experiments,
similar to k, l and m are also empirically determined.

Finally, given imax and jmax, representing the horizontal
and vertical indices of a potential license plate, the pixel
coordinates of the license plate’s top middle point can be
written as:

Intersection(V,H) = (imax, jmax). (5)

Details of our symmetry detection algorithm with Edgelet
feature is illustrated in Fig. 1. Note that the algorithm in Fig. 1
only describes how to detect the symmetric vertical axis in an
image (example).

In Fig. 1, function flip(left to right)(I) flips an image I
horizontally. Function max(A) gives the exact value and
index of the maximum element of matrix A. In the algorithm,
the exact value is represented by maxvalA and the index is
represented by maxindA. The function f(I2, I

′

1
) calculates an

affinity value that describes how similar two image patches of
the same size I2 and I ′

1
are. Detailed algorithm for function

f(·, ·) is given in Fig. 2.

1: Input : k, I.
2: Output : A = [a1, a2, ...aN ],maxvalA,maxindA.

3: [Height,Width] ← size(I)
4: N ← Width − 2 ∗ k

5: for i = k + 1 → Width − k do
6: I1 ← I(:, i − k : i)
7: I2 ← I(:, i : i + k)
8: I′1 ← flip(left to right)(I1)
9: A(i) ← f(I2, I′1)

10: end for
11: [maxvalA,maxindA] ← max(A)
12: Return maxindA as the index for the symmetric axis

Fig. 1: The algorithm for symmetry axis detection

1: Input : I,J.

2: Output : a.

3: [HeightI ,WidthI ] ← size(I)
4: [HeightJ ,WidthJ ] ← size(J)
5: if (HeightI == HeightJ ) AND (WidthI == WidthJ )

then
6: [GxI,GyI] ← gradient(I)
7: [GxJ,GyJ] ← gradient(J)
8: EI ← edge(I)
9: mx ← max value of EI

10: E′

I ←
EI

mx

11: CI ← arctan(GyI

GxI
)

12: MJ ←
√

GxJ ∗ GxJ + GyJ ∗ GyJ

13: CJ ← arctan(GyJ

GxJ
)

14: aff ← E′

I ∗ MJ ∗ cos(CI − CJ)
15: a ← sum of all elements in aff

sum of all elements in E′

I

16: else
17: error: I and J must be equally sized
18: end if
19: Return a as the affinity value.

Fig. 2: The algorithm for the affinity value calculation

The ′∗′ symbol in Fig. 2 represents matrix convolution
operation.

Our license plate detection result is indicated by the inter-
section of two lines. Also, in our current framework, each
failed detection (missed example) corresponds to one false
positive.

III. EXPERIMENTAL RESULTS

We test our framework on the Caltech Car markus dataset,
which is composed of 126 images. All 126 images are color
images of 896 × 592 pixels in resolution. Among those 126
images, there are 124 images each containing one license
plate, and two images having name plates instead of license
plates. But for our method, we consider those two images as
license plates, because we are not performing License Plate
Recognition (LPR) at this stage. All vehicle images are from
the rear view. In addition to wild illumination changes and
different size of license plates, these vehicle images are very
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TABLE I: Parameters used in our experiments

Name k l m u
Value 300 40 100 100

complex natural images in severely cluttered environments,
from plants and sky to buildings and road surface.

Table I lists the detailed parameters used in our experiments.
In Table I, k represents the width of the image region which

will be compared with another image region of the same size
using Edgelet affinity values to measure their similarity. l and
m represents the height and width of an image region which
will be measured by the V EDΣ features to determine if it is
a potential plate region. u represents the lower bound for the
index of a potential plate region along the vertical direction.

In our experiments, the algorithm in Fig. 1 can successfully
detect the symmetric axis for 89.68% of the images (113 out
of 126). For all the test images, if we scan the symmetric axis
from the top to the bottom, the proposed algorithm achieves
a detection rate of 80.16% (101 out of 126) with 25 false
positive regions. Under the assumption that all plates are
having a vertical index value of greater than or equal to 100
(i.e. u = 100), the proposed algorithm can achieve a detection
rate of 84.92% (107 out of 126) with 19 false positve regions.

All the parameters listed in Table I are determined by
experimental results to be the optimal values. We argue that
such parameter estimation is inevitable, because in scanning
window approach such as [3], one still has to determine
the aspect ratio, scaling factor, and scanning frequency for
the detection window. However, this approach is not directly
comparable with [3], because the dataset being evaluated is
different from that of [3]. Although [10] also used the Caltech
Car markus dataset for their mixed evaluation dataset, it did
not report the performance of the algorithm on each individual
dataset. So, direct comparison of our approach with that in [10]
is not available.

For those failed examples, in Fig. 3, we can see that the
backgrounds of those vehicles are either buildings which also
exhibit very high symmetric properties or the vehicles carrying
spare tyre which severely disturbs the detector. However, from
Fig. 3(l), we can also see that our algorithm can detect
a potential license plate even when the characters of the
license plate are hardly visible. Fig. 3(l) also indicates that
the proposed method have resistance to disturbances caused
by non-object of interest, i.e., the spare tyre mounted at the
rear of the jeep.

Fig. 4 gives the detailed Edgelet affinity value and V EDΣ

value for examples (l), (j), (f), and (e) in Fig. 3. In Fig. 4, the
dashed red vertical line indicates the actual pixel locations,
and the data labels indicate the detection results given by the
algorithm. Note that in the Edgelet Affinity value plot (the
second column), the index needs to be increased by 300 in
order to obtain the correct license plate coordinate, because in
our experiments, we empirically set k = 300 and l = 40. Also,
in Fig. 4(l), the horizontal line H coincides with the ground

truth because there are characters along the detected vertical
line. However, the detected vertical line V is not the ground
truth. Hence, Fig. 4(l) is an example of a false positive.

One may argue that this method assumes that the vehicle
itself is symmetric in the captured images, and that the license
plate is located along the vertical axis by which vehicle is
symmetric. Indeed, in reality, it is not always the case. In the
Caltech Car markus dataset, we have found that 123 out of
126 (i.e. 97.62%) of the vehicles abide the rules of symmetry
(both vehicle symmetry and license plate location symmetry).
In reality, it is not practical to figure out exactly how many
vehicles are not symmetric and how many license plates
are located at asymmetric locations. Nevertheless, we can
conclude that in the Caltech Car markus dataset, 97.62% of the
vehicles abide the rule of plate symmetry. Another implication
is that, given a data set of 126 samples, we can predicate
under certain accuracy (probability), that in the Caltech Car
markus data acquisization environment, 97.62% of vehicles are
symmetric (both vehicle symmetry and license plate location
symmetry). The practical applicability of our approach can be
assessed once we have corresponding census data available.
Such census data can be collected from highway entries or
road authorities.

IV. CONCLUSION

In conclusion, we have proposed a novel training-free
license plate detection framework based on high level seman-
tic information, which can be interpreted by two symmetry
assumptions, i.e., most of the vehicles are symmetric, and the
license plates of most vehicles are located along the vertical
symmetric axis.

Given these two assumptions, our aim is to first extract
the Edgelet features, then find the maximum affinity value
(Edgelet feature value as defined by [1]) in order to locate the
vertical symmetry axis. After that, a modified Vertical Edge
Density Variance feature, V EDΣ, is used to determine the
coordinate of a potential license plate.

We have tested our method on a benchmark dataset and the
experimental results indicate that our training-free method is
reasonably good for a challenging public dataset with complex
background in a cluttered environment.
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Abstract—Recently, many researches show that Augmented 
Reality (AR) and Automatic Speech Recognition (ASR) 
technologies can help people with disabilities. Today, we have 
seen great advances in AR and ASR technologies that were led to 
get much better results in each field. Audio-Visual Speech 
Recognition (AVSR) is one of the advances in ASR technology 
that combining audio, video and facial expressions to capture 
narrator's voice. This paper examines the ability of combining 
AR and AVSR technologies to implement a new system for 
helping deaf people. Our proposed system can take narrator's 
speech and converts it into readable text and show it on AR 
environment display, so deaf person can easily read the 
narrator’s speech. The evaluation results show that this system 
has lower word error rate compared to ASR and VSR in 
different noisy condition. It also shows its reliability and usability 
to helping deaf people in different places. 

Keywords-Augmented Reality; Audio-Visual Speech 
Recognition; Augmented Reality Environment; Communication; 
Deaf People; 

I.  INTRODUCTION 
Today, using new technologies for helping people with 

disabilities is highly regarded and much research in this area is 
underway. The important issue is how to combine and use 
these technologies together to make them more applied and get 
the best results from them. One technology that has a lot of 
interest recently and various researches have been carried out is 
Augmented Reality (AR). AR is a low-cost technology that has 
3D computer graphics and one special feature known as marker 
[1]. A number of recent studies have shown that Virtual Reality 
(VR) and AR can be used to help people with disabilities [2], 
[3]. Another technology that is able to help disabled people is 
Automatic Speech Recognition (ASR). ASR is the ability of a 
computer to interpret human speech and translate it into text or 
commands [4]. Noise is the most important issues in speech 
recognition systems, especially when using them in outdoors 
[5]. Recent advances in ASR technology had led to combine 
audio, video and facial expressions to capture the voice of 
narrator [6], [7]. This technique is called Audio-Visual Speech 
Recognition (AVSR). The results of using AVSR in noisy 
places show that it can improve the recognition accuracy in 
ASR systems [8] and also have shown that making a real-time 
AVSR system is now possible [9].  

Communication with people is a basic need for everyone 
but some people are not able to communicate well with other 
people due to some disabilities. One group of these disabled 
people is deaf people. Communication with normal people is 
the main problem among deaf people. Usually deaf people 
learn and use sign-language well to communicate with each 
other, but normal people have no desire to learn it. By this 
reason, many normal people feel awkward or become frustrated 
trying to communicate with deaf people, especially when no 
interpreter is available. As we know, deaf people cannot hear or 
recognize sounds very bad, but most of them are able to see 
very well. We take advantage from this ability of deaf people to 
make a new system for helping them. Our proposed system 
uses the audio, video and facial expressions of narrator to make 
the narrator's speech visible for them with the help of AR and 
AVSR technologies. With our proposed system, deaf people 
can see what narrator says and also normal people do not need 
to learn sign-language to communicate with deaf people. So, 
our proposed system solved the main problems of deaf people 
which is communication with normal people and vice versa. In 
this paper, we proposed a new system that combines AR and 
AVSR technologies. This system is a new system with multiple 
features and can be used as a novel system for helping deaf 
people, but one of the main goals of it, is helping deaf people to 
easily communicate with normal people.  

The rest of this paper is organized as follows: In Section 2 
we explain our proposed system and a brief discussion about it. 
In Section 3 the structure of our proposed system is presented. 
Section 4 describes our system design and its hardware, 
software and system requirements. In Section 5 the 
experimental results of our proposed system are presented, and 
finally in Section 6 we summarize and conclude the paper. 

II. PROPOSED SYSTEM 
Our proposed System includes a variety of technologies. It 

consists of the AR engine, the AVSR engine, the Joiner 
Algorithm, Audio-Visual contents, Automated Process Scripts, 
and Face Detection techniques. This system uses the 
combination of these technologies to make speech visible for 
deaf people. Figure 1 shows the overall view of our proposed 
system with an Ultra Mobile PC (UMPC). Of course deaf 
people can use AR Head Mounted Display (HMD) or mobile 
phones to see the AR environment. 

266



 

Figure 1.  Overall view of our proposed system. 

In our system's scenario, the AVSR engine collects the 
speech and facial expressions from the detected narrator and 
the AR engine realizes the scenario. The Joiner Algorithm has 
task of combining AR and AVSR engines to work together. For 
achieving some goals we need to use some automated process 
scripts that can be integrated to the system in the future. Our 
system uses the AVSR engine to recognize speech of narrator 
and convert it to text, and uses the AR engine to display this 
text as a dynamic object in AR environment. This system uses 
the built-in camera and microphone on UMPC, or AR-HMD or 
mobile phones for getting video and speech of narrator, and 
uses their displays for showing the objects in AR environment. 
The important features in our system are that for detecting 
narrator in the environment we proposed and used face 
detection techniques instead of marker detection, and also we 
used AVSR techniques instead of ASR techniques. With these 
methods, deaf people can use our proposed system in any noisy 
environment without need to carry marker. 

III. SYSTEM STRUCTURE 
In this section, we briefly explain the structure of our 

proposed system and the components and technologies that we 
used in this system. Figure 2 shows the structure of our 
proposed system.  

 

Figure 2.  Our proposed system structure. 

Our proposed system consists of two main parts: Hardware 
part and Software part. In hardware part some hardware 
requirements like camera, microphone and display are required 
and in software part we developed the core of our system that 
consists of the AR and AVSR engines, the Joiner Algorithm 
and the Auto Save Script. All these parts can be considered in 
an integrated system.  

The deaf person focuses the UMPC's camera on the 
narrator. This camera can be a web camera that connected to or 
embedded in a computer or mobile phone, or mounted on AR-
HMD. The camera captures the video and the built-in 
microphone, or external microphone, captures the voice 
(speech) of narrator. These two parameters are considered as 
key parameters in our system, because both of them needed to 
process separately.  

When video frames are given from the camera, the AR 
engine identifies the face of narrator and uses it as a marker. 
Simultaneously, the AVSR engine captures audio and video of 
detected narrator and converts him/ her speech to a recognized 
text file. But this output text file is not completely dynamic and 
cannot be used in the Joiner Algorithm, because it changes 
frequently in time without being saved when narrator says 
some words. For making it completely dynamic and usable for 
the Joiner Algorithm, we proposed and wrote an Auto Save 
Script to save this recognized text file immediately and gives us 
the text file that we called it "Dynamic Text File". It uses as our 
system's text strings database for the Joiner Algorithm. 
Therefore, every time narrator says something, the words save 
immediately in recognized text file and our system always has 
the updated version of this recognized text file. To make the 
combination of AR and AVSR engines, we proposed and wrote 
the Joiner Algorithm. The Joiner Algorithm loaded dynamic 
text file strings on a speech bubble image for use it in the AR 
engine. The AR engine matches the Joiner Algorithm output to 
its face position information and augments it on narrator video 
frames in AR environment display. Finally, deaf person can 
easily see and read the narrator's speech in AR environment 
display near the face of narrator. 

IV. SYSTEM DESIGN 
Our proposed system designed to be a portable system to 

use easily by deaf people. We developed the AR engine with 
Adobe Flash Platform in Adobe Flex Integrated Development 
Environment (IDE) that is called "Adobe Flash Builder". 
Adobe Flex is an Open-Source Software Development Kit 
(SDK) released by Adobe Systems for development and 
deployment cross-platform applications based on Adobe Flash 
Platform [10]. So, our system is a cross-platform system and 
can be easily adapts and uses in many portable devices.  

Our proposed system can be developed with an internal 
AVSR engine; also it can associate with an external AVSR 
engine. For initial testing and for showing the power of it, we 
used an Open-source AVSR engine called "Audio-Visual 
Continuous Speech Recognition (AVCSR)" by Intel research 
group [11]. This AVSR engine can get the narrator's video file 
as input and analyze it to show the results by using ASR, VSR 
and AVSR engines. So we can easily compare the results of 
our proposed system in different scenarios. 
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A. Hardware Requirements 
For running our system in basic state, we do not need very 

powerful hardware. It can be running as a very lightweight 
application. Generally for running our system we need some 
specific hardware requirements that are shown in Table 1. 

TABLE I.  HARDWARE REQUIREMENTS 

Our proposed system hardware requirements 

Processor Intel Mobile or Core Due 1.0 GHz 

Memory 1 GB 

Camera 
640*480 VGA sensor or more, compatible with 
computers that have either USB 2.0 or USB 1.1, or 
Built-in cameras. 

Microphone All types of external microphone, or Built-in 
microphones. 

 

In our system, the AVSR engine can be more powerful and 
may need some specific hardware in the future. So, our 
system's hardware requirements depend on its AVSR engine. 
We can consider that all hardware requirements are in an 
integrated system.  

For initial testing, using Intel AVCSR application in 
Microsoft Windows XP Operating System (OS), we used an 
UMPC with specified hardware like Intel Dual Core 1.8 GHz 
processor, 4 GB memory, and 5 mega pixels High-Definition 
(HD) sensor external web camera with built-in noise cancelling 
microphone. This system works fine with this particular 
hardware and gives very good results in Windows XP OS. 
Also, the external AVSR engine runs without any problems in 
our tested UMPC by specified hardware. 

B. Software Design 
Our system had been divided into three main software 

parts: The AR engine, the AVSR engine, and the Joiner 
Algorithm. For each of these parts, a group of libraries and 
toolkits for face detection, audio and video recognition, 
tracking, text object loading and rendering have been used. 

1) The AVSR Engine 
For getting different results and due to experimental work, 

we used a powerful external AVSR engine. The Intel AVCSR 
application package was found to be the best choice. It is a 
package that developed by Intel research group for testing and 
evaluation of audio and visual speech recognition and 
combination of these as an AVSR system [11]. It uses a set of 
audio and visual features to increase the accuracy of speech 
recognition in noisy environments. The Intel AVCSR 
application uses OpenCV (Open Source Computer Vision by 
Intel) and contains a set of Visual C++ functions for visual 
feature extraction as well as binary code for audio feature 
extraction and the fusion model [11]. Generally, the Intel 
AVSR engine first detects and tracks the face and mouth of the 
narrator in consecutive frames. Then, it extracts a set of visual 
features from the mouth region. Also, it obtains the acoustic 
features from the audio channel that consists of Mel Frequency 
Cepstral Coefficients (MFCC) [12]. Finally it models jointly 
the audio and visual observation sequences by using a Coupled 
Hidden Markov Model (CHMM) [12], Figure 3. 

 

Figure 3.  Block diagram of the AVSR engine. 

The Intel AVCSR application is an offline system in which 
the recorded audio-visual data are loaded and processed from 
Audio Video Interleave (AVI) files. In Intel AVCSR 
application, besides AVCSR decoder, two more recognition 
engines, the audio-only decoder (the audio-only speech 
recognition engine, ASR) and the visual-only decoder (lip-
reading engine, VSR) are integrated into the system [11]. We 
can use the test data in an appropriate format to compare the 
performance and the result of the different engines in our 
proposed system. The task of AVSR engine is processing the 
input audio and video, and also facial expressions of narrator to 
converts them into a recognized text strings. In general, most 
AVSR engines use the method for speech recognition that is 
shown in Figure 3 and the result is recognized as text strings 
that are written in a text file. Our system uses the dynamic 
version of this output recognized text file as an input to the 
Joiner Algorithm.   

As it is said, the Intel AVCSR application is an offline 
system and cannot work in real-time, so we need to record and 
open the narrator's .AVI file to process by AVCSR; also we 
cannot normally use its results in our system. For making the 
results usable in our system, we need to do some changes in the 
Intel AVCSR application source codes. Since the Intel AVCSR 
is an Open-source package, we could easily change some codes 
to retrieve the recognized strings and write them respectively 
into a .TXT file as our system's text database. Of course by 
using a real-time AVSR engine in the future [9] we do not need 
to do any changes. For initial testing we used a .TXT file to 
save recognized text strings. Also, our system can be developed 
with internal temporary text array to save recognized text 
strings. Every time the .AVI file is opened, the Intel AVCSR 
processes it and analyses recognized words in its engines. Then 
wrote these strings from its engines on the text file separately, 
but it does not save in this file. The Joiner Algorithm always 
needs the updated version of this text file, which means every 
word that the Intel AVCSR recognizes as a text string must be 
saves immediately in the text file. For doing this, we proposed 
and wrote an Auto Save Script to save the text file immediately 
and give us the updated version of it. We called this "Dynamic 
Text File". This text file is used as the input to the Joiner 
Algorithm which is shown in Figure 4. To avoid increasing the 
size of the text file with useless text strings, we programmed 
our system to completely clean this text file every time it runs 
by user. 
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Figure 4.  The Intel AVCSR and Auto Save Script working process. 

The Auto Save Script is a small computer script or 
application to do the saving operation automatically in 
specified times. For initial testing in Microsoft Windows XP 
OS, this script is written by VBScript (Visual Basic Scripting 
Edition) programming language that can be compiled and used 
easily in Windows OS. It can also be developed by other 
programming languages or as internal coding in our system.  
This script does auto saving the text file every one second. 
Thus, the text file saves immediately when the AVSR engine 
recognize the word and wrote it on the text file. So, we always 
have the updated version of this text file, as dynamic text file, 
for using it in the Joiner Algorithm. 

2) The Joiner Algorithm 
For making relations between the AR and AVSR engines 

we proposed and wrote a module called "Joiner Algorithm". 
With this module the AR engine can get and use the output of 
the AVSR engine. So this module enables us to combine AR 
and AVSR engines to work together. The Joiner Algorithm is a 
Flash application with Action Script version 3.0 (AS3) coding 
[13] for loading dynamic text file strings on speech bubble 
image to use it on the AR engine, Figure 5. 

 

Figure 5.  The Joiner Algorithm working process. 

For the initial phase of testing our system, we've developed 
the Joiner Algorithm to load and show only the last word in the 
text file. This development is optional and developer can easily 
change it to show more words. With this development, the 
Joiner Algorithm is always looking up the last word in the text 
file. When it found a new word, loads and shows it on speech 
bubble image. The output of the Joiner Algorithm is a .SWF 
application that we can easily use it to show in AR 
environment by using AR toolkits. 

3) The AR Engine 
In the AR engine, FLARToolkit, FLARManager, OpenCV 

and PaperVision3D with AS3 are used. The purpose of using 
these toolkits is for their availability to export our system as 
.SWF, hence allowing the availability of making it as a cross-
platform application. Also these libraries allow us to show the 
output of the Joiner Algorithm, that is a .SWF file, in AR 
environment. The FLARToolKit is AS3 ported version of the 
ARToolKit. The ARToolKit is a computer vision tracking 
library that allows for the creation of AR applications that 
overlay virtual imagery on the real world [14]. The ARToolKit 
was originally developed by Hirokazu Kato of Nara Institute of 
Science and Technology in 1999 and was released by the 
University of Washington HIT Lab [15], and the FLARToolKit 
was developed by Spark Project team (Libspark) [16]. Libspark 
had a huge impact on flash advancements. They are porting 
existing solid ARToolkit libraries from C/ C++ into flash and 
released the FLARToolkit [16]. FLARManager is a lightweight 
framework that makes it easier to build AR applications for 
Flash and compatible with a variety of tracking libraries and 
3D frameworks [17].  

As mentioned, our system uses face detection instead of 
marker detection. Most AR applications are used marker to 
detect and identify objects. Marker is a square arrays system 
that added to objects or environment and allowing a computer 
vision algorithm to calculate the camera pose in real time and 
shows the 3D objects on environment [18]. If marker is used, 
we must design and create specific marker in our system and 
the users must be always carrying the marker. So we decided to 
develop our system as a marker less AR application. In this 
case, we are preventing to do some marker detection challenges 
that make our system more complex. Face detection is the best 
choice for our system because the only thing that we need is to 
detect the face of narrator as a marker. We do not need to use 
face databases for portrait functions in face recognition 
technology. So, this makes our system very lightweight. The 
technology that we used for face detection is OpenCV. 
OpenCV is a library of programming functions for real-time 
computer vision and is a powerful platform [19]. OpenCV has 
many application areas that include facial recognition system 
too. OpenCV face detection uses a type of face detector called 
a Haar Cascade Classifier. Haar-like features are digital image 
features that are used in object recognition [19]. Our system 
uses AS3 version of OpenCV for facial detection, webcam 
object detection, head tracking, 3D library integration, etc. The 
face detection part of OpenCV ported to AS3 language by 
Ohtsuka Masakazu in Spark Project team (Libspark) [20]. We 
found a ported version of OpenCV for AS3 called "Marilena 
Object Detection". Marilena is AS3 library classes for object 
detection and decent facial recognition [20]. It has the best 
performance among other AS3 libraries for doing face 
detection. We are joining the Marilena library to FLARToolkit 
library with Adobe Flash Builder IDE to develop the AR 
engine. Using this, helps the AR engine uses face detection 
instead of marker detection in our system. We used the 
combination of these toolkits and libraries, near using face 
detection techniques, to make and develop the AR engine in 
Adobe Flash Builder IDE. The block diagram of the AR engine 
is shown in Figure 6. 
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Figure 6.  Block diagram of the AR engine. 

In the AR engine, after capturing the video frames from the 
narrator by camera, the face detection module identifies the 
face of current narrator in the environment and sends this 
information to Position and Oriented module. For initial 
testing, we've developed the face detection module to detect 
only the face of one person in the environment and use it as the 
face of narrator. In this method, our system knows where the 
narrator's face is located in the video frames. Simultaneously, 
the Joiner Algorithm loads the last string in dynamic text file 
and shows it on speech bubble image and sends its output, 
which is a .SWF file, to Position and Oriented module. Then 
the Position and Oriented module matches the speech bubble 
.SWF file to information from the face detection module, 
which is the position of narrator's face, and sends them to 
Render module. Finally, Render module augments all of this 
information on narrator's video frames in AR environment 
display, near the face of narrator. With this process, narrator's 
speech becomes visible in display and deaf person can easily 
see what narrator says, Figure 7. This will be very exciting for 
deaf person and exactly is the goal that we were seeking to 
achieve it by our proposed system. 

 

Figure 7.  The AR environment in our proposed system. 

V. EVALUATION RESULTS 
To evaluate our proposed system, we tested it in three 

different noisy environments with three different persons, by 
the Intel AVCSR application. The Intel AVCSR allows us to 
add noise to the input video file concurrently in various 
acoustic SNR. Our video recording files are completely without 
noise, so we can review and analyze the various conditions 
imposed by external noise in our system. Also we recorded 
these video files from three different persons with different 
facial expressions that let us to test the AVSR engine in 
different facial conditions. The facial and environmental 
conditions are very important in these tests and will lead to 
changes in test results. The time between saying a word and 
showing it in AR environment directly depends on the power 
of AVSR engine. The Intel AVCSR engine needs 
approximately 10 seconds to process video file and get results, 
but if we use a real-time AVSR engine [9] in the future, this 
time decreases to less than 2 or 1 seconds. For getting the better 
results, we used an UMPC with powerful hardware 
specifications that described in hardware requirements section 
and for recording testing video files we used a powerful digital 
video recorder near using a powerful external microphone with 
noise cancelling feature. We also assumed that the distance 
between narrator and video recorder is only 1 meter and 
narrator speaks slowly with the best accent. It was very 
important for us to know whether or not our system can work 
in different environments in terms of its performance. 

A. Classification of Tests 
We classified our tests according to different conditions that 

a deaf person may be in. These tests are classified to: Without 
Noise, 20 dB SNR, and 0 dB SNR. Each of these conditions 
simulates a particular noisy environment for our system. We 
collect and review the results of Word Error Rate in each test 
and observed that our proposed system can work successfully 
and performs good results in all tests. The following will 
explain the test results and how our proposed system will work 
in different noisy condition. After opening and processing 
video file with the Intel AVCSR application, it wrote the output 
results of each engine separately in the text file that will be 
used for testing our proposed system. These tests have been 
done on all three persons and the results have been shown in 
Figure 8. It can be seen form Figure 8 that in different noisy 
condition (i.e. without noise, 20 dB SNR, and 0 dB SNR) the 
AVSR system has lower word error rate compared to ASR and 
VSR. Therefore, our system can work fine on average in 
different noisy environments by using Intel AVCSR 
application. All words that the Intel AVCSR application wrote 
in the text file, after processing video file that take about 10 
seconds, were shown immediately and correctly in AR 
environment, near the face of narrator, without any delay in the 
system. Testing our system with this AVSR engine has some 
different results that depend on many parameters like hardware, 
noises, narrator accent, facial expressions, etc. We compared 
the average word error rate of each test in the Intel AVCSR 
application in equal conditions, and the results have shown in 
Figure 9. The results show that our system (AVSR System) and 
the Intel AVCSR application still has lower word error rate in 
0dB, 10 dB, 20dB, 30dB SNR and without noise compared to 
ASR and VSR.  
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Figure 8.    Word error rate of three persons with average, under various acoustic SNR. 

As it can be seen from Figure 9, with noise reduction 
feature the percentage of word error rate decreases. Therefore, 
our system only depends on how much the AVSR engine is 
powerful and advances in this area have a direct impact on the 
system and makes our system more powerful in the future. It 
also shows that our system can be very useful for helping deaf 
people in different noisy places. 

 

Figure 9.    Word Error Rate in the Intel AVCSR engines. 

VI. CONCLUSION 
This paper is aimed to design and develop a new system to 

help deaf people by combining AR and AVSR technologies. 
We do this by finding a common factor between AR and 
AVSR technologies that is the text string. Our proposed system 
can makes speech visible for deaf people in AR environment 
display. We have shown that we can reach new approach by 
combination of existing technologies. Also we show that our 
proposed system solved the main problems of deaf people 
which is communication with normal people and vice versa. 
The results of testing our system showed that this system can 
act very well in many situations that the deaf person might be. 
These results also showed that our system is consistent and will 
provide acceptable results with new real-time AVSR engines in 
the future. The improvements and advancements in AR and 
AVSR technologies bring bright future for our proposed 
system. The only limitation of our system is that it depends on 
the power of AVSR engines that could easily solve with AVSR 
engines improvement that has been seen in recent years. 
Hopefully, our system can be an alternative tool for deaf people 
in acquiring visual literacy and appropriate communication 
process skills and cause to normal people do not feel awkward 
or become frustrated to communicate with deaf people. 
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Abstract—The high thought put and increasingly accumulated 
data size of the 3D neuroimaging datasets have posed great 
challenges for neuroimaging data retrieval. To efficiently manage 
such large datasets, we proposed a volumetric congruent local 
binary pattern (vcLBP) algorithm for 3D neurological image 
retrieval. The vcLBP-based feature descriptor could describe the 
volumetric imaging data with higher robustness and meanwhile 
effectively compress the feature space by using the unique 
rotation, reflection and translation invariant patterns. We 
evaluated the proposed vcLBP algorithm using 132 sets of 3D 
positron emission tomography (PET) brain imaging data and the 
preliminary results suggested that our approach could effectively 
reduce the feature dimensions while achieving better results than 
other 3D feature descriptors. This vcLBP algorithm has a 
potential to be widely used in many other applications, such as 
image classification, content analysis, and data mining. 

Keywords-3D image analysis, image retrieval, vcLBP  

I. INTRODUCTION 
Functional neuroimaging, such as positron emission 

tomography (PET) and single photon emission computed 
tomography (SPECT), provides important insights into 
neuroscience and is a fundamental component of clinical 
neurological diagnosis. Instrumentation advances have led to 
the introduction of PET-CT scanners into clinical practice and 
with these advances there has been a marked increase in the 
size of the neuroimaging datasets. Such large neuroimaging 
datasets have posed great challenges in image management and 
retrieval. Traditional keyword-based image retrieval is time-
consuming and prone to errors. In addition, the visual and 
physiological features cannot be comprehensively described by 
keywords. Therefore, efficient management and analysis of 
such large datasets have prompted research in the field of 
content-based image retrieval (CBIR) [1].  

Various studies have been reported on neuroimaging data 
retrieval. Kim et al. [2] proposed a dynamic brain PET retrieval 
system using the volume of interest (VOI) based pixel-wise 
tissue time activity curve (TTAC) clustering approach. Their 
approach focused on dynamic data and relied heavily on VOI 
segmentation. Unay et al. [3] developed a structure-based 
region of interest (ROI) retrieval system for brain Magnetic 
Resonance (MR) images. They used the local binary patterns 
(LBP) descriptors in their study and the results suggested that 
the dominate LBPs were more robust and efficient than the 
conventional LBPs. Batty et al. [4] designed a brain PET image 

retrieval system based on the texture features extracted by 
Gabor filters from ROIs. Both Unay’s and Batty’s systems [3]-
[4] were based on the 2D feature descriptors. However, the 
neuroimaging data are commonly collected in 3D format and 
these 2D-oriented approaches are not able to capture the 
volumetric variations in 3D imaging data. There are also 
reports on 3D neuroimaging retrieval systems. Liu et al. [5] 
proposed a 3D gray level co-occurrence matrices (3D-GLCM) 
based feature extraction approach for the retrieval of multiple 
types of neurological disorders using the disorder-oriented-
masks (DOM). Recently, Qian et al. [6] investigated four 3D 
feature descriptors, namely, 3D-GLCM, 3D-wavelet, modified 
3D-LBP and 3D-Gabor filters, and evaluated them using 100 
MR brain images. They found that 3D-LBP could achieve 
more accurate retrieval than the other three approaches and was 
also computational efficient when using a small number of 
sampling voxels in the local neighborhood. 

We believe the 3D-LBP algorithm can be further improved 
because it has two drawbacks. Firstly, the feature dimension 
increases exponentially as the number of sampling voxels 
grows. This bottleneck makes 3D-LBP impractical when using 
a large number of sampling voxels. Secondly, 3D-LBP is 
subject to rotation, reflection and spatial translation. To 
overcome these drawbacks, in this paper, we proposed a 
volumetric congruent LBP (vcLBP) algorithm, which could 
derive the unique rotation, reflection, translation invariant 
patterns based on the spatial relationships of the voxels. Our 
approach could use much less patterns to describe the 3D 
imaging data meanwhile enhance the robustness of the LBPs 
compared to the conventional 3D-LBP algorithm. 

In Section 2, we described the conventional LBP and our 
proposed vcLBP algorithms. Section 3 introduced the vcLBP-
based neuroimaging retrieval framework, followed by the 
experiments and results in Section 4. Finally, we concluded in 
Section 5.    

II. LOCAL BINARY PATTERN 

A. LBP for 2D Images 
LBP feature descriptor for 2D image data was designed by 

Ojala et al. [7]. For a monochrome texture image, a texture T in 
a local neighborhood can be defined as the joint distribution of 
the gray values of P pixels (P >1), as in  

                            (1) 
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where  is the gray value of the central pixel in the local 
neighborhood and  represents the gray 
values of P samples around the central pixel. All the values in 
T are then subtracted by the value of the central pixel, , 
giving 

                 .                       (2) 

Assuming the difference between  is independent of 
, and  describes the overall gray tone which is not 

related to T, thus T can be approximated by 

                .                             (3) 

Note that the signed differences,  are not affected by 
luminance, so to achieve gray-scale invariant, only the signs of 

 rather than their exact values are considered, as in 

              ,                  (4) 

where  if  ; and  if otherwise. T is then 
converted into a unique decimal number that characterizes the 
spatial structure of the local binary pattern. Fig. 1 shows an 
example of an eight-sample local binary pattern. To achieve 
rotation invariant, all the unique patterns need to be identified 
(when P = 8, there are 36 unique patterns [7]), so we can find 
exactly one match for any extracted LBP and compute the 
histogram based on these unique patterns.  

 

 

Figure 1. Extract and encode a 2D LBP. 

 

B. State-of-the-art LBP Algorithms for 3D Imaging Data 
Extending the 2D LBP algorithm to 3D imaging data seems 

to be very straightforward. For a local neighborhood, one can 
simply take P equidistant voxels around the central voxel, and 
then apply thresholding and encoding to identify the local 
binary patterns. However, there are two problems. First, as the 
number of sampling voxels grows, the length of the histogram, 
i.e., the dimension of the feature vector, increases 
exponentially. For example, if we take 18 equidistant voxels to 
the central voxel, we need 218 bins to record all the possibilities 
of the LBPs. If we take rotation, translation and reflection 
invariance into consideration, the possibilities can be greatly 
reduced, yet here comes the second problem which is how to 
identify the translation, rotation and reflection invariant LBPs. 
For 2D LBP, it is very trivial to identify the unique rotation 
invariant patterns because the rotation degree of freedom is 
only 1. However, for 3D images, the rotation degree of 
freedom is 3 and the number of sampling voxels for 3D-LBP is 
also much larger than that for 2D-LBP.  

Many attempts have been made to break the feature 
dimension bottleneck. Unay et al. [3] cut the 3D data into 2D 
planes. They then applied the 2D-LBP algorithm to derive the 

histograms from each of landmark planes and finally 
concatenated them into one histogram. This approach can 
greatly reduce the feature space, but it remains 2D-oriented, 
since the LBPs extracted from landmark planes cannot capture 
the inter-plane volumetric variations which are the essential to 
characterize 3D images. 

Zhao et al. [8] proposed the LBP-TOP (three orthogonal 
planes) algorithm which decomposed the local neighborhood 
volume into three orthogonal planes intersecting at the centre. 
The 2D local binary patterns were extracted from the three 
orthogonal planes and three histograms based on each of the 
planes were computed individually and then concatenated into 
a longer histogram as the final representation of input image. 
Fig. 2 illustrates the process of computing the final histogram 
using LBP-TOP. LBP-TOP can effectively reduce the feature 
dimensions. However, the LBP-TOP algorithm has several 
drawbacks. Firstly, it is not rotation/reflection/translation 
invariant. Secondly, the connection information between 
individual planes which is very important to characterize the 
local patterns is missing. Furthermore, LBP-TOP also contains 
redundant information. The intersect points of these three 
orthogonal planes, as marked by the yellow stars in Fig. 2, are 
counted twice for computing the histogram. 

 

 

Figure 2. Histogram concatenation using the LBP-TOP algorithm. 
 

Zhao et al. [8] also proposed a one-axis rotation invariant 3D-
LBP algorithm for dynamic texture analysis of facial 
expressions. However, since this algorithm is designed for 
video, it allows the frames to rotate around the timeline-axis 
only. Fehr et al. [9]-[10] introduced a frequency transform 
based approach for the approximate computation of the 
uniform LBPs. However, their uniform LBPs are data-
dependent and cannot provide complete gray-scale invariance 
[9]. To overcome these problems, they further proposed the 
rLBP which assigned the LBP to a template by calculating the 
correlation of the LBP and the fixed LBP templates of all 
angles. These templates were based on the spherical harmonic 
coefficients which also required the pre-computed discrete 
approximations of the harmonic base functions [10]. 

C. Volumetric Congruent LBPs 
The abovementioned LBP approaches for 3D data [8]-[10] 

either lose too much information or not fully support 
rotation/reflection/translation invariant LBPs. To our 
knowledge, we are the first to propose the fully 3D 
rotation/translation/reflection invariant LBP algorithm. We 
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name this algorithm the volumetric congruent LBP, denoted by 
vcLBP.  

LBP encodes a pattern into a unique number, so each bin of 
the LBP histogram represents a unique pattern. It makes no 
sense to arbitrarily integrate two consecutive bins to generate a 
bigger bin. For example, (01011111) is next to (01100000) in 
the histogram, but the patterns they represent are far from 
similar. However, it makes perfect sense to put these patterns, 
as shown in Fig. 3, into one bin. All these patterns in the braces 
(Fig. 3-b) are generated by rotating, flipping or spatially 
translating the mother pattern on the left (Fig. 3-a). In other 
words, they are congruent and they can be abstracted by the 
pattern template on the right (Fig. 3-c). 

 

  
         (a)                                                (b)                                              (c) 

Figure 3. Congruent pattern abstraction. 
 

Now the problem becomes how to find the congruent 
patterns. To prove any two geometric patterns are congruent, 
we need to show that they were related by one isometry [11], 
which is a distance-preserving map between two metric spaces. 
Therefore, we need to compare all the edges in the first pattern 
and those in the second pattern. If all of the edges in first 
pattern could be mapped perfectly to the edges in the second 
pattern, then we can conclude these two patterns are related by 
an isometry hence they are congruent.  

For one pattern A with n vertices, we can represent it by an 
n  n symmetric, distance-preserving matrix, DA, whose entry 
dA(i, j) is the distance between the ith vertex to the jth vertex of 

A. If there is another pattern B with same number of vertices as 
A, and satisfying 

                            dB(p(i), p(j)) = dA(i, j)                            (5) 

for all , where p(x) is the mapping function from A to 
B, then A and B are related by  

                                       DA = PDBP-1                                    (6) 

where P is the permutation matrix which rearranges the order 
of vertices of A to match A up with B. We do not know P, but 
we know the eigenvalues of A and B will always be the same 
[12]. To find P, we can first decompose A and B as: 

                                        DA = QAEQA
-1                                 (7) 

                                        DB = QBEQB
-1                                 (8) 

where E is the diagonal matrix of eigenvalues of both DA and 
DB. Then P can be computed as: 

                                           P = QBQA
-1                                   (9)

If there exists a P, or in other words, the eigenvalues of DA 
DB match, then A and B are congruent. For all entries of P(x, 
y) equal to 1, p(x) maps the xth vertex of A to the yth vertex of 
B, i.e.: 

                                               p(x) = y                                  (10) 

Assuming n sampling voxels were considered, we should 
exhaustively test all 2n possibilities of the LBPs to identify the 
unique patterns. For example, when we take 18 equidistant 
neighbors surrounding the central voxel (radius of the sampling 
sphere is 1 voxel distance, and the values of the neighbors that 
do not fall exactly on voxels are approximated by the value of 
the nearest voxel), we compute the eigenvalues for all the 218 
(262,144) possible patterns from (00…0) to (11…1). We 
cluster the patterns with the same eigenvalue into one group, 
and totally 6,426 such groups are identified, each representing 
a unique pattern. This identifying process is done once only for 
each sampling setting.  

 
Figure 4. The illustration of a vcLBP-based histogram and the congruent patterns. 
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FUNCTION feature_extraction (f(x)) 
SET  x, the 3D coordinates of a voxel in the image f(x) 
SET  b, the local binary pattern 
SET  u, the unique pattern template 
SET  t, the value of the unique pattern in the lookup table 
SET  h, an empty array storing the vcLBP-based histogram 
FOR   x = x0, …, xN,   N is the total number of voxel in f(x) 

b = B(x);    extract the local binary pattern at x 
u = U(b);    map the pattern to a unique pattern template 
t  = T(u);    read the value of the template from the lookup table 
h[t] ++;      compute the histogram 

ENDFOR 
RETURN h 
 

Figure 5. The Pseudo Code of vcLBP-based Feature Extraction. 

Unlike the 3D-LBP, we no longer translate the LBP into a 
decimal number but built a lookup table which stores the 
unique eigenvalue signatures of the unique pattern templates. 
Fig. 4 shows one example of a histogram computed from a 3D 
neurological image. The vertical axis is the number of 
occurrences of the patterns and the horizontal axis stands for 
the indices of the patterns. Several vcLBP templates and their 
corresponding bins are illustrated at the bottom of Fig. 4. 

III. VCLBP-BASED RETRIEVAL FRAMEWORK 

A. Neuroimaging Dataset 
The PET brain datasets, as summarized in Table I, were 

acquired on a CTI ECAT 951R whole body PET scanner, at 
the Department of PET and Nuclear Medicine, Royal Prince 
Alfred Hospital, Sydney. Two types of neurodegenerative 
disorders, Alzheimer’s disease (AD) and frontal-temporal 
dementia (FTD), were investigated in this study. We divided 
the dataset into two groups according to the age of the patients. 
The early-onset group contained the patients who were younger 
than 65 years old. Patients who were 65 and over were 
classified into the late-onset group.  

B. Data Pre-processing 
To reduce the impact of the unreliable standard uptake 

values in PET, the cerebral metabolic rate of glucose 
(CMRGlc) parameters were derived from raw static 3D FDG 
([18F]2-fluoro-deoxy-glucose) PET images with the 
autoradiographic (ARG) algorithm [13]. Arterialized-venous 
blood samples were taken at 10 min and 45 min post injection 
to calibrate a population-based input function [14]. To 
eliminate the inconsistencies between different cases, the 
generated CMRGlc parametric image volume with dimensions 
of 128×128×56 were spatially normalized to a PET brain 
template with standard dimensions of 91×109×91, using the 
SPM2 package (Wellcome Trust Centre for Neuorimaging, 
London, U.K.) [15]. 

C. Feature Extraction 
The vcLBP algorithm was used to extract the histograms 

from the spatially normalized CMRGlc images. Fig. 5 shows 
pseudocode of the algorithm for extracting a vcLBP-based 
histogram from a given image. We iterated the voxels in the 
whole image to extract the local binary patterns at every voxel 
location. For an extracted local binary pattern, we computed 
its eigenvalues and then mapped it to the corresponding 
unique pattern template and read the ranking value of that 
unique pattern template from the look up table. Subsequently, 
the element bin with that ranking value in the histogram would 
be added by 1 occurrence.  

We extracted the histograms from all the neuroimaging 
data in the dataset and then stored them in the feature 
database. When we performed the retrieval of a query, we first 
extracted the feature from the query in the same way as we did 
for imaging data in the dataset and then compared it to all the 
histograms in the feature database. 

D. Performance Evaluation 
The retrieval was conducted by the leave-one-out strategy 

on the whole dataset using query by example paradigm. The 
similarity was calculated by the Euclidean distance and the 
performance was evaluated by the average precision of the 
top-5 retrieved results. We used the diagnosis from the 
imaging studies as the ground truth. For two different 
neurological disorders, there can be a degree of overlap 
because certain brain regions could be sensitive to both 
disorders, for example, late-stage AD and FTD both exhibit a 
degenerative pattern in frontal cortex areas. To balance the 
interference of these common regions shared by different 
disorders so as to objectively describe the retrieval results, the 
following relevance criteria were used. If the query is a 
dementia case and the retrieval result is also a dementia case 
but diagnosed as a different sub-type, we then set the 
relevance score to 0.25. If the retrieval result belongs to the 
same group as the query, then the relevance score is set to 1.0. 
If the query is a dementia case and the retrieval result is a 
normal case, or vice versa, the relevance score is set to 0.  

IV. EXPERIMENTS AND RESULTS 
Table II shows the length of the histogram for each LBP 

algorithm using different numbers of sampling voxels. In this 
study, we used 18 equidistant sampling voxels around the 
central voxel to characterize the 3D local patterns. Both the 
vcLBP and the LBP-TOP could effectively reduce the feature 
dimensions. The histogram extracted by vcLBP is 8 times 
longer than LBP-TOP but 40 times shorter than 3D-LBP. Note 
the LBP-TOP algorithm takes 8 voxels from each of the three 
orthogonal planes, so literally the total number of sampling 
voxels is 24. However, these three planes intersect at 6 voxels 
which are counted twice when computing the histogram. 
Therefore, these voxels are redundant and only 18 voxels are 
actually used by the LBP-TOP algorithm. 

TABLE I.  PATIENT DATASET SUMMARY 

 EARLY-ONSET EARLY-ONSET 
Disorder  NO. of Cases 

(M : F) 
Age  NO. of Cases 

 (M : F) 
Age  

AD 37 (11:26) 34-64 16 (9:7) 66-79 
FTD 20 (13:7) 40-64 30 (16:14) 65-82 

Normal Controls 18 (5:13) 27-64 11 (9:2) 66-75 
Total 75 (29:46) 27-64 57 (34:23) 65-82 
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To evaluate the effectiveness of our proposed vcLBP 
algorithm, we compared our proposed vcLBP to the LBP-TOP 
and the conventional 3D-LBP algorithms, as well as a baseline 
3D-GLCM algorithm in this study. We applied all these 
algorithms to both the early-onset and the late-onset patient 
groups.  

Table III summarizes our preliminary results. The retrieval 
performances of different disorders in different age groups 
were very different. For AD cases, the retrieval precision in 
the early-onset group was much higher (10.9% - 13.8%) than 
the late-onset group, while it was opposite for FTD cases. This 
could be explained by that the proportion of the AD cases in 
early-onset group was higher than that in the late-onset group, 
which gave more chance to retrieve an early-onset AD case. 
On the contrary, the higher proportion of FTD cases in the 
late-onset group led to a higher retrieval precision (6.5% - 
6.7%) of the late-onset FTD cases.  

Among all these four algorithms, we found vcLBP had the 
best performance and all the LBP algorithms achieved better 
results than the baseline 3D-GLCM algorithm in most cases, 
except for the 3D-LBP and LBP-TOP algorithms for the early-
onset AD retrieval, 3.6% and 2.3% lower than 3D-GLCM, 
respectively. This might be explained by that 3D-GLCM could 
preserve the gray-scale contrast while LBPs could not, thus 
3D-GLCM could outperform the LBP algorithms in rare 
occasions. However, the retrieval precisions for vcLBP were 
always higher than 3D-GLCM, and the largest difference was 
13.1% for late-onset AD retrieval.   

When we compared the three LBP algorithms with each 
other, we found that 3D-LBP was superior to LBP-TOP in 
FTD case retrieval and both of them had very similar 
performance to the vcLBP. However, for AD case retrieval, 
vcLBP achieved much higher precision than the other two.    

V. CONCLUSION 
In this paper, we presented a new feature descriptor for 3D 

imaging data, namely vcLBP. Our proposed vcLBP algorithm 
resolves the two drawbacks of the conventional 3D-LBP 
algorithm. Firstly, our vcLBP fully supports the 

rotation/reflection/translation invariant pattern templates 
which can enhance the robustness of LBPs. Secondly, the 
vcLBP algorithm can effectively reduce the feature 
dimensions. In conclusion, the vcLBP algorithm is an 
advanced feature descriptor for 3D imaging data compared to 
the conventional 3D-LBP and LBP-TOP algorithms, and it 
also performs better than the 3D-GLCM algorithm in the 
application of neuroimaging retrieval. We believe that our 
approach has a great potential to be generally applied to other 
applications, such as 3D content analysis, data mining, and 
image classification.  
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Abstract—Compressive sensing is an emerging technique which
samples signals with sparsity below Nyquist sampling rate. For
video compression, encoding individual frames independently us-
ing compressive sensing is inefficient since inter-frame similarities
in temporal domain are not utilised. This paper investigates the
performance of weighted compressive video sensing, which brings
the function of predicted frames and bi-directional predicted
frames in traditional video codecs to compressive video sensing.
The weighted compressive video sensing applies only to the
decoder to reconstruct video frames, without increasing the com-
putational complexity for compressive video sensors. This paper
examines weighted measurement reuse on different scenarios with
previous frame only, subsequent frame only, and both previous
and subsequent frames.

I. INTRODUCTION

In the information age, multimedia communication has
become a popular service to the general public. Multimedia
enabled devices, such as video on-demand servers, wireless
video sensors, digital video cameras, and set-top boxes, are
widely deployed nowadays. These multimedia devices are
interconnected via the Internet to facilitate various applications
such as video conferencing, on-demand video streaming, and
video surveillance. High performance video coding algorithm
plays a major role in reducing the storage and transmission
bandwidth, therefore it attracted significant research focus
towards video codec development.

Most of modern video compression algorithms apply motion
compensation to achieve a high-performance quality versus bi-
trate ratio. These video compression algorithms have complex
encoders and simple decoders [1], [2]. The low complexity
decoder works well with traditional multimedia applications;
for example, video storage on a DVD, where the encoding
process is performed once and the decoding process (for
playing back video) is performance multiple times. On the
other hand, the complicated encoder algorithm is not suitable
for multimedia sensors where a limited processing capability
and a reduced power supply are usually assumed [3], [4]. This
paper investigates compressive video sensing architecture, to
address the requirement of video sensors with demands on
limited power constraints and processing capacities (power),
transmission bandwidth (rate), and quality level (distortion)
expectations[5], [6].

The classic Shannon-Nyquist sampling theorem indicates
that there is no information loss if the signal is sampled at

twice its bandwidth. Compressive sensing (CS) is an emerging
research topic which takes advantages of signal sparsity and
signal incoherence [3], [7] properties such that signals captured
at a reduced sampling rate can be perfectly reconstructed.
Compressive sensing [3], [8] utilises the sensing operator,
which is like a convex lens, to convert a signal into one
concentrated sample every time. When sufficient number of
samples obtained (which could be below the Shannon-Nyquist
sample rate), CS reconstruction algorithms demonstrate that
the original signal can be precisely restored. This theory has
attracted great interest in image signal processing because
of its low encoding complexity, and the heavy computation
demand in traditional video encoders is sent to the decoder.
The problem of sparse signal recovery from a small number of
incoherent measurements follows uniform uncertainty princi-
ple. For example, high resolution image can be generated from
low-resolution compressed video [9], [10]. As the number of
measurements increases, error decreases at near-optimal rate.
This property is ideal for constructing a video codec with
scalable quality levels. In addition, compressive sensing is
democratic and robust, which means that all measurements
are equally as important. This property helps reconstructing
original signal when information is decoded out-of-order,
which may be a result of today’s best effort, multi-path inter-
connected networks. Compressive sensing offloads computing
power from the encoder to the decoder, which means that
the posteriori computing power is used to reduce the priori
sampling complexity [8].

If an N -length real and discrete signal can be sparsely rep-
resented with less than N non-zero coefficients in a transform
domain, it is regarded as a sparse or compressible signal. In
other words, if the signal can be converted to a sparse form
with only K non-zero coefficients and K 
 N , the signal
is considered as sparse; if the largest K coefficients in the
sparse form can retrieve a perfect approximation of the signal
and K 
 N , the signal is considered as a compressible signal.
CS technique can be applied as long as the signal possesses
either of the above features.

Which image and video signals are sampled at spatial
domain, the measurements are usually dense (i.e. without
significant proportion of zero pixel values.) By taking trans-
formations, such as using discrete cosine transform (DCT)
in JPEG [11] or wavelet transform in JPEG-2000 [12], these
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signals appears sparse in a transformed-domain. Using DCT
as example, let X = [x1, x2, . . . , xN ]T denote an N -length
real and discrete raster-scanned image signal and Ψ denote
the collection of orthogonal basis of 1-D DCT transform, then

X = ΨX =

N∑
i=1

siΨi, (1)

where Ψ = (ψ1|ψ2| . . . |ψN ) is an n-by-n DCT trans-
formation matrix with ψi being a column vector of Ψ.
S = [s1, s2, . . . , sn]T is a sparse representation of x in DCT
domain and the sparsity degree of S (also the number of non-
zero DCT coefficients) is hypothetically K (K ≤ N ).

CS sampling process uses an m-by-n measurement ma-
trix Φ to measure x and to obtain an m-dimensional mea-
sured vector y. The components in the measured vector are
called measurements. To let Φ and Ψ comply with Re-
stricted Isometry Property (RIP), the measurement matrix Φ =
(φ1|φ2| . . . |φm)T is constructed using a Gaussian random
matrix with entries are independent and identically distributed
(i.i.d) random variables with a zero mean.

The measured vector, y, can be represented as

y = Φx = ΦΨS. (2)

In general, m is much smaller than n and comparable with
K, which means that the n-dimensional signal is reduced
to an m-dimensional measurements. Therefore, the sampling
process effectively reduce the number of measurements, hence
CS is known to embed signal compression within sampling
process. If Φ is incoherent with Ψ and follows RIP, the target
image signal can be reconstructed with measured vector y, and
m ≥ O(cKlog(n/K)), where c is a universal constant and K
denotes the sparsity degree of a sparse representation. Popu-
lar algorithms for reconstructing compressed sensing signals
include orthogonal matching pursuit [13], gradient projection
for sparse reconstruction [14], and subspace pursuit [15].

II. COMPRESSIVE VIDEO SENSING WITH MEASUREMENT
REUSE

Motion compensation is a popular approach for improving
the compression ratio for modern video codecs [16]. On
the other hand, exhaustive macro-block matching process to
choose the optimal motion vector demands extensive com-
puting power; thus, it may not be suitable for low power
devices such as video sensors in wireless sensor networks.
Therefore, instead of applying motion compensation in the
video encoding process, decoder driven CS measurement reuse
is investigated in this paper. Using the same underlying as-
sumption regarding similarities between adjacent video frames
(xi and xi+1 are similar where i denotes the frame number
within the same GOP), it is expected that Si and Si+1 will also
share similar pattern of K-sparsity. Therefore, it is expected
that the measured vector yi−1 is highly correlated to yi, so that
yi−1 could be re-used for reconstructing xi according to [17].

If Pan-Tilt-Zoom (PTZ) features are available on top of
video sensors such as single pixel camera [4], it is possible
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Fig. 1. Block-based single pixel camera

to zoom into a Region of Interest (ROI) for capturing more
foreground CS measurements. However, this approach relies
on mechanical PTZ movement for selecting target blocks may
not be a cost-effective solution. Instead, a masking disk may
be applied to perform block-based compressive video sensing.

Figure 1 illustrates the structure of a block-based compres-
sive video sensing camera based on single pixel camera [9].
A image is firstly controlled by a lens to control the incoming
image project to a dense mirror array. In between the lens
and the dense mirror array, a rotary masking disk is used
to control different block regions of the incoming image can
be passed for capturing. The dense mirror array dynamically
changes mirror reflection angles on a pseudo-random manner
controlled by the encoder and decoder, and the reflected image
is sent through a convex lens and projected to a photo-diode
at the lens focal point. The signal captured by the photo-diode
is called a measurement of compressive video sensing.

The masking disk can be used to control the order of blocks
captured by the single pixel camera. Since the masking pattern
is fixed which is known to both the encoder and the decoder,
location of the block can be determined from the order of
the sensing measurements. The encoder can terminate the
transmission of sensing measurement to selected blocks, hence
to reduce the data rate for communication. The decoder can
also ignore selected blocks for video reconstruction to reduce
the computational demand. In other words, the masking disk
facilitates coding of region-of-interest which can be managed
both at the encoder and the decoder.

This paper examines the performance of weighted measure-
ment reuse in compressive video sensing. All blocks are used
at the encoder and the decoder; in other words, the entire video
frame is considered as the region-of-interest.

III. WEIGHTED MEASUREMENT REUSE IN COMPRESSIVE
VIDEO SAMPLING

As indicated in Section II, due to similarities between
adjacent video frames, measurements can be reused to improve
the reconstructed video quality. The concept of CS measure-
ment reuse is similar to interpolation in the temporal domain;
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Fig. 2. Weighted measurement reuse

however, instead of applying interpolation techniques, mea-
surement in CS-domain is used at the decoder. As illustrated
in Figure III, when frame i is reconstructed at the decoder,
its previous frame i − 1 and its subsequent frame i + 1 can
contribute to improve the signal recovery. The number of
measurement used for frame i− 1, i, and i+1 are denoted as
wi−1, wi, and wi+1, respectively.

When compressive video sensing is applied in the en-
coder, measurements are captured sequentially. Reconstructed
video frames without measurement reuse are like I-frames
in traditional video codec, such that no drift-error will be
encountered. Reconstructed video frames with measurements
reused from previous-frame are like P-frames, whereas the
ones with measurements reused from both previous and
subsequent frames are like bi-directional predicted frames.
Given that the decoding process is assumed on a device with
powerful computing facility (whereas the encoder is simplified
targeting for wireless sensor networks, for example,) re-using
all measurements from previous frame is a feasible option
providing that a sufficient storage is available to caching
previous measurements and a sufficient processing power
is equipped for additional computing. On the other hand,
measurement reuse from subsequent frames will introduce
additional delay, this is because, like B-frames, measurements
from a subsequent frames need to be available to reconstruct
a current frame.

It is worth noting that compressive sensing at its current
status does not outperform traditional transformation-based
image/video codecs. However, it poses a promising alternative
such that a simplified encoder is required and the excessive
computation is offloaded to the decoder. Such characteristics
represent a unique niche for wireless sensor networks or
remote sensing applications.

IV. EXPERIMENTAL RESULTS

The luminance component (Y) on the first viewpoint of
standard Ballroom video sequence is used in the experiment
to examine the performance of weighted measurement reuse.
To lower the simulation complexity, a reduced number of
video frames is used in the experiment. Each video frame is
partitioned into 16x16 blocks for encoding, and the number

of sensing measurement is chosen to be up to 5 percent
of each block’s pixel count (i.e. 13 sensing measurements
per block.) The reconstruction algorithm applied in this pa-
per is reconstruction using gradient projection for sparse
reconstruction[14].

In the experiment, a reconstructed video without mea-
surement reuse has yielded a peak-signal-to-noise (PSNR)
value at 21.67dB. Table I shows the output of different
experimental setup: measurement reuse from previous frame
(previous-frame-only), measurement reuse from subsequent
frame (subsequent-frame-only), and measurement reuse from
both previous and subsequent frames (previous-subsequent-
frames). The first setup shows that an improved video quality
is reconstructed with an increase in measurement reuse, and
the same characteristics are observed for the second and the
third setup. Such observation concludes that measurement
reuse helps improving the reconstructed video quality in
compressive sensing by taking inter-frame similarity from the
temporal domain.

Comparing the first two setups, subsequent-frame-only
yields a slightly better video quality; however, the difference
is marginal, with PSNR gain up to 0.27dB. The third setup
with measurement reuse from both previous and subsequent
frames yields a consistent quality gain, with up to 1.73dB gain
in PSNR over the second setup.

Sample video output is illustrated in Figure 3, taken from
frame 3, viewpoint 1 of the Ballroom standard sequence.
The extreme scenarios, reconstructed video frame without
measurement reuse (I-frame alike) 3(a), and the one with full
measurement reuse from previous and subsequent frames (B-
frame alike) 3(f), demonstrate a 2.64dB gain in video quality.

Similar experiment has been conducted with the luminance
component of standard News sequence. With the same block
size (16x16), up to 24 measurements (9.4% of the number
of pixels) are used. The reconstructed video qualities, using
PSNR and structural similarity (SSIM) index [18], are obtained
from the mean of 300 video frames in the News sequence.
The average video quality under different scenarios are shown
in Table II. Similar to the observations on the Ballroom
sequence, the video quality in terms of both PSNR and SSIM
improves with an increase of measurement reuse from either
previous frame, or subsequent frame, or both frames. Example
reconstructed video frames (frame 30 of the News sequence)
are shown in 4. Extreme scenarios in 4(a) and 4(f) represent
4.96dB improvement in PSNR and 0.1611 improvement in
SSIM.

V. CONCLUSION

This paper investigated weighted measurement reuse which
bringing inter-frame analysis into compressive video sensing,
and examined its impact on the decoded video quality. It
was observed that increasing the number of reused sensing
measurements, the reconstructed video quality is consistently
improved for all scenarios of previous-frame-only, subsequent-
frame-only, and previous-subsequent-frames setups. We con-
cluded that higher the weighting the measurement reuse from
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TABLE I
RECONSTRUCTED VIDEO QUALITY IN PSNR USING VIEWPOINT 1 OF THE BALLROOM SEQUENCE

Measurements 1 3 5 7 9 11 13
Previous-frame-only 21.82 22.20 22.52 22.82 23.13 23.39 23.59

Subsequent-frame-only 21.94 22.36 22.79 23.09 23.39 23.58 23.78
Previous-Subsequent-frames 23.67 23.80 23.88 24.00 24.10 24.11 24.45

(a) wi−1 = 0, wi+1 = 0, PSNR = 21.72dB (b) wi−1 = 7, wi+1 = 0, PSNR = 22.84dB (c) wi−1 = 13, wi+1 = 0, PSNR = 23.77dB

(d) wi−1 = 0, wi+1 = 7, PSNR = 23.08dB (e) wi−1 = 13, wi+1 = 7, PSNR=24.16dB (f) wi−1 = 13, wi+1 = 13, PSNR = 24.36dB

Fig. 3. Sample video frames of reconstructed Ballroom sequence viewpoint 1 (frame 3), with 13 measurements of current frame

TABLE II
RECONSTRUCTED VIDEO QUALITY IN PSNR & SSIM USING THE NEWS SEQUENCE

Measurements 3 6 9 12 15 18 21 24
Previous-frame-only PSNR (dB) 22.09 22.45 22.78 23.09 23.40 23.81 24.10 24.44

SSIM 0.6968 0.7135 0.7285 0.7415 0.7537 0.7662 0.7768 0.7866
Subsequent-frame-only PSNR (dB) 22.08 22.44 22.78 23.13 23.47 23.77 24.10 24.41

SSIM 0.6963 0.7132 0.7280 0.7413 0.7540 0.7658 0.7760 0.7861
Previous-Subsequent-frames PSNR (dB) 24.67 24.88 25.09 25.26 25.48 25.68 25.84 26.04

SSIM 0.7922 0.7980 0.8040 0.8091 0.8146 0.8199 0.8246 0.8294

adjacent frames leads to an improved reconstructed video
quality. Assuming that the decoder is equipped with sufficient
memory storage and extended processing power, all measure-
ment from previous frame should be reused. Measurement
reuse from subsequent frame improves the reconstructed video
quality at the cost of additional delay, thus the trade-off
decision is available to the user.
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Abstract—We present a machine vision system for monitoring
prawns in aquaculture ponds, developed as a tool to study feed
consumption and prawn size distributions. We discuss design
objectives and propose a vision system comprising two wide
angle cameras. Cameras and lighting system operate in the near
infrared to obtain controlled illumination even in the presence
of sunlight. We discuss effects of refractive index boundaries in
underwater imaging and their relevance for camera calibration.
Image analysis algorithms for segmenting prawns and pellets
are outlined. We use a relaxed epipolar constraint for stereo
correspondence search in the presence of residual aberrations
caused by refraction. Field trials were conducted in different
settings and we report results obtained during these deployments.

I. INTRODUCTION

A. Background and Aim

Driven by the increase in demand for seafood and the de-
cline of wild fisheries, marine aquaculture has become one of
the fastest growing industries worldwide, with annual growth
rates of close to 15% for crustaceans during the 2000-2008
period [1]. Over the last decade, some areas of aquaculture, in
particular salmon and tuna farming, have benefited from the
introduction of farm automation and monitoring equipment,
including video-based sensors ranging from remote feeding
and environmental monitoring systems (e.g. AQTV pro, AK-
VAGroup akvasmart) to underwater stereo camera systems for
fish sizing (e.g. AQ1 Systems AM100).

To date many of these advances for fish farming have not
been implemented in prawn aquaculture. Unlike fish, prawns
spend time on the bottom of ponds foraging and feeding.
Husbandry techniques encourage algae blooms and other
sources of turbidity in ponds. The resulting limited visibility
combined with the bottom dwelling behaviour present unique
challenges, preventing the video techniques commonly used
in fish farming from being successful for monitoring prawn
feeding and sizes.

In this paper, we present our recent work on developing
a machine-vision sensor for remotely monitoring prawn be-
haviour, measuring prawn size and estimating prawn weight.
We propose the use of image analysis to automate some of
the monitoring aspects. Our aim is to develop a commercially
viable system that allows the prawn farmer to save labour
costs, reduce over-feeding and to allow for better management
decisions by providing information about feed uptake, prawn
size and weight distributions and feed conversion ratio.

B. Related work

1) Underwater camera calibration and photogrammetry:
One of the difficulties with underwater imaging are the distor-
tions introduced by the refraction of light at the viewport sep-
arating the camera housing from the water, in particular when
the aim is to achieve metric measurements using triangulation
from multiple views. This problem is a particular case of multi-
media photogrammetry, a field with a long history starting
with works from Zaar [2] and Rinner [3], see [4] for a review.
Applications are also found in other fields such as oceanic
engineering [5], fisheries [6], and sports biomechanics [7].
Recently, the topic has also received attention in the computer
vision community [8], [9].

2) Vision sensors in aquaculture and fisheries: In the
application domain the most similar work is in underwater
photogrammetric measurements of fish, see Shortis [6] for a
review. Some of the approaches described in [6] are also im-
plemented in commercial systems, e.g. AQ1 System’s AM100.

C. Overview

The remainder of this article is organised as follows:
Section II describes the design constraints and the hardware
of the prawn video unit. Section III describes the image
analysis pipeline, including underwater calibration, image pre-
processing, segmentation, feature extraction and stereo. Sec-
tion IV gives an overview of results and insights obtained from
various deployments of the sensor, including capturing a ref-
erence library of prawns to establish an allometric correlation
between image features and prawn body weights. We present
our conclusions in Section V.

II. PRAWN IMAGING SENSOR

The imaging sensor unit is shown in Figure 1. It is designed
to be placed at the bottom of a pond and comprises a pair of
cameras looking upward. This design is modelled on mesh
feed trays, which are lowered to the bottom of the pond
with feed on them and retrieved after some time. The mesh
feed tray is the current tool used by farmers for assessing
feed consumption by prawns. With the chosen design the
video sensor acts as a replacement for the feed-tray, with the
advantage that it can be monitored remotely and may also
provide automated measurements of pellet consumption and
prawn size.
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Fig. 1. Imaging sensor unit

A. Design constraints

The hardware design was driven by partly conflicting func-
tional and commercial requirements. Key commercial con-
straints were cost, weight and ease of use, whilst key func-
tional requirements were the abilities to operate in the harsh
underwater environments and to provide representative feeding
and size information. In particular, the following constraints
determine many aspects of the design and performance:

1) Weight/volume restriction: The sensor should be light
enough to facilitate deployment by a single operator. This
weight restriction directly corresponds to a restriction on
volume as the unit needs to be negatively buoyant.

2) Short working distance: Two factors dictate the use of
a short working distance. First, the high turbidity of the water
with many particles and algae limits the range with sufficient
visibility and contrast for imaging. Second, the goal of a large
view window, combined with a constraint on volume can only
be met with a shallow enclosure. In general, a short working
distance is not desirable for metrology as it causes relatively
large changes in scale for small changes in subject distance.

3) Uncontrolled outdoor lighting: Another commercial re-
quirement was that the unit must be able to operate both day
and night in an uncontrolled outdoor environment with asso-
ciated changes in natural illumination, ranging from darkness
to full sun overhead.

4) Cost constraints: The manufacturing and calibration
costs of the unit must be low.

5) Effect on prawn behaviour: The sensor must not affect
the behaviour of the prawns. An example for a potential dis-
turbance from the LEDs is phototaxis, a locomotive response
to light.

B. Imaging unit hardware description

1) Housing and ballast: The sensor unit comprises a wa-
terproof aluminium housing with a transparent polycarbonate
viewport. The inside of the unit is blackened with paint to
reduce secondary reflections. For many materials, reflectance
at visible and infrared wavelengths differs; care was taken to
choose a paint with low reflectance for near-infrared wave-
lengths. Sufficient ballast is placed in the enclosure to ensure
the unit has a negative buoyancy.

2) Illumination: The unit is equipped active illumination
for the near-infrared wavelength region. Near-infrared illumi-
nation was chosen for two reasons. First, the high attenuation
of light in sea water in the near infrared region offers the
possibility to control lighting conditions even in the presence
of sunlight. For this, we block visible wavelengths using
optical filters. Second, prawns are not sensitive to near-infrared
light, so the potential of the unit to affect the behaviour
is reduced. The specific choice of wavelength is a trade-
off determined by the spectral attenuation characteristics of
the water column, the spectral sensitivity of the imaging
sensor, and the availability of cheap optical filter material.
Wavelengths from 810 nm to 850 nm are suitable. The LEDs
were sourced from various manufacturers and are mounted at
the base of the unit. The spatial arrangement and the tilt angle
of the LEDs were chosen to provide uniform lighting. Due to
the limited space in the enclosure and the wide angle lenses, it
is not possible to position the LEDs such that direct specular
reflection is avoided. Therefore, the current arrangement leads
to a number of bright reflections off the polycarbonate cover.
The affected regions are masked out in the subsequent image
analysis.

3) Cameras: The unit houses a pair of USB cameras with
a 1/2.5 inch format CMOS sensors (IDS uEye) and wide
angle lenses (DSL-315-NIR, Sunex Inc, CA, USA) giving
a horizontal view angle of 140 degrees. The hot mirror in
the camera was replaced with a polycarbonate-based filter
material (NIR-80N, CLAREX, Japan) that is transparent to
near-infrared wavelengths but strongly attenuates visible light.

4) Embedded computer: We use an embedded industrial PC
board for acquisition of images using the USB cameras and
storage on disk. A power over Ethernet (POE) system is used
as the communication and power supply to the unit. Ethernet
connectivity was a requirement to facilitate real-time remote
monitoring.

III. IMAGE PROCESSING

A. Camera calibration

When calibrating the camera/lens combination used in the
sensor unit, two factors must be considered. First, the refractive
interfaces (air/polycarbonate and polycarbonate/water) of the
planar viewport need to be taken into account. Second, the
DSL-315-NIR lens is a fisheye lens that exhibits strong non-
rectilinear distortion typical for such optical designs.

1) Refraction and multi-media photogrammetry: The re-
fractive effects for a planar viewport perpendicular to the
optical axis are illustrated in Figure 2. For illustrative purposes
we neglect the view window itself and only consider a single
interface. A ray projected out from an image point is refracted
at the interface according to Snell’s law, sin(θair)

sin(θwater)
= nw

na
where

θair,water and na,w are the angles of incidence angles and the
refractive indices for the two media, respectively. If we trace
back the ray from the water side neglecting the refractive
interface, it intersects the optical axis at a position deff, which
we call the effective projective centre Ceff. The effective focal
length feff is given by the distance of Ceff to the position
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along the optical axis where the distance of the ray is equal
to the distance h of the original image point from the axis.
Using trigonometry we obtain feff = α(θair, nw, na)fair and
deff = α(θair, nw, na)dair where α is a correction term that
depends on the angle with the optical axis and the refractive
indices of both media:

α(θair, nw, na) =
tan θair

tan
(
sin−1

(
na
nw

sin θair

)) (1)
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Fig. 2. Refraction at a planar interface. The projective centre C is shown
on the optical axis (red). An image point that intersects the image plane
(green) at a distance h from the optical axis has a view angle of θair and is
refracted at the interface. If the refracted ray is backtraced without refraction,
its intersection with the optical axis marks the effective projective centre Ceff
the refracted ray. The effective focal length fair is the distance between Ceff
and the point where the backtraced ray is at a distance h from the optical
axis. Everything is rotationally symmetric around the optical axis.

For small angles we can simplify this expression using
tan θair ≈ sinair ≈ θair and nair = 1 to obtain the first-order
approximation α ≈ nw and consequently feff = nwfair and
deff = nwdair. Thus for a narrow field of view, the refractive
interface can simply be modelled by assuming a camera with
a focal length multiplier of nw moved further back from the
interface by the same factor.

For medium to wide view angles, however, equation (1) has
important implications. In particular the depence of feff and of
Ceff on the view angle θair become significant, which means
that rays projected out from the centre of projection with
different angles do not intersect the optical axis in a common
point when back-projected. Thus, the combined optical system
of camera and flat viewport is effectively a non-central camera.
The net effect is similar to a pincushion distortion but with
a dependance of the amount of radial distortion on distance
[10] .

Existing work addressing the problem of distortion for
underwater camera calibration and triangulation mostly falls
into two categories:

• Explicit modelling of the refractive interfaces and ray
tracing, particularly for stereo and general multiple-view

camera configurations. A common approach is one of a
two-stage calibration, with a first camera calibration in
air to determine the intrinsics and extrinsics of multiple
cameras and a second calibration in water. Optical pa-
rameters of the viewport and the media, i.e. refractive
indices, position, thickness and orientation with respect
to the camera are then determined by minimising re-
projection errors using non-linear optimisation, see for
example [5], [11]. Kotowski [12] presents a generalised
bundle-adjustment method that integrates ray-tracing and
refractive interfaces.

• Using standard camera calibration methods to determine
camera parameters, and absorb the refractive index aber-
rations in the camera parameters, in particular radial
distortion parameters and focal length. The advantage of
this approach is that existing tools and software packages
can be used. Examples are [6], [10], [13].

The preliminary results presented in this paper are based on
the second approach of applying standard calibration routines
and absorbing refractive effects in the camera parameters, as
described in the following. We have also captured additional
calibration data that will allow us to reanalyse the data with
the more accurate approach of modelling the refractive index
boundaries explicitly.

2) Calibration procedure: We use OCamCalib [14], a
calibration toolbox for fisheye cameras which is based on
imaging a planar calibration target from multiple orientations
and to solve for the camera parameters and the homographies
simultaneously, similar to [15]. As input for OCamCalib we
use a set of images of a screen-printed acrylic chessboard
target backlit by an array of LEDs. Both the sensor unit and the
calibration target are submerged in water for image capture. As
the refraction-induced radial distortions are distance-dependent
we only use images of the calibration target within a narrow
range of distances close to the sensor viewport (1 cm - 4 cm,
about the height of a prawn) and small amounts of tilt. This
is in contrast to recommended calibration procedures in air
where a wider range of distances and orientations helps to
better constrain the solution. We first calibrate both cameras
independently and then determine extrinsic parameters from
point correspondences between the two views of a calibration
target. A pair of homographies for stereo rectification is
obtained by remapping both image planes to a plane parallel
to the sensor view port, see for example [16].

B. Pre-processing

1) Remapping for rectification and distortion removal:
The images of the camera are remapped to correct for radial
distortion and to apply homographies that project the image
planes onto a plane that is parallel to the viewport and the line
connecting the camera centres, thus yielding rectified images
for stereo matching.

2) Background subtraction: We subtract a background im-
age to remove reflections from LEDs and to identify regions
of activity. For indoor tank deployments, an image taken
without prawns on the unit is sufficient. For deployments
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Fig. 3. Sample pellet segmentation results, detected pellets shown in red.

in outdoor ponds where there is gradual accumulation of
sediment we have used a dynamic background model by
simply taking the minimum grey-value for each pixel observed
over the previous n frames. This simple approach is valid
if sunlight is suppressed as any object moving into view
can only increase the greyvalue by reflecting light from the
LEDs back into the camera. If sunlight cannot be attenuated
sufficiently, greyvalues can both increase and decrease and
in such situations taking the median greyvalue over a n-frame
history is a better approach. We maintain a binary mask image
of areas with overexposed and saturated pixels resulting from
specular reflections of LEDs.

C. Segmentation of pellets

For the segmentation of pellets we make use of the known
pellet size and shape by setting limits on the minimum and
maximum width and length of the pellet. In a first step we use
a morphological opening with a circular structuring element
to remove structures smaller than the minimum pellet radius.
Then we use a morphological area top-hat filter [17] to detect
candidate pellets, using pellet area as a filter criterion.

D. Segmentation of prawns

Prawns are segmented to obtain an estimate of their size.
Given the controlled lighting and making the assumption that
a large number of prawns will be recorded by the sensor unit,
we employed a simple threshold-based segmentation approach
combined with aggressive filtering to only retain prawns that
are isolated and fully visible, i.e. not connected to other
prawns, larger patches of pellets or the image boundary. The
prawn segmentation consists of the following steps:

1) Connected component analysis and filtering: Following
background subtraction (see Section III-B2), connected com-
ponents are extracted from each image following a morpho-
logical opening and binarisation using an intensity threshold.
We filter the connected components based on area and shape
attributes to remove patches of pellets, sediment and other
noise that is not removed by the background model. The image
boundaries are padded with a foreground value such that any
prawn connected to the boundary (and thus only partially
visible) is discarded. An example image after background

subtraction and segmentation results after filtering are shown
in Figure 4.

Fig. 4. Image after remapping and background subtraction (top) and
segementation results with overlaid pruned skeleton (bottom).

E. Feature Extraction

Once prawn masks have been obtained, we extract image-
based features that are correlated with physical body length
and weight of the prawn, see Section IV-A1. In addition to
simple features such as image area we compute a skeleton-
based measure as an approximation for prawn length.

1) Skeletonisation, pruning and identification of key points:
Following the above filtering process each connected compo-
nent is skeletonised using a digital topology algorithm [18] that
iteratively removes points that are simple and non-terminal
[19], with the order of the removal being determined by a
chamfer distance transform. Short, non-bifurcation stubs are
pruned to improve robustness of the next stage calculation.
An example is shown in Figure 4.

Based on their connectivity, all end points and all major
branching points on the skeleton are identified. The two ends
of the prawn are identified by a pair of points consisting of
the one end point and the one major branching point with the
largest distance from one another. The distance along a straight
line between the point pair is taken as the length measurement,
which is subsequently used to derive image-based allometric
relations, see Section IV-A1.

2) Additional image features: The area in pixels of a
prawn’s binary mask, the best fitting ellipsoid and an axis-
aligned bounding box are also computed as supplementary
features.

F. Stereo matching

A number of factors make it difficult to measure the physical
length of a prawn accurately with a single projective image.
Importantly, scale cannot be established without knowing the
distance of the prawn from the sensor. The large changes of
scale with subject distance due to the short working distance
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exacerbate this problem. Other limiting factors include the
non-rigidity of prawns and different view angles associated
with different positions on the sensor.

We intend to use stereo-based triangulation to establish the
distance and pose of the prawn with respect to the camera
and to correct length measurements accordingly. To this end
we have investigated the viability of automatically identifying
feature point correspondences between individual prawns. One
of the difficulties in this regard is that the epipolar constraint,
which is commonly used to constrain the search space for
correspondences, cannot be applied in its usual form due to
refraction at the viewport. Consider a refracted ray spanned
by an image point and the projective centre in one camera.
When this ray is projected into the other camera, the resultant
projection is not a straight line. Instead of searching along
the resultant projection, we relax the epipolar constraint to
allow correspondences to fall within a narrow band of pixels
as opposed to a single scanline. A similar approach has been
described in [13]. While this approach does not lend itself
to dense matching we have found it effective when using
point based matching. We implemented feature-point based
matching for interest points detected using SURF [20] and
nearest-neighbour matching on the descriptor vectors using the
OpenCV library [21]. An example result is shown in Figure 5.
We intend to use the 3D coordinates obtained for matched
interest point pairs within segmented prawns to apply pose-
based corrections to the length estimate obtained using the 2D
skeleton. Such an approach is necessary as we cannot derive
length measurements from the feature points directly, since
there are no guarantees that the SURF interest points will
coincide with end points of the prawn.

Fig. 5. Stereo matching using SURF interest points and relaxed epipolar
constraint.

IV. SENSOR DEPLOYMENTS AND EXPERIMENTAL RESULTS

We have trialled the sensor unit in different environments,
ranging from indoor tanks as detailed in Section IV-A) and
different types of outdoor ponds ranging from small research
ponds of up to 20 m by 20 m in area, with concrete or lined
base and sides Section IV-B to large commercial ponds up to
100 m by 100 m in area, with mud base.

A. Indoor experiments

Prior to outdoor field deployments, we conducted a number
of experiments in indoor prawn tanks at the CSIRO Marine and
Atmospheric research facility in Cleveland, QLD, Australia, to
test the viability of the imaging sensor unit and to calibrate
the imaging units in water. In general, the conditions in indoor
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Fig. 6. Skeleton-length from image based measurements versus prawn
weight. The boxplots represent the distribution of skeleton lengths derived
from different images of an individual prawn.

facilities are more amenable to automated imaging as there
is no uncontrolled sunlight and no sediment deposition on
the sensor. The image data obtained from these experiments
indicated that we could acquire images of good quality to
allow for automated detection of pellets and prawns. During a
month-long deployment we were able to track pellet numbers
reflecting feeding times and typical pellet consumption cycles.
A sample image from this deployment is shown in Figure 3.

1) Allometric reference library: Direct measurements of
individual prawn weight in the pond are difficult to perform
automatically due to the buoyancy and the need to capture the
prawns. While image-based measurements do not give direct
access to prawn weight either, correlations between length
and weight can be used to derive weight estimates. Observed
average dependencies between length and weight of an animal
are captured in so-called allometric relationships. For black
tiger prawns such relationships are reported by Primavera et
al [22]. To determine similar allometric relationships between
prawn-weight and image based features we captured a refer-
ence image set of 90 prawns covering a range of weights from
4.6 g to 68 g.

We captured a set of images where we placed the imaging
sensor in a small tank and individually placed each prawn
on the sensor for several minutes, during which we recorded
a series of 50 frames. In addition, manual measurements of
weight and various length features were taken. The images
of each prawn were analysed as outlined in Section III-E.The
resulting relationship between the image-based length feature
and prawn weight is shown in Figure 6, where each box-and-
whiskers represents the distribution of length measurements
for different images a single prawn. As is visible from the
boxplots, the observed variation in skeleton length extracted
from different images of the same prawn is relatively large.
We attribute this to changes in prawn pose, as well as distance
and position with respect to the camera. It is expected that
the inclusion of the 3D information from stereo will yield
measurements with less variation. When only the median
length measurement for each prawn, indicated by the centre
line in the box plot, is considered the overall shape of the
allometric relationship is similar with allometric relationships
reported in [22].
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B. Outdoor experiments

Over the months of February to April 2011, we deployed
prototype units in several outdoor ponds in south-east Queens-
land for periods ranging from several hours up to a week. The
deployment sites included a research pond and several ponds
at commercial farms. Our observations from these deployment
confirm that the approach of using near infrared lighting in
combination with filters attenuating visibly wavelengths is
effective even in harsh outdoor conditions. Direct sunlight was
sufficiently attenuated in all but one experiments (a pond that
was very shallow and untypically clear). Sediment build-up
on the unit was noticed as a significant problem in some, but
not all of the deployments. The severity of the sediment build-
up varied strongly between lined ponds (little sediment) and
mud-based ponds (more sediment). We also observed variation
of sediment within single ponds, with units in some locations
affected more than others. A plausible explanation for this
is that water currents within the pond will cause spatially
varying sediment transport. Other observations that are also
likely to be due to water currents include spatial variation
in pellet retention on the units, and a ofter higher speed with
which observed prawns move. The latter effect leads to a larger
fraction of images affected by motion blur compared to indoor
experiments.

V. DISCUSSION AND CONCLUSIONS

The presented prototype machine vision sensor for prawn
aquaculture addresses many of the challenges of operating in a
murky underwater environment. In particular we were able to
record consistent images under challenging outdoor lighting
conditions. We have demonstrated algorithms for pellet and
prawn segmentation. The pellet segmentation algorithm was
successfully used to track feeding cycles and pellet consump-
tion over several weeks during deployment in an indoor tank.
In large commercial prawn ponds, we observed that pellet
deposition on the sensor and pellet retention vary from site
to site, presumably due to variations in current. It is likely
that observations obtained using the feed tray (as currently
used by farmers) are similarly affected by these factors.

We created a reference image library of prawns covering a
range of weights for the purpose of generating an allometric
relationship between automated image-based length measure-
ments and prawn weight. The observed variation between
individual measurements are too large to constrain the weight
of a prawn sufficiently based on a single measurement. We
have outlined a path using stereo-based 3D measurements
that is likely to reduce this variation which is partly caused
by changes in scale and pose. Even with current 2D-based
image features, the use of a large number of individual prawn
measurements may still yield meaningful estimates of prawn
weight distributions in a pond, but the required statistical
analysis is outside of the scope of this paper.
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Abstract—This paper describes an improved iterative 
randomized Hough transform (IRHT) method for automatic fetal 
head detection on ultrasound images. The traditional IRHT 
method iteratively updates a region of interest in the image space 
based on the latest ellipse parameters estimated by randomized 
Hough transform (RHT). The noise pixels are gradually excluded 
from the region of interest during the iteration process, and the 
estimation becomes progressively close to the target. However, 
owing to the absence of considering the number (N) of pixels on 
the ellipse, the parameters used to define the final detected ellipse 
are relatively volatile and the iteration is also unstable. For this 
reason, the result for each iteration in our improved IRHT 
method is selected as the detected ellipse with the maximal 
number of pixels on the ellipse, which is selected from the top-M 
peaks in the accumulators of the whole detected ellipse samples. 
The experiments on fetal ultrasound images demonstrate that the 
proposed method achieves more robust and accurate results, and 
has a better performance for fetal head detection than the 
traditional IRHT method. 

Keywords- fetal ultrasound image; fetal head detection; ellipse 
detection; iterative randomized Hough transform (IRHT) 

I.  INTRODUCTION 
Fetal head detection and segmentation on ultrasound 

images is an important primary step for many clinical 
applications, such as fetal growth evaluation [1], gestational 
age estimation [2], fetal weight estimation [3], and obstetric 
diagnosis [4], etc. However, owing to the discontinuity and 
irregularity of fetal head skulls, low resolution and signal-to-
noise ratio of ultrasound images, it is quite challenging for 
surgeons to recognize it manually, and also manual analysis is 
always time-consuming. Therefore, automated or semi-
automated medical image processing [5-9] should be used to 
ensure a better effective, precise and consistent measurement.  

Hough transform (HT) [10], Randomized Hough 
Transform (RHT) [11] and Random Sample Consensus 
(RANSAC) [12] are several typical techniques for ellipse 
detection, but they may fail when strong noise can corrupt the 
curve peaks in the parameter space. A novel method named 
iterative randomized Hough transform (IRHT) [8] was 
proposed for the detection of incomplete ellipses under strong 
noise conditions. Though the traditional IRHT method can 

detect an incomplete ellipse with strong noise successfully, its 
efficiency and accuracy can still be enhanced further. In this 
research, we introduce the number (N) of pixels on the ellipse, 
and propose an improved IRHT method for fetal head detection. 
Then, the result for each iteration in the improved IRHT 
method is selected as the detected ellipse with the maximal 
number of pixels on the ellipse, which is selected from the top-
M peaks in the accumulators of the whole detected ellipse 
samples. Experiments on fetal ultrasound images demonstrate 
that the proposed method achieves more robust and accurate 
results, and has a better performance for fetal head detection 
than the traditional IRHT method. 

The rest of this paper is organized as follows: Chapter 2 
introduces the improvements on pre-processing, the traditional 
IRHT method, and the improved IRHT method, Chapter 3 
presents the experiments on fetal ultrasound images, and also 
provides the comparison of two methods, Finally, Chapter 4 
gives a conclusion. 

II. ALGORITHM 

A. Pre-processing 
For fetal head detection on ultrasound images, the skeletons 

of fetal head skulls should be extracted as the bright object in 
pre-processing. On the other hand, because speckle noise is 
often superimposed into ultrasound images, a bilateral filter [13] 
with a 5×5 window is exploited to reduce the speckle noise and 
preserve the edge by a nonlinear combination of nearby image 
values. Subsequently, a white top-hat transform in 
mathematical morphology is operated to increase the contrast 
through a 11×11 structuring element. 

After that, the K-means clustering algorithm [14] is applied 
to distinguish the bright object on the fetal ultrasound image. In 
this way, the mean value  and the standard deviation 

 of each cluster can be calculated from the 
segmentation results. Since the K-means method is sensitive to 
noise, the bright object separated from the segmentation results 
will be corrupted by much noise. On the other hand, we only 
need to extract the basic skeletons of fetal head skulls as the 
input of the IRHT method. Therefore, it is not essential to 
extract the whole bright object comprising much noise. 
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In order to suppress the noise impact in the K-means 
method, we make use of a global thresholding to convert the 
intensity image into a binary image, then the bright object can 
be extracted from the background by a simple operation that 
compares image gray values with a threshold value T. The 
following threshold value T verified in the experiments, is 
adapted to extract bright object, 

� 1 10.75k kT � �	 	
 	 � � (1)�

where,  is the mean value of the bright object,  is the 
standard deviation of the bright object (Here, we suppose the 
bright object is classified into k-1 cluster). 

As for binary image, a binary morphologic opening 
operation with a 2×2 structuring element is used to remove 
some small bright objects. Morphologic dilation with a 1×1 
structuring element and closure with a 2×2 structuring element 
are used to smooth the boundaries of the large bright objects. 
After a series of pre-processing, the skeletons of the bright 
object are extracted by distance transform [15]. 

B. Iterative randomized Hough transform 
On ultrasound images, fetal head skulls often appear as the 

bright object with some gaps, because fetal head skulls are not 
completely closed. Besides, some other structures also may 
generate bright spots in an image. Furthermore, various 
artifacts and noise are usually present on ultrasound images. 
Consequently, a useful head detection algorithm must 
effectively deal with these disturbances. The iterative 
randomized Hough transform (IRHT) [8] was recently 
developed for the detection of ellipse with large gaps and 
strong noise, derived from randomized Hough transform (RHT) 
[11] method. The following items provide a brief description of 
the RHT algorithm and the IRHT algorithm. 

1) Randomized Hough transform (RHT) 
In a binary image, the curve to be detected can be modeled 

by , where  comprises n-
dimensional parameters,  represents the coordinates 
of pixels on the curve. The RHT method first randomly takes a 
sample of n pixels, , and maps this 
sample into one point  in the n-D parameter space by 
solving a set of n equations . If c is valid for ellipse, 
the counter at c is increased by one in the parameter space and 
stored in its corresponding accumulator. This process is 
repeated until a predefined number of valid samples (K) are 
processed. The location of the counter peak in the accumulators 
denotes a remarkable possibility of the curve in the image. For 
ellipse detection ( ), the following equation is suitable to 
be utilized [16, 17] : 

� 2 2 2 2( ) 2 0x y U x y V xy Rx Sy T� 	 	 	 	 	 	 
  (2)�

where, the five parameters, , can be converted 
into the standard ellipse parameters , 

 are the center coordinates of the ellipse, a and b are its 
major and minor semi-axes, and  is the angle of rotation, then 
the ellipse eccentricity is given by  and 
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where, U and V depend only on  and e. In particular, for a 
circle, U and V are zero. 

2) Transform Formulas 
In order to obtain the standard ellipse parameters 

, we deduce the following formulas based on (3) 
– (7). 
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3) Improved iterative randomized Hough transform 
The IRTH method employs a randomized Hough transform 

(RHT) to a region of interest (ROI) in the image space by 
iterative parameter adjustment and reciprocal use of the image 
space and parameter space. In RHT method, the region of 
interest is always the whole image and it does not change 
during the whole process. However, the region of interest in the 
IRHT method is updated based on the latest estimates of 
parameters during the iteration process. At the same time, noise 
pixels are gradually excluded from the region of interest, and 
the estimation progressively becomes close to the target. 

On the basis of the principle of the IRHT method, we 
further introduce the number (N) of pixels on the detected 
ellipse, and the detected ellipse with the maximal number of 
pixels on the ellipse, which is selected from the top-M peaks in 
the accumulators of the whole detected ellipse samples, is 
accepted as the result on each iteration for updating the region 
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(a)                                                          (b) 

   
(c)                                                          (d) 

   
(e)                                                          (f) 

   

(g) N = 27                                             (h) N = 90 

   
(i) N = 33                                               (j) N = 104 

   
 (k) N = 60                                               (l) N = 109 

   

of interest (Herein, M is selected as 10). In addition, a slightly 
larger rectangular region is drawn as the ROI to compensate for 
the uncertainties in the detected ellipse. This iterative process 
continues until the size difference of the ROI between two 
iterations is very small, and the detected ellipse in the final 
iteration is the terminal result. Moreover, the convergence 
conditions in this process are as follows, less than  in ; 
less than 2 pixels in each of ; and less than 6 
pixels total in . 

III. EXPERIMENTS 
Fetal ultrasound images are provided by Nanjing Maternity 

and Child Health Care Hospital in China, each of which has 
had prior consent from the Mother, before being used in this 
research. For the purpose of enhancing the performance of the 
algorithm, a priori information, reported by Hadlock et al. [2], 
is applied into this experiment, which shows that the 
eccentricity e = b/a of the human fetal head has a mean ( ) of 
0.783 and a standard deviation ( ) of 0.044. It could be used 
to construct a constraint as , namely, 

, and about 99.7% of fetal heads would 
have an eccentricity in this range. 

Figure 1.  The skeletonization and the detection of fetal head skulls on 
ultrasound images. (a) a clinical fetal ultrasound image; (b) the result of a 
bilateral filter with a 5×5 window on (a); (c) the result of a white top-hat 
transform with a 11×11 structuring element on (b); (d) the segmentation result 
of the K-means clustering method on (c); (e) the result of a global 
thresholding with a threshold value T defined in (1) on (d); (f) the skeletons of 
the bright object extracted by distance transform from (e); (g) the detected 
ellipse and ROI of the IRHT method after 1st iteration, where the red points 
denote the points on the detected ellipse, and the number of these red points is 
N = 27 (the red points and N on the images from (g) to (l) are the same 
expression); (h) the detected ellipse and ROI of the improved IRHT method 
after 1st iteration, N = 90; (i) the detected ellipse and ROI of the IRHT method 
after 2nd iteration, N = 33; (j) the detected ellipse and ROI of the improved 
IRHT method after 2nd iteration, N = 104; (k) the final detected ellipse and 
ROI of the IRHT method after 13th iteration, N = 60; (l) the final detected 
ellipse and ROI of the improved IRHT method after 6th iteration, N = 109.  

Fig. 1 describes the procedure of the skeletonization and the 
fetal head detection on fetal ultrasound images. As the results 
of each experiment are not the same, here we just choose a 
group of data closet to the average results listed in Table 1. In 
Fig. 1, (a) depicts a clinical fetal ultrasound image. (b) depicts 
the result of a bilateral filter with a 5×5 window on image (a). 
(c) depicts the result of a white top-hat transform with a 11×11 
structuring element on image (b). (d) depicts the segmentation  
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      Table 1. The comparison of the experimental results of 10 groups and the 
average results by the IRHT method and the improved IRHT method 

Num 
IRHT 

x0 y0 a b  (º) T N 

1 135 138 83 71 4.71 8 99 

2 134 140 84 69 2.64 7 56 

3 133 140 83 70 1.00 28 51 

4 132 137 86 70 -1.59 6 34 

5 137 138 85 70 -3.04 36 41 

6 131 138 86 72 4.23 19 41 

7 135 138 80 71 4.08 10 107 

8 131 138 82 71 2.56 5 56 

9 135 139 88 71 4.39 3 68 

10 136 138 85 71 -2.33 7 60 

 134 138 84 71 1.67 13 61 

 2.08 0.97 2.30 0.84 2.98 11.10 24.24 

 

Num 
Improved IRHT 

x0 y0 a b  (º) T N 

1 135 137 86 72 1.04 4 115 

2 131 137 90 72 -1.18 18 91 

3 135 137 87 72 -1.16 9 110 

4 133 137 89 72 0.22 4 91 

5 135 137 85 72 1.78 7 109 

6 133 137 86 72 -1.15 3 84 

7 135 138 87 71 1.16 6 109 

8 132 138 90 71 0.33 2 94 

9 134 137 88 72 1.16 3 92 

10 131 137 90 72 0.00 3 90 

 133 137 88 72 0.22 6 99 

 1.65 0.42 1.87 0.42 1.09 4.77 10.97 

 
result of the K-means clustering method on image (c). (e) 
depicts the result of a global thresholding with a threshold 
value T defined in (1) on image (d). (f) depicts the skeletons of 
the bright object extracted by distance transform from image 
(e).  (g),  (i) and  (k)  depict the detected ellipses and ROIs 
(region of interest) after 1st, 2nd, and 13th iteration by the IRHT 
method (the detected ellipse after 13th iteration is the final 
result of the IRHT method), where the red points denote the 
points on the detected ellipse, and the numbers of these red 
points on each image are N = 27, N = 33, and N = 60. (h), (j), 
and (l) depict the detected ellipses and ROIs after 1st, 2nd, and 
6th iteration through our improved IRHT method (the detected 
ellipse after 6th iteration is the final result of our method), 
where the red points denote the points on the detected ellipse, 
and the numbers of these red points on each image are N = 90, 
N = 104, and N = 109. Compared with the results of the IRHT 
method, the numbers of points on the detected ellipses of our 
method on each iteration are much larger, and at the same time 
the iteration of our method is also much smaller. Therefore, the 
results of our improved IRHT method are quite closer to the 

ground truth, and the efficiency is marginally better than that of 
the IRHT method. 

Table 1 illustrates the comparison of the experimental 
results of 10 groups and the average results by the IRHT 
method and the improved IRHT method, where the last two 
lines list the mean value  and the standard deviation  
averaged by the estimated parameters from these 10 groups. 
Among these data, we find the standard deviations  of each 
estimated parameter by our improved IRHT method are all less 
than those of the IRHT method, which means the results of our 
method are more robust and consistent than the results of the 
IRHT method. Furthermore, T denotes the iteration of the 
algorithm, and its mean value, using our method is less than 
half of that value of the IRHT method, which means the 
efficiency of our method is greatly improved. N denotes the 
number of points on the detected ellipse, and its mean value of 
our method is nearly 1.5 times than that of the IRHT method, 
which also means the results of our method are more accurate 
than the results of the IRHT method. 

IV. CONCLUSION 
In this paper, we have proposed an improved iterative 

randomized Hough transform (IRHT) method for automatic 
fetal head detection on ultrasound images. Through the pre-
processing based on the gray feature of ultrasound images, we 
could extract the basic skeletons of fetal head skulls and 
remove the noise maximally at the same time. To improve the 
efficiency and stability of the IRHT algorithm for the detection 
of incomplete ellipses with strong noise, we introduce the 
number of pixels on the ellipse and select the ellipse with the 
maximal number of pixels on the detected ellipse as the result 
on each iteration. The experiments on fetal ultrasound images 
demonstrate that the proposed method achieves more robust 
and accurate results, and has a better performance for fetal head 
detection than the traditional IRHT method. 
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Abstract—This paper proposes a fully automatic algorithm for 
accurately segmenting lung regions in High-Resolution 
Computed Tomography (HRCT) images. A region based 
intensity characterization allows the image to be considered as 
consisting primarily of three regions: the CT background, the 
lungs, and the thorax region surrounding the lungs. A novel 
method based on flood fill algorithm is used to effectively identify 
the surrounding region. This step facilitates the use of another 
fast method for the removal of the CT background using linear 
scans originating from border pixels. Connected components that 
represent parts of the trachea are removed by noting the 
separation of the mean and standard deviation of intensity values 
between the trachea and the lungs. The segmented lung images 
are further enhanced to restore the intensity values of the pixels 
on the bronchi and the lung boundary. The proposed technique is 
not only computational inexpensive, but also robust and accurate 
in detecting the lung boundary.  This paper presents the complete 
framework including examples and experimental results. 

Keywords-Computer-Aided Diagnosis; HRCT lung images; 
Image analysis; Segmentation; flood-fill method; Image dilation; 

I.  INTRODUCTION 
High-resolution computed tomography (HRCT) imaging is 

used as a non-invasive tool for diagnosing and evaluating lung 
diseases. The HRCT lung images show much more information 
than plain radiography x-ray images do, but requires additional 
skills for the interpretation and extraction of pathological 
information. In order to improve the efficiency and accuracy of 
detecting lung diseases, Computer Aided Diagnosis (CAD) 
systems help radiologists to characterize the distribution of the 
disease patterns found in the HRCT images [1]. Lung 
segmentation is the key part of such CAD systems. Lung 
segmentation is also required in the preprocessing phase of 
visualization and analysis tools [2].  

This paper proposes a novel method for fast identification 
of the thorax regions surrounding the lung, as well as the CT 
background using a flood-fill method, where the seed point is 
automatically determined. Image regions containing the lung 
and the bronchi are further processed to remove the main 
bronchi, and to enhance the lung boundary. The paper is 
organized as follows. Section II outlines background research 
related to the area of lung segmentation. Section III describes 
the proposed methodology for lung segmentation. Section IV 
presents the results and outlines the advantages and the 
limitations of the method. Section V provides a summary of the 
work and possible future research directions. 

II. BACKGROUND 
There are several computer-assisted methods proposed and 

developed to segment the lung regions in chest CT images [2]-
[7]. In [3], 3-D region growing method was used to find the left 
and right lung boundary, with seed point manually allocated. In 
[4], a 2-D edge tracking method was used to find the lung 
boundaries. The graph-cut method was implemented to obtain 
globally optimal object segmentation in N-dimension [5]-[6]. 
The methods presented in [2]-[7] all require manual 
initialization of seed points. In [7], the anterior and posterior 
junction lines are manually generated to separate the left and 
right lungs.  

However, there have also been some other fully automatic 
methods proposed in recent years. In [8], Brown et al. adopted 
anatomical knowledge including expected volume, shape, 
relative position and X-ray attenuation of organs to guide the 
segmentation process. Shojaji et al. [9] presented a lung 
segmentation method based on the gradient technique, and the 
watershed transform to find the lung boundaries. 

In this paper, we base our automatic segmentation method 
on well defined intensity characteristics of different regions of 
HRCT lung images, and use flood fill, linear scan and 
morphological operations to identify the exact lung region. The 
method also guarantees that every internal pixel of the 
processed and extracted lung region has the same intensity 
value as the original image. 

III. PROPOSED METHOD 
This section describes the proposed method for segmenting 

lung regions in HRCT images. Fig. 1 shows a flow chart 
consisting of seven main steps used in the method. An outline 
of these steps is given below. 

• Using a partitioning of the HRCT lung image into 
16x16 boxes, a seed point position for the flood fill 
algorithm is automatically found in the body region.  

• The flood fill process is initiated with a pre-specified 
threshold value. 

• The flood fill method visits all pixels in a connected 
component of the body region. 

• A test is made to see if the flood fill has completely 
visited the surrounding tissue region. If the 
surrounding tissue is not completely processed, a new 
flood fill seed point is automatically allocated in the 
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unprocessed surrounding tissue region and the flood 
fill process will start again. 

• The region corresponding to the CT background is now 
removed using an iterative algorithm. 

• Non-lung connected components are removed from the 
extracted coarse lung region base on their pixel 
intensity mean and deviation. 

• Lung region and the airway region can be 
distinguished by their pixel intensity difference. A 3×3 
horizontal and vertical dilation mask is applied to 
recover the lung information lost during the flood fill 
process. 

 
Figure 1.  The flow chart of the proposed method. 

A. Region Separation  
In an average sense, the intensity values around a pixel in 

an HRCT image can be roughly categorized as belonging to 
one of the three regions: (i) the CT background, (ii) the body 
tissues surrounding the lungs and (iii) the lung region. Our 
method takes advantage of this separation of intensity values, 
and uses a flood fill method to first identify the pixels 
corresponding to tissues in the thorax surrounding the lung. 
Once this process is completed, the region outside this 
segment, corresponding to the CT background can be easily 
identified using a fast linear scan from each border pixel.  Fig. 
2 shows the pixel intensity mean difference between the lung 
region, surrounding tissue region, and the CT background, 
computed from several HRCT image slices. The pixel intensity 
values range from 0 to 65535. Fig. 2 also suggests that a 
threshold of T1 = 15000 would be adequate to initiate a 
recursive flood-fill in the body region. The main task here is to 

identify a seed pixel in the region, and also to make sure that 
all possibly disjoint, sections of this region are visited by the 
algorithm. 

 

Figure 2.  Intensity difference of the three main regions in an HRCT lung 
image. 

B. Automatic Seed Point Selection 
As seen in the previous section, the surrounding thorax 

tissue region is located in between the CT background and the 
lung region in HRCT lung images. Implementing the flood fill 
method in the surrounding tissue region can therefore separate 
the CT background and the lung region. The seed point is 
defined as the point with the maximum intensity within a 
neighbourhood of 16x16 pixels having intensity values in the 
upper region of Fig. 2. A 16x16 window is found to 
adequately characterize the nearly uniform distribution of 
intensities in a neighbourhood, and it also provides the 
average intensity within the window. The HRCT image is 
therefore divided into 16×16 cells Rij. where i, j = 1,…,32, and 
the average intensity rij in each cell is computed. Cells with 
average intenstiy greater than T2 = 45000 contain only pixels 
belonging to the thorax region. We select the cell G with the 
maximum average intensity g = maxi,j(rij),  and define the seed 
point as the pixel with the highest intensity in G. The previous 
steps are guaranteed to provide a cell in the thorax region 
surrounding the lungs, and a seed point in that region (Fig. 
3(a)). A recursive 4-connected flood fill algorithm using the 
threshold T1  visits an entire connected component within this 
region (Fig. 3(b)). All visited pixels and cells are marked, and 
the whole process is repeated if there exits another component 
of un-marked cells with average intensity greater than T2. In 
Fig. 3(a), such disjoint components exist because of the 
anterior and posterior junctions (indicated by arrows). So, 
checking for the completeness of the flood fill process is an 
essential step for lung segmentation. Please note that parts of 
the bronchi also have similar intensity values as the 
surrounding tissues, and may get removed by the flood fill 
operation (see Figs. 3(b), 3(c)). These regions will be 
recovered at a later stage. 

HRCT image

Automatically allocate a flood fill 
seed point in the body region

Automatically set a flood fill 
threshold 

Start flood fill process

Is the surrounding tissue 
region processed 

completely?

CT background segmentation

Removal of trachea region

Restore lung region information

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)
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(a) 

 

(b) 

 

(c) 

Figure 3.  (a) First seed point allocation. (b) Second seed point allocation. (c) 
Identification of the complete surrounding tissue region using flood fill. 

C. CT Background Segmentation 
Having marked the entire body region surrounding the 

lungs, the next task is to identify the exterior of this region, 
which is the CT background. This is done by initiating a linear 
scan from each border pixel towards its pair on the opposite 
border, marking off each pixel and stopping the scan when a 
pixel belonging to the surrounding region is encountered. 
Since, in the most general case, the surrounding region has a 
non-convex shape, it is necessary to perform both horizontal 
scan (from left and right border pixels) and vertical scan (from 
top and bottom pixels) to completely remove all external pixels 
belonging to the CT background. The process is illustrated in 
Fig. 4. 

 
(a) 

 
(b) 

Figure 4.  (a) Horizontal scan. (b) Vertical scan. 

We will now only need to focus on the coarse chest region 
located inside of the marked body region. All other information 
will be removed. Fig. 5 shows the coarse chest region, which 
contains airways (Trachea and bronchi) and lungs. 

 
Figure 5.  Coarse lung region 

D. Removal of trachea region  
A number of authors have developed techniques for 

detecting lung airways from CT lung images [10]-[12]. In [11], 
Hu et al. used slice-by-slice region growing method to remove 
airways and used the airways location on current CT slice to 
estimate the airway’s location on the next slice. However, the 
slice-by-slice region growing method is not capable of 
segmenting the airways on some transverse slices [13].  

In this paper, we consider specific characteristics of the 
intensity distribution within the lung region to identify and 
remove image segments that correspond to the airways. The 
images shown in Fig. 6 have two things in common. Firstly, the 
trachea region has lower pixel intensity than the lung region. 
Secondly, the presence of veins in the lung region makes the 
lung region vary in pixel intensity. So the lung region has 
higher pixel intensity mean and deviation than the air region. 
Fig. 7 shows the pixel intensity mean and deviation difference 
between the two regions. This separation in the intensity space 
can be effectively used of for identifying connected 
components that represent parts of the trachea. 

   

   

Figure 6.  Air filled regions vary in size, location and shape. 

 
Figure 7.  The statics of lung and trachea. 
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Each connected component in Fig. 5 is labeled with a 
positive number, which is further processed to determine its 
shape and size. In our case, we will also need to calculate the 
pixel intensity mean and deviation for each connected 
component. If a specific connected component belongs to the 
trachea region according to its pixel intensity mean and 
deviation, this region will be discarded.  

E. Restoring lung region information 
Bronchial walls, veins and nodules have generally higher 

intensity compared to the average lung region, and if they are 
near the boundary of the lung regions, they will most likely get 
removed by the flood fill process. In Fig. 8 (b), the lung nodule 
near the boundary is lost after extracting the coarse lung region. 
Restoring the lost pixel information within the lung boundary 
is important for proper segmentation. We propose a method 
below for accurate reconstruction of the lung image region. 

 
(a) 

 
(b) 

Figure 8.  (a) Lung nodule on the side of the lung boundary. (b) Pixels on the 
lung nodule affected by the flood fill process. 

1) Morphological dilation: In grayscale morphology, the 
operation of dilation is used for region growing. This 
operation also closes holes and gaps within the region.  
Dilation makes an object larger by adding pixels around its 
edges [14]. Fig. 9 shows a 3×3 horizontal and vertical dilation 
mask. 

1 1 1 
1 1 1 
1 1 1 

Figure 9.  Horizontal and vertical mask [14] 

In order to close the lung gaps completely, we convolve 
the image with the dilation mask four times.  An example of 
this application is showin in Fig. 10(a), (b).  The operation 
increases the intensity of all pixels within the region, and 
closes gaps that resulted from the flood fill operation.  The 
border also expands by four pixels. We now replace all non-
zero intensity pixels in this image with the corresponding 
pixels from the original lung image. This operation yields a 
result as shown in Fig. 10 (c),  where the bronchi regions have 
been restored. This image also has a four pixel wide border as 
a result of the region growing by dilation, and  copying of the 
corresponding pixels from the surrounding region. Fig. 11 
shows the result of the above sequence of operations when the 
image is dilated only once, twice, thrice and four times. A 
four-step dilation is used primarily to close the gaps 
representing the bronchi. The next operation restores the 
original lung boundary. 

 

 
(a) 

 
(b) 

 
(c) 

Figure 10.  (a) Lung region after flood fill and CT background removal 
operations. (b) Result of applying the dilation mask four times (c) Dilated 

lung region shown by original pixel intensity 

 

 
(a) 

 
(b) 

 
(c) 

 
(d) 

Figure 11.  (a) dilation×1. (b) dilation×2. (c) dilation×3. (d) dilation×4. 

2) Lung boundary enhancement: In Fig. 12, the grey cells 
in the middle of the enlarged window represent the pixels 
from the surrounding tissue region that were copied from the 
original image to the lung boundary. The cells marked with 
numbers are pixels in the lung region, and the black cells 
correspond to the background pixels. A scan-line algorithm is 
used to find the edge pixels which are adjacent to the black 
background pixels. Every edge edge pixel has a background 
pixel included in its 8 neighbouring pixels and is also not part 
of the lung region. Each scan line strips off edge pixels found 
on it by setting their pixel intensity to zero. Repeating the 
process four times removes the 4-pixel wide border introduced 
by the dilation operation.  

296



 
Figure 12.  Optimize lung boundary. 

The results of the edge peeling process for our sample 
image are shown Fig. 13 (a) to Fig. 13 (d). In the Fig. 13 (d), 
the border containing pixels from surrounding tissues is 
completely eliminated. Note also the interior of the lung region 
now contains the original pixel intensities. 

(a) (b) (c) (d) 

Figure 13.  (a)  Edge pixel peel ×1. (c) Edge pixel peel ×2. (d) Edge pixel peel 
×3. (e) Edge pixel peel ×4. 

IV. EXPERIMENTAL RESULTS AND DISCUSSION 
A set of HRCT lung images was used to evaluate the 

performance of the proposed method in lung segmentation. 
Each image was stored and processed in RAW format, and had 
a size of 512x512 pixels, with a bit depth of 16 bits. Fig. 14 
shows the results after lung segmentation for a set containing 
distinctly different images and features. In all the cases, the 
lung region has been successfully segmented. In order to show 
the robustness and accuracy of the proposed method, the lung 
regions in the test images have varying shape, size and 
location. As seen from the results, airways regions of different 
sizes and shapes have also been detected and removed by the 
proposed method.  

 
(a) 

 
(b) 

 
(c) 

  

 
(d) (e) (f) 

 

Figure 14.  Selected HRCT images with corresponding segmentation results 

A. Advantages of the proposed method 
• The method is fully automatic; it does not require 

manual input of seed points or interactive selection of 
regions.  

• The method provides accurate segmentation of the 
lung region, and effectively removes the trachea 
regions and the surrounding region of the thorax.  

• The pixel intensity values within the interior of the 
lung region after segmentation are the same as the 
original image.  

B. Limitations of the proposed method 
• The method involves several stages of processing.  

In order to evaluate the performance of the proposed 
method, we considered many factors that affect the accuracy of 
lung segmentation. In Fig. 15, these factors are called small 
trachea region (STR), irregular trachea shape (ITS), small Lung 
region (SLR), irregular lung shape (ILS), close lung junctions 
(CLJ) and close lung and trachea distance (CLTD). Let a be the 
number of HRCT images with one specific factor, b be the 
number of HRCT images that are segmented accurately. Then 
b/a represents the segmentation accuracy ratio. In our case, we 
set the value of a to 30 for each factor listed above. Fig. 15 
shows the comparison of segmentation accuracy ratio. 
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Figure 15.  Comparison of segmentation accuracy ratio 

As seen in Fig. 15, the images with irregular trachea shape 
(ITS), small lung region (SLR), irregular lung shape (ILS) and 
close lung junctions (CLJ) are segmented well with accuracy 
rate over 80%. For images with small trachea region (STR) and 
close lung and trachea distance (CLTD), accuracy ratio is 
found to be lower than 80%. 

From the results, it is concluded that the airway region and 
the lung region can be effectively separated by using pixel 
intensity mean and deviation values.  

V. CONCLUSION AND FUTURE WORK 
This paper presented an automated lung segmentation 

method based on flood fill and morphological operations for 
effectively segmenting the lung regions of varying size, shape 
and location from HRCT images. Using the statistical 
characteristics of the intensity distribution, it is possible to 
easily distinguish, the lung and the airway. Experimental 
results obtained using a large collection of HRCT images show 
that the proposed method is highly effective. 

For future improvement we plan to optimize the system by 
improving the flood fill algorithm for identifying the thorax 
region, minimizing the number of comparisons used in CT 
background segmentation, and eliminating the repeated 
operations of the morphological operations. The proposed 
method could be fasted enhanced by making of a stack of 
HRCT images with 3D morphological operators [15]. 

ACKNOWLEDGMENT 
The authors wish to thank the Bioengineering Group of 

University of Otago Christchurch for providing the research 
data for this project. 

REFERENCES 
[1] N. A. Memon, A. M. Mirza and S.A.M. Gilani, "Segmentation of Lungs 

from CT Scan Images for Eatly Diagnosis of Lung Cancer," Proceedings 
of World Academy of Science, Engineering and Technology, vol 14, 
August 2006. 

[2] J. S. Silva, “A fast approach to lung segmentation in X-ray CT images”, 
Proc. Portuguese Conference on Pattern Recognition, 2000,  Pp. 415-418.  

[3] L. W. Hedlund, R. F. Anderson, P. L. Goulding, J. W. Beck, E. L. 
Effmann, and C. E. Putman, "Two methods for isolating the lung area of 
a CT scan for density information," Radiology, vol. 144, pp. 353-357, 
1982. 

[4] J. M. Keller, F. M. Edwards, and R. Rundle, “Automatic outlining of 
regions on CT scans,” J. Comput. Assist. Tomogr., vol. 5, no. 2, pp. 240-
245, 1981. 

[5] Y. Y. Boykov and MP. Jolly, “Interactive graph cuts for optimal 
boundary and region segmentation of objects in N-D images,” Int Conf 
Comput Vision (ICCV'01), 1: 105-112, 2001. 

[6] Y. Boykov and G. Funka-Lea, “Graph cuts and efficient N-D image 
segmentation,” Int J Comput Vision, 70(2): 109-131, 2006. 

[7] W. A. Kalender, H. Fichte, W. Bautz, and M. Skalej, "Semiautomatic 
evaluation procedures for quantitative CT of the lung," J. Comput. Assit. 
Tomogr., vol. 15, no. 2, pp. 248-255, 1991. 

[8] M. S. Brown, M. F. McNitt-Gary, N. J. Mankovich, J. G. Goldin, J. 
Hiller, L. S. Wilson, and D. R. Aberle, "Method for segmenting chest 
CT image data using an anatomical model: Preliminary results," IEEE 
Trans. Med. Imag., vol. 16, pp. 828-839, Dec. 1997. 

[9] R. Shojaji, J. Alirezaie and P. Babyn, “Automatic lung segmentation in 
ct images using watershed transform,” In Processings of the 8th IEEE 
International symposium on Computers and Communication, vol. 2, pp. 
II-1270-3, 2005. 

[10] M. Rudrapatna, A. Sowmya and P. Wilson, "Automatic detection of 
hilum and parenchymal bands on HRCT lung images," IEEE Conference. 
Cybernetics and Intelligent Systems., vol. 2, pp. 769-774, Jul. 2005. 

[11] S. Hu, E. A. Hoffman, and J. M. Reinhardt, "Automatic lung 
segmentation for accurate quantitation of volumetric x-ray CT images," 
IEEE Transaction on Medical Imaging, vol. 20, no.6, pp. 490-498, June. 
2001. 

[12] Q. X. Gao, S. J. Wang, D. Z. Zhao and J. Liu, "Accurate Lung 
Segmentation For X-ray CT Images," Third International Conference on 
Natural computation, 2007. ICNC 2007, vol. 2, pp. 257-261, Aug. 2007. 

[13] J. Tschirren, Segmentation, anatomical labeling, ranchpoint matching, 
and quantitative analysis of human airway trees in volumetric CT 
images. PhD thesis, The University of Iowa, 2003. 

[14] D. Phillips, Image Processing in C, 2nd ed., R&D Publications: Kansas, 
April 2000, pp. 156-160. 

[15] J. Lerdsinmongkol, K. Chaisaowong, S. Roongruangsorakarn, T. Kraus 
and T. Aach, “Application of 3D Morphological Operations in the 
Framework of a Computer-Assisted Diagnonsis System to Construct 
Thorax Mask and Remove Trachea,” The 3rd International Symposium 
on Biomedical Engineering. 2008. ThaiBME/IEEJ, pp. 260-265, Feb. 
2009.

 

298



Demonstrating causal links between fMRI time series 
using time-lagged correlation  

 

Ben J. Smith, Patrice Delmas 
Intelligent Vision Systems NZ 

The University of Auckland Department of Computer 
Science 

Auckland, New Zealand 
bsmi080@aucklanduni.ac.nz 

Sarina Iwabuchi, Ian J. Kirk 
Research Centre for Cognitive Neuroscience 

The University of Auckland Department of Psychology  
Auckland, New Zealand 

 
 

Abstract—An autoregressive modelling-based technique, Granger 
analysis, has increasingly been used for measuring causal 
connections between brain regions in fundamental magnetic 
resonance imaging brain imaging (fMRI). This paper summarises 
the possibilities and limitations of applying Granger analysis to 
fMRI. It also describes a replication of a previous theoretical 
study, and an application to spatial working memory currently 
under way. Previous researchers have described methods for 
detecting time-lagged correlation between neural activations in 
brain regions of interest (ROI)–often variants of ‘Granger-
causality analysis’ (GCA). With appropriate caveats, GCA can 
draw inferences from time-lagged correlation about effective 
connectivity between ROIs in a way other popular methods do 
not. We replicated an existing theoretical model using a different 
non-linear function, and different method of combining a 
haemodynamic response function. We then examined whether 
GCA can estimate the direction of causation in brain regions 
shown to act together in spatial working memory tasks. 
Independent Component Analysis (ICA) was used to identify 
independent spatial components. Then, GCA tested the 
interactions between those components. The method identified 
causal relationships on replicated, artificially simulated data and 
in between extracted components in the data. Work is now 
underway to determine the implications of these relationships. 

Keywords—Granger causality analysis; independent 
component analysis; effective connectivity; fMRI; time-lagged 
correlation 

I.  INTRODUCTION 
In neuroscience, “effective connectivity” is defined as the 

influence one neural system exerts over another” [1, 2].  
Granger-causality analysis (GCA), which developed out of 
econometrics, is one method proposed to measure effective 
connectivity. Granger analysis measures the extent to which 
activity in a brain region can predict future activity in another 
brain region.  

Section II discusses multivariate autoregressive theory, 
Granger theory, and the extent to which Granger-causality is 
truly causal. Section III compares Granger-causality analysis 
with other effective connectivity methods, while Section IV 
discusses Granger limitations from a theoretical perspective. 

II. GRANGER THEORY 

A. MAR Modelling/basic principle 
GCA indicates the directionality of influence, predictivity, 

or Granger-causality between two (bivariate) or more 
(multivariate) regions. The usefulness of a time series Y in 
predicting the behavior of another time series X is the 
‘Granger-causality’ of Y on X; if Y significantly predicts X, 
then Y is ‘Granger-causal’ of X. Predictivity can be measured 
by measuring time-lagged correlation between two time series. 

In Granger analysis, the predictivity of one time series on 
another is measured by comparing the error ���  of a univariate 
autoregressive model with the error ����  of a multivariate 
autoregressive model, as in 

�( X → Y) = log (

��(���)


��(���)
).  (1) 

Autoregressive models are further discussed in the 
Appendix. 

B. Multivariate Models 
While the model presented in  (1) generates a causality 

score for two time series, other models can infer causality in 
the context of more than two time series [3]. Extension of the 
model can be as simple as extending both models compared, 
to include an extra time series or set of time series. The 
resulting Granger-causal score describes causality from the 
time series which is added in the second model, to the time 
series being modelled. One multivariate method is Conditional 
Granger Causality, which calculates the causal relationship 
between from series X to series Y, given series Z, described as 
�( X → Y|Z) [4]. 

C. Inferring causality 
‘Granger-causality’ of the kind described above refers to 

the temporally predictive power that a second time series has 
in predicting the future value of a time series of interest. 
Granger justifies using the word “causality” by arguing that if 
all other plausible causes can reasonably be excluded, the one 
event remaining must be causal [2, 5]. Other causes could be 
excluded by using a multivariate GCA, which tests for causal 
relationship between two time series X and Y given multiple 
time series Z [6]. Alternatively, a priori knowledge could 
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indicate that there exists functional connection between 
exactly two regions of interest (ROIs).  

A single bivariate Granger test does not exclude other 
causes potential causes. Hence, it can’t independently describe 
causation – only predictivity. Where it is known there exists a 
functional connection between exactly two regions, then a 
bivariate Granger test could shed light on the effective 
connectivity of that relationship, including directionality and 
hence causation. 

III. ADVANTAGES OVER OTHER METHODS 
GCA offers at least one advantage over both structural 

equation modelling (SEM) and dynamic causal modelling 
(DCM), two widely-used model-driven statistical measures for 
effective connectivity in fMRI data [7, 8]. These measures 
generally require a priori hypotheses about network model 
nodes and interactions between them [9]. In contrast, Granger 
analysis is a data-driven approach [7].  

GCA’s measurement of time-lag correlation captures 
temporal precedence relationships, unlike SEM, which 
assumes instantaneous connections, although DCM uses a 
coupling parameter which describes speed of change of nodes 
within a model. GCA can work with a large number of brain 
regions of interest (ROIs) [10]– facilitating its use as an 
exploratory method for effective connectivity–but statistical 
power required increases with the number of ROIs tested. 

Although Granger analysis is not the only way an 
autoregressive model has been used to measure predictivity in 
fMRI, it may be currently the most widely used. 

IV. THEORETICAL CONSIDERATIONS 
There is ongoing controversy over the context in which 

GCA can usefully find predictive and causal connections in 
fMRI-based brain research. Although a number of recent 
studies [3, 7, 10-16] have used Granger analysis in an 
experimental context, there remain doubts about its 
applicability to reliably demonstrate effective connectivity. 
Few studies exist comparing Granger analysis to other 
effective connectivity measures [17]. Witt & Meyerand [8] 
compared DCM, Granger causality, and SEM, finding mixed 
results for Granger causality, but as they acknowledged, 
results may have been skewed because the modelled system 
was created using DCM. 

Haemodynamic lag is the time delay between neural 
activity and the haemodynamic (blood flow) response. 
Variation including haemodynamic lag variation due to 
biological artefacts across brain regions can obscure neural lag 
variations. Correctly detecting neural lags is essential for good 
results using time-lagged correlation. Comparing difference in 
lag across experimental conditions could distinguish neural lag 
from haemodynamic lag [23]. Smoothing of neuronal activity 
still remains a problem [9]. Additionally, the poor temporal 
resolution of fMRI data at typical repetition times (RT; the 
time between one full-volume scan and the next one) impedes 
data collection. Where neural lag duration between two time 
series is less than the RT, the probability of successful lag 
detection is proportional to neural lag duration and inversely 
proportional to RT. 

Attempts have been made to outline circumstances where 
lag-based methods can be useful when applied to fMRI data. 
Smith et al. [9] claims that if haemodynamic lag can be 
accurately estimated, neural lags greater than 100 ms could 
possibly be detected with a very low Repetition Time (RT) 
and SNR. It has been argued [18] that a 250 ms RT  allows for 
detection of neural lags as small as 50 ms (with SNR = 6). 
supported that, but suggests that even the absence of 
haemodynamic confounds, where RT = 2 s and SNR = 1, 
neural lags may have to be as large as 500 ms to be detected. 
Where the haemodynamic lag difference opposed neural lag 
difference, neural lags would have to be larger in order to be 
detected.  

Variation in the extent to which potentially causally-
related time series are similar strongly affects statistical power 
[19]. Where time series mimicked each other exactly except 
for a lag, even very small neural lags could be detected; but 
where time series were mixtures of more than one signal, only 
one of which they shared, larger neural lags were required for 
detection. 

It may be difficult to find Granger directionality using a 
RT of 2 s, as is used in the current article, if even a 500 ms 
delay is undetectable for many or most tasks.  Even the bleak 
figures quoted above assume a lack of haemodynamic-neural 
lag confound, which can be very difficult to eliminate.   

In spite of theoretical obstacles, significant results in many 
previous studies using Granger analysis suggest that real-
world analyses of data using Granger causality is some use [3, 
7, 10-16]. Many studies utilizing Granger causality have used 
an RT greater than 1.5 s. If haemodynamic-neural confounds 
can be ruled out (e.g., by controlling for lag with different 
conditions as suggested by [20]), significant results could 
provide further evidence for the utility of time-lag analysis of 
fMRI.  

V. METHOD 
Fundamental magnetic resonance imaging (fMRI) was 

used to map the presence of deoxygenated haemoglobin 
(BOLD data) in the brain, indicating changing neural activity 
over time. The resultant time series of volumes is separated 
into independent component spatial maps using independent 
component analysis (ICA). Components corresponding to time 
series which are most active in each experimental condition 
are assumed to correspond  with cognitive processes triggered 
in the experiment. Time-lag correlation of those time series 
are measured using GCA. 

Statistical significance is calculated through bootstrapping 
[21] with a null distribution of time series created for each 
time series using random sampling with replacement. Similar 
methods are widely employed in fundamental magnetic 
resonance imaging  studies using GCA [10]. 

VI. EXPERIMENT 1: SIMULATION 
Londei et al. [22] tested the GCA method using simulated 

fMRI data. Their test has been replicated with minor changes 
in the current project. Five ground truth ‘independent 
components’ – activation maps - have been created (Fig. 1). 
These represent activations of specific areas in an fMRI slice. 
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Activation of each over time is described by a set of equations 
(Fig. 1), and random noise is added. The activation of each 
independent spatial component can be isolated using 
independent component analysis (Fig. 2), specifically the 
fastICA 2.5 algorithm [11], which seeks to maximize 
nongaussianity using negentropy. In contrast to Londei et al. 
[22], a cubic rather than hyperbolic tangent non-linear 
function was used to converge on a maximization solution. A 
variety of conditions, including mean centring along each 
dimension, number of extracted eigenvectors, random or pre-
determined initial guesses for the mixing matrix, and different 
model orders were tested.  

 
Fig. 1. Londei et al. (2006) simulation design, showing the images mixed and 
time series used to mix each of them. 

 

Fig. 2. Eigenvectors extracted using ICA from image time series generated 
from ground truth images in Fig. 1. 

Results reported here use 20 initial eigenvectors extracted 
and random initial guesses, consistent with [22]. An 
autoregressive model order of 2 was used, as higher model 
orders would not increase the chance of detecting the short 
neural lags expected. In contrast to the formula shown in Fig. 
1 for �[�], the hrf convolution was here applied to each pixel 
in the images after all had been generated, not to the first time 
series. Each extracted spatial component corresponds to a time 
series describing the extent to which that component 

represents the data at any given time. Each time series can be 
compared to the reference time series (Fig. 4), and those most 
closely matching can be chosen for Granger analysis.  

GCA plots the relationships between each of the time 
series, using a bivariate Granger analysis comparison (Fig. 3). 
Granger-causality represents relationships between different 
components; where these components can be identified with 
particular regions, ‘Granger-causal’ or predictive relationships 
are found between those regions (Fig. 5).  

 
Fig. 3. Calculating predictivity from a Granger score (see (2)), using a 
comparison of Granger-causal scores of two independent components from 
the fMRI data set (mask and 99.9% threshold values shown). Here, the greater 
predictivity value of F(B → A) compared to F(A → B) suggests that B is 
predictive and possibly causal of A. 

 

Fig. 4. Each component eigenvector is compared to each original series; the 
closest match eigenvector for each of the original series is chosen for 
subsequent Granger analysis. 

VII. EXPERIMENT 2: SPATIAL PERCEPTION AND SPATIAL 
WORKING MEMORY 

A. Introduction 
Working memory is a theorized cognitive system for 

temporary information storage and retrieval [23]. Distinct 
regions of activity during working memory processing spatial 
information (spatial working memory) have been identified in 
[24]. That study has been replicated here. Previous 

�[�] = ������[�] ∗ ℎ�f 
�[�] = �[� − 4] − 0.3�[� − 2.5] 
�[�] = �[� − 6.5] − 0.3�[� − 1.5] 
�[�] = −0.1�[� − 9] + 0.3�[� − 1.5] + 0.6�[� − 5.5] 
�[�] = sin(�) 

 
 

A 

�� 

 
B 

�(� → �)  =  1.89 
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� 

 
A 

�(� → �)  =  0.11 
�(� → �) − �(� → �) = !. "# 
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unpublished research by Iwabuchi using the same dataset can 
be used to predict relationships that might be observed using 
the method described here. Specifically, connections between 
activity in the prefrontal cortex (particularly the right middle 
frontal gyrus) and right parietal cortex during spatial working 
memory should show consistent directionality or Granger-
causality.  

 
Fig. 5. Simulated data Granger results. Eigenvectors chosen from extracted 
eigenvectors (Fig. 2) according to their match (Fig. 4) with original timeseries 
(Fig. 1). 

 
Fig. 6. Activation conditions, (A) spatial perception and (B) spatial working 
memory, describe the time period at which brain regions related to each are 
expected to show peak BOLD signal. 

In boxcar design, a subject is exposed to repeated blocks 
of trials, where blocks alternate between experimental 
conditions. The boxcar design experiment exposed the subject  
on four sets of spatial perception only (control) and four sets 
of spatial perception and working memory (experimental) 
blocks. All blocks contained 15 trials of length 1990 ms each, 
break of approximately 15 s in between each block of trials. In 
each trial, the stimulus (a word on different locations on a 
screen) was presented for 500 ms and was followed by an 
inter-stimulus interval of 1500 ms. Subjects had to remember 
the word that was presented two trials previously, utilizing 
spatial working memory cognitive process. 

Independent component analysis (FastICA 2.5, [25]) was 
applied separately to the pre-processed data from each of 20 

subjects to extract 80 independent components, using a 
symmetric approach and a cubic non-linear convergence 
function. Condition durations were convolved with a 
haemodynamic response function approximating the 
haemodynamic response function of neural activity (Fig. 6). 
The associated time series of those spatial components were 
compared to the convolved activation time series of each of 
the two stimulus condition series (Fig. 4); the closest five 
matches to each condition time series were selected.  

The Granger-causal relationships between each of the 
selected time series were compared (Fig. 7). If components 
chosen match regions associated with spatial perception and 
spatial working memory, then Granger-causal relationships 
between those components indicate Granger-causal 
relationships between working memory and spatial perception. 

B. Results 
Several significant Granger-causal relationships between 

components were found for each subject, including 
relationships between conditions. Exemplars from Subject 1 
are shown in Fig. 7. For Subject 1, more causal relationships 
were found between time series associated with the perception 
and working memory condition than between the series in the 
perception-only condition. However, this trend was observed 
in just 17 of the 20 subjects (Table I.).  

No consistent trend was seen indicating that either 
component category exerted a greater number of causal 
relations on any other. 

C. Discussion and further work 
Comparison of independent components to regions of 

interest has not yet been completed, so inferences can’t yet be 
made about interactions between spatial perception and spatial 
working memory. 

A number of significant causal relationships were observed 
between the independent components extracted (Fig. 7). 
Identifying the independent components with particular brain 
networks would enable inferences about the casual 
connectivity of those brain networks, assuming that regional 
variations in haemodynamic lag due to factors other neural 
activity could be accounted for. 

Work is currently under way to combine data from 
different subjects; this could be done either prior to the 
component analysis (using ICA to combine subject data; see 
[26]) or subsequent to it, with the extracted time series. 
Different mean-centring and convergence functions will be 
examined. The “control” stimulus time series which is used to 
extract data could be associated with both the test conditions 
instead of only the control test condition, as at present. 

VIII. SUMMARY 
Distinct time series can extracted from fMRI-like data 

using ICA to separate the data into different components. 
These time series can be compared using Granger analysis to 
detect time-lagged predictive relationships [22]. These 
predictive relationships could even be described as causal 
relationships, where influences to external areas can be ruled 
out with prior knowledge of a system, or the use of 
Conditional Granger Causality. 
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Finding causal relationships – effective connectivity - in 
fMRI data can help determine how brain systems are 
structured and work together. Currently, more work is needed 
to determine whether GCA can detect predictive or causal 
relationships between spatial perception and spatial working 
memory, and the extent to which GCA can detect delays 
between regions.  

 
Fig. 7. The directionality of extracted components is shown above as a 
comparison between two axes (a high x-axis values indicates X is predictive 
of Y; a high y-axis value indicates Y is predictive of X). Components 1-5 are 
associated with the working memory condition; components 6-10 are 
associated with the spatial perception and working memory condition. 

TABLE I.  SIGNIFICANT CAUSAL RELATIONS BETWEEN EACH 
COMPONENT CATEGORY 

Causal 
relationa F(P → P) F(P → WM) F(WM → P) F(WM → WM) 

Subject #         
1 0 0 0 7 
2 2 7 0 8 
3 1 1 0 0 
4 2 2 0 4 
5 0 0 2 4 
6 1 0 4 2 
7 1 0 1 10 
8 0 0 1 6 
9 1 2 5 1 

10 0 3 1 1 
11 7 1 7 0 
12 0 2 2 8 
13 2 2 12 8 
14 1 0 3 7 
15 4 6 7 0 
16 0 0 2 1 
17 2 0 2 6 
18 1 1 1 3 
19 0 0 0 6 
20 1 3 5 4 

a. “P” indicates Spatial Perception condition; “WM” indicates Spatial Perception + Spatial 
Working Memory Condition 
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APPENDIX 
Autoregressive models [18, 22] can predict the behaviour 

of a time series $ at time t based on the values of the time 
series at previous times $[� − 1], $[� − 2], and so on, and 
error can be calculated as a measure of how accurate the 
model is (Fig. 8).  A typical autoregressive model is 

%[�]�� = �&%[� − 1] + �'%[� − 2] + ⋯
+ �,%[� − -] + ��� (2) 

Error can be calculated as the variance of the residuals for 
an autoregressive model, over all time steps. A bivariate 
autoregressive model, 

%[�]/�� = �&$[� − 1] + �'$[� − 2] + ⋯
+ �,$[� − -] + �&%[� − 1]

+ �'%[� − 2] + ⋯ + �,$[� − -]

+ �/��  
(3) 

can predict the behaviour of a time series % at time t, based on 
the values of the same time series %, as well as another time 
series $ , at � − 1 , � − 2 , and so on. Error can also be 
calculated for the bivariate autoregressive model in the same 
way as for the autoregressive model (Fig. 9). Then, errors 
between the autoregressive model (based on $ ), and the 
bivariate autoregressive model (based on $  and % ) can be 
compared  (1), and the result describes causal or 
predictive power of $ on Y. The causal or predictive power of 
the reverse relationship, Y on $  can then be calculated and 
compared to the causal power of $ on % to find the direction 
of causality between time series $ and % (Fig. 3). 

 
Fig. 8. Calculating the error in the univariate autoregressive model. 

 
Fig. 9. Calculating the error in the multivariate autoregressive model. 
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Abstract—This paper presents a method and pre-
liminary study for estimating the location of verte-
brae from uncalibrated bi-planar radiographs. The
method uses the axis/angle representation of rota-
tions and exact analytic derivatives for optimising the
objective function. Multiple vertebral models are in-
corporated in a single procedure. Results are shown
on both real data in vivo and on simulated data.
No ground truth for the real data is available, but
sensible results are produced by the method in com-
parison with a method using numeric derivatives.
Simulation results show that the method is robust
to Gaussian errors in the landmarks and degrades
gracefully as these errors increase.

I. Introduction

In the diagnosis and treatment of pediatric scolio-
sis patients, the analysis of the three-dimensional
(3D) structure of the spine is extremely important.
Ideally, CT-scans would be used to estimate this
structure, but because of the need for frequent
scans (every 6 months over several years), such
scans would result in an unacceptable radiation
exposure risk. As a consequence, most specialists
employ approximately orthogonal bi-planar radio-
graphs to track progress without any explicit 3D
reconstruction or measurement [1].

This paper presents a preliminary study introduc-
ing a new method for 3D model-based estima-
tion of vertebrae from uncalibrated bi-planar ra-
diographs. Although calibrated images are rela-
tively straightforward to obtain, any such tech-
nique could not be applied to the very large num-
ber of clinical images already in existence. Several
methods have been proposed to tackle the problem
of 3D estimation from bi-planar images [2], [3],
[4], [5], [6], [7], [8], [9], [10]. However, most of
these techniques require calibrated images [2], [3],
[5], [6], [7], [9], [10]. Those that do not require
a separate calibration procedure or make use of
some information from a known calibration ob-
ject [4], [8], and are therefore not valid for use

on historical data. More recent work in [11], [12]
use anatomical landmarks only for self-calibration
as in the work presented here. However, in that
work, it appears that numeric derivatives are used
and consequently “The self-calibration algorithm
is very sensitive to the quality of the input data
that is acquired ...” [11].

This paper presents a new method for the recon-
struction of vertebral position from two approx-
imately orthogonal bi-planar uncalibrated radio-
graphs. The method takes a different approach to
previous solutions: no calibration object is needed;
non-corresponding image points are used; multi-
ple vertebral models are integrated into the self-
calibration procedure; an axis/angle vector repre-
sentation of rotation is used; exact analytic deriva-
tives are derived for use in the optimisation pro-
cedure. The use of analytic derivatives and the
axis/angle axis representation results in a method
that is robust to landmark localisation errors.

A weakness of the current work is that it assumes
that an appropriate 3D model of the vertebrae is
given and that corresponding landmarks on the
vertebrae and in the images are likewise given.
This is in contrast to some recent work that at-
tempts to automatically locate vertebrae in radio-
graphic images [13], [14], [10]. Automatic locali-
sation and correspondence has not been attempted
here because the focus is on developing a method
for uncalibrated cameras.

II. Problem Statement and Repre-
sentation

The problem is to calculate the 3D position of each
vertebra from a lateral and anterior-posterior (AP)
radiograph taken in an uncalibrated setting. It is
assumed that the world coordinate origin is aligned
with the lateral image and that the same acqui-
sition parameters are used for each image (same
focal length). Inputs to the algorithm include the
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Fig. 1. The imaging setup. It is assumed that an approximate
vertebra model with identified landmarks is available. Projected
landmarks on the images are also given. The goal is to adjust
imaging parameters and model transformation parameters to
minimise the distance between identified image points and
projected landmark points.

model coordinates of each vertebra, xnj, and cor-
responding landmark coordinates on the images,
lnj and apnj. The image acquisition parameters
to estimate are:

cp Centre of projection (3 parameters).
cp = [cx, cy, f ], where cx, cy are the
image coordinates of the centre of
projection, and f is the focal length.

tap axis/angle for AP image (3 parameters),
where tap

|tap| is the axis of rotation, and
|tap| is the angle of rotation. This is an
exponential map representation of rota-
tions [15].

dap translation vector for AP image (3 pa-
rameters).

For each vertebra under consideration, there is a
need to estimate the following parameters:

tn axis/angle vector for vertebra n (3 pa-
rameters)

Sn scale parameters for vertebra n (3 param-
eters, one for each dimension indepen-
dently). Sn is represented as a diagonal
3-matrix.

dn translation vector for vertebra n (3 pa-
rameters).

The imaging setup is shown in Figure 1.

A. Model Transformations

Given coordinates of the model in model space,
xnj, for vertebra n and landmark coordinate j,

the model transformation into world coordinates
is given by:

wnj = Sn exp([t]×)xnj + dn, (1)

where wnj are the world coordinates, and
exp([t]×) is the exponential map converting the
axis/angle vector representation into a rotation
matrix [16, p.583-585].

B. Camera Projections

For the lateral image, projection is straight-
forward:

l̂nj =
f(wnj − cp)

(wnj − cp)[z]
+ cp, (2)

where the notation x[z] indicates the z-coordinate
of a 3-vector, and the hat notation indicates an
estimated or reprojected point.

For the AP image, the projection is more difficult.
Rather than directly calculate the projection trans-
formation onto an arbitrary plane, it is simpler to
inverse transform the world coordinates into the
coordinate system of the plane, then perform the
simple projection transformation:

wnj−ap = exp([−tap]×)(wnj − dap) (3)

âpnj =
f(wnj−ap − cp)

(wnj−ap − cp)[z]
+ cp (4)

C. Minimisation Procedure

The equation to minimise is:

FL,N,M (S1:L, t1:L,d1:L, cP, tap,dap) =

L∑
n=1

⎡⎣ N∑
j=1

||lnj − l̂nj||2+

N+M∑
j=N

||apnj − âpnj||2
⎤⎦ (5)

where, L is the number of vertebrae, N,M are
the number of correspondences for the lateral and
AP image respectively. The total number of free
parameters are:

Nf = 9L+ 9 = 9(L+ 1). (6)

Therefore the minimum number of correspon-
dences needed is 9(L+1)/2 (each correspondence
gives two equations).

306



(a) The Lateral Image

(b) The Anterior-Posterior Image

Fig. 2. Landmarks

For this paper, eight correspondences per vertebra
are used - four each for the lateral and AP image.
Three vertebra are used: L1-L3. The landmarks
chosen are the four corners of the vertebra body
as seen in each image. The landmarks are shown
in Figure 2. The corner landmarks are standard
anatomical landmarks [17], [18]. Note that land-
marks obscured by the vertebral fusion device for
Patient 1 have been estimated based on nearby
image information.

Analytic derivatives increase the chance of
numeric optimisation procedures successfully
converging on a valid minima. Although numeric
derivatives can be computed, they tend to
produce less satisfactory results. Instead, direct
analytic derivatives have been used in this paper.
Unfortunately, the derivatives are not simple and
there is no room to include them in the paper.
The Sage system [19] was used to generate the
derivatives (via Maxima [20]), and python code

Patient 1 Patient 2
Starting Error 110029 1153434

Analytic Gradient 1980 3898
Numeric Gradient 25521 29768

TABLE I
SUM SQUARED ERROR (PIXELS) FOR EACH PATIENT. THE

ERROR REPORTED IS CALCULATED FROM EQUATION 5.

Fig. 3. The initial configuration.

for computing the derivatives was generated
directly from the Sage results. This methodology
reduced the likelihood of errors (the largest
derivative has several hundred terms) and made
calculation of analytic derivatives feasible. Note
that the analytic derivatives used here are exact
rather than the approximate derivative usually
used for these sorts of applications for small
rotation angles [21, p. 39].

The scipy.optimize.leastsq (Levenberg-
Marquardt optimisation) function from [22] has
been used to find the optimal parameters both with
and without explicit gradient computations.

III. Results

A. Real Data

Currently, there is available only a very small set
of real data (two image pairs) with no ground
truth available. Nevertheless, even this minimal set
provides a useful comparison between analytic and
numeric derivative schemes. Figure 3 shows the
starting position for one of the image pairs, Fig-
ure 4 shows the optimisation result using analytic
derivatives, and Figure 5 shows the results using
numeric derivatives, both for patient 1. Figure 6
and 7 show the corresponding images for patient
2. Table I shows the final mean-squared error for
the projected versus the actual landmarks for both
sets of image pairs.
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Fig. 4. Result with analytic derivatives for patient 1.

Fig. 5. Result with numeric derivatives for patient 1.

Fig. 6. Result with analytic derivatives for patient 2.

Fig. 7. Result with numeric derivatives for patient 2.
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Fig. 8. Centre Of Projection: Simulation results for analytic
(circles) versus numeric (triangles) gradients.

B. Simulation Results

To test the hypothesis that the analytic derivatives
produce robust parameter estimates, the follow-
ing experiment was conducted. A particular model
configuration of vertebrae and image planes was
chosen and the model landmarks were projected to
the images and stored as ground truth landmarks.
The ground truth landmarks were then used to
generate new landmark configurations by adding
isotropic Gaussian noise to each coordinate. Scale
differences are reported independently for each di-
mension, translation differences are reported as a
single distance (including centre of projection),
and rotation differences are reported in two com-
ponents - angle between rotation axes, and angle
difference between rotation angles. Isotropic Gaus-
sian noise of σ = {1.0, 2.0, 4.0, 8.0} was added to
the landmarks in 100 independent trials For each
noise level of σ = {1.0, 2.0, 4.0, 8.0}, 100 inde-
pendent new image landmark configurations were
generated and the optimisation procedure was ap-
plied to each new pair of configurations. Figures 8,
9 and 10 show the resulting errors for the analytic
and numeric gradients respectively.
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Fig. 9. Camera 2: Simulation results for analytic (circles)
versus numeric (triangles) gradients.
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IV. Conclusion

In this paper, a method for estimating the 3D lo-
cation of vertebrae from two approximately or-
thogonal uncalibrated images has been presented.
Although much of the derivation is standard, it
has been shown that the use of analytic deriva-
tives is (not surprisingly) superior to the use of
numeric approximations. In vivo results from two
patients shows that the method produces sensi-
ble configurations, although no ground truth data
was available. Simulation studies have shown that
the method is robust to Gaussian errors in land-
mark estimation and that the performance degrades
gracefully even in the presence of quite large er-
rors.

This work is still quite preliminary and there are
many potential avenues for extension. The most
important task will be to develop a set of real
data with ground truth available so that a more
thorough evaluation can be performed. It would
be useful to compare the current method using
full analytic derivatives with the more usual an-
alytic approximations used in the literature [21,
p. 39]. Similarly, more efficient optimisers such
as sparse Levenberg-Marquardt should be com-
pared. Currently no attempt at automatic detec-
tion of landmarks has been attempted and this
is an obvious and necessary extension for use in
clinical practice. Also, a limited form of vertebra
deformation (independent scaling along each axis)
has been used here. For diseased spines, especially
those suffering from scoliosis, more general verte-
bra deformation is likely to be needed for accurate
recovery of position.
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Abstract—Computer vision attempts to replicate certain pro-
cesses, such as object recognition, classification, and perception,
naturally inherent within a mammalian visual cortex, in terms
of simplified structures that can be emulated by evolutionary
computation defined within the discipline of machine learning.
For object recognition and classification problems, the study of
receptive fields has provided insight into how a stimulus can alter
the firing of neurons associated with the visual system. Through
the adaptation of specialised, reservoir-based artificial neural
networks, stimuli can be used to generate a spectral response
that is analogous to a receptive field and used for classification.
In this study, image receptive field artificial neural networks
are evaluated for object classification and a comparison is made
between reservoir-based leaning structures and more traditional
feed-forward configurations.

I. INTRODUCTION

Artificial neural networks (ANNs) have been used over sev-
eral decades for object recognition and classification problems.
ANNs provide an alternative to more traditional methods, such
as Bayesian and rule-based classifiers [1], and are generally
based on back-propagation algorithms. ANNs are often applied
to problems where the parameter space is quite complex, i.e.,
solutions resolved in high-dimensionality space are required.
However, a significant disadvantage is that training methods
are non-linear. Adaptation of weights typically use gradient
decent based algorithms and these can be extremely slow,
especially for large datasets.

Reservoir-based computing [2] has simplified training of re-
current neural networks (RNNs). Such architectures employ a
randomised hidden-node configuration that effectively requires
no training. Early examples are echo state networks (ESNs)
[3], which have been used in a variety of engineering appli-
cations, and liquid state machines (LSMs) [4], that have been
applied to neurotechnical problems. However, whilst reservoir
computing has made significant contributions to machine
learning, in terms of simplified training and performance,
their recurrent architecture is more suitable for prediction
rather than classification; this is due to the recurrent nature of
such networks, i.e., temporal information is captured through
recurrent pathways. However, reservoir-based computing has
recently been applied to object classification in the form of
image receptive field neural networks (IRF-NNs) [5]. This

study compares the performance and training times of IRF-
NNs with traditional feed forward neural networks (FF-NNs),
firstly by generating a simple object database, and secondly,
by employing a handwritten digit library for classification.

In Section II an overview of IRF-NNs is given. Training and
verification datasets used in this study are given in Section III.
A comparative study of IRF-NNs with a more conventional
feed-forward architecture is given in Section IV, and the
results of this work are presented in Section V. Lastly, a
conclusion and planned future work is discussed in Section
VI.

II. IMAGE RECEPTIVE FIELDS NEURAL NETWORKS

It has been suggested that image receptive fields neural
networks (IRF-NNs) are based on reservoir computing archi-
tectures, such as ESNs and LSMs. However, such architectures
are in contrast with more traditional feed-forward artificial
neural networks. This section explores the background of
reservoir computing, and more specifically, details the training
approach taken with IRF-NNs for object classification.

1) Background: The basis of reservoir computing is the
generation of a hidden network layer, often referred to as a
state matrix. In terms of an ESN, a sparse, pseudo-randomly
matrix is created, where the dynamics of the network is based
on the spectral radius, ρ(W), defined as the magnitude of
largest Eigenvalue within the sparse matrix. However, IRF-
NNs use a set of randomly generated Gaussian functions, g(·),
and input data, u, to map the input to higher dimensional
space. This domain can be represented by a state vector, h,
of dimension, M . Image data u, which was generated by
reshaping the image to a vector of dimension, D, is presented
to the network. A succession of N images, U, is used to
generate a state matrix, H. Such a construct is shown in Figure
1.

2) Training: The training of reservoir-based ANNs is sim-
plified due to the incorporation of a randomised weight matrix
that projects the inputs into higher dimensional space. Rather
than employ back-propagation, as would be required in a
feed-forward network, a series of randomised functions are
used to enhance separability of input data, thereby facilitating
object classification without the need to train a hidden layer
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Fig. 1. Generation of a state matrix, H.

using back-propagation. However, the adaptation of a weight
matrix is required for linear combination to a series of output
nodes. Since separability has been achieved in the hidden layer
of M nodes, a weight matrix can be trained to represent a
generalised solution for object classification using a simple
linear regression algorithm.

Training of this network is divided into two phases. The
first phase is the generation of M random hidden nodes [6],
referred to here as a state vector. The state vector, h, is
essentially formed by the dot product of sampled image data,
u, and a randomised weight matrix, G. This result is scaled,
offset and a non-linear response is achieved, typically using
a sigmoidal activation function, ϕ(·). The resulting activation
vector is given as

h = ϕ(αG · u+ β), (1)

where, ϕ(·) for this implementation was tanh(·), the scaling
function α was dataset dependant, the offset function β = 0,
and the randomised activation matrix, G, generated using a
set of Gaussian vectors, g, is defined as

G =

⎡⎢⎢⎢⎣
g1

g2

...
gM

⎤⎥⎥⎥⎦ =

⎡⎢⎢⎢⎣
g1(x, y)
g2(x, y)

...
gM (x, y)

⎤⎥⎥⎥⎦ . (2)

In order to train the network without applying feature
extraction, a set of Gaussian vectors defined in Equation 2
was generated using the method described by Daum et al.,
[5],

gi(x, y) = exp
[
−

(
x− μxi

nxσxi

)2

−

(
y − μyi

nyσyi

)2 ]
, (3)

where σi, and μi are randomly defined, and nx and ny are the
width and height of the image, respectively.

The second training phase requires the adaptation of an
output weight matrix to ensure trained input patterns projected
to the state vector, h, are asserted to the appropriate output
node defined by vector, s. Hence, the relationship between
weight matrix, W, a given output, and the state vector, h, is
given by

ŝn = Whn, (4)

where output vector ŝn is of dimension, C, and is the estimated
classification for image un.

In order to solve Equation 4, specifically in terms of output
weight matrix, W, supervised learning is required. The state
vector, defined as h in Equation 1, is trained on image
data, u. Given the previously generated state matrix, H, in
addition to known a priori classifications, S, linear regression
is performed, such that,

W = SH†, (5)

where H† represented the pseudoinverse of matrix H.
A custom, object database was generated for network train-

ing and verification. This is discussed in Section III.

III. TRAINING AND VERIFICATION DATASETS

A. Simple Geometric Database

In order to test both network architectures for simple
affine transformations, a training and verification dataset was
generated based on a 30 × 30 pixels binary image data. Each
image in the dataset presents a scaled version of a translated
simple geometric shape as shown in Figure 2.

Fig. 2. Dataset samples.

The entire dataset included more than 9000 samples per
shape and the training subset included 4500 random samples
per shape. For verification, the entire dataset was used; hence,
both networks presented in Section IV were verified with
images they were trained for and also with new images. In
order to address generalisation, both networks were initialised,
trained and verified 10 times with a different random training
subset each time.

B. MNIST Handwritten Digits Database

Both networks were also trained and tested using the
MNIST database of handwritten digits. The MNIST database
is particularly important as many different pattern recognition
algorithms have been tested on it. A few samples from the
MNIST database are presented in Figure 3.
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Fig. 3. MNIST samples.

IV. A COMPARISON OF NEURAL NETWORK
ARCHITECTURES

A conventional FF-NN was designed as shown in Figure 4
using a similar structure to the IRF-NN. Both networks had
a similar number of neurons in the hidden layer and used
the same sigmoidal activation function to pass the response
to the next layer. The IRF-NN constrained the input weight
matrix and adapted only the output weight matrix without
any iterations as described in Section II; however, the FF-NN
adapted both weight matrices while trying to minimise a cross
entropy error. The FF-NN used a conventional cross entropy
error function pairing for multi-class classification [6] given
by

E = −

N∑
n=1

C∑
k=1

tnk ln ynk (6)

where ynk stands for the SOFTMAX function of the kth class
on the nth input which is given by

ynk =
exp(xnk)∑C
j=1 exp(xnj)

(7)

and xnk which stands for the network’s input to the last
SOFTMAX layer is given by

xnk =

M∑
i=1

bik tanh(

D∑
j=1

aijunj) (8)

The minimisation algorithm chosen for the learning, i.e.,
the weight updates, was resilient back-propagation, which is
considered a very fast weight mechanism update [7]. In order
to avoid over-fitting of the FF-NN to the training data, an
early stopping technique of a validation set was used. The
validation set was composed of 20% of the samples in the
training set. Repetitive increments of the cross entropy error
for the validation set stopped the training.

V. RESULTS

A. Simple Geometric Database
Figure 5 presents the classification rate and the mean

training period for a series of 10 runs. The results show

Fig. 4. Typical FF-NN architecture.

a monotonic increase in the classification rate of the IRF-
NN with a classification rate of close to 100% for larger
scale networks. The FF-NN performed well for smaller scale
networks but performance remained relatively constant, ir-
respective of size. The standard deviation bars in Figures
5(a) and 5(b) suggest IRF-NNs are more robust than the
conventional FF-NNs, and also that robustness increases with
size. Furthermore, the training time of the IRF-NN indicates
high stability and is significantly lower than that of the FF-
NN. The differences in training times are explained by the
relatively slow, iterative, weight adaptation process of the
FF-NN. The IRF-NN uses a non-iterative approach to adapt
only a portion of the network’s weight matrix as mentioned
in Section II and therefore, trains more than one order of
magnitude faster. However, it is important to note that a better
classification rate for the conventional FF-NN can be achieved
by allowing a longer training time. One advantage of the FF-
NN over the IRF-NN is the posteriori probabilities for the
class distributions given by the SOFTMAX transformation.
For a given input, each one of the output classes suggests the
probability of membership.

B. MNIST Handwritten Digits Database
A series of tests were conducted to optimise both config-

urations to work with the MNIST Database. The results are
presented in Figure 6 and show similar classification rates with
a major difference in training time. Further optimisation of the
IRF-NN’s classification rate is feasible by further optimising
the receptive fields to work with the MNIST database.

VI. CONCLUSION AND FUTURE WORK

The research presents a comprehensive background to the
new idea of image receptive field neural networks and com-
pares it with a more conventional feed forward neural network
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Fig. 5. Comparison of the Neural Networks on the geometric database: (a) Classification rate for IRF-NN. (b) Train time for IRF-NN. (c) Classification rate
for FF-NN. (d) Train time for FF-NN.
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Fig. 6. Comparison of the Neural Networks on the MNIST database: (a)
Classification rate. (b) Train time.

for the purpose of classification of simple objects. While both
architectures present high classification rates, the IRF-NN has
proved to be faster and more robust for the dataset which
was used. In the future, it would be interesting to extend the
comparison of both architectures with a more complex dataset

and also include another reservoir type network such as the
support vector machine.
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Abstract—In this paper, we theoretically analyze the reasons that 

caused blurred edges in the traditional POCS (projection onto 

the convex sets) super-resolution reconstruction. In order to 

improve the quality of the reconstructed image, this paper 

analyzes and improves the algorithm at different points. First, 

the paper proposes to obtain the initial reference frame with a 

gradient interpolation algorithm in replacement of the 

traditional bilinear interpolation. Secondly, the paper uses a 

motion estimation method called pre-filter iterative gradient to 

achieve image registration. Finally, the paper selects the POCS 

algorithm for reconstruction. In order to get better edge 

information, we adaptively modify the PSF (point spread 

function) by combination with the edge neighborhood pixel gray 

information. Experimental results show the proposed algorithm 

can significantly improve image quality, maintains the rich edge 

information and has a higher PSNR and better visual effect. 

Keywords- super resolution; POCS;  gradient interpolation; 

pre-filter iterative registration; edge enhancement 

 

I. INTRODUCTION 
Currently, super-resolution image has been more and more 

widely applied. Super-resolution reconstruction has been 
proposed due to the physical equipment and cost constraints. 
Its purpose is to compensate for the lack of hardware and to 
improve image resolution and enhance the image availability 
from the perspective of the software [1].Super-resolution 
image reconstruction technique is to restore a high-resolution 
and high-quality image from multitudinous low-resolution 
observations degraded by warping, blurring, noise. Currently 
this technology has been widely used in astronomy, remote 
sensing, military surveillance and medical diagnosis. 

Stark and Oskoui [2] first applied the POCS (Project onto 
Convex Sets) to super resolution image reconstruction. Patti 
[3] proposed the image acquisition model considering a 
variety of degraded factors. Eren [4] extended Patti method to 
multiple moving targets scene. In recent years, Papa [5] put 
forward the POCS algorithm based on particle swarm 
optimization. Ogawa [6] proposed the POCS algorithm based 
on principal component analysis (PCA). Gho [7] proposed 
applied POCS algorithm for the reconstruction of magnetic 
resonance images through low-pass and high-pass filter.  

POCS [8] super resolution reconstruction is proposed 
based on set theory. In this method, because the image 
correction process is based on PSF (point spread function), the 
reconstructed image has jagged edges and ringing. So this 
article proposes some improvements. First, we use the 
gradient interpolation algorithm to obtain the initial value of 
super-resolution image, then adopt a four-parameter 
pre-filtering iterative registration for motion estimation to 
improve registration accuracy, finally modify the PSF to better 
enhance the reconstructed image edges. 

This paper is structured as follows. It introduces POCS 
method in Section II and proposes three improvements in 
Section III. The effectiveness of the proposed method is 
proved by the experiment results in Section IV. Finally, the 
conclusion is presented in Section V. 

 
II.THE TRADITIONAL POCS ALGORITHM 

 
A.  The Acquisition Model of Low Resolution Images  

In the process of digital image acquisition, the images are 
deteriorated due to the presence of noise which is generally 

315



considered as additive noise. Therefore, the image observation 
model [9] is as follows 

    gk = DkMkWkf + nk 1 · k · p:        (1) 
Where, f  is of size for M £N�HR (high resolution) image, 
gk is the Kth frame LR (low resolution) image of size for 
M=q £N=q(q is the down sampling parameter). Wk is the 
geometric transformation matrix. Mk is the optical fuzzy 
matrix. Dk is the decimation matrix. nk is the noise vector . 

p is the number of  LR observation frames. 
Image super-resolution reconstruction is a reverse process 

based on the model which rebuilds the HRf  by g1 g2 ¢ ¢ ¢gk. 
 

B.  The Process of POCS Algorithm Reconstruction  
POCS algorithm first selects one of the LR images as the 

reference image, then enlarge it by bilinear interpolation as the 
initial estimate of POCS method. Other LR images are based 
on the reference frame for the image registration. Finally, the 
image is projected onto the convex sets and continuously 
iterates until producing the ideal HR image. 

According to prior information (such as positive definite, 
the energy-bounded, data consistency, smooth, etc), we can 
define multiple convex sets. Convex set is defined as follows 

     Ck(x; y) = f
^
f(x; y) : jrk(x1; y1)j · ±kg:  (2) 

Here, f̂ (x; y)  is the estimated high resolution image. 
hk (x1; y1;x; y) is the PSF of the observed frame at the pixel 
(x; y). 

rk(x1; y1) = gk(x1; y1)¡
MX

x=0

NX
y=0

^
f(x; y)hk(x1; y1;x; y) (3) 

k = 1;2;3; : : : : : : p 
In the POCS method, suppose there are m kinds of prior 
information, there are correspondingly m closed convex sets 

for Ci, i = 1;2; : : : ;m.
 
The HR imagef 2 C0 =

i=m\
i=1

CiPi.
 

Here, C0 is a non-empty closed convex set. For the given 
constraint set, the corresponding projection operator is Pi,  
then the iterative sequence is  

       fn+1 = TmTm¡1 : : : T1fn: n = 1; 2; : : : : : : (4) 

         T = (1¡¸)I +¸P          0 < ¸ < 2     (5) 

Here, ¸ is relaxation projection parameters. We can speed up 
the convergence rate of POCS method by adjusting the 

relaxation parameter¸. As a result of the relaxation projection 
operator, the convergence stability of POCS method is 
improved. 
 

III.THE IMPROVED POCS ALGORITHM 
This paper firstly uses gradient interpolation algorithm to 

obtain the initial value of the super-resolution image, then 
adopts a four-parameter pre-filtering iterative registration for 
motion estimation to improve registration accuracy. Finally in 
order to enhance the edge of the reconstructed image, we 
utilize the Canny operator to detect edge. When the template 
center is on the edge, we combine with neighboring pixel gray 
information to modify PSF so to improve image quality. 

 
A.  Gradient Interpolation 

In the POCS algorithm, the initial estimate for SR image 
has a great influence on the feasibility of the algorithm. Each 
SR image estimate is projected to the nearest point of the next 
set from it which means that the final solution is similar to the 
initial estimate in a way [10]. The traditional POCS method 
uses bilinear interpolation and does not consider the edge and 
smooth region that is the main reason causing blurred edges. 
In this paper, we adopt gradient interpolation algorithm to 
obtain the initial estimate and enhance the edges. The 
interpolation algorithm based on gradient [11] analyzes the 
gray value change of the edges of the pixel gray region and 
uses the gradient information of adjacent pixels so that the 
interpolated points can minimize the impact of the edge gray 
value and make edge more obvious.  

 The interpolation thought is as follows: Assuming that 
g11,g12, g21, g22 is corresponding to the four adjacent pixels 
in the LR image (Fig. 1), fij(1 · i · 4) corresponds to the 
pixel blocks in the interpolated SR image.  
 

 
 
 
 
 

 
Fig. 1 The sub-image of the LR image 

In gradient interpolation algorithm, first each point in LR 

11g  12g  
 

21g  22g  
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image corresponds to each point in SR image such as 
f11 = g11,f13 = g12,f31 = g21, f33 = g22 (Fig. 2), then we 
use the interpolation method to calculate f12,f21,f22. 
              
                      

 

 

    

 
 

Fig. 2 The sub-image of the interpolated HR image 

Let us first calculate the values of f12, f21. Because the 
edge reflects the relatively large areas of the gradient, we need 
to calculate the absolute value of the gradient for g11,g12 and 
g21, g22. As follows 

              

(
dg
dx = jg12 ¡ g11j
dg
dy = jg21 ¡ g11j :             (6) 

To ensure the image edge, the interpolated points are as 
close as possible to small gray value pixels. The horizontal 
interpolation mainly uses the horizontal gradient information 
while the vertical interpolation mainly uses the vertical 
gradient information. 

         

(
f12 = min(g11; g12) + dg

dx £ r

f21 = min(g11; g21) + dg
dy £ r

  (7) 

Where, r  is the interpolation parameter. Similarly, we 
calculate the gradient in the diagonal direction of 45± and 
135± for the pixel f22. Experimental results show that this 
method has significant improvement and maintains clearer 
edges than the bilinear interpolation. 
 
B. The Pre-filtering Iterative Registration of the Sub-pixels 

After obtaining the initial estimate by the above gradient 
interpolation, we need to find the motion vector between the 
observed frames and the reference frame and add it to the 
current estimate of the HR image. The accuracy of motion 
vector estimation seriously affects the quality of reconstructed 
image. Firstly, the image preprocessing through low-pass filter 
can effectively inhibit the effect of noise, then use sub-pixel 
iterative method for image registration. The traditional Keren 
[12] registration adopts three-parameter method based on the 

small-angle Taylor series expansion. This paper utilizes 
four-parameter method to reduce the angle error caused by the 
Taylor series expansion.  

Define two images for g(x0; y0) and f(x; y) there are the 
following relations in mathematics [13]. 

          g(x0; y0) = T(f(x;y)):    (8) 
Here, T  represents the geometric transformation. This paper 
adopts a simplified four parameters affine model. 

           x0 = x + k1x + k2y + k3    (9) 

           y0 = y + k1y¡ k2x + k4   (10) 
Turn it into matrix form 

                 M = C¡1V:                   (11) 
Here, M  is the motion parameter matrix. C  and V  are the 
gradient matrixes. 
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In order to improve registration accuracy and get good 
result no matter how much rotation angle is, this paper adopts 
the following formula to gradually approach the true value by 
iterating (K is the number of iteration). 

            Mk+1 = Ck
¡1Vk + Mk   (12) 

In order to increase the computational efficiency and 
robustness to noise, this paper adopts the three-layer Gaussian 
pyramid with the resolution from coarse to fine. 

 
C.  Edge Adaptive Constraints 

Using the above gradient interpolation improves the edge 
quality of the initial estimate of HR image to some extent, 
while it is not very good and there are still jagged edges and 
ringing. This is because the PSF h(x; y) in the projection just 
uses the neighboring pixel spatial information, while ignoring 
the neighboring pixel gray value. Therefore, this paper 
proposes the edge adaptive constraints to modify PSF based 

11f  12f  13f  

21f  22f  
 

31f  
 

33f  
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on the idea of bilateral filtering [14]. It simultaneously uses 
the neighboring pixel spatial information and gray information 
which effectively maintains the edges of the image when 
eliminating noise. The weighting coefficient w(i; j) of the 
modified PSF consists of two parts as follows 

       w(i; j) = ws(i; j) ¢wr(i; j):               (13) 
Where, ws(i; j) is the space similarity factor, wr(i; j) is the 
gray similarity factor. Their definitions are 

       ws(i; j) = e
¡ ji¡xj2+jj¡yj2

2¾2
s ;               (14) 

       wr(i; j) = e
¡ jf(i;j)¡f(x;y)j2

2¾2
r :               (15) 

Where, ¾s, ¾r are the standard deviations. After the above 
changes, the fuzzy edge in the rebuilding process is ultimately 
inhibited and the quality of the reconstructed SR image is also 
significantly improved. 
 

IV. EXPERIMENTAL ANALYSIS AND RESULT 
Based on the above theoretical analysis, this paper uses 

two sets of simulation experiments to verify the improved 
POCS reconstruction algorithm in matlab7.0 platform. The 
reconstructed SR image is four times the size of the LR image 
and global motion among the LR images is translation and 
rotation. Set the standard deviation of the PSF in the 
experiment ¾s = 1 , the size of support domain is 5£5 , 
¾r = 0:02, r = 0:3, ¸ = 0:1. The number of iterations is 10.  

In Fig. 3, we use eight degraded LR images (size for 
249£ 239) called Table to obtain a reconstructed SR image 
(size for 498£ 478). The image in (a) is the HR image using 
bilinear interpolation. The image in (b) is the HR image using 
gradient interpolation. The images in (c) and (d) are 
respectively the HR image using the traditional POCS method 
and the improved POCS method. Obviously the image in (b) 
is much clearer than image in (a). Although image in (c) 
remains a lot of details, there are still some fuzzy edges. The 
image in (d) obtained by the improved algorithm in this paper 
is not only much clearer but also maintains more perfect edges. 
The edge ringing effect of the table items almost disappeared. 
So it greatly improves the quality of the reconstructed image. 

In Fig. 4, we use eight degraded LR images (size for 
128£128) called Lena to obtain a reconstructed SR image 
(size for 256£256). The image in (a) is the HR image using 

bilinear interpolation. The image in (b) is the HR image using 
gradient interpolation. The images in (c) and (d) are 
respectively the HR image using the traditional POCS method 
and the improved POCS method. The figure shows that image 
in (b) is much clearer than image in (a). The image in (c) 
remains a lot of details while there are ringing and jagged 
edges. The image in (d) obtained by the improved algorithm in 
this paper is not only much clearer but also maintained more 
effective edge (especially the edge of the brim). The quality of 
the reconstructed image is significantly improved. 

This paper uses PSNR (peak signal to noise ratio) and AG 
(average gradient) to quantitatively evaluate the quality of the 
HR images obtained by the experiments. AG reflects the 
contrast in the image details. The PSNR between the initial 
high resolution image f(x; y) and the reconstructed high 

resolution image f̂(x;y) is defined as 

PSNR = 10 ¢ log 10
2552 £ M £N

MP
m=1

NP
n=1

³
f(x; y)¡ f̂(x; y)

´2
:   (16) 

Here, M  and N  are respectively the length and width of the 
high resolution image.  

The comparison results of PSNR and AG are respectively 
shown in Table I and Table II. The tables show the improved 
POCS super-resolution reconstruction algorithm in this paper 
is superior to the traditional POCS algorithm. 

 
TABLE I.  THE COMPARISON OF PSNR (db)  

Method 
Test Images 

Table Lena 

bilinear interpolation 24.880 21.649 

gradient interpolation 25.433 22.757 

the traditional POCS 25.781 22.788 

the improved POCS 26.716 23.514 

 

TABLE II.  THE COMPARISON OF AG (average gradient)  

Method 
Test Images 

Table Lena 

bilinear interpolation 9.042 9.828 

gradient interpolation 11.347 13.248 

the traditional POCS 15.004 17.903 

the improved POCS 16.324 19.431 
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 (a)                                    (b) 

  
(c)                                    (d) 

Fig. 3 The image called Table (a) the HR image using bilinear interpolation (b) the HR image using gradient interpolation (c) the HR image using the 

traditional POCS method (d) the HR image using the improved POCS method 

 

 

(a)                             (b)                              (c)                              (d) 

Fig. 4 The image called Lena (a) the HR image using bilinear interpolation (b) the HR image using gradient interpolation (c) the HR image using the 

traditional POCS method (d) the HR image using the improved POCS method. 
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V. CONCLUSIONS 
This paper proposes an effective approach to 

comprehensively improve the image quality. First, this paper 
uses gradient interpolation to obtain the initial reference 
frame closer to the original high resolution image. Then this 
paper adopts the improved four-parameter method based on 
Keren sub-pixel image registration which improves the 
registration accuracy. Finally, the paper adaptively modifies 
the PSF based on the idea of bilateral filter in the 
reconstruction process and achieves the POCS image 
reconstruction. The experimental results proved that the 
improved method in this paper not only reduce jagged edges 
and ringing effect, but also effectively enhances the edge and 
greatly improves the quality of the reconstructed high 
resolution image. 
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Abstract— The number of searchable images available is now in 
the hundreds of millions, and the amount is continuously growing. 
Two prominent sources contributing to this trend are personal 
albums (e.g., Flickr, Piczo, Picasa web album and photo.net) and 
general-purpose image collections (e.g., Google Images and 
Yahoo! Images). Users of most large image collections often face 
the problem of how to retrieve relevant images from the 
collection. One of the main obstacles is that the system does not 
necessarily understand the user’s intentions behind a search. In 
this paper, we propose a concepts oriented Markov stationary 
feature to represent images and also present a classifier based 
scheme for web image search systems. First, a set of query images 
is explored to learn a Markov stationary feature about the concept 
by using a correlated random walk model, in which the spatial co-
occurrence of the bag-of-features representation and the concept 
information are integrated. The resulting feature vectors are 
relatively low in dimensions compared to those in other systems 
and are then applied to search web images. The experimental 
results demonstrate that our system is capable of retrieving web 
images that belong to the same category.

Keywords- image search system; Markov stationary features; 
co-occurrence matrix; similarity; random walk model

I. INTRODUCTION

Information on the internet is shifting from text-based to 
multimedia-based with a large amount of visual and audio data. 
The development of tools such as digital cameras and scanners, 
which convert analog data into digital data, has accelerated the 
increase in multimedia information on the internet, and 
widened internet bandwidth has dramatically improved access. 
These changes have demonstrated the need for current internet 
search systems to improve their search engines to include 
multimedia data such as images, music, and videos. Among 
these, images are most numerous, requiring a more efficient 
searching technique. To better support image indexing and 
retrieval at semantic level, the research on web image 
searching or collecting are really necessary. To enable web 
image search effectively, a suitable image representation to 
interpret the semantics of images is one of important and 
challenging problems.

On the other hand many applications such as the digital 
libraries, image search engines, logo, and trademarks search 
systems require effective and efficient image retrieval 
techniques to access the images based on their contents [1]. 

Such technique computes relevance of the query and database 
images based on the visual similarity of the low-level features 
(e.g., color, texture, shape, edge, etc.) derived entirely from the 
images [1, 2]. In image retrieval research, researchers are 
moving from keyword based, to content based then towards 
semantic based image retrieval and the main problem 
encountered in the content based image retrieval research is the 
semantic gap between the low-level feature representing and 
high-level semantics in the images.

A key function in the image search system is feature 
extraction. A feature is a characteristic that can capture a 
certain visual property of an image either globally for the 
whole image, or locally for objects or regions. Some key issues 
are the following. First, how to present image contents for the 
extracted features. Second, how to determine the similarity 
between images based on their extracted features. One 
technique for these issues is using a vector model. This model 
represents an image as a vector of features and the difference 
between two images is measured via the distance between their 
feature vectors.

In this paper, we propose a novel image representation 
which we name as the concept oriented Markov stationary 
features to retrieve relevant images from the large scale image 
databases such as World Wide Web. By exploring the basic 
idea of the correlated random walk model, the proposed 
Markov stationary feature not only extends the bag-of-features 
representation with spatial structure information as in [3-5] but 
also involves the concept information of images into the final 
representation. During the search process, the feature vector of 
the query image is computed and matched against those 
features in the database. This paper is organized as follows. 
The related works are described in section II. The overview of 
the proposed image search system is discussed in section III. 
The experimental results are presented in section IV followed
by conclusions and future work in section V.

II. RELATED WORKS

In the content-based system, queries such as query by 
example image, query by sketch and drawing, and query by 
selected color and texture patterns are supported. The visual 
features include color, texture, and shape [3]. Color is 
represented by color set, texture based on co-occurrence and 
probability matrix, and spatial relationship between image 

321



Hybrid Query 

Text query

Image Query 

Car

Car

Query 
Analyzer

User

Feedback

Feedback for refinement

Feature extractionImage descriptors Select descriptors

Markov stationary 
measures

Concept Markov 
measures

Database
for each image

Feature extraction

Image descriptors

Markov stationary 
measures

Concept Markov 
measures

Similarity measure 
(decisive factor) Ranking

for each descriptor

99

Top rank images
Rank 1 Rank 2 Rank 3 Rank 4 Rank 5

Rank 6 Rank 7 Rank 8

9

regions [4–5]. The photobook system is composed of a set of 
interactive tools for browsing and searching images. It supports 
query by example. The images are organized in three sub-
books from which shape, texture, and face appearance features 
are extracted respectively [6]. The differences between our 
system and the previous systems are in feature extraction and 
query strategy. For feature extraction, we propose a novel 
Markov Stationary feature vector. The spatial information of an 
image is automatically obtained using a unique unsupervised 
segmentation algorithm [7] in combination with the Markov 
chain technique. Our query strategy includes a color filter and a 
spatial filter, which greatly reduces the search range and 
therefore speeds up the query.

Even though, considerable amount of work had already 
been done for texture images, lot of issues exists in extracting 
the orientation, directionality and regularity features for the 
image retrieval. Central to these issues are image similarity 
measures also called ‘distance functions’, or more generally in 
information theory, ‘distortion measures’, that quantify how 
well one image matches another. During the past decade, a 
number of similarly measures have been proposed to compare 
multi-dimensional sequences. Mean distance [8] is the most 
generic among them and it is firstly extends the traditional 
Euclidean distance for time series to support multi-
dimensional sequence matching. Other classical examples, 
such as histogram representations, e.g. color histogram, 
histogram of local binary patterns [9, 10], and Bag-of-Words 
based on SIFT features [11] have been widely used for visual 
recognition, content based image retrieval, and video content 
analysis. The inability of conventional histogram features to 
convey spatial and temporal contextual information, however, 
greatly limits their discriminating power. Layout histograms 
and multi-resolution histograms [12] are the pioneering 

attempts to incorporate spatial contextual information for 
improving the discriminating capability of the histogram 
features. Instead of the indirect use of spatial contextual 
information, coherence vector [13] and autocorrelation [14]
were proposed to encode local spatial contextual information 
directly into histograms. In [15, 16], we introduced the spatial 
co-occurrence matrix based Embedded Markov Chain (EMC) 
model to encode the intra-histogram-dominant color bin and 
inter-histogram-dominant color bin relationships into 
histograms where the initial and steady state distributions of the 
Markov chain model are combined to form the new Markov 
Feature Vector (MFV).

III. THE PROPOSED IMAGE SEARCH SYSTEM

The architecture of our system is shown in Fig. 1. There are 
two main components in the system. The first component is the 
visual content extraction and indexing. Each image in the 
image database is analyzed and the color and spatial 
information are generated using the color label histogram 
computation algorithm [17–19] and the unsupervised 
segmentation algorithm [7] respectively. The obtained features 
are transformed in a Markov stationary feature database and 
organized in an efficient way for query retrieval. The second 
component is the query engine. It consists of a query user 
interface and a query processing subcomponent. Query by
example image is supported in the system. When a user issues 
a query through the query user interface, the query processing 
subcomponent computes the Markov stationary similarity 
measure between the query image and each image in the search 
range. Two filters, the color filter and the spatial filter, are used 
to reduce the search range. The top k images similar to the 
query image are displayed in the query user interface.

Figure 1. Overview of proposed image search system.
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A. General Concepts of Markov Stationary Feature

1) Notation, Definitions and Properties: We consider a 
finite lattice S with a neighborhood structure  

: ;,),(|),( SyxyxNN ?� where every N, is a subset of the 
lattice S. The number of elements of a subset SA @ will be 
denoted by )(An . The following definition is basic to the new 
framework.

a) Definition 2.1. 
Let 21, AA be two subsets of S. Then the co-function set 
of 1A with respect to 2A for the neighborhood structure   
is a subset of S defined by

A B.),(),,(
1),(

221 �
Ayx

AyxNNAACF
?

C� (1)

b) Definition 2.2.
The co-function set measure ),( 21 AAcm is defined by

A B�
?

C�
1),(

221 ),(),(
Ayx

AyxNAAcm (2)

which is the number of elements in ).,,( 21 NAACF

c) Definition 2.3. 
The co-function matrix is formed by using the co-function 
set measures ),( ji LLcm for all possible levels iL in the 

given information and will be denoted by ][ ijfCF � . The 
co-function set can be defined in terms of mathematical 
morphological dilation [10] as:

A B ,),(),,( 2121 AAyxNNAACF CD� (3)

where ),(cm jiij LLf � and N is the structuring element.
Thus we have that the co-function set of 1A with respect 
to 2A on a lattice with neighborhood structure N is 
equivalent to the dilation 1AN D followed by 
intersection with 2A .

2) Relationship of Co-function Matrix to Co-occurrence 
Matrix: The co-occurrence matrix of an image is an estimation 
of the second-order joint probability density of the intensity 
changes between pair of pixels, separated by a given distance 
at a certain orientation.
Let I be a gray scale image coded on L grey levels.

Let ),( yxp � be the position of a pixel in I and 

),( dydxd � be a translation vector along E direction. 
Typically, the distance is one pixel and the orientation is 
quantized into four different orientations )135,90,45,0( �����E .

Therefore, four co-occurrence matrices are generated and they 
are summed to obtain a rotation invariant matrix. Each of co-
occurrence matrix, denoted by ],,,[ �djiC is a LL F matrix 
whose ),( ji element is the number of pairs of pixels separated 
by the translation vector d that have the pair grey level 

),( ji LL .
Thus we have,

: ;ji LdpILpIIIdppcarddjiC ��G�F?�� ][][|),(],,,[ �
(4)

It can be seen that the co-occurrence matrix in (4) is just a 
particular case of our general co-function set defined in (2) 
and (3).

3) Relationship of Co-function Matrix to Gradient 
Orientations and MRF: We first introduce a Co-occurrence 
Matrix for Histograms of Oriented Gradients (CMHOG) 
which is a building block of pairs of gradient orientations. 
Since the pair of gradient orientations has more information 
than a single one. CMHOG can express shapes in more detail 
than HOG, which uses single gradient orientation. It can be 
seen that the CMHOG is just a particular type of our newly 
developed co-function matrix with the disk shape SE. In 
addition, it is worth to point out that the conventional energy 
function for MRF model [20] can be obtained by using the 
cliques as SEs. It is important to note that the co-function set is 
set-theoretic, or more precisely, a graph-theoretic concept and 
does not necessarily involve the actual coloring of the lattice. 
Although the previous example uses binary (black and white) 
colors to represent the subsets A1 and A2, these subsets can be 
defined by properties other than the gray levels. For instance, 
the set A1 can be the gradients of pixels in the image and A2
the complementary set of A1.The co-function set of A1 with 
respect to A2 for a four-nearest neighbor N gives the HOGs of 
predefined cells or blocks.

4) Illustrations: We now give an illustrative example for 
the concepts, definitions and relations to conventional 
approaches which we have developed so far. This is an 
example of forming a co-function set using dilation. In Fig.
2(a), a 7x7 lattice, S, is shown with the lattice point values 0, 1, 
2, 3, 4 and 5. 

Let }0,|{ 1111 �?� aSaaA ,

}2,|{ 2222 �?� aSaaA ,

N be the SE (Fig. 2(b). 

The dilation, NA D1 is given in Fig. 2(c). Intersecting this set 
with A2 gives the co-function set ),,( 21 NAACF in Fig. 2(d).

B. Functional Markov Stationary Measures
The Markov Feature Vector (MFV) [15, 21] was recently 

proposed to characterize spatial co-occurrence of histogram 
patterns based on a sequence of embedded Markov Chain 
models, which has been shown to be generally superior over 
the coherence vector and autocorrelation histogram by 
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incorporating both intra-bin and inter-bin co-occurrence 
information for visual representation. The calculation of MFV 
was done by using symmetric nature of co-occurrence matrix.
In this section we will develop more general and robust 
similarity measure to be named as Functional Markov 
Stationary Measures (FMSM) based on the co-function set 
concepts described in Section III (A).

Let ][ ijfCF � be the co-function matrix of size KK F for 
given image I. We then normalize the matrix to produce a 
stochastic matrix

][ ijsSM �                                       (5)

where .��
j

ijijij ffs

It can be seen that the stationary distribution of the 
transition matrix be k-dimensional row vector, denoted as 

),,,( 21 kIIII �� satisfies

              A B ,0
or  

��
�F
ISM

SM
I

II         (6)

where I is a unit matrix whose diagonal elements are 1’s and 
others are 0’s. Then the functional stationary distribution will 
be derived by using basic theory of matrix and its determinant 
and will be defined as the Functional Markov Stationary 
Measures (FMSM). By direct substitution method, we can 
prove Theorem 3.1.

1) Theorem 3.1. Let ijc be the absolute value of cofactor of 
determinant of matrix ISM � in (6). 

�!#���������������$��#*��#����

�
�

�
K

j
ijiji cc

0
I ,

is a solution to the transition matrix SM defined in (6), namely,
II �F SM .

Figure 2. Example of forming co-function set by morphological dilation: (a) 
gray-level lattice, (b)Structuring Element (SE), (c) the dilation set of all 0’s 
with SE, N, (d) the co-function set of all 0’s with respect to the 2’s.

This gives that � with �� ijiji ccI is the stationary 
distribution of co-function process.

In practice, the co-functional Markov Stationary Measure
(FMSM), is defined as the combination of the initial 
distribution �(0) and the stationary distribution �. Here the 
initial distribution cannot be ignored since a Markov chain is
determined by both its transition matrix and by its initial 
distribution. By using the dominant color concepts the FMSM 
is also can be computed as shown in Fig. 3.

2) Similarity Measures: During synthesis, it is important 
to have an accurate measure to determine how close the output 
result matches the input. In our work, the similarity between 
two images is measured by the sum of the distances between 
their corresponding FMSM characteristics, where the distance 
of two matrices is the chi square distance of the two matrix 
vectors defined in basic statistics theory.

C. Concept-oriented Functional Markov Stationary Measures
We now propose the Concept-oriented Functional Markov 

Stationary Measures (CFMSM) to integrate the concept 
information with the spatial structure information of images. 
Using the same symbols as above, the proposed features obeys

vINSMN )1()()1( JIJI ��FF�� (7)

where v is the concept information vector, SM is the transition 
matrix and � is the parameter to leverage the influence of 
concept information and spatial structure information. After 
several iterations according to (7), the stationary distribution of 
u should satisfy.

,)1( vSM JIJI ��FF�                            (8)

which has a convergent solution as follows:

,))(1( 1vPI ���� JJI                            (9)

And we define the solution in (9) as the proposed CFMSM. In 
this way, the new representation of Markov stationary is not 
only affected by the spatial structure information but also by 
the concept information of images. Yet, the Markov stationary
still keeps simplicity, compactness, and robustness.

Figure 3. Computation of Markov stationary measures.
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Equations (7) and (8) have the same formation to the 
correlated random walk. Markov stationary algorithm in [15]
has been proven very effective in many applications. The 
addition of concept information also makes the Markov 
stationary more resistant to noise because FMSM is only 
relevant to the transition matrix calculated within one image, 
while the CFMSM incorporates the concept information as a 
prior knowledge besides the transition matrix within one image.
The concept information is calculated using many images 
belonging to the same concept. The novelty of the proposed 
CFMSM lies in two aspects.

Firstly, the CFMSM extends the bag-of-features based 
image representation, and also owns the discriminative power 
as the local features which are resistant to occlusions and 
within-class shape variations. Secondly, it combines the 
concept information with the spatial structure information of 
images and goes one step further beyond FMSM.

IV. EXPERIMENTAL RESULTS

We evaluated the performance of the proposed system by 
applying our method on a data set which contains 1000 color 
images and 50 images are chosen under structured sampling 
techniques. These randomly chosen images are used to serve as 
queries. After the classification step of the pixels, we keep the 
coordinates of pixels of the scanned areas. Afterwards, the 
dominant gradient orientations are extracted. For simplicity, 
four dominant orientations cases are performed. We then 
deduce the co-function matrices according to disk shape SE to 
compute the corresponding initial and stationary distributions. 
Finally these distributions are employed as the CFMSM 
features enabling to retrieve the most similar images. Various 
poses and different sizes are tested for similarity measures. 
Some extreme cases such as deformed and highly deteriorated 
images are used for target images. Some outputs are shown in 
Fig. 4.

Figure 4. Example of retrieved images (the first top 10 images).

Two statistical metrics were used to evaluate system 
performance, based on two measures frequently used in 
information search systems namely recall and precision. Recall 
indicates the proportion of relevant images retrieved from the 
database when answering a query. Precision is the proportion 
of the retrieved images that are relevant to the query. A high 
value of precision therefore denotes that the top-ranked images 
are relevant. The user starts retrieving by selecting the region 
of interest. The system returns a set of most similar images 
containing the selected queries even they are contained in a 
partial segments. To further show the performance of our 
approach, we have compared our approach with a global 
descriptors method. The evaluation is done for 50 image 
queries. In each experiment, one query image was randomly 
selected from the database and matched against the rest of the 
database. In our approach, the average precision rate of 80 % 
for a recall of 50% is achieved. The empirical results also 
confirm that the proposed system is invariant to rotation, 
translation and scaling.

V. DISCUSSIONS AND CONCLUSION

This paper has proposed an efficient and effective image 
retrieval framework based on automatically generated visual 
features analogous to its counterpart, text retrieval domain. 
Based on a new set-theoretic neighborhood based framework 
and shown its application to information similarity modeling, 
the basic tools: the “co-function set” which describes the 
relative presence of a set in the neighborhood of another set 
and the measure of this set, the “co-function measure” are 
designed and an embedded Markov chain is constructed on top 
of the co-occurrence matrix where a query expansion is 
performed by exploiting its topology preserving nature.

A sparse vector representation is also obtained by 
considering both local and global weight based on the 
frequency of occurrence of visual features in the individual 
image as well as in the collection. To reduce the feature 
dimensionality, Markov chain technique is applied on the 
sparse feature vector. Experimental results on a photographic 
image database demonstrated the efficiency and effectiveness 
of the proposed framework. Even though we are still in the 
process of exploring the set theoretic framework for 
information analysis and prediction, we feel that the work 
presented in this paper would contribute a new chapter to the 
image and related research fields.
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Abstract 

Cryptography methods are used for 
transportation of important and security images 
nowadays and various methods are exposed to 
reach this purpose but, of the most common 
methods in image cryptography, there are 
chaos based algorithms. In this paper it is tried 
to introduce a new cryptography method for 
RGB and grayscale images based on the 
efficiencies of mapping methods like chaos 
mapping Cat map , standard map and logistic 
map going along with OCML method. Since 
there is no change in the first pixel in most of 
chaos mapping methods and therefore utilizing 
this defect by attackers in order to obtain 
important data in the image, value of the first 
pixel will change in both of proposed methods 
and some parameters are taken from the result 
picture to increase the security of these 
methods. ACPS algorithm is made of two main 
parts which are control block and OCML block 
and they are used alternatively in each round.  

Keywords: 

Control block, standard map, logistic map, Cat 
map, OCML (One-way Coupled Map Lattices) 

1-Introduction 

Regarding to ever-increasing requirement for 
secure transferring of information in internet, in 

communication networks and in other almost 
high inner one, image encryption is one of the 
useful ways in secure communication. Since 
there is high volume of information in images, 
using text encryption processes such as AES, 
DES and so forth is impossible. At present chaos 
based process in data security and in 
confidential communication Systems are 
developing. Since in such chaos systems, either 
synchronization control process or non coherent 
demodulation process may be used, it will be a 
weak point of them if there will be no enough 
recognition in chaos system parameters and 
transmitter structure; therefore, the attackers 
can rebuild state space by the use of the 
synchronization control. In non coherent 
process, plain image would also be acquired by 
locating the symbol period window through 
tracking and estimation [1-3].  

Various algorithm have been presented in 
image encryption as the bit circulation of pixels 
used in some encryption algorithm [4] in some 
other, blocks with changeable length from the 
plain image is encrypted to the blocks with 
same length in which the length of usable 
security key is various [5], some of the others 
divide the plain image to the block with certain 
sizes and use the key for making one pad and 
combination of generated pad with the plain 
image [6] the others change RGB levels and the 
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situation of any pixel with one another and use 
several chaos systems to produce chaos 
sequence [7].Some procedures convert 2D 
images to cubes then using 3D maps to encrypt 
these cubes ;thereafter, convert it to a 2D 
image [8].  

In this article the OCML process used for 
permutation and standard map, Cat map are 
used for substitution of image pixels .To achieve 
more security through permutation and 
diffusion procedures in any round we can use 
obtained image from previous round in making 
parameters that have effective role in both. 

We will explain OCML and control block in the 
second section of this paper, proposed 
algorithm in the third section, experimental 
results and analysis of ACPS algorithm in the 
fourth section and the last section concludes 
this paper. 

 

2- Control Block and OCML Block 

2-1-Control block 

In proposed algorithm we have used a control 
block [9].In this block we employed three kinds 
of various maps, one control parameters 
generator, one diffusion block .Diagram shown 
in Fig.1.  

2-1-1-Control Parameters Generator 

By using input image in control parameters 
generator some parameters are produced to 
increase proposed algorithm security that 
would be as follow: 

1-M parameter which is a function of variable r, 
s, pixel (1,1) and pixel(N,N) and this parameter  
employed as a logistic map iterative number. 

2-K parameter is equal to: 

 K=[X(M) ×                                                        (1) 

3-P parameter is equal to:  

P=[X(M) ×                                                            (2) 

4-Q parameter is equal to:  

                           (3) 

That N stands for image width and [] stands for 
integral sector. 

Fig.1. Block diagram of control block 

2-1-2- Cat map 

This map is chaos-based in which R-level is 
defined as follow: 

   =   C    mod N                                       (4) 

In ACPS for permutation by using of cat map, 
we randomly employ four matrixes for C. in 
various rounds including: 

     (5) 

That P and Q are great by control parameters 
generator and the selection of C by using some 
part of secure key which is resulting of sub key 
generator block will be defined. 
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2-1-3-Standard map 

The standard map is determined as: 

 ) mod N                                  (6) 

              (7) 

2-1-4-Logistic map 

This map determined as in below [11]: 

(8)

To reach a secure chaos system, one should 
consider restricted areas of the map 
parameters including: 

μ  [ 3.9 , 4 ]     ,  X(0)   ( 0 , 1 )                                 (9) 

 

2-1-5-Diffusion block 

Calculate the cipher-pixel value according to: 

 { (  + ) mod G }   (10)  

The above formula will also be repeated for G-
level and B-level that G in an image with a 256 
RGB-scale is equal to 256. P[k] is equal to plain 
image that has various numbers in three levels 
of R, G, and B.C[k] is equal to output pixel 
running of diffusion block and C (k-1) is previous 
output pixel from diffusion block.  

(k) = [                                         (11) 

  L =                                                                              (12) 

X2 (k) is also gained from the logistic map. 

2-2-OCML block 

To substitute pixels at the basis of security key 
within plain image we use one-way coupled 
map lattice so-called OCML in the proposed 
algorithm [11, 13]. 

        (13) 

n = 1 , 2 , 3 , … , N×N            ,      j= 0 , 1 , 2 , 3 

This formula is repeated in B-level and G-level 
as well .α(j) and β(j) are parameters of system 
and are secure key dependant .xo (j) is primal 
term. Xn (o) is sequence key of OCML. Usable 
key in the block is a 192 bit security key. 

 3-Proposed algorithm 

We have emerged three processes of cat map, 
standard map and OCML in order to make a 
chaos alternative map In ACPS algorithm one-
192 bit security key is used for making usable 
sub keys in different encryption rounds known 
as generating block .Outputs of the block are  

and that  is 192 bit used in OCML block and 
 is 96 bit used in control block .Encryption 

and decryption of ACPS algorithm shown in Fig. 
2 and Fig.3. 

Fig.2. Block diagram of encryption process 

To decrypt cipher image to plain image, we 
need original security key and specific pixel (r,s). 

Fig.3. Block diagram of decryption process 
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The outcome of ACPS algorithm on Peppers 
image had been shown in Fig.4. 

 

Fig.4. ACPS application on Peppers image 

 

4-Practical results and secure analysis 

4-1-Key space analysis 

A good image encryption algorithm should be 
sensible to secure key and key space should be 
as long as enough that brute-force attack is 
impossible to break the cipher. In proposed 
algorithm in block control the key including 
primal numbers of μ1, μ2, x1(o),x2(o) that are 
coordinate of (r,s) and (r,s) Є [1,N] and 
μ1,μ2Є[3,9,4] and x1(o),x2(o)Є(0,1) Suppose 
precision of a floating-point number is 10-10 
then x1(0) and x2(0) of each can be valued in 

1010 states, μ1 and μ2 can also be valued in (4-
3.9)*1010 states. Variables of r and s also have N 
states, and 96 bit key has 296 states. Due to all 
of these parameters, key space is equal to N2 * 
1038 * 296 Because of using one-192 bit input 
key in OCML block, we have mood space equal 
to 2192 in any round for this key, so in this 
algorithm key space is generally equal to N2 * 
1038 * 2192. On the basis of [14], IEEE standard, 
the computational precision of the 64-bit 
double-precision numbers is about 10 -15 ; 
therefore, the space of key space of the 
proposed algorithm can be elevated to N2 * 1058 
* 2192 in specific usages. 

4-2-Differntial attack 

A small alteration in plain image should make 
considerable change in encryption image in 
order to  resist differential attacks Evaluating 
the effect of change  in plain image we use two 
common quantities measures to one extent of 
pixel .Number of Pixels Changing Rate (NPCR) 
and Unified Average Changing Intensity (UACI) 
are defined as follows[15]: 

                                                     (14) 

                    (15) 

               (16) 

In mentioned formula C1, C2 are two encrypted 
images whereas their plain images differ only in 
one pixel .The volume of parameters shown in 
table 1. 

Table 1  
NPCR and UACI at different rounds 
 1 2 3 4 NCPR 0.0061 99.9939 100 99.9959 UACI 0.0014 33.3035 33.4071 33.3601 
 

 

330



4-3- Statistical analysis 

To resist statistical analysis, Shannon suggested 
using of diffusion and confusion [16].To 
consider correlation coefficient rate between 
two pixels we have employed 5000 pair of 
adjacent pixels in each of horizontal, vertical 
and diagonal directions in which correlation 
coefficient is equal to [17, 18]. 

E(x) =                                                   (17) 

D(x) =                                   (18) 

Cov(x ,y) =             (19) 

                                             (20) 

Table 2 
 Correlation coefficients of two adjacent pixels 
 Plain-Image  Cipher-Image  Horizontal  0.8301  - 0.0077  Vertical  0.8658  -  0.0098  Diagonal  0.7547  - 0.0305  

 

Fig.5. Correlation coefficients of two 
horizontally adjacent pixels 

 

4-4- Key sensitivity test 

 Assume that a 24-character ciphering key is 
used. This means that the key consists of 192 
bits. A typical key sensitivity test has been 
performed, according to the following steps: 
First, a 256 * 256 image is encrypted by using 
the test key k=‘‘123456789012345678901234’’. 

Then, the least significant bit of the key is 
changed, so that the original key becomes, say 
k’=‘‘123456789012345678901235’’ in this 
example, which is used to encrypt the same 
image. Finally, the above two ciphered images, 
encrypted by the two slightly different keys, are 
compared. 
The result is: the image encrypted by the key k 
has 99.99% of difference from the image 
encrypted by the key k’ in terms of pixel RGB-
scale values, although there is only one bit 
difference in the two keys. Fig. 6 shows the test 
result. 
 

 
Fig.6.Key sensitive test 

 
 
5- Conclusion 

 In this paper various maps have been applied. 
In regard to configurations of map and image 
usage for controlling of encryption procedure 
the outcome of loading compared with two 
recent years works was fantastic.[19,23] as if a 
number of rounds that are more than one 
contain UACI > 0.3330  and  NCPR > 0.9999 and 
correlation rate among encrypted pixel are very 
low. 
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Abstract—In this paper, a novel local thresholding technique
is proposed for a particle swarm optimisation (PSO)-based
algorithm to detect edges with greater continuity. The new
technique is based on the Sauvola-Pietkinen method which is
often used for binarising the illuminated document images but
normally cannot be applied to edge magnitude images. This
method is equipped by an integral imaging technique for more
efficiency and adopted into the PSO-based algorithm to detect
edges in grey level noisy images. We compare the performance
of the new algorithm with our previous PSO-based edge detector
utilising Otsu’s method which is commonly used as a thresholding
technique in edge detection. Experimental results show that
the PSO-based algorithm utilising the new local thresholding
technique performs better than the one that uses Otsu’s method.

I. INTRODUCTION

The continuity of the edges recognised by an edge detection
algorithm is very important in some applications in noisy envi-
ronments such as medical imaging [1] and remote sensing [2].
Many edge detection algorithms have been proposed to detect
edges in noisy images such as Gaussian-based [3], statistical-
based [4], curve fitting-based [5], soft computing-based [6] and
scale space-based [7] edge detectors. The performance of these
algorithms depends on the various environmental conditions
such as illumination and noise, and most of them produce
broken edges in illuminated and noisy images [8] [2].

Particle Swarm Optimisation (PSO) was introduced by
Kennedy and Eberhart in 1995 [9] and it has been suc-
cessfully applied to solve global optimisation problems. To
compensate for broken edges in noisy images, we previously
proposed a PSO-based algorithm to detect edges in noisy
images and compensate for broken edges and examined its
performance in the noisy binary images containing simple
shapes [10]. The performance was satisfactory in such images
but it could not operate well on grey level images. We then
developed a new encoding scheme and a fitness function
and compared its performance on real images corrupted by
two different types of noise (Gaussian and impulsive) [11].
We later compared its localisation accuracy with a modified
version of the Canny algorithm as a Gaussian filter-based
edge detector equipped with a static hysteresis thresholding
technique [12] to detect continuous edges and applying a non-
maxima suppression (NMS) technique to detect thin edges
[13]. The accuracy of the PSO-based algorithm was higher

than Canny but lower than the robust rank-order (RRO) as a
statistical-based edge detector in most cases especially in the
images corrupted by impulsive noise. We enlarged the size of
the area evolved by the PSO-based algorithm and considered
almost all possible edge patterns on a real continuous edge
to increase the localisation accuracy of the algorithm [6]. In
these papers, we demonstrated that the PSO-based algorithm

can work better than Canny and RRO while Canny produced
many speckles and broken edges in noisy images and RRO
recognised edges more thickly than the others. However Canny
and RRO operated better than PSO in a few cases. Finally, in
[14], we equipped the PSO-based algorithm with an adaptive
method by use of Otsu’s method [15] to estimate one of
its parameters. For a fair comparison, we used a dynamic
hysteresis thresholding proposed in [16] in order to have better
connected edges and an adaptive filter size proposed in [17] in
order to overcome noise for the Canny algorithm. We also set
the edge-height parameter of the RRO detector to the value
which gave a highest localisation accuracy. The results showed
that the PSO-based algorithm generally outperforms RRO and
Canny in noisy images but there were still broken edges in
the noisy image with illuminated areas.

Although Otsu’s method is better than other state-of-the-
art global binarisation methods [18], it cannot work well
in illuminated images [19]. Many local binarisation methods
have been proposed to solve this problem by extracting local
features for each pixel. Sauvola and Peitikain proposed an
adaptive local binarisation method for document images [20].
Even though the performance of this method is higher than
other global and local binarisation methods for the illuminated
noisy images [19], it is not applicable for binarisation of
edge magnitude images resulted by edge detection algorithms.
The main goal of this paper is to introduce a novel local
thresholding technique by use of the Sauvola-Pietkinen method
for the PSO-based edge detector in illuminated noisy images.

The rest of this paper is organised as follows. Section II pro-
vides background information on the PSO-based edge detector
and two major categories of thresholding techniques. The new
local thresholding technique will be introduced in Section III.
Sections IV and V presents discussion on experimental results
followed by concluding remarks in Section VI.
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II. BACKGROUND

A. Particle Swarm Optimisation

PSO was inspired by the social behaviour of animals such as
flocking of birds and schooling of fish. PSO as a population-
based optimisation method has been successfully applied to
solve global optimisation problems. The population contains
m particles which move in an n-dimensional search space
according to the PSO velocity and position equations ((1) and
(2)).

�Xi(t+ 1) = �Xi(t) + �Vi(t+ 1). (1)

Here, �Xi(t) and �Vi(t) are the position and velocity of the
ith particle at time t. The velocity is often influenced by
three components: current motion influence, particle memory
influence, and swarm influence:

�Vi,j(t+ 1) = w�Vi,j(t) + C1r1,j( �Xpbesti,j
�Xi,j(t))(2)

+C2r2,j( �Xleader,j
�Xi,j(t))

where w is the inertia weight to control the learning factor
from the previous movement; C1 and C2 are the particle
history and swarm influence factors respectively; r1,j and
r2,j are uniform random variables between 0 and 1; �Xpbest

represents the personal best position of each particle in history;
and finally �Xleader is the position of the particle which is
defined by a neighbourhood topology and leads other particles
in order to explore better regions of the search space.

B. PSO-based Edge Detection Algorithm

Detection of continuous edges in noisy images is the main
goal of the our previously developed PSO-based algorithm.
In order to reduce broken edges and examine almost all
possible edge patterns to increase localisation accuracy of the
algorithm, we proposed an encoding scheme for the particles
where each particle in the population represents the global
structure of a continuous edge [6]. This edge divides an area
of an image into two regions: light and dark (see Figure
1(b)), such that it maximises interset distance between the
average pixel intensities of two regions and minimises intraset
distances within both regions.

The encoding scheme representing a continuous edge has
three components: the offset of the middle pixel (pixel C in
Figure 1(b)) of the consecutive pixels on the continuous edge
(〈o1 o2〉) and two sets of movement direction sequences from

the pixel (〈m1 m2 . . . mL〉 and 〈mL+1 mL+2 . . . m2L〉).
The values of the two offsets (o1 and o2) are integers ranging
from 0 to SqrSize 1 and mi ranging from 0 to 7. Here,
SqrSize is the size of the area which pixel C can be located
in. Let mi show the movement direction from a pixel to one of
the eight possible adjacent pixels in its neighbourhood along
the continuous edge (see Figure 1(a)). For example, Figure
1(c) shows the particle encoding for the continuous edge in
Figure 1(b) where L = 5.

At the first step of the algorithm, the intraset and inter-
set distances for each single pixel in eight different edge
directions (see Figure 1(d)) on an image are calculated by

(a) (b)

3 3 1 1 0 1 1 4 4 5 5 4
(c)

(d)
Fig. 1. The particle encoding scheme [6]: (a) eight movement directions
from a pixel P ; (b) an example of a curve with two regions; (c) the particle
representing the curve with max = 10; (d) eight moving ways from pixel P
to its neighbours.

the equations proposed in [6]. These values, in conjunction
with the NMS factor (proposed in [6]), are used to estimate
the edge magnitude of each single pixel (TotalEdgeMagm)
in edge direction m. Most edge detection algorithms utilise
thresholding techniques to identify edges after calculation of
edge magnitudes. A sigmoid function as equation (3) is used
to scale the total edge magnitude of each pixel between 0 and
1 in order to estimate the possibility score PScore of the pixel
(P ) lying on an edge in direction m [14]:

PScorem(P ) =
1

1 + e−
3.317
TH (TotalEdgeMagm(P )−0.6229TH)

(3)
where TH is a threshold value between 0 and 1 which
is estimated by Otsu’s method [15]. In order to estimate
TH , the local maximum of the edge magnitude of each
pixel, LocalEdgeMag(P ), is first calculated by equation (4)
proposed in [14]. The result of applying this equation is an
edge magnitude image which is used as the input to Otsu’s
method in order to estimate the value of parameter TH in
Equation (3).

LocalEdgeMag(P ) =
8

max
i=1

(TotalEdgeMagi(P )) (4)

To assess each particle at each generation of the PSO
algorithm, the total sum of possibility score (PScore) of
the pixels along the the continuous edge represented by the
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particle, in conjunction with its curvature cost factor proposed
in [6], is used to formulate the fitness function of the PSO
algorithm.

C. Thresholding Techniques

Thresholding techniques in edge detection can be cate-
gorised into two main groups: (a) global thresholding tech-
niques, which apply the features extracted from the whole of
an image; and (b) local thresholding techniques, which use
local features to choose a threshold value in order to identify
edges.

Most thresholding techniques operate as image binarisation
methods in the field of image segmentation. In these tech-
niques, edge magnitude images are used as inputs to binarise.
Global binarisation techniques such as the methods proposed
in [15] and [18] use global features extracted from the whole
image to estimate a single threshold value for the image
binarisation. Local thresholding techniques such as [21] and
[20] utilise local features extracted from a small area around
each pixel. The comparison of local binarisation methods
experienced in [19] shows that the Sauvola-Pietkinen method
proposed in [20] operates better than other types of local and
global binarisation methods especially in document images
with illuminated areas. This method considers a grey scale
document image as an array in which IP ′

x,y
∈ [0 255] is the

intensity of pixel P ′ at position (x y). In this method, the local
threshold THP ′

x,y
is estimated using the local mean mP ′

x,y
and

standard deviation sP ′
x,y

of the pixel intensities in a WS×WS
window centred around pixel P ′

x,y:

THP ′
x,y

= mP ′
x,y

[
1 + k

(
sP ′

x,y

R
1

)]
(5)

Here, R is the maximum value of the standard deviation whose
value for a 8-bit grey level image is 128; k is a real parameter
ranging from 0 to 1. This parameter controls the threshold
value for pixel P ′

x,y such that the lower the value of k, the
higher the threshold value from the local mean mP ′

x,y
.

III. NEW LOCAL THRESHOLDING TECHNIQUE

According to the knowledge of authors, the Sauvola-
Pietkinen method has never been applied for the binarisation
of edge magnitude images. It is because of the different
nature of document images and edge magnitude images.
Document images are always positive and their background
is white whereas edge magnitude images are negative and
their background is black. To solve this problem, we first
invert the local edge magnitude (LocalEdgeMag(Px,y)) and
calculate its inverse as 1 LocalEdgeMag(Px,y), and then
scale the result in range [0 255] by multiplied by 255.
Let IP ′

x,y
= (1 LocalEdgeMag(Px,y)) × 255. Therefore,

mP ′
x,y

= (1 mPx,y ) × 255 and sP ′
x,y

= 255 × sPx,y where
mPx,y and sPx,y are the local features at pixel Px,y in the edge
magnitude image. Thus,

THPx,y = (1 mPx,y )

[
1 + k

(
255sPx,y

R
1

)]
(6)

where THPx,y is in the range between 0 and 1. We use the
threshold value estimated by equation (6) in equation (3) to
calculate the possibility score of each pixel. In this equation,
the local mean and standard deviation are used to adapt the
value of the threshold according to the magnitude of the edges
inside of the local neighbourhood of each pixel. In the case of
the neighbourhoods with high edge magnitudes, the threshold
THPx,y is almost equal to mPx,y and in the case of the
neighbourhoods with low edge magnitudes, the threshold value
is less than the local mean in order to relatively increase the
possibility score of the weak edges in these regions.

A. Different Degrees of Integral Images

In order to calculate THPx,y , the local mean and standard
deviation should be computed for each pixel. We use the
concept of integral image which is an intermediate represen-
tation for an image in order to compute rectangle features in
computer vision using an efficient way [22]. We generalise
this concept to the different integral degrees of an image and
show integral degree i (Ωi) of an edge magnitude image as
equation (7):

Ωi(x y) =

x∑
i=0

y∑
j=0

LocalEdgeMagi(Px,y) (7)

The integral image can be calculated in an efficient manner
by equation (8).

Ωi(x y) = Ωi(x 1 y) + Ωi(x y 1) Ωi(x 1 y 1)

+LocalEdgeMagi(Px,y) (8)

B. Calculation of Local Features using Different Degrees of
Integral Images

The local mean and standard deviation can be easily calcu-
lated as equations (9) and (10) once the integral images are
computed.

mPx,y = (Ω1(x+ (WS 1) 2 y + (WS 1) 2) +

Ω1(x (WS 1) 2 y (WS 1) 2)

Ω1(x (WS 1) 2 y + (WS 1) 2)

Ω1(x+ (WS 1) 2 y (WS 1) 2)) WS2(9)

Since the variance of a variable is always equal to the
expectation of the square of the variable minus the square
of the mean of the variable,

s2Px,y
= (Ω2(x+ (WS 1) 2 y + (WS 1) 2) +

Ω2(x (WS 1) 2 y (WS 1) 2)

Ω2(x (WS 1) 2 y + (WS 1) 2)

Ω2(x+ (WS 1) 2 y (WS 1) 2)) WS2

m2
Px,y

(10)
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(a) (b) (c)
Fig. 2. Example images for subjective comparison. (a) Original images Lena,
egg, and rubbish bin; (b) images with impulssive noise (noise probability=0.1);
(c) images with Gaussian noise (PSNR=16dB).

IV. EXPERIMENTAL DESIGN

Although the proposed local thresholding technique can
be applied to any edge detector which can estimate edge
magnitudes of the pixels of an image such as different order
derivatives [23] [24], we apply this technique to the PSO-
based edge detector which is more insensitive to noise than
other edge detectors such as Canny and RRO. To examine
the performance of the new local thresholding technique,
we compare our previous PSO-based algorithm (PSO1) [14],
utilising the sigmoid function with parameter TH estimated
by Otsu’s method, with the improved PSO-based algorithm

(PSO2) utilising the same function with parameter THPx,y

estimated by the proposed method. This section provides the
details on the two image sets, objective performance measure,
and parameter settings, which are used in the experiments.

A. Image Sets

We use two different image sets in the experiments. The
images in the first set are clean and easily accessible through
the South Florida University database [25]. Since the main
goal of the algorithm is the detection of continuous edges
in noisy and illuminated images, we first chose three images
from this database with illuminated areas which are commonly
used as benchmarks for edge detection: Lena, egg and rubbish
bin (see Figure 2). Then these images are corrupted by
two different types of noise: impulsive and Gaussian (see
the images in Figure 2 in columns (b) and (c)). In these
noisy images, the probability of the impulsive noise is 0.1
and the peak-signal to noise ratio (PSNR) is 16dB for the
Gaussian noise . We will use them for a subjective (qualitative)
comparison of PSO1 and PSO2.

The second image set includes the images which were used
for an objective (quantitative) comparison. This image set

contains four images (Saturn, multi-cube, wall and road) which
have been provided by the University of Cordoba (Spain)
and their ground truth edge maps are available from [26]. In
addition to those four images, we added two images (rubbish-
bin and egg) from South Florida University database to the
second image set. The ground truth images of these two
images are available to download from [27]. The size of each
image of the second image set is 256 × 256 pixels and the
resolution of each is 8 bits per pixel. These images along with
their ground truth images are shown in Figure 3. We also add
two different types of noise in different noise levels to these
images in order to investigate the performance of the new
algorithm in noisy images. For the images corrupted by the
impulsive noise, the noise probability ranges from 0.1 to 0.5
with a step size of 0.05. For the Gaussian noise, PSNR ranges
from 0 to 22dB with a step size of 1dB.

B. Quantitative Performance Measure

Pratt’s Figure of Merit (PFOM) as a quantitative measure is
used to compare the performance of the new algorithm [28].
This measure is defined by Equation (11):

RPFOM =
1

max(II IA)

IA∑
i=1

1

1 + βd(i)2
(11)

where II and IA are the number of ideal and actual edge pixels
in the ground truth and the edge map images generated by an
edge detector. The function d(i) is the distance between the
pixel i in the generated edge map and the closest ideal edge
pixel in the ground truth; and the parameter β is a constant
scale factor whose typical value is 1

9 .

C. Parameter Settings

In PSO1 and PSO2, the population size is 50 and the
maximum number of iterations was set at 200 according to
the chosen particle length. We used the values w = 0.7298,
c1 = 1.4962, c2 = 1.4962 for the parameters in Equation
(2) [29]. The minimum length of a continuous edge, 2L + 1
was set at 21 and SqrSize at 6 [14]. The parameters of the
novel thresholding techniques, WS and k, were respectively
set at 21 and 0.05 [19]. The experiments in [19] showed that
a small value of k like 0.05 gives better results with fewer
broken edges.

V. RESULTS AND DISCUSSION

A. Subjective/Qualitative Comparison

The resulting images are shown in Figures 4 and 5 after
applying PSO1 and PSO2 in the first set (Figure 2) corrupted
by impulsive and Gaussian noises respectively. As can be seen
in Figure 4, the edges detected by PSO2 were improved on
Lena’s hat especially on the top which is an illuminated area
and they are more connected than the edges recognised by
PSO1. For the egg image, PSO2 could operate better than
PSO1 around the egg. However, there are still broken edges in
this area. This problem may be solved by increasing parameter
L. Although there are several false edges and still broken
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(a) (b) (c) (d) (e) (f)
Fig. 3. Example images for objective comparision. (a)–(d) four real image from the UCO university and their manual ground truth images [26], (e) and (f)
two real images from the South Florida University and their ground truth images [27].

edges, PSO2 improved the edges in the rubbish-bin image
particularly on its bottom-right corner, .

Fig. 4. Subjective results of edge detection produced by PSO1 (top row) and
PSO2 (bottom row) on the three images corrupted by impulsive noise (noise
probability=0.1).

Fig. 5. Subjective results of edge detection produced by PSO1 (top row) and
PSO2 (bottom row) on the three images with Gaussian noise (PSNR=16dB).

B. Objective/Quantitative Comparison

For an objective comparison of PSO1 and PSO2, the lo-
calisation accuracy (PFOM) was calculated from the resulting
images after applying both algorithms to the images in the
second set (Figure 3) at different noise levels. Figure 6 depicts
the graphs in which the average of the resulting PFOM values
after 30 runs are plotted versus different noise levels for each
image. PSNR ranges from 0 to 22dB with step of 1dB and
the noise probability ranges from 0.1 to 0.5 with step of 0.05.

The plots in Figure 6 indicate that PSO2 generally per-
formed better than PSO1. Statistical analysis showed that
PSO2 has a higher accuracy in 127 cases out of 192. For
the first four images, PSO2 could detected the edges more
accurately than PSO1 in 115 cases out of 128 (see Figures
6(a), (b), (c), (d), (g), (h), (i) and (j)). For the last two images,
its accuracy is lower in 52 cases out of 64 (see Figures 6(e), (f),
(k) and (l)). The reason is that there are a few “false positive”
edges which were recognised by PSO2 as edges whereas they
were actually incorrectly labelled as non-edges in their ground
truth images. This caused that the real improvements of PSO2
were considered “false”. Figures 4 and 5 clearly show that
PSO2 can even detect the difficult edges in the the boundary
of the egg and rubbish-bin that were not labelled in the ground
truth images.

VI. CONCLUSIONS

The main goal of this paper was the development of a local
thresholding technique for a previously developed PSO-based
algorithm to overcome the problem of detection of edges in
noisy images with illuminated area. The goal was achieved by
borrowing the main idea from the Sauvola-Pietkinen method
as a way of binarisation of illuminated document images
and adapting this method to the PSO-based algorithm. The
experiments showed that the performance of the PSO-based
algorithm equipped by the proposed local thresholding tech-
nique performs better than the previous PSO-based algorithm

in noisy images with illuminated area.
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Fig. 6. PFOM vs. noise level for Saturn, cube, wall, street, rubbish-bin and egg images in the second image set. (a)–(f): with different impulsive noise levels
(the noise probability ranging from 0.1 to 0.5); and (g)–(l) with different Gaussian noise levels (PSNR ranging from 0 to 22dB).
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Abstract—This paper investigates the integration of feature
extraction, object recognition and 3D reconstruction by stereo
vision into a unified framework. In doing so, stereo vision can
be made more robust by applying feature extraction results
to the stereo matching process, and object recognition can be
extended through the integration of depth information as another
feature of the scene. In this work a hierarchical feature extraction
algorithm using Gabor filters is combined with a multi-path
dynamic programming stereo algorithm. Subsequently, from this
combination a new matching cost measured is proposed. The
design is suitable for implementation on the graphics card (GPU),
making it a target for real-time computer vision. This paper
focuses on the framework’s application to stereo reconstruction
and experiments show its ability to robustly match regions and
preserve object depth boundaries through the use of feature
analysis.

I. INTRODUCTION

The goal of this work is to investigate the integration of
computer vision processes for 3D reconstruction by stereo
vision, feature extraction, object recognition into a unified
framework. In doing so, stereo vision can be made more robust
by applying feature extraction results to the stereo matching
process, and conversly, object recognition can be extended
through the integration of depth information as another feature
of the scene.

Design decisions were driven by the desire to have a
parallel-ready solution that would be suitable for implementa-
tion on the graphics card (GPU) - this will be completed and
described in future work1.

Our experiments have shown that stereo matching can be
performed on 640 × 480 pixel images in excess of ≈ 85
fps on current hardware2. This means that computational
resources can be assigned to additional analysis of images
while maintaining real-time rates. Both the chosen hierarchical
feature extraction model and stereo matching algorithm are
both easily parallelisable and it is hoped that a perceptual
framework for real-time computer vision can be formalised
from this work.

1Currently only the stereo vision component of the proposed framework
has been implemented on the GPU.

2Tested on an Intel Core i7-2600 Quad Core 3.4 Ghz, 16 Gb RAM and
Nvidia GeForce GTX580 graphics card

This paper outlines the components of the framework, with
first analysis focusing on its stereo reconstruction properties.
The hierarchical feature extraction model is introduced in
Sec. III. Section IV describes the stereo matching algorithm
and Sec. V describes how the two models can be combined
to define a new and robust cost function for stereo matching.
A set of results and analysis are given in Sec. VI.

II. RELATED WORK

Feature extraction is a first step for computer vision algo-
rithms requiring higher order information about a scene for
tasks such as object recognition. Common low-level features
are pixel intensities, colour information, edges, corners, lines,
circles etc., features such as SIFT and SURF are also popular
[1].

This work investigates a hierarchical feature extraction
model based upon the work of Mutch et. al [2] which follows
a developmental line of successful, biologically inspired object
recognition models, collectively referred to as the HMAX
model. Its basic principal is the repeated application of Gabor
filters at various orientations on an image at different scales. At
higher levels of the model the strongest responses are pooled
together in order to gain a level of scale invariance. This model
was chosen due to its suitability for implementation on the
graphics card (GPU) as it involves many independent, low-
level computations across the image.

Stereo correspondence algorithms have been investigated
in works such as Woodward et al. [3] and the well known
Middlebury stereo website [4]. Many commercial stereo vision
systems share a common trait in only using very simple stereo
correspondence algorithms running in hardware: the Focus
Robotics’ PCI nDepth Vision System [5] and the Point Grey
Research’s Bumblebee Stereo Vision Camera System [6] both
use the sum of absolute differences (SAD) approaches. These
examples reflect the computational burden imposed by dense
stereo correspondence algorithms - therefore this work focuses
on a model that can leverage the parallelism of the GPU to
provide real-time stereo vision and feature extraction. For GPU
stereo, [7], [8] are good examples – other hardware platforms
such as stereo vision on FPGAs has been investigated in [9].
However, the benefits of GPUs lie in their cheaper cost, ease
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of programming and compilation allowing for code flexibility,
and the rate at which newer and faster cards appear on the
market; a new generation of card appears roughly every year.
As mentioned in the introduction, real-time rates are easily
achieved and we are now in a position where additional image
analysis can be conducted on the GPU alongside a stereo
vision algorithm while maintaining real-time operation.

A number of works have investigated combining feature
extraction with stereo vision. As examples, Lysak et. al [10]
investigated using Gabor filters to determine strong seed points
to initialise stereo matching - in our work Gabor filters are
instead used for the cost function and a more complete feature
extraction model that can be used for object recognition
is also looked at. Trapp et. al [11] proposed using Gabor
filters as a cost measure in a similar manner, but within a
paradigmatically different stereo algorithm not targeted for
GPU implementation.

III. HIERARCHICAL FEATURE EXTRACTION MODEL -
HMAX

The chosen model involves the convolution of Gabor filters
at different orientations with an input image at various scales,
along with local maxima pooling of strong filter responses
to acquire a level of scale invariance. Given a training image
set, these features can then be sampled and used to construct a
dictionary for object recognition purposes - running an unseen
image through the model and comparative measurements can
be taken between the input and the dictionary of features by
using a classification algorithm (e.g. support vector machine
(SVM)). This model has been successfully used for object
recognition in a number of works, exemplified in Mutch et. al
[2].

The model has a feedforward design and each progressive
filtration level is as follows (and as depicted in Fig. 1):

1) S1: Gabor filter responses at different orientations and
image scales.

2) C1: a local maxima pooling operation to the Gabor filter
responses at different scales. This step finds the strongest
scale-invariant response at an image point to a certain
filter orientation.

3) S2: a metric comparison between the C1 level and a set
of dictionary features.

4) C2: a local maxima pooling operation over scales of
responses to dictionary features.

Each filtration level consists of a number of image scalings,
described as a level’s layers. Between all levels a common real
valued retinal coordinate system is defined so that the output of
different filter responses can be easily related between layers.
This common retinal coordinate system is important for being
able to give input values from a lower level filter to a higher
level filter, or to determine an image’s entire set of feature
vectors defined at the base (finest) image resolution.

Figure 1 gives a more detailed description of the HMAX
model:

1) W, H are the base image’s dimensions, S is the number
of scale sizes (number of responses at a particular

filtration level), RI is the raw input image, SI are
scalings of the raw image,

2) The S1 level is the result of applying F1 numbers of
Gabor filter orientations at S scales.

3) The C1 level is the local maxima pooling operation.
4) The S2 level is the result of a comparison between the

C1 layer and a feature dictionary set of size F2.
5) Finally the C2 level is a local maxima pooling of the

S2 level which can be used with a standard classification
algorithm.

Fig. 1. The full feature extraction model depicting the levels needed for an
object recognition task [2]. For stereo matching we are only interested up to
the C1 level. Each level has a number of layers for each scaling. Please refer
to the main body (Sec. III) for the full description of this diagram.

For stereo vision we want to construct a feature space,
F (x, y, k), at the raw input image scale. The determination
of k, the number of features for a particular pixel position
in the base image, is the sum of the number of Gabor filter
responses at different scales from the S1 layer, in addition to
the number of local maxima responses from the C1 layer - for
stereo vision we are only interested in using the information
contained up to the C1 layer, the filtration levels S2, C2
are only used for object recognition tasks. Without the local
maxima operation, the feature vector at F (x, y, ∗) is equivalent
to a Gabor Jet, which describes the local spectral content about
a pixel position.

A. Gabor Filter Definition
A Gabor filter can be considered as the composition of

a plane wave multiplied by a 2D Gaussian function. It is
mathematically defined in the complex plane but for this work
only the real component is used:

G(p, λ, θ, σ, γ) = exp(−
x́2 + γ2ý2

2σ2
) cos(2π

x́

λ
) (1)

with x́ = x cos θ + y sin θ and ý = −x sin θ + y cos θ.
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Gabor filters are truncated to 11 × 11 pixels in size3,
therefore x and y vary between -5 and 5 (local image regions
defined by windows of size 2n + 1 × 2n + 1 where n = 5).
Here, θ varies between 0 and π, γ = 0.3 defines the aspect
ratio, σ = 4.5 defines the effective width of the filter, and
λ = 5.6 defines the wavelength [2]. It should be noted that
scaling the input images and running filters of a fixed size is
equivalent to keeping the image size constant and applying
filters of different scales.

Fig. 2. A Gabor filter visualisation and four orientations used in this work.

For a local image region X and Gabor filter G, consisting
of pixels i ∈ {0, ..., 11 × 11}, the normalised filter response
R is given by:

R(X, G) =

∣∣∣∣∣
∑

XiGi√∑
X2

i

∣∣∣∣∣ (2)

IV. STEREO VISION USING THE SEMI-GLOBAL MATCHING
(SGM) ALGORITHM

Binocular stereo involves the recovery of depth information
from a pair of cameras viewing the same scene. Consequently,
a stereo algorithm involves the identification of conjugate
points in the stereo image pair. Through only the parallax of
conjugate points one can computationally evaluate the depth
over a scene.

The most suitable approach for real-time stereo is an algo-
rithm that can be easily scaled up in quality when faster hard-
ware becomes available. Therefore, we chose to implement
the Semi-global matching (SGM) algorithm, first proposed by
Hirschmüller [12]. This algorithm is based around multiple
1D dynamic programming optimisations in different scans
through the disparity cost volume. Dynamic programming
without back-tracing has a very small memory footprint and
only requires the previous disparity column to be stored in
local memory as the algorithm progresses.

For computational efficiency, stereo correspondence as-
sumes the standard stereo geometry (SSG) setup with coplanar
image planes, this is achieved by performing a stereo image
rectification on calibrated cameras, as described in [13].

3It has been noted that there is no gain in classification performance for
larger arrays of the same filter [2].

A. Pixelwise Cost Calculation
A disimmilarity measure (cost) C(x, y, d) is taken between

each pixel grey-value at p = (x, y) in the base image, Ib(p),
and at q = (x − d, y), d ∈ [dmin, dmax] in the match image,
Im(q). This measure is taken as the sum of dissimilarities
within local matching windows (of size M × N ) around p
and q, appropriate sizes were empirically found to be in the
range M, N ∈ [1, 15]. Tested measures included the Birchfield
and Tomasi sampling insensitive cost measure CBT , and the
sum of absolute pixelwise differences (SAD), CSAD(x, y, d).
The computationally light SAD measure was chosen for this
work.

B. SGM Optimisation Step
For a particular scan direction v, the optimised cost

Lv(p, d) for a pixel position p and disparity d is recursively
given as:

Lv(p, d) = C(p, d) + min(Lv(p − v, d),

Lv(p − v, d − 1) + P1,

Lv(p − v, d + 1) + P1, Mp,v + P2) − Mp,v

(3)

where Mp,v = min
i

Lv(p− v, i) is the minimum matching
cost for the previous pixel position, p−v. The regularisation
parameters, P1 and P2 (P1 ≤ P2), are set with respect to local
matching window size since pixel-wise costs are summed.
Costs Lv are summed over directional scans through the cost
volume:

S(p, d) =
n∑

i=1

Lvi
(p, d) (4)

where n is the number of scan directions and the upper
limit for S is S ≤ n(Cmax + P2), here Cmax can be set to
an arbitrary ‘large’ value, dependent on an implementation’s
primitive data type. Finally, the disparity for pixel p can be
chosen by taking the minimal aggregated cost of the column
S(p, ∗) - doing this for all pixels generates the scalar disparity
map D(x, y), d ∈ [dmin, dmax].

Occlusions can be found by comparing disparity maps
generated using the costs from matching the base image to
the match image, Db, and costs from match to base, Dm. The
final disparity map, D, can be marked with invalid disparities,
dinvalid, if the two conjugate disparity values from both maps
differ by a threshold φ:

D(p) =

{
Db(p) if |Db(p) − Dm(q)| < φ

dinvalid otherwise (5)

The computational complexity of the algorithm is
O(WHdrange) [12], where W, H are the dimensions of the
input images and drange = dmax−dmin is the disparity range.
Here, the number of optimisation passes and local matching
window size are the parameters that most influence computa-
tion time. Regularisation parameters P1 and P2 control how
smooth the disparity volume should be and act to remove
noise. When P1 = P2 = 0 the algorithm functions as a simple
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winner takes all (WTA) approach. With a single optimisation
pass along scanlines, SGM performs as a traditional dynamic
programming stereo algorithm. This scalability allows a wide
generation of GPUs to be supported.

Our implementation of SGM supports up to 8 passes and
on an Intel Core i7-2600 Quad Core 3.4 Ghz, 16 Gb RAM
and Nvidia GeForce GTX580 graphics card, the algorithm was
capable of ≈ 25 fps with 8 passes and ≈ 85 fps with a single
optimisation pass for test images of 640 × 480 pixels.

V. NEW COST MEASURE FOR STEREO MATCHING USING
HMAX FEATURE VECTORS

First let CHMAX(x, y, d) define the pairwise absolute dif-
ference between feature vectors, Fl and Fr (as described in
Sec. III) summed for a local image window:

CHMAX (x, y, d) =
∑

|F (x, y, k) − F (x − d, y, k)| (6)

The complete cost measured is formed by adding the
CSAD(x, y, d) cost measure as follows:

CF (x, y, d) = αCHMAX (x, y, d)+ (1−α) · s ·CSAD(x, y, d)
(7)

This final measure has an adjustable weighting coefficient,
α ∈ [0, 1], for a tradeoff between the original matching cost
and the additional information provided by the hierarchical
feature model, here s is an empirically chosen normalisation
factor.
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Fig. 3. Analysis of improvement made by the new cost measure CF for a set
of stereo images with ground truth from the Middlebury 2005 stereo dataset
[4]. The plot shows the improvement (decrease in absolute disparity errors,
measured in pixels, between generated disparity and ground truth) made by
gradually increasing the contribution of the HMAX feature response cost,
(CHMAX , as α is increased from 0 to 1 (refer to Equ. 7).

VI. RESULTS

Figure 4 presents results of the proposed framework when
applied to the stereo correspondence problem. A stereo pair
consisting of strong occluded regions can be difficult to
reconstruct, Fig. 4a shows an example of this situation where

a stereo image of a test subject has been taken (256 × 256
pixel images). Stereo matching was performed on this pair
using the same settings, P1 = 1, P2 = 10 and the number
of features k = 13, while only altering the cost function
being used. When the original cost function, CSAD, is used
the algorithm handles textureless regions well but at the same
time regularises over occluding boundaries - Fig. 4e. The new
cost CF (x, y, d), given in Equ. 7 with a = 0.4, manages to
preserve boundaries while retaining good regularisation over
homogeneous image regions - Fig. 4f. Fig.4d shows improved
reconstruction for the test subject’s face region using the new
cost measure - a zoom in of this region in Fig. 4e and Fig. 4f
shows this more clearly.

Figure 3 shows the quantitative improvement made by the
new cost measure CF (Equ. 7) applied to a stereo dataset ob-
tained from the Middlebury website (the 2005 Stereo datasets
with ground truth) [4]. Here the contribution of the HMAX
features (CHMAX ) is gradually increased by adjusting the
contribution parameter α in Equ. 7. The average absolute
disparity difference, measured in pixels, between the stereo
reconstruction and the provided ground truth were measured
for different values of α. The most noticeable improvement is
between not using the HMAX features (α = 0) to ≈ 0.25
when the plots for all image test sets show a consistent
improvement. For all test sets, when α > 0.25 the accuracy
remains stable and does not change, this points to the HMAX
features containing the same intrinsic information as what
the MSE measure provides, making the MSE component
unnecessary after a point.

VII. CONCLUSION AND FUTURE WORK

This paper has proposed an integrated framework for feature
extraction and stereo vision. In doing so, a new stereo match-
ing cost measure has been created which, when used with the
SGM stereo algorithm, is capable of improving the robustness
of depth reconstruction of a scene. Design choices were made
with a view for parallelisation and future work looks at a
complete GPU implementation. The SGM algorithm has been
implemented on the GPU and as an example of reduction in
computation time, a greater than 90 fold speed increase over
the CPU implementation on an Intel Core i7 960 @ 3.2 GHz
was observed using the CUDA API and a NVIDIA GTX 470
graphics card.

Now that a framework has been proposed, further analysis
into the best choice of number of Gabor and local maxima
poolings should be investigated. An analysis on their indi-
vidual weightings within the feature vector would determine
what tradeoffs in computation time and matching accuracy
can be made. Intuitively, a feature analysis should cover a
range of scales and orientations to obtain enough information
to uniquely identify local pixel regions.

As a next step, an investigation into how depth information
can be used for feature matching within this framework will
be pursued. This requires calibration of the cameras to obtain
metric information instead of relative disparity values. A step
to remove positional invariance in the depth volume would
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(a) Left image of stereo
pair 1.

(b) Right image of stereo
pair 1.

(c) Using only the
CSAD(x, y, d) measure -
the depth around the face region
is poor.

(d) Using the new cost measure,
CF (x, y, d), the face depth is
better estimated.

(e) A zoom in of the face region.
Using only the CSAD(x, y, d)
measure.

(f) A zoom in of the face re-
gion, using the new cost measure,
CF (x, y, d). Despite being low
resolution, there is a better delin-
eation of the face region using the
new measure.

Fig. 4. Example visualisation. The test stereo image has a low disparity range
but using the new cost measure CF helps give more robust depth estimates.
Comparing Fig. 4e and Fig. 4f one can see a larger region of greater disparity
instead of only the head shape being delineated.

also need to be investigated, akin to the local maxima pooling
operation over scales in the HMAX model.
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Abstract—Genetic Programming (GP) has been used for edge
detection, but there is currently little work analysing the in-
formation existing in the evolved detectors. In this paper, the
diagonal derivatives found from detectors evolved by GP will be
investigated and they will be applied to two existing detectors.
Experimental results on some natural images show detectors with
diagonal derivatives only can perform edge detection better than
the traditional horizontal and vertical derivatives. This explains
why GP tends to evolve detectors with diagonal derivatives.

I. INTRODUCTION

Edge detection is a well developed area of image analysis.
There are many existing methods for extracting edge features
based on discontinuity of the boundaries between different
objects or regions [1][2]. Detectors based on differentiation
can detect image edges quickly, and they are useful for
extracting features from images, especially for untextured
images [1][2][3].

Derivatives are often used to extract edge features for edge
detection [1][2]. However, the computation of the derivatives
of a digital image is an ill-posed problem [4] because there are
not unique solutions for derivatives. Many methods approxi-
mate different directional derivatives of an image, especially
for the horizontal and vertical directions, but it is hard to obtain
the perfect approximation for these derivatives.

Genetic Programming (GP) has been employed for object
detection and image analysis since the 1990s [5], but there are
only a few reports for edge detection [6]. Since the use of a
window filter is popular for edge detection, GP has been used
for designing and optimising window filters to be used locally
in a moving fashion in full images. In our previous work,
GP is used to automatically search neighbours and construct
features for edge detection [6]. Based on the analysis of those
detectors evolved by GP, it is possible to find a potential way
to extract good features based on differentiation.

A. Goals
The overall goal of this paper is to investigate the informa-

tion found in GP edge detectors, namely the diagonal deriva-
tives for edge detection. In our previous work [6], we have
found that GP did a very good job for edge detection compared
with other traditional edge detectors such as the Sobel detector.

In addition, a large number of edge detectors evolved by GP
include diagonal derivative information although the sizes of
the local regions describing such information are different. In
particular, all the good detectors always contain subtrees with
the diagonal derivative information, suggesting that diagonal
derivative information is important for edge detection. How-
ever, it is not clear whether this is really true.

The goal of this paper is to investigate whether the diag-
onal derivative information is important for edge detection.
Specifically, we investigate:

• why the diagonal derivatives are often chosen by GP
edge detectors;

• whether the edge detectors with the diagonal derivatives
only can do a good enough job for edge detection; and

• whether the diagonal derivative information is more
important than the traditional horizontal and vertical
derivatives.

To achieve this goal, we will rotate some traditional edge
detectors and add the diagonal derivative information to form
new edge detectors. We will examine and compare the new
detectors with the original edge detectors on a number of
benchmark images with ground truth chosen from well known
image datasets.

In the remainder of the paper, Section II briefly describes
the background of edge detection using differentiation and
introduces how to use GP to evolve edge detectors. Sections
III and IV develop the diagonal derivatives and analyses the
difference between the diagonal derivatives and the standard
(horizontal and vertical) derivatives. Section V describes the
experimental results with discussion. Section VI gives conclu-
sions and future work directions.

II. BACKGROUND

A. Differentiation for Edge Detection
Discontinuities of the input luminance profile are used to

mark points with high gradient magnitudes. For obtaining pixel
gradients, different approximations for different directional
derivatives are used. The approximation for the horizontal (0◦)
derivative (Gx) and the vertical (90◦) direction derivative (Gy)
in the Prewitt detector [7] are given in Fig. 1. The gradient
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(a) Gx (b) Gy

Fig. 1. 3× 3 window Prewitt detector.

(a) G45 (b) G135

Fig. 2. 2× 2 window Robert cross detector.

(a) Gx (b) G45

Fig. 3. Two kernels in Kirsch operators.

magnitude is given by equation (1). Beside the horizontal
and vertical derivatives, other directions, like 45◦ and 135◦

are used for estimating gradient magnitudes. The Robert
cross detector [1] gives the maximum response at 45◦ and
135◦, and the two kernels are shown in Fig. 2. The gradient
magnitude is given by equation (2), where G45 means the
45◦ derivative, and G135 for the 135◦ derivative. In addition,
some detectors approximate different directional directives and
then combine them together for gradient magnitudes [8]. For
example, Kirsch operators [9] use 45◦ and 135◦; Fig. 3 shows
the weights for G45 come from the Gx by rotating by one
pixel around the determining pixel.

G =
√
Gx

2 +Gy
2 (1)

G =
√
G45

2 +G135
2 (2)

B. Genetic Programming for Edge Detection using a Single
Artificial Image

Genetic Programming has been successfully applied to
various fields and the solutions are often human competitive
[10]. In our previous work [6], we used the function shiftn,m
to search pixels to extract features for edge detection and ob-
tained reasonable results. Here “shiftn,m” is a main operator,
meaning that the image will shift n columns and m rows. If
n is negative, it shifts to left, otherwise shifts to right. If m is
negative, it means shifting up, otherwise down. For example,
“shift1,0” and “shift−1,0” mean that the input image will be
shifted right and left by 1 column, respectively, and “shift0,1”
and “shift0,−1” will make the input image shift up and down
by one row respectively. For image x, G135 in Fig. 2 can be
expressed x− shift1,1(x).

Fig. 4. Tree expression for the Robert cross detector, where “x” is the input
image x, “SQ” is square, “R”, “D” and “RD” mean shift1,0, shift0,1 and
shift1,1 separately.

In order to set up a GP system, a terminal set and
a function set are required. The terminal set in our GP
system only contains the entire image x and random con-
stants rnd in the range of [−10, 10]. The function set is
{+,−,×, /, shiftn,m, abs, sqrt, square}. All these functions
are able to operate on the input image matrix. The +, −,
×, abs, and square have their usual meanings. The square
root function “sqrt” is protected, which produces a result of
0 for negative inputs. Division “/” is also protected, producing
a result of 1 for a 0 divisor. G (equation (2)) for the Robert
cross detector (Fig. 2) can be described as one genetic program
with tree expression (see Fig. 4).

To detect edges in natural images with noise, textures and
complex background (rather than very simple toy images), we
choose grey level images instead of binary ones. To reduce
the evolutionary training computational cost, we use a single
carefully designed grey level image to form the training set
instead of using a large number of natural images. The key
point here is to design such an artificial image that has
reasonable coverage of different edges and some noise levels
from which the GP evolutionary process can automatically
evolve good edge detectors.

Such a training image we designed is shown in Fig. 5(a).
There are 4 directions: horizontal, vertical, 45◦ and 135◦.
In the centre, it is a square whose pixel values are slightly
increased by row. Except for the square, each of the triangular
sections contains a small level of noise. Pixel values of these
sections are set to μ + rand(−1, 1) × δ, where μ and δ are
constants, and rand(−1, 1) is a random value in [−1, 1]. All
these sections have a different value of μ, but the same level of
δ (δ = 5). The μ values for every two neighbouring sections
have the same gap (except the square). The image size is
31×31. As the size of the image is very small, we enlarged it
for presentation convenience in Fig. 5(a). Note that the noise
level is not large, so the noise cannot be clearly seen in the
image, particularly on the printed version. Fig. 5(b) is the
ground truth which only contains one side of each edge. Note
that the edge in the ground truth is much thicker than it should
be due to the enlargement for presentation.

We treat the edge detection task as a binary classification
task (with the edge pixels as the main class) in the evolutionary
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(a) The training image (b) The ground truth

Fig. 5. The training image and its ground truth.

training process. Since the artificial image is not strongly
unbalanced on the two classes (edge points or not), the fitness
function is perror, which is the number of pixels that are
incorrectly classified as a proportion of the total number of
pixels in the image. We do not allow offset for the marking
edge pixels and do not perform thinning operations.

III. ANALYSIS OF GENETIC PROGRAM DETECTORS

Three detectors evolved by GP are shown below, where
sm,n stands for shiftm,n(x), and Gi(x) is the response of
the GP edge detector i (i = 1, 2, 3) on the whole image x.

G1(x) =
√
s0,−1 × (x− 9.19− s−1,−1) +(

4.01 + s−1,0 − 2x−

√
s0,−1 × (x− s0,1 − 9.19)

)2
s1,0

+(s1,−1 − x+ 9.19)×
√
shift0,−1(

√

x)

G2(x) =
√
x−

∣∣ 2.8153
s2,2−s3,2

∣∣ −
√
s−1,−1 − x+ s0,−1 − s1,0

G3(x) =
(√√

x−
√
s−1,−1 + 2x− s1,0 − s0,1 − 2.272

)2
According to these detectors, GP can find differentiation
and approximate directional derivatives, especially diagonal
derivatives. For detector G1(x), we can see x−shift−1,−1(x)
(135◦), shift1,−1(x) − x (45◦) and x − shift0,1(x) (90◦).
Detector G2(x) contains shift−1,−1(x) − x (45◦) and
shift0,−1(x)−shift1,0(x) (45◦). Different from directly con-
taining diagonal derivatives, detector G3(x) does not contain
diagonal derivatives, however 2x− shift1,0(x)− shift0,1(x)
is the combination of 0◦ and 90◦, and is a response in
the diagonal direction. In addition,

√

x −

√
s−1,−1(x) can

be considered one part of diagonal derivatives based on the
transformation (by square). To sum up, GP edge detectors are
sensitive to the diagonal directions.

IV. DIAGONAL DERIVATIVES

We employ GP to evolve new detectors and then analyse the
good detectors. Experimental results show that differentiation
based on the diagonal directions has high occurrences in
these good detectors. However, why GP evolves diagonal
derivatives is not clear and whether a detector with only
diagonal derivatives can do a good job for edge detection
needs to be investigated. Although the Robert cross detector
is based on the diagonal derivatives, it does not outperform
other detectors, such as the Prewitt detector.

(a) G45 (45◦) (b) G135 (135◦)
Fig. 6. The Rotated detector with the four diagonal pixels for approximating
derivatives.

(a) G45 (45◦) (b) G135 (135◦)
Fig. 7. Diagonal derivatives by rotating 3× 3 Prewitt.

To answer this question, only the diagonal pixels are used to
construct differentiation in this paper. We rotate the horizontal
and vertical directions by 45◦ so that we can obtain the diag-
onal derivatives. Therefore, we can use the existing methods
for approximating the directional derivatives. The difference
between the existing methods and the proposed method for
approximating diagonal derivatives is that the existing methods
use pixels adjacent to the determining pixel to approximate the
directional derivatives and combine them with the horizontal
and vertical directions to determine pixels as edge points or
not, but the proposed method only rotates the horizontal and
vertical directions to obtain different directional derivatives
and therefore we only use the diagonal directional derivatives
to detect edges.

For approximating the diagonal derivatives, we use the four
pixels from the diagonal position in a 3 × 3 window based
on the rotation, see Fig. 6. We call the detector as “Rotated”
detector. The extracting method is different with the Robert
cross detector. The Rotated detector contains pixels from the
diagonal position in a 3 × 3 window, but the Robert cross
detector only contains two nearest diagonal pixels. For a 3×3
window detector, such as Prewitt detector, the kernels (Fig. 1)
are rotated by 45◦ and we obtain two new diagonal kernels
for G45 and G135, see Fig. 7. We call the detector as “Rotated
Prewitt” detector.

Fig. 8 shows how to approximate the 45◦ directional deriva-
tive (G45) for pixel P5 (the determining pixel). We use the
pixels P1, P9, and X1 to X4 to approximate the G45. For
the Prewitt Gx (Fig. 1 (a)), the pixels P1, P4, P7, P3, P6
and P9 are used. G45 does not cover the four pixels nearby
to pixel P5. The rotated kernels slightly weaken the response
for the horizontal and vertical direction edges, but improve
the ability of the response of other directions, especially the
directions around 45◦ and 135◦. Therefore, detectors based
on the diagonal derivatives can balance response for edges
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Fig. 8. Pixels for obtaining 45◦ derivatives in the rotated Prewitt detector

(a) 3096 (b) 42049

(c) 101085 (d) 119082

(e) 197017 (f) 227092

(g) 296059 (h) 361010
Fig. 9. Test images from Berkeley Segmentation Dataset

with different directions, which is different from the traditional
methods which mainly focus on the response for the horizontal
and vertical edge. The balance of response with different
directions makes the difference of their gradient magnitudes
decrease and avoids a high threshold value filtering weak
response at some directional edges by using the horizontal
and vertical kernels. Therefore, diagonal derivatives could
give reasonable response for edges with different directions,
and detectors only using diagonal derivatives might be able
to detect edges. In addition, the diagonal derivatives have
good responses for corner edge points. For instance, let the
intensities of pixels P5, P6, P8, P9, X2 and X3 be 1,
and the others be 0; then the rotated Prewitt detector has
stronger response (G = 3) than the original Prewitt detector
(G = 2

√

2).

V. EXPERIMENTS AND RESULTS

A. Image Dataset and Evaluation Method
The Berkeley Segmentation Dataset (BSD) [11] is very

popular for image contour detection (including edge detection)
and image segmentation [12]. All images come from different

TABLE I
COMPARISON Fmax AMONG ROBERT, PREWITT AND ROTATED

DETECTORS FOR NATURAL IMAGES

Four Pixels Six Pixels
Image Robert Rotated Prewitt Rotated Prewitt

3096 0.8533 0.8573 0.8526 0.8664
42049 0.9216 0.9277 0.9258 0.9105

101085 0.5743 0.6114 0.6129 0.6342
119082 0.6987 0.7044 0.7090 0.7298
197018 0.6269 0.6982 0.7096 0.7432
227092 0.8758 0.8806 0.8735 0.8906
296059 0.6932 0.7682 0.7711 0.8038
361010 0.6274 0.6475 0.6505 0.6685

natural places. Some test images are shown in Fig. 9. We use
these eight images to test the performance for the diagonal
derivatives. For evaluating detector performance, the ground
truth is combined by different human observers (five to eight
persons); the first column of Fig. 13 are the ground truth for
the eight images in Fig. 9.

F -measure is a balanced measure between precision and
recall, and it is used to evaluate edge detector performance [3],
[12]. Precision (ppre) is the ratio of the number of correctly
marked edge points to the total number of marked edge points,
and recall (prec) is the ratio of the number of correctly marked
edge points to the total number of true edge points. F -measure
(F ) is defined in equation (3), where α is a weight factor
(0 < α < 1) usually equal to 0.5. We evaluate detector
performance by the method used in [3]. For threshold level
i (i = 1, 2, 3, . . . , N ), we have precision ppre,i and recall
prec,i, and then obtain Fi (see equation (4)) for the evaluation.
Based on 60 (N = 60) different threshold values, we select
the maximum Fmax (see equation (5)) as the final result. For
getting Fi, the detecting response (gradient magnitude) will be
used to generate a binary image based on the threshold level i,
and then we employ a thinning operator to obtain a thin edge
map (only one pixel width). The one pixel width edge map
will be matched with the ground truth and then we evaluate
ppre,i and prec,i based on the optimal matching between the
marking edge map and the ground truth.

F =
ppreprec

αppre + (1 − α)prec
(3)

Fi =
2ppre,iprec,i
ppre,i + prec,i

(4)

Fmax = max
i=1,2,3,...,N

Fi (5)

B. Results
Table I shows the results for the eight test images. From the

overall view, we can see the rotated Prewitt detector obtains
the best performance, except for the image 42049. Compared
with the Robert cross detector, the Rotated detector improves
the Fmax for each test image, especially for images 101085,
197018 and 296059. Compared with the Prewitt detector, the
Rotated detector has very close performance for the eight test
images, even though the Prewitt detector covers the four di-
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Fig. 10. Recall and precision from different detectors for image 42049
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Fig. 11. Recall and precision from different detectors for image 119082
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Fig. 12. Recall and precision from different detectors for image 119082

agonal pixels and additionally uses another two pixels around
determining pixels. Comparing the Prewitt detector with the
rotated Prewitt detector, we can see the Prewitt detector only
has higher Fmax for the image 42049. However, the difference
of Fmax for the Prewitt detector and the rotated Prewitt
detector is less than 0.0153, and both detectors obtain very
high performance for the detecting image. For images 119082,
197018 and 296059, the rotated Prewitt detector obviously
improves the detecting performance. Therefore, the diagonal
derivatives can detect edges and improve the detecting perfor-
mance.

Fig. 10, 11 and 12 show the details for the test images
42049, 119082 and 296059. In these figures, the sets of recall
(prec,i, horizontal axis) and precision (ppre,i, vertical axis)
are obtained based on the different threshold level i; and
“@” means the position for Fmax. For the image 42049, the
four detectors have very similar performance based on the
different threshold level i, the slight difference occurs when

the recall is very high. All of the four edge detectors have good
detecting performance for the test image 42049. However,
for test images 119082 and 296059, it is remarkable that the
rotated Prewitt detector has the best detecting performance.
The Robert detector cannot compete with the others for both
test images, and the Rotated detector almost has the same
performance with the Prewitt detector. It shows that edge
detectors with the diagonal derivatives only can successfully
perform edge detection in these images.

Fig. 13 shows the detecting results for the eight test images
from the Robert cross, Rotated, Prewitt and rotated Prewitt
detectors. These edge maps are normalised and then mapped
to greyscale. Comparing the Rotated (Fig. 6) and the rotated
Prewitt detectors with the Robert and Prewitt detectors, we
can see the former detectors have strong response at the
boundaries of the eight test images (the greyscales of these
pixels at the boundaries of these detecting results by the
former detectors are higher than the latter). Although the
former detectors give response to the noise, such as the grass
in images 197017 and 361010, the responses for the noise
are remarkably weaker than the response at the boundaries.
The improvement indicates reasonable response for different
direction boundaries. This explains why GP tends to evolve
detectors with diagonal derivatives.

VI. CONCLUSION

The goal of this paper was to investigate the diagonal
derivatives used for edge detection. Based on the analysis of
detectors evolved by GP and experimental results for natural
images, we find the diagonal derivatives are often used to
construct good detectors. Based on the comparisons of the
Rotated and the rotated Prewitt detectors with the Robert
and Prewitt detectors, the diagonal derivatives can be used to
detect edges by themselves and improve the performance for
the response of different directional edges. The experimental
results explain why the diagonal derivatives are easily chosen
by GP. In other words, they show that GP can help us to find
good knowledge for edge detection based on the analysis of
detectors evolved by GP.

The analysis of detectors evolved by GP requires back-
ground knowledge of edge detection, and it is hard to do
statistics for potentially useful information existing in good
detectors automatically. For future work, we will investigate
efficient methods to find good detectors with GP, and extract
more useful information based on the analysis of these detec-
tors evolved by GP. We will also investigate the influence of
using diagonal derivatives in other detectors.
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Abstract—In this paper, we proposed an assessment of three 
techniques in color image clustering that is efficient enough to be 
applied to databases namely, Hierarchy, K-Means and Fuzzy C-
Means clustering techniques. Color image histograms in the RGB 
space and CIEL*a*b space is processed in three clustering 
algorithm. The details of the three clustering techniques are 
compared for its accuracy. Furthermore, the computation 
algorithm is developed into a GUI application by MATLAB for 
its convenient use. In this experiment, 100 color images is 
classified into 10 clusters. The results that we obtain from each 
cluster are based on the RMSE (Root Mean Square Error), 
Entropy, and Purity. The result indicates that Fuzzy C Means 
method as a clustering technique shows the most clustering 
efficient, proven by its RMSE which obtains the least difference 
in error. The mean of the results in terms of Entropy and Purity 
is also at the minimum. However, clustering techniques such as 
K-Means and Hierarch shows lower clustering quality as it is 
illustrated in the results. 

Keywords-hierarchy; k-means; fuzzy c-means; clustering; color 
spaces 

I. INTRODUCTION

Recently, the problem of the color images clustering is far 
more complexed than early days. It is almost impossible for 
human to do all of the work without the assistance of machines. 
Clustering data is effect to many applications in image 
processing such as improving speed for image retrieval [1], 
increasing precision of the object image recognition, or 
reducing the complexity of ontology system processing [2]. 
Furthermore, there are distinctively several clustering 
techniques which are proposed such as supervised, semi-
supervised, and unsupervised techniques [3]. However, only 
few literatures address the comparison of clustering techniques 
performance.  

In this research, we attempt to compare unsupervised 
clustering efficiency in color space RGB and CIEL*a*b. The 
clustering methods compose of three techniques namely K-
Means (KM) clustering, Hierarchical clustering, and Fuzzy C 
Means (FCM) clustering. The focus of this paper is also to 
compare the advantages of three clustering algorithms; 
hierarchical clustering, K-means clustering, and Fuzzy C-
means clustering, respectively. This distinguished objective is 
addressed for color images, on the basis of color histograms of 

RGB and CIEL*a*b in the color space [4]. Our paper evaluates 
the methods of error detection based on RMSE (Root Mean 
Square Error). The efficiency of data clustering in this case can 
be analyzed by entropy and purity measures [5]. This paper is 
organized accordingly to each section. Our second section 
includes relationship of color space and histogram 
manipulation. The third section discusses about the three 
clustering algorithms on its principles: Hierarchy, KM, and 
FCM. The fourth section is about the clustering efficiency of 
each method. The fifth section is the experiments and 
comparisons. Finally, all sections are concluded. 

II. COLOR SPACES AND HISTOGRAM MANIPULATION

A. Relationship of RGB and CIEL*a*b color space 
In digital color image, we consider color image in RGB 

space or CIEL*a*b space [6]. Due to the fact that RGB color 
space and CIEL*a*b color space are part of the color space in 
order to widely used since 1931 [7], we therefore, chose this 
method to test the clustering performance in terms of its 
efficiency. Color images with different data in color space will 
be transformed into CIEL*a*b.  Each visible color has 
nonnegative coordinates X, Y, Z. which consist in trichromatic 
diagram as shown in figure 1.(a)  

                (a)                              (b)                                    (c)   

    Figure1. Color spaces (a) Trichromatic diagram with standard D65, (b)        3 
dimensions of chromatic diagram, and (c) CIEL*a*b in 2 dimension 

   The RGB transformation algorithm to CIEL*A*B in digital 
color images is as described below.  

• Set the reference values as in X, Y, Z according to the 
standard  D65 (D65  is Daylight at 65005 K)  ;  
X=95.047, Y=100, Z=108.883 

• Normalize X, Y, Z  the transfer to x, y, z 
• Calculate;   L, *a, *b ; 

 L    = (116 ⋅ y) -16    (1) 
 *a   = 500 ⋅ (x-y)   (2) 
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 *b  = 200 ⋅ (y – z)    (3) 

In this research, we used srgb2lab command in MATLAB 
to transform into color space model. 

B. Color histogram manipulation 
The color histogram always used to be the characteristic of 

color image. It is constructed by counting the number of pixels 
of each color. In this work, the color histogram manipulation 
refers to the probability mass function of the image intensities. 
Formally, the color histogram is defined by  

),,(Pr),,(,, cCbBaAobNcbah CBA ===⋅=         (4) 

Where, A, B and C represent the three color channels (R, G, B) 
and N is the number of pixels in the image. Computationally, 
the color histogram is formed by discretizing the colors within 
an image and counting the number of pixels of each color. 

Since the typical computer represents color images with up 
to 256 colors, this process generally requires substantiation of 
the color space. The color histogram can be thought of as a set 
of vectors. For color images, the color histograms are 
composed of 4-D vectors. One of the easiest is to view 
separately the histograms of the color channels. This type of 
visualization does illustrate some of the salient features of the 
color histogram [8]. 

III. CLUSTERING IMAGE TECHNIQUES

A. K Means Clustering 
      As it is mentioned in the introduction that k-means 
clustering method deals with minimizing average squares 
Euclidean distance [9]. The k- means algorithm of our works 
is first to perform a partition step which divides 'n' objects in 
the data set of 'k' categories. Given the partition into k groups 
and substitute each group with its average squared Euclidean 
distance as follows.     

                     
2)(

k
n

ik cxD −=           (5) 

Where Dk is the minimum distance of the centroid of the  
 Object.  

ck is the centroid of group kth, generated by random  
           k is the cluster number 

n is the number of images in the group; 1,2,3,…n
           xi

(n)is the image vector i in group n 

Convergence of the centroid in each group to settle, the new 
centroid (Cnew) is calculated as follow,    

2
)(xoldCx

newC
+

=

�

     (6) 

Where, Cold(x) is the old centroid value; x
�

is the image vector 

 In this case, the centroids or means of the categories is 
able to determine. The idea is that the clusters should not 

overlap and we have no labeled training set in clustering for 
which we know which data should be in the same cluster. A 
measure of how well the centroids represent the member of 
their clusters is the residual sum of square (RSS) or uncertain 
radius, the squared distance of each vector from its centroid 
summed over all vectors:    

                    ∑ ∈
−=

kx kk xRSS
ω

ωμ 2)(
��

                              (7) 

Where )( kωμ
�

 is the center or centroids of the document of 
cluster ωk

   RSS is an objective function in K-means and the key is to 
minimize it. A measure of how well the centroids represent 
their data is subjected to the fact that minimizing RSS is 
equivalent to minimizing the average squared distance for 
which 'n' is fixed. The member in the data set is determined by 
the shortest average squared Euclidean distance from the 
centroid. The shortest path will discriminate the data as the 
step consecutively repeat its iteration and stop as the centroid 
is constant and stable. The process of k-means algorithm in 
this paper is as shown in the figure 2. 

Figure2. Flow chart of K Means algorithm 

In this process, the first step is to arbitrarily set the 'k' into 
perspective number of groups. For instance, in this paper we 
set to 10 clusters, k=10. Then follow by initializing the centroid 
for each cluster and find the shortest path for Average Square 
Euclidean distance in order to eliminate the RSS from the 
objective function. In this clustering section, we used Kmeans
command in MATLAB to conduct the clustering process. 

B. Hierarchy Clustering 
   A concept hierarchy consists of two parts: a node set and 
link set [10]. This paper extends the distance hierarchy 
structure with link weight. Each link has a weight representing 
a distance. It is also a better mechanism to facilitate the 
representation and computation of the distance between 
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categorical values. We can consider hierarchy structure as 
follows. Suppose, A point X in a distance hierarchy consists of 
two parts, an anchor and a positive real value offset, denoted 
as X(N,d),that is, anchor(X)= N and  offset (X)=  d. The anchor 
becomes leaf node and the offset represents distance from the 
root of hierarchy to the point. A point X is an ancestor of Y if 
X is in the part from Y to the root of the hierarchy. Let 
X(Nx,dx) and Y(Ny,dy) be two points, the distance between X 
and Y can be defined as [11]

         ),(2 YXLCPyx dddYX −+=−          (8) 

Where LCP(X,Y) is the least common point of X and Y in the 
distance hierarchy, dLCP(X,Y) is the distance between the least 
common point and the root. 

Hierarchical clustering technique can be easily expressed in 
binary tree graph or dendrogram. It represents the relationship 
of the clusters, sub clusters, and level of clusters. In our work, 
the hierarchy clustering command in MATLAB is also 
conducted in the clustering processes. Those are pdist, linkage
and cluster function respectively. 

C. Fuzzy C Means Clustering  
The Fuzzy C Means (FCM) clustering is the combination of 

fuzzy algorithm, C Means clustering, and thresholding 
algorithm [14]. The goal of clustering analysis is to divide a 
given set of data or objects into a cluster, which represents 
subsets or a group [12]. The partition should have two 
properties. Those are homogeneity inside clusters and 
heterogeneity between the clusters. 

1) Clustering 
    In our work, a partition, P is a set of disjoint subsets of E 
and the element Ps of P is called cluster and the centers of the 
clusters are called centroids or prototypes. The membership 
functions do not reflect the actual data distribution in the input 
and output spaces. To build membership function from the 
data available, a clustering technique may be used to partition 
the data, and then produce membership functions from the 
resulting clustering.  

2) C Means 
   Many techniques have been developed for data clustering. In 
this paper c-means clustering is used for data grouping or 
classification when the number of the clusters is known. It 
consists of the following steps: 

Step 1: Choose the number of clusters-K 

Step 2: Set initial centers of cluster C1, C2,…, Ck ;  

Step 3: Classify each vecter X1= [x11, x12,…x1n ]T into the 
Closest center Ci by Euclidean distance  

    measure:  || xi – ci||  = min || xi – ci ||         

Step 4: Recomputed the estimates for the cluster enter Ci;       
let Ci = [Ci1, Ci2, …Cin]T ;  Cim be computed by: 

i
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                            (9) 

 Where Ni is the Number of vectors in the i-th cluster  

Step 5: If more of the cluster center (Ci = 1,2,…,k) in step 4 
stop; otherwise go to step 3 

    In practice, the criterion function used for fuzzy C- means 
clustering is; 
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Where X1 ... Xn - ‘n’ data sample vector, V1…Vc   - ‘c’ denotes 
cluster centers (centroids);  U= Uik

cxm matrix, where Uik is the 
i-th membership value of the k-th input sample xk, and  The 
membership values satisfy the following conditions: 
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3) Thresholding 
     Here fuzzy c means clustering [13] is used based on 
thresholding. In normal fuzzy c means clustering the segment 
part cannot be seen clearly. For this reasons, thresholding is 
applied to extract the region color of input part. 
    For our work for FCM clustering, the Fuzzy Logic Toolbox 
command line function, fcm, assigns every data point a 
membership grade for each cluster. By iteratively updating the 
cluster centers and the membership grades for each data point. 
FCM iteratively moves the cluster centers to the right location 
within a data set. 

IV. CLUSTERING EFFICIENCY

      Clustering efficiency is always used to indicate accuracy 
of the image cluster.  The three main components to define the 
quality of our clustering methods are RSME, purity, and 
entropy. These three components display several aspects of the 
data and centroid as well as the clustering quality [14]. 

A. Root Means Square Error 
    RMSE is the solution of the square root from mean square 
error which can be expressed as the equation below [15]. 

∑
=
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n

t
tt YY

n
RMSE

1

2)(1                                 (11) 

Where Yt is the color values of each pixel in the cluster and tY
is the mean color value of pixel in each cluster.    
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B. Purity
       In each and every clustering algorithm the measurement 
of cluster quality is required and the well-known 
measurements are purity and entropy. Purity measurement can 
be expressed as the equation below [16]. 

       kj

ckj
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=                               (12)

Where |cj | is the amount of members in category 'j'. And cj,k  is 
the member date of cluster 'k'. However, each category may 
consist of members from several categories. Purity is under 
the range of [1/c,1]. As the value as approaches 1, it is proven 
that clustering quality is higher. 

C. Entropy 
The concept of entropy was used to measure structural 

complexity. Several invariants such as the number of vertices, 
the vertex degree sequence, and extended degree sequences 
(i.e., second neighbor, third neighbor etc.) have been used in 
the construction of entropy-based measures [17]. Entropy is 
chosen arbitrarily from a pile of data to measure the 
relationship between the members. 
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We can wide spread the probabilities out of the initial scope 
because entropy determines the partition of each category 
under one group. This made entropy more precise than purity. 
On the other hand, when entropy is normalized in the range of 
[0,1] the value approaches zero performs better clustering 
quality.  

V. Methodology 

       The procedure of this experiment is as shown in figure 3. 
The query image of 100 colored images in total is executed by 
MATLAB version 7.10. GUI is applied in order for the results 
to be displayed. The steps are as described below.  

1. Input color image RGB color space then convert 
RGB color space to CIEL*a*b color space.  

2. Compute for histograms of each image in order to 
proceed to the clustering step. 

3. Compare the color histograms by the mean of the 
data. Then categorize the data using both 
hierarchical, k-means and Fuzzy C Means clustering 
method. 

4. Solve for RMSE, entropy, and purity of each cluster 
to define the clustering quality of the data. 

A.   Constructing GUI 
     The displaying methods on the GUI consist of the top left 
which we fill in the number of 'k' groups and choose the 
clustering methods; hierarchy or k-means or fuzzy c means. 
Reset the program to start over. The second part of the GUI on 

the left is where the centroid of color and the data member of 
each category are displayed. The left most button is where the 
value of each data and the output of each cluster is illustrated 
from the first to the tenth cluster. If the output cluster is 
greater than 10 'Next' button will display the rest of the data. 
The last part of our GUI is where the output images of 10 
columns and rows are displayed. 

Figure 3. diagram of color image clustering  

VI. EXPERIMENTS

       The image data in the test consist of 100 images of roses 
in different colors. Some examples of the testing data are as 
shown in figure 4. The experiment has separated the data into 
10 clusters using the three techniques mentioned above; k-
means, hierarchy, and fuzzy c means. We also test the color 
both from RGB and CIEL*a*b color space, respectively. The 
results demonstrate the comparison of six cases as shown in 
figure 5-10. In the first case, figure 5 and 6, is where we 
compare k-means algorithm with the difference of two color 
space models. 

1-20 

21-40 

41-60 

61-80 

 81-100 

            

   Figure 4. some color images (1-100) for testing  

    The experiment has separated the data into 10 clusters using 
the three techniques mentioned above; K-Means, Hierarchy, 
and Fuzzy C Means. We also test the color both from RGB 
and CIEL*a*b color space, respectively. The results 
demonstrate the comparison of six cases as shown in figure 5-
10. In the first case, figure 5 and 6, is where we compare K-
Means algorithm with the difference of two color space 
models. 
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Figure5. RGB color image clustering using K Mean method; k = 10 

Figure 6. CIEL*a*b color image clustering using K Mean method; k = 10 

The second case, figure 7 and 8, is the comparison of two 
color space models but using hierarchy clustering algorithm as 
the clustering method. In this case, we also set out 'k' value at 
10. 

Figure 7 RGB color image clustering using Hierarchy method; k = 10 

Figure 8 CIEL*a*b color image clustering using Hierarchy method; k = 10 

Figure 9 RGB color image clustering using Fuzzy C Mean method; k = 10 

Fig.10 CIEL*a*b color image clustering using Fuzzy C Mean method; k = 10 

   The third case is described in figure 9 and 10. It basically 
compares both color space models but the algorithm for 
clustering is Fuzzy C Means, instead. In our experiment for 
FCM clustering method, we have done the same as k-means 
and Hierarchy clustering method, by setting the 'k' value as 10 
for both input image in color space RGB and CIEL*a*b. 

A. Clustering Results 
      The six cases of clustering algorithms can be described as 
the results of RGB color space and CIEL*a*b color space in 
table I. The evaluation is based on 5 indices; cluster members, 
Centroid mean, centroid error (RMSE), entropy, and purity. 

TABLE I. NUMBER OF IMAGES IN EACH CLUSTER COMPARISON

Method FCM K - Means Hierarchy 
Cluster No. RGB CIEL*a*b RGB CIEL*a*b RGB CIEL*a*b 

1 15 14 6 7 3 1 
2 9 10 8 4 21 87 
3 9 8 12 11 1 1 
4 11 12 15 7 1 3 
5 13 3 3 3 55 1 
6 11 11 13 22 5 2 
7 4 9 4 3 1 1 
8 5 12 13 19 6 1 
9 11 9 9 8 5 2 
10 12 12 17 16 2 1 
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TABLE II. AVERAGE OF FIVE INDICES FOR CLUSTERING IN SIX 
CASES

Method FCM K - Means Hierarchy 
  Means RGB CIEL*a*b RGB CIEL*a*b RGB CIEL*a*b 

Purity 0.747 0.868 0.707 0.842 0.827 0.904 

Entropy 0.117 0.109 0.134 0.157 0.147 0.134 

RMSE % 3.058 6.96 3.375 7.98 1.692 2.085 

Centroid 84.61 77.75 131 149.56 78.22 90.38 

1) Results Analysis  
    Table I shows color images number of 10 clusters with-in 
RGB and CIEL*a*b color space by clustering with k means, 
hierarchy and fuzzy c means, respectively. From the results, 
FCM and K Mean algorithm can cluster its member both in 
RGB color space model and CIEL*a*b color space with 
neighboring members. However, the hierarchical clustering 
algorithms generate profusely distinctive difference. From 
table II, FCM determined the most accurate. That is to say it is 
about 3.058% and 6.96% tolerance for RMSE. The entropy 
and purity also proves its clustering performance which is 
between 0.117 and 0.109 and 0.747 and 0.868 respectively.
The performance of k-means clustering shows accuracy with 
the RMSE of 3.375% and 7.98%. The entropy is between 
0.134-0.157 and the purity is between 0.707 and 0.842. 
Hierarchical clustering cannot be considered in this case, since 
there is no sufficient reference that we can compare. 
Therefore, it is obvious that the algorithm is insufficient. 

VII. Conclusion 

This paper proposed an assessment evaluation to determine 
the sufficient most well known clustering technique such as k-
means, hierarchy, and fuzzy C means algorithm. The 
experiments are executed in MATLAB and a GUI is 
constructed to compute and display the results statistically. 
The research focus is on the clustering algorithms by 
referencing from color space models such as RGB and 
CIEL*a*b. The implemented algorithms are k-means 
clustering, hierarchical clustering, and fuzzy C means 
clustering, where the task is to cluster the data into 10 clusters. 
From the results we can conclude that the FCM algorithm is 
most sufficient and optimized, since it obtains an optimizing 
data member from the set centroid and Euclidean distance. 
Simultaneously, the entropy and purity are consistent. K-
means clustering algorithm is also a sufficient algorithm for 
clustering as well; however, it shows a lower performance 
than those of FCM. The values might vary due to the initial 
values that are chosen arbitrarily. Our last algorithm is 
hierarchical clustering algorithm which is proven from its 
result that it is not sufficient enough to cluster our data; 
especially, ambiguous data with perplexingly visible semantic 
gap. This is because the selection condition of this method is 
based on a binary tree algorithm. To sum up, this research 
hopefully provides better understandings to its principle of 
each represented clustering algorithm and would furthermore 
develop a better searching and sorting algorithm for image 
retrieving models. 
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Abstract—Due to the increase in resolution of digital cameras
which now contain millions of pixels, it is highly probable that
an image sensor will contain a number of defective pixels due to
errors in the fabrication process, and this will visually deteriorate
the quality of the output image. Although those defective pixels
would normally be mapped out in the manufacturing process,
more bad pixels could appear over time. Existing bad pixel
correction algorithms could mistake a good pixel as a bad pixel
and details of an image could be removed as a result. In this
paper, we present a dynamic range bad pixel detection method
to reduce false positive error, so as to better preserve the fine
details in an image. We also present a novel method using cubic
interpolation to estimate a value for replacing a bad pixel with
high accuracy. The final full colour image is then produced by
our edge-preserving demosaicking method. It has been shown
that our proposed method outperforms other existing techniques.

I. INTRODUCTION

All the sensor values produced by digital cameras should be
non-defective and free of noise for the demosaicking process
to produce an accurate and visually pleasing image. However,
despite advances in the manufacturing process, digital cameras
often contain a few defective pixels as a result of noise
or fabrication errors [1]. A defective pixel is a pixel that
responds inappropriately to exposed light from an image
and thus produces an incorrect sensor value [2]. There are
three main types of defective or bad pixels: hot, dead or
noisy. A hot pixel produces a brighter than expected spot,
while a dead pixel produces a darker than expected spot in
the output image. A noisy pixel produces a sensor value
which differs from neighbouring pixels by more than a certain
amount when exposed to the same light conditions. Bad pixel
correction (BPC) is the process of detecting and correcting
defective pixels. Traditionally BPC and demosaicking have
been performed in two separate stages, either in software or
in a digital circuit implemented in hardware. Each stage adds
to the complexity and expense of processing sensor values for
final output on a display device.

In this paper, we propose a novel bad pixel correction (BPC)
technique to filter out only bad pixels whilst leaving the rest
of the image intact. The CFA image with bad pixels is firstly
filtered to remove bad pixels before passing through a state-
of-the-art demosaicking algorithm to produce an RGB image.

II. PROPOSED METHOD

In this section, we present a dynamic range bad pixel
detection and correction method based on the characteristics
of the adjacent neighbourhood pixels. The dynamic range bad
pixel detection determines whether a test pixel is bad based on
the adjacent pixels and the dynamic range bad pixel correction
replaces the bad pixel with an appropriate value estimated from
the neighbourhood pixels.

In this method, interpolation of the neighbourhood envi-
ronment is used to give four estimates in the four cardinal
directions of the test pixel in question. If the pixel under
examination deviates from the maximum (or minimum) of the
four estimates by a certain threshold, that pixel is deemed to
be defective and replaced by the maximum (or minimum) of
the four estimates accordingly. We use cubic interpolation to
determine four accurate estimates for the each pixel using the
surrounding neighbourhood pixels.

A. Cubic Interpolation

In this section, we show how the four estimates for the
pixel under examination extrapolated from neighbouring pixels
along the four cardinal directions can be determined using
cubic interpolation.

A third degree polynomial, p(x), is constructed between
each point for the given n+ 1 points (x0,y0) to (xn,yn):

p(x) = ax3 + bx2 + cx+ d . (1)

Fig. 1. 1-D Bayer pattern along the x-axis.

Fig. 1 shows the horizontal layout of pixels of a CFA image,
with alternate green and blue pixels. For this illustration, let
G4 be the possible defect pixel. We use cubic interpolation to
give an estimate for G4 based on the green and blue pixels on
the left.

From (1), there are four unknown coefficients, namely a, b,
c and d. Hence four equations are required to obtain a unique
solution. They are as follows.
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p(0) = G0 = d . (2)
p(2) = G2 = 8a+ 4b+ 2c+ d . (3)

The estimates of the green values at positions x = 1, 3 and
5 are given by:

Ĝ1 = p(1) = a+ b+ c+ d . (4)

Ĝ3 = p(3) = 27a+ 9b+ 3c+ d . (5)

Ĝ5 = p(5) = 125a+ 25b+ 5c+ d . (6)

As four equations are needed to obtain a unique solution,
two extra conditions are required. Using the hue assump-
tion [3], [4] based on the correlation between colour planes,
we propose the extra two equations be derived as follows.

Based on the assumption that the green and red/blue pixel
values are well correlated with constant offsets along an
edge [4]–[6]:

Gx −Bx = Gx+1 −Bx+1 = Gx+2 −Bx+2 . (7)

From (7):
Bx+2 −Bx = Gx+2 −Gx . (8)

By (8), this implies

B3 −B1 = Ĝ3 − Ĝ1 . (9)

Hence by (4) and (5)

B3 −B1 = 26a+ 8b+ 2c . (10)

Similarly,
B5 −B3 = Ĝ5 − Ĝ3 . (11)

Hence by (5) and (6)

B5 −B3 = 98a+ 16b+ 2c . (12)

To solve the four simultaneous equations, namely (2)-(3), (10),
and (12), the matrix representation (13) is used.

MC = V , (13)

where M , C and V are given by (14)-(16).

Let M =

⎡⎢⎢⎣
0 0 0 1
8 4 2 1
26 8 2 0
98 16 2 0

⎤⎥⎥⎦ (14)

C =

⎡⎢⎢⎣
a
b
c
d

⎤⎥⎥⎦ (15)

V =

⎡⎢⎢⎣
G0

G2

B3 −B1

B5 −B3

⎤⎥⎥⎦ (16)

∴ C = M−1V , (17)

where M−1 is the inverse of the matrix M . This inverse exists
and is shown in (18) and thus can be pre-evaluated and stored,
making the algorithm computationally efficient.

M−1 =
1

72

⎡⎢⎢⎣
−4 4 −6 2
36 −36 45 −9
−92 92 −66 10
72 0 0 0

⎤⎥⎥⎦ (18)

Solving (17) together with (18) gives the equations for the
coefficients a, b, c and d as follows:

a =
1

72
[−4G0 + 4G2 − 6(B3 −B1) + 2(B5 −B3)] . (19)

b =
1

72
[36G0 − 36G2 + 45(B3 −B1)− 9(B5 −B3)] . (20)

c =
1

72
[−92G0 + 24G2 − 66(B3 −B1) + 10(B5 −B3)] . (21)

d = G0 . (22)

Once the coefficients a, b, c and d have been determined,
the estimate of the green pixel based on the pixels on the left
hand side is evaluated at x = 4:

ĜL
4 =

1

3
[G0 + 2G2 − 3B1 + 2B3 +B5] . (23)

In general, for a 2D image, the estimate from the left-hand-
side is given by:

ĜL(x, y) =
1

3
[G(x− 4, y) + 2G(x− 2, y)− 3B(x− 3, y)

+ 2B(x− 1, y) +B(x+ 1, y)] .
(24)

Similarly, the R, T and B estimates for the green pixel can
be determined as follows.

ĜR(x, y) =
1

3
[G(x+ 4, y) + 2G(x+ 2, y)− 3B(x+ 3, y)

+ 2B(x+ 1, y) +B(x− 1, y)] .
(25)

ĜT (x, y) =
1

3
[G(x, y − 4) + 2G(x, y − 2)− 3R(x, y − 3)

+ 2R(x, y − 1) +R(x, y + 1)] .
(26)

ĜB(x, y) =
1

3
[G(x, y + 4) + 2G(x, y + 2)− 3R(x, y + 3)

+ 2R(x, y + 1) +R(x, y − 1)] .
(27)

B. Dynamic Range Bad Pixel Detection and Correction
Once the four estimates are derived, the pixel under ex-

amination, namely G4, is compared with the maximum and
minimum of the four estimates to determine whether the pixel
is outside those limits from the neighbourhood estimate. G4

is deemed to be defective if it is outside those limits. It is
then re-mapped by (28) and (29), and the method is shown in
Fig. 2.

If G(x, y) > MAX[ĜL(x, y), ĜR(x, y), ĜT (x, y), ĜB(x, y)] + Th,

G(x, y) = MAX[ĜL(x, y), ĜR(x, y), ĜT (x, y), ĜB(x, y)].
(28)
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Fig. 2. Dynamic Range Bad Pixel Detection and Correction.

If G(x, y) < MIN[ĜL(x, y), ĜR(x, y), ĜT (x, y), ĜB(x, y)]− Th,

G(x, y) = MIN[ĜL(x, y), ĜR(x, y), ĜT (x, y), ĜB(x, y)].
(29)

The flowchart of our proposed Bad Pixel Correction method
using Cubic Interpolation (BPC-CI) algorithm is shown in
Fig. 3.

III. RESULTS

To assess the performance of our proposed BPC algorithm,
defective pixels in the form of random impulses of various
magnitudes were added to the CFA data down-sampled from
the twenty-four Kodak test images [7] in Fig. 4. The im-
ages represent a significant variety of homogeneous regions,
colours, and textured areas. A bad pixel density of 0.5% was
investigated, i.e. the CFA image data was corrupted by 0.5%
bad pixels. In practice, it is unlikely for a digital camera to
be corrupted by more than 0.5% bad pixels. However under
extreme circumstances, the noise density of bad pixels could
be higher especially in high temperatures and long exposure
conditions.

For the proposed Bad Pixel Correction using Cubic Inter-
polation (BCPC-CI) algorithm, the value of the threshold Th
in (28) and (29) has influence on the true positive rate (TPR)
and false positive rate (FPR). We tested with the full suite of
images in Fig. 4, and we experimentally found that the mean
and median of the threshold values giving the best CPSNR
results was 0.1256 and 0.12 respectively. Hence a threshold
value of Th = 0.12 was chosen to give a good CPSNR value
for the images, as well as a good balance between TPR and
FPR.

To evaluate our proposed BPC algorithm, it was compared
with other state-of-the-art BPC algorithms. Our demosaicking

CFA Input Image

Obtain 10x10 
Pixel Block of  

Pixel under exam.

Determine 
Estimates of Pixel 

under exam.

Determine MAX 
and MIN values

P > MAX + Th?

Defective Pixel 
Detected; Replace 
Defective Pixel by 

MAX

Output Pixel Data

yes

no

P < MIN - Th?

Defective Pixel 
Detected; Replace 
Defective Pixel by 

MIN

yes

Processing 
completed for all 

pixels?

no

END

yes

no

Fig. 3. Flowchart of the Proposed Bad Pixel Correction using Cubic
Interpolation (BPC-CI) algorithm.

method as described in [8] was used to demosaic the corrected
CFA images after bad pixel correction was carried out.

Table I gives the average and median true positive rates
(TPR) and false positive rates (FPR) for the BPC algorithms,
namely Bao [9], Pinto [10], Nagatsuma [11], Nishio [12],
Kakarala [1], Li&Randhawa [13] and our proposed algorithm
BPC-CI.

Tables II and III tabulate the CPSNR and NCD image
quality values for the output demosaicked images from the
various methods (compared with the original image), when
the input CFA data image was corrupted with 0.5% bad pixel
density, with the best results in bold. For comparison, we have
also included the results from using only the demosaicking
method as described in [8] on the corrupted CFA data image
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Fig. 4. Test Images 4(a)-(x) from left to right, top to bottom.

True Positive Rate False Positive Rate
Average Median Average Median

Bao 75.24% 77.97% 0.28% 0.13%
Pinto 74.84% 77.55% 0.30% 0.14%
Nagatsuma 73.81% 76.60% 0.25% 0.15%
Nishio 73.22% 76.65% 1.16% 0.66%
Kakarala 88.26% 90.88% 5.79% 5.32%
Li&Randhawa 91.65% 94.07% 27.07% 26.86%
BPC-CI 73.86% 77.50% 0.13% 0.07%

TABLE I
AVERAGE AND MEDIAN TRUE POSITIVE AND FALSE POSITIVE RATES OF

THE BPC METHODS FOR 0.5% BAD PIXEL DENSITY FOR THE
TWENTY-FOUR IMAGES IN FIG. 4.

without any bad pixel correction. From these tables, it can
be seen that for small bad pixel density values, the proposed
BPC-CI method gave the best CPSNR and NCD image quality
results.

Fig. 5 gives the visual assessment results for the various
BPC methods for the cropped Parrots image (Fig. 4(w))
when its CFA image is corrupted with 0.5% bad pixels. Our
proposed BPC-CI, Li&Randhawa’s and Kakarala’s methods
all showed no visible bad pixels in their demosaicked output
image, whilst there were still a few bad pixels remaining in the
output images of the other BPC methods. However, it should
be noted that the output image produced by Kakarala’s method
was blurred with colour artifacts. All in all, Tables II and III
confirm that our proposed BPC-CI mostly gave the best image
quality results.

IV. CONCLUSION

In this paper we presented a novel Bad Pixel Correction
using Cubic Interpolation (BPC-CI) method, which consists

of a dynamic range bad pixel detection and correction based
on the characteristics of adjacent neighbourhood pixels. It
has been shown that our proposed BPC-CI has a very low
average FPR (0.13%). For small bad pixel densities (0.5%), it
has been shown that our BPC-CI method is able to remove
bad pixels effectively with minimal colour artifacts while
producing images with superior CPSNR and NCD image
quality values.
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Demosaic
Image Bao + [8] Pinto + [8] Nagatsuma + [8] Nishio + [8] Proposed BPC-CI Li&Randhawa Kakarala using [8]
Fig. 4(a) 33.96 32.62 33.43 30.38 34.50 30.16 24.68 30.32
Fig. 4(b) 37.44 37.69 38.01 35.39 38.93 35.37 31.61 30.36
Fig. 4(c) 34.05 31.73 32.61 25.70 34.85 31.70 24.91 29.80
Fig. 4(d) 35.53 33.76 34.67 31.79 36.40 32.31 26.16 31.44
Fig. 4(e) 37.66 39.38 39.49 34.43 39.85 38.18 32.17 31.20
Fig. 4(f) 32.48 30.30 30.85 27.51 32.84 27.13 21.99 30.17
Fig. 4(g) 37.95 38.49 38.71 35.52 39.69 37.22 30.97 32.11
Fig. 4(h) 37.79 36.84 37.68 33.17 39.91 36.67 30.91 31.55
Fig. 4(i) 35.71 34.38 35.23 30.76 36.50 32.86 27.66 30.35
Fig. 4(j) 38.79 40.08 40.11 37.24 40.57 37.40 32.32 33.62
Fig. 4(k) 30.72 26.96 27.81 24.10 30.30 27.89 22.20 28.94
Fig. 4(l) 36.77 36.90 37.14 34.52 37.80 36.85 31.86 30.89
Fig. 4(m) 37.92 39.00 39.34 37.04 40.08 35.13 29.96 30.91
Fig. 4(n) 36.93 35.76 36.23 32.37 38.33 36.24 30.57 30.13
Fig. 4(o) 33.77 31.73 32.42 28.54 34.00 31.99 26.37 29.29
Fig. 4(p) 36.35 36.71 36.99 33.33 37.59 29.83 26.32 31.03
Fig. 4(q) 37.95 37.20 37.69 32.93 38.65 36.06 30.53 33.08
Fig. 4(r) 35.10 33.62 34.34 30.36 35.99 32.80 26.86 30.81
Fig. 4(s) 35.55 35.30 35.59 32.90 36.56 33.48 28.76 30.72
Fig. 4(t) 32.10 29.11 29.62 26.78 32.23 29.53 24.97 29.41
Fig. 4(u) 37.22 38.13 38.38 34.85 39.03 37.77 32.13 30.76
Fig. 4(v) 34.50 33.38 33.86 29.96 35.28 32.71 27.54 30.03
Fig. 4(w) 38.81 39.90 40.57 34.74 40.84 40.75 33.18 31.27
Fig. 4(x) 38.40 40.14 40.34 37.42 40.35 39.50 33.29 30.89

TABLE II
CPSNR (dB) IMAGE QUALITY RESULTS FOR 0.5% BAD PIXEL DENSITY.

Demosaic
Image Bao + [8] Pinto + [8] Nagatsuma + [8] Nishio + [8] Proposed BPC-CI Li&Randhawa Kakarala using [8]
Fig. 4(a) 34.56 36.37 35.35 40.26 34.17 40.07 95.03 35.58
Fig. 4(b) 26.04 25.47 25.38 27.16 25.24 29.49 48.78 28.09
Fig. 4(c) 44.56 47.33 46.19 70.59 43.93 50.39 115.56 45.92
Fig. 4(d) 21.09 22.31 21.57 24.15 20.63 24.34 61.16 21.82
Fig. 4(e) 19.29 18.69 18.66 22.44 18.60 20.07 41.32 20.56
Fig. 4(f) 32.68 34.70 33.94 39.53 32.15 41.20 98.35 33.29
Fig. 4(g) 12.04 11.80 11.77 12.92 11.66 12.88 27.18 12.93
Fig. 4(h) 11.86 11.94 11.73 13.31 11.36 12.83 25.40 12.82
Fig. 4(i) 30.44 31.23 30.51 36.26 29.78 34.18 76.30 32.02
Fig. 4(j) 10.85 10.53 10.53 11.28 10.48 11.71 23.96 11.48
Fig. 4(k) 54.60 61.35 59.19 72.92 54.92 58.63 124.51 55.10
Fig. 4(l) 27.69 27.10 27.04 29.04 26.97 28.66 45.92 29.39
Fig. 4(m) 18.33 18.04 17.90 19.12 17.64 21.25 51.53 19.64
Fig. 4(n) 34.35 34.05 33.79 38.17 33.31 35.00 66.79 36.65
Fig. 4(o) 50.32 52.08 51.07 61.44 49.68 52.95 105.16 52.17
Fig. 4(p) 25.14 25.03 24.90 27.84 24.57 30.14 69.16 26.24
Fig. 4(q) 18.48 18.49 18.47 21.06 18.22 20.01 35.79 19.10
Fig. 4(r) 25.63 26.95 26.17 32.63 25.32 28.08 62.11 26.56
Fig. 4(s) 28.77 28.83 28.62 31.16 28.21 31.09 56.92 29.91
Fig. 4(t) 33.24 35.41 34.73 40.82 33.00 36.97 72.74 34.28
Fig. 4(u) 27.27 26.76 26.67 29.38 26.51 28.69 50.18 28.96
Fig. 4(v) 36.33 36.89 36.46 43.42 35.74 39.67 82.05 37.71
Fig. 4(w) 15.15 14.53 14.47 16.20 14.54 15.12 24.45 16.54
Fig. 4(x) 15.00 14.34 14.29 15.58 14.36 15.48 30.78 16.54

TABLE III
NCD(×10−3) IMAGE QUALITY RESULTS FOR 0.5% BAD PIXEL DENSITY.
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(a) Cropped region of Original Parrots Image (b) CFA Data Image with 0.5% Bad Pixels (c) Demosaicked Output using [8] with no
bad pixel correction

(d) Demosaicked Output with Bao + [8] (e) Demosaicked Output with Pinto + [8] (f) Demosaicked Output with Nagatsuma +
[8]

(g) Demosaicked Output with Nishio + [8] (h) Demosaicked Output with Kakarala (i) Demosaicked Output with Li&Randhawa

(j) Demosaicked Output with proposed BPC-
CI

Fig. 5. (a) the original cropped Parrots image, (b) CFA Data Image corrupted with 0.5% Bad Pixels, and the demosaicked output images using (c) [8] with
no bad pixel correction, (d) Bao-WM, (e) Pinto-WM, (f) Nagatsuma-WM, (g) Nishio-WM, (h) Kakarala, (i) Li&Randhawa and (j) proposed BPC-CI.
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Abstract—In this paper we empirically investigate the benefits
of multi-view multi-instance (MVMI) learning for supervised
image classification. In multi-instance learning, examples for
learning contain bags of feature vectors and thus data from
different views cannot simply be concatenated as in the single-
instance case. Hence, multi-view learning, where one classifier
is built per view, is particularly attractive when applying multi-
instance learning to image classification. We take several diverse
image data sets—ranging from person detection to astronomical
object classification to species recognition—and derive a set of
multiple instance views from each of them. We then show via an
extensive set of 10×10 stratified cross-validation experiments that
MVMI, based on averaging predicted confidence scores, generally
exceeds the performance of traditional single-view multi-instance
learning, when using support vector machines and boosting as
the underlying learning algorithms.

I. INTRODUCTION

Object detection and recognition in images is an important
research area, and there has always been significant interest
in applying advances in machine learning to this challenging
problem domain. This is particularly true for the relatively
recent class of techniques developed for multi-instance learn-
ing [2], because image data can be represented naturally in
multi-instance form [15], [28].

When applying multi-instance learning to this kind of data,
an image is represented by a bag of feature vectors rather
than a single vector, and classification of an image is based
on this bag. Each feature vector may, for example, represent an
image patch, and the bag overall represents the entire image.
This increase in representational power provided by multiple
feature vectors makes this type of learning more challenging
than single-instance learning, because some instances will be
more relevant to the classification of a bag (image) than others.

In this paper we do not propose a new technique for multi-
instance learning. Rather, we investigate the benefit of using
multiple multi-instance representations of the same image,
where each representation is based on a different set of
features. These distinct sets of features are commonly called
“views” in the machine learning literature, and multi-view
learning aims to exploit different views on the same entity
to induce more accurate classification models. The classic
example of this is a web page, where one set of features
describes the textual content of the page and a second set
describes the links in this page.

TABLE I
SUMMARY OF THE DATASETS USED IN THE EVALUATION OF MVMI.

Dataset #Images #Classes
Bikes 200 2
Cars 200 2
People 200 2
Gender 418 2
Galaxy 1733 3
Scenes 3899 13
Caltech 1703 15
Moths 880 35

Multi-view learning is a very natural way to exploit differ-
ent multi-instance representations of the same image. Given
single-instance data, the multi-view approach is commonly
applied to implement semi-supervised learning, where most of
the training data is not labeled.1 However, whether the problem
is semi-supervised or not, in the single-instance case there is
always the option of simply concatenating the different views
into a single feature vector. In multi-instance learning, this
option does not exist, as it is unclear how to effectively and
efficiently join two bags of feature vectors to form a single
bag—the corresponding operation to concatenating feature
vectors in the single-instance case.

This makes a strong case for applying multi-view learning
to multi-instance problems, even in a strictly supervised set-
ting, provided improvements in classification accuracy can be
obtained. In this paper, we investigate whether this is the case
for image classification tasks, a prominent application area for
multi-instance learning. We perform an extensive empirical
evaluation on image classification datasets and show that
MVMI can indeed, in some cases, provide significant improve-
ments in classification accuracy over single-view learning.

II. DATASETS

In this section, we discuss the image datasets used in our
study, which vary considerably in the degree of difficulty and
style. Table I gives summary statistics of each of the datasets.

A. GRAZ02 Bikes, Cars and People
The GRAZ02 Dataset [19] is a popular natural scene

database. Although it contains only three classes, namely

1Note that there is also some existing work on adopting this approach for
semi-supervised multi-instance learning [10]
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Fig. 1. Examples from the Bike, Car and Person classes in the GRAZ02
Dataset

Fig. 2. Examples of the Male and Female classes in the Gender Dataset

People, Bikes and Cars, (with an additional “background”
class), it is well known to be a difficult and challenging
dataset for three primary reasons: (i) significant occlusions
and background clutter, (ii) intra-class variability, and (iii) the
fact that the objects of interest are often not dominant in the
foreground of the images. Figure 1 gives some examples of
the images from GRAZ02.

The total size of the GRAZ02 Dataset is 1280 images. We
randomly selected 100 images from each of the Bike, Car and
People classes. These images formed the positive classes for
three binary learning problems. To obtain the negative classes
for each of the three positive classes, we simply selected
100 images randomly from the remaining classes. Thus, we
formed three binary image datasets, each evenly balanced and
comprising exactly 200 images.

B. Gender

The Face Gender Recognition Dataset, derived from the
Feret face recognition dataset [20], was first proposed in [14]
for evaluating the effectiveness of complex face alignment
algorithms on gender recognition. Subsequent work on this
dataset is described in [17]. Each face image is neatly cropped
and centered. , and Figure 2 gives some examples of images
from this dataset. The dataset consists of 212 male face images
and 107 female face images.

C. Galaxy Zoo

The Galaxy Zoo Dataset is a set of astronomical images
obtained from the Galaxy Zoo project [11] and labeled with
ground truth data in [23]. There are three classes of galaxy
image in this dataset: Elliptical (comprising 215 images),
Spiral (247 images), and Edge-On (107 images). Examples
of these images are given in Figure 3. An interesting and A
challenging aspect of these images is that they tend to be low-
resolution (120×120 pixels) and very noisy.

Fig. 3. Examples of the Elliptical, Spiral, and Edge-On classes in the Galaxy
Dataset.

Fig. 4. Examples of the Highway, Kitchen and Forest classes in the Scenes
Dataset.

Fig. 5. Examples of the Anchor, Beaver and Camera classes from the Caltech
101 Dataset.

D. Scenes

The Scenes Dataset was first proposed in [9] and consists of
thirteen classes. Each class represents a natural scene such as
Bedroom, Inside City or Office. This is distinct from the other
datasets where a class usually denotes the presence or absence
of an object of interest. The dataset as originally used contains
in the order of hundreds of images per class; to reduce runtime,
we decreased this by random sampling without replacement,
to 50 images per class in our experiments. Figure 4 gives
examples of some of the images.

E. Caltech 101

The Caltech 101 Dataset [3] is a large and well known
object recognition dataset. It consists of 101 object classes
and a background class. This dataset tends to be somewhat
“easy” in the sense that each image contains the relevant
object explicitly in the foreground, and in a dominant position.
There is usually no interfering background. For the purposes
of evaluating MVMI, we did not use all 101 classes, but
instead selected only the first 15 classes in alphabetical order,
excluding the background class. These classes are: Accor-
dion, Airplanes, Anchor, Ant, Barrel, Bass, Beaver, Binocular,
Bonsai, Brain, Brontosaurus, Buddha, Butterfly, Camera, and
Cannon. Figure 5 gives examples from three of those classes.
There are 1,703 images in this subset.
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Fig. 6. Examples of the classes from the Species Recognition Dataset.

Fig. 7. Two 3×3 pixel neighborhoods used to calculate the LBP of the
central pixel.

F. Species Recognition

The final dataset that we used, and the one with the highest
number of classes (35) is a moth species recognition dataset
first described in [24] and subsequently further analyzed
in [16]. This dataset is unique in that the moths were imaged
while alive. Consequently, there is often variation in the size,
position and pose of the moths in the images. Examples of
three different species of moth are depicted in Figure 6. The
total size of the dataset is 880 images.

III. VIEWS

Given the image datasets described in the previous section,
we now describe how the raw image data was converted into
different views for the MVMI experiments. As is standard,
each view corresponds to a fixed-length vector of features. In
the application considered here, all feature values are numeric.

A. View 1: Spatial Pyramid of Local Binary Patterns

View 1 represents the most traditional type of view used in
image recognition experiments. In this approach, each image
is mapped to a single feature vector of fixed length. Hence,
this first type of view actually yields a single-instance dataset–
or alternatively, a “multi-instance” dataset with one instance
per bag of instances. (The other views we consider are genuine
multi-instance views.)

We used histograms of Local Binary Patterns (LBPs) [13]
as the base image features in this view, because LBPs have
been successfully applied previously in diverse applications
ranging from texture classification (e.g. [13]) to face recog-
nition (e.g. [1]). Furthermore, the computation of LBPs can
be effectively approximated so that only integer calculations
are performed: this significantly speeds up feature extraction
while minimally affecting classification performance.

Briefly, a LBP is a property of a pixel in an intensity image,
calculated by comparing the pixel to its neighboring pixels

Fig. 8. The subdivision of an image into 21 regions using a spatial pyramid.
(Image courtesy of [17].)

in a 3×3 block. Each neighbor is labeled with either 1 or
0, depending on whether it is lighter or darker, as shown in
Figure 7. An 8-bit string is then calculated for each pixel
by starting at the top left corner and following the neighbors
clockwise. For example, for the neighborhood on the left in
Figure 7, the string is 11100000 and for the neighborhood on
the right, it is 10100110.

We ignore LBPs that are not uniform, where uniformity
means that there are no more than two 0 to 1 or 1 to 0
transitions as one traverses the bit string circularly. Thus, the
LBP for the pixel on the left in Figure 7 is uniform because it
comprises exactly two transitions in its bitstring, whereas the
LBP for the pixel on the right is not uniform, as it comprises
six transitions.

The type of each uniform LBP is then computed by con-
verting the bitstring into an integer. For example, the bitstring
11100000 is converted into 224, the bitstring 00011000 be-
comes 24, and 00000111 is 7. There are a total of 58 different
uniform LBPs possible for any 3×3 neighborhood, and the
effectively capture a variety of different classes of low-level
image features, from bright points (defined by a LBP such as
00000000) to straight edges (such as the left hand example in
Figure 7) to corners (for example, 111100011).

Once the LBP for each pixel has been computed, a fre-
quency histogram of LBPs across an entire image region
is computed. This histogram characterizes the image region.
Following previous works, we divide the image up into 21
overlapping regions of different sizes, according to the spatial
pyramid formulation [8]. A spatial pyramid involves first
extracting a global feature histogram, and then dividing the
image into 2×2 subregions. Four more histograms are then
extracted from each subregion. Next, the image is divided
again, this time into 4×4 subregions. Figure 8 illustrates the
division of an image into regions, using a sample image from
the Gender Dataset.

All 21 frequency histograms are normalized and then con-
catenated into a single feature vector describing the image
overall, consisting of 1,218 numeric features in total. An
advantage of using a spatial pyramid is that the feature vector
describes the image at both the coarse, global scale, as well
as the fine, detailed scale.

B. View 2: SIFT Keypoints

The second view we use in our experiments represents a
classic method of matching images using SIFT Keypoints [12],
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which are essentially “interest points” detectable at multiple
scales. Unlike View 1, this view is a true multi-instance
view because each image can have any number of keypoints
derived from it, and there is no natural way to order keypoints
consistently across images (which would enable construction
of a single feature vector by concatenation). The group of
keypoints from a single image, where each keypoint is de-
scribed by a fixed-length numeric feature vector, forms a bag
for multi-instance learning.

In our implementation of the SIFT keypoints, each keypoint
consists of 256 numeric features, and on average there are 20-
100 keypoints per bag.

C. View 3: Uniform Patches

A “visual dictionary” is an interesting and increasingly-used
method to describe image sets (e.g. [25],[9]). Creating a visual
dictionary normally involves dividing the images into patches
or regions, and then clustering the patches to discover the
cluster centers. These then become the “words” in a dictionary,
and an image is considered a set of these words.

For View 3, we adopted this approach and divided the
image up into 5×5 uniformly distributed image patches. Thus,
each image was converted into a bag comprising 25 feature
vectors. We constructed a LBP histogram for each feature
vector, yielding 58 numeric features per vector. Rather than
clustering the patches explicitly, we provide the raw patches
to the MI learning algorithm instead, assuming that the MI
algorithm implicitly builds a visual dictionary via the learning
process.

D. View 4: Random Patches

View 4 is similar to View 3, except that, instead of extract-
ing the patches uniformly, we extracted them from random
positions and at random sizes, with a minimum patch size of
5×5 pixels and no maximum patch size other than the size
of the image. A total of 25 patches were extracted per image,
making the bags the same size as those from View 3.

IV. LEARNING ALGORITHMS

We used two popular multi-instance learning algorithms,
implemented as MISMO and MIBOOST respectively, in our
evaluation. Both are implemented in the WEKA machine
learning workbench [6], and both yield models that output
confidence scores represented as class probability estimates.
To apply them to multi-view data (yielding MVMI classifiers)
we used the following straightforward strategy: Firstly, the
given algorithm (MISMO or MIBOOST) was trained on each
of the views individually, producing a classifier for each view.
Then, at prediction time, each individual classifier’s confidence
scores—one for each class from each view—were averaged
across views to compute the overall MVMI classifier’s predic-
tion for each class. Other more complex combining approaches
such as stacking [26] are possible but initial experiments did
not yield improved results and the training times were an order
of magnitude greater.

A. MISMO

MISMO constructs a support vector machine classifier for
multi-instance data. Support vector machines are linear models
that minimize a specific penalized loss function on the training
data—the so-called “hinge” loss. A quadratic penalty term
is normally included to control overfitting, and a kernel
function can be used to construct a non-linear classifier in the
original feature space by learning a hyperplane in the higher-
dimensional kernel-induced space.

As feature vectors only enter the support vector algorithm
through the kernel function, which can be viewed as a simi-
larity function with certain mathematical properties, all that is
needed to apply this kind of algorithm to multi-instance data
is an appropriate similarity measure for bags of instances.

MISMO is an implementation of the standard sequential
minimization algorithm for support vector learning [22], ap-
plied in conjunction with a multi-instance kernel as described
in [5]. We use the set kernel from that paper. Given an underly-
ing single-instance kernel function that can be applied to pairs
of individual feature vectors, the set kernel simply takes the
sum of all possible pairwise kernel applications for all pairs
of feature vectors from the two bags being compared. This
yields a similarity score for pairs of bags. In our experiments,
we use a quadratic polynomial kernel as the underlying single-
instance kernel. The complexity parameter C was left at 1,
which is WEKA’s default. To obtain multi-class probability
estimates, we configured MISMO with pairwise coupling [7]
and calibration using logistic regression models [21].

B. MIBOOST

MIBOOST implements a boosting algorithm for multi-
instance data [27]. Like other boosting schemes, this algorithm
greedily fits an additive model to the training data. In each
iteration of the sequential boosting process, an underlying
“weak” learner is applied to generate one component of
this additive model. The algorithm is a variant of the well-
known AdaBoost.M1 algorithm [4], adapted to minimize the
exponential loss function for bags of instances.

In our experiments, we used unpruned depth-limited de-
cision trees as the “weak” classifiers (i.e. components of
the additive models), generated using WEKA’s fast REPTree
algorithm. REPTree pre-sorts numeric attributes and chooses
splits by maximizing the information gain. The depth-limit was
set to three, meaning that each tree could model interactions
between up to three features. To tackle multi-class datasets,
we used the well-known one-vs-rest method, where each class
is discriminated against all other classes, and the normalized
scores are output at prediction time. We used 100 boosting
iterations.

V. EVALUATION OF MVMI

In this section, we describe the evaluation of MVMI that
we carried out and detail the results obtained.
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A. Experimental Setup

Both multi-instance learning algorithms, MISMO and MI-
BOOST, were applied to all eight learning problems, yielding
a total of 16 algorithm/dataset combinations, and we also
have four different views of the datasets: View 1, a single
instance representation, and Views 2-4, both of which are
multi-instance representations. This resulted in a total of 16×4
or 64 non-MVMI algorithm/dataset/view combinations. Each
combination represents a single experiment on a single view
that we carried out, and these experiments can be thought of
as the set of “control” experiments.

We then considered two different MVMI classifiers obtained
by combining views. The first of these, MVa comprises only
Views 1 and 2, because they are the two most diverse views.
The second MVMI classifier, MVb, comprises all four views.
Thus, considering the eight datasets and two underlying MI
algorithms, there was a total of 16×2=32 MVMI combina-
tions, which formed the set of experimental conditions to be
compared to the controls.

Overall, therefore, a total of 64+32=96 experiments were
carried out. Each experiment consisted of 10 stratified 10-fold
cross validation experiments to obtain estimates of classifica-
tion accuracy, with the results averaged over the runs.

B. Experimental Results

Tables II and III present the average accuracy of each
classifier by dataset and view (or view combination). In both
tables, View 1 is the base view with which each of the other
views are compared for statistical significance testing, based
on a corrected resampled t-test [18]. We choose View 1 for
this role because it outperforms all the other individual multi-
instance views. We indicate in bold the best result for each
dataset in each of the tables.

Examining the tables, it can be observed that when MISMO
is used in conjunction with multiple views (columns MVa and
MVb in Table II), there is an improvement in mean accuracy
for five of the eight datasets compared to the first view, which
itself performs very strongly against the other individual views.
On two datasets, significant improvements can be obtained,
and there is no significant degradation. When MIBOOST is
the classifier (see Table III), it is possible to achieve a gain in
accuracy for all but one dataset using multiple views instance
of View 1. Significant improvements can again be obtained on
two datasets, but there is also a significant degradation on one
dataset.

Closer examination reveals that MIBOOST plus MVMI
produces the overall best results for five datasets: Bike,
Cars, Person, Galaxy, and Scenes. Interestingly, although MI-
BOOST+MVMI also produces a gain for the Moths dataset
when compared to the corresponding single-view classifiers, it
is MISMO+MVMI that produces the best result overall. Most
of the greatest improvements are achieved by using all four
views (namely MVb) although occasionally the largest gains
are achieved by combining only the first two views (MVa).

On the negative side, MVMI and in fact all the multi-
instance views (Views 2-4) fail to produce an improvement

for the Caltech data. The best result in this case is achieved
consistently by MISMO in conjunction with the single instance
view, View 1. Also, with respect to the individual multi-
instance views, when compared to the corresponding classifier
trained on single instance data only (i.e. comparing V2−4 vs.
V1 in the tables), the former tend to produce less accurate
classifiers in general. Sometimes the difference is very large
(e.g. considering the results for the Moths dataset in Table II).
However, there are exceptions to this rule, as the results for
the Scenes and Moths data in Table III show (V3 and V4),
and these are perhaps the most challenging datasets.

Nevertheless, combining the classifiers trained from the
single-instance and multi-instance views does generally pro-
duce the highest accuracy overall. What is most notable is
the apparent orthogonality of the classifiers that different
views lead to. For example, often the multi-instance views
(especially View 2, the keypoints-based view) perform worse
than the single-instance views, but when views are combined,
the overall MVMI classifier generally performs better than the
corresponding single-instance classifier. A good example of
this is the Moths Dataset in Table II: an MISMO classifier
built from View 1 achieves 60.68% accuracy whereas the
same classifier built from View 2 achieves only 32.03%. Their
combination, however, produces a startling improvement to
65.91%.

VI. CONCLUSION

In this paper, we have investigated the use of multi-view
learning in a strictly supervised context, namely for image
classification using multi-instance learning. Due to the nature
of multi-instance data, multi-view learning is particularly ap-
propriate in this scenario. Our results, based on comprehensive
experiments using six image datasets and two underlying
multi-instance learning algorithms, show that the multi-view
multi-instance approach can indeed, in some cases, deliver
significantly improved classification accuracy compared to
the standard method of using single-view (multi-instance)
learning.
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TABLE II
AVERAGED RESULTS OF STRATIFIED 10×10 CROSS VALIDATION EXPERIMENTS USING MISMO. RESULTS ARE ORGANIZED BY DATASET (THE ROWS)

AND VIEW (THE COLUMNS).

Dataset V1 V2 V3 V4 MVa MVb

Bike 80.50±8.51 65.60±10.31 • 74.50±10.19 71.65±10.87 • 79.50±8.83 80.60±8.77
Car 77.80±8.17 57.85±10.28 • 66.40± 9.69 • 61.90±11.34 • 77.00±9.18 74.05±9.12
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Abstract

The Gaussian mixture model (GMM) is a powerful
tool for data clustering and pattern classification.
GMM, which inherits the intrinsic strengths of gen-
erative models, can approximate arbitrary probabil-
ity distributions. However, it suffers from the small
size samples problem, particularly in the very high-
dimensional feature space. GMM, like other generative
models, is also inferior to discriminative models on
generalization performance. In this paper, we present
a regularized GMM via direct nonparametric discrim-
inant analysis method (DNDA-GMM) for classifying
high-dimensional data. The proposed direct nonpara-
metric discriminant analysis (DNDA) algorithm ac-
cepts high-dimensional data as input directly, and
optimizes the classification boundary effectively just
like discriminative approaches. DNDA also achieves
dimensionality reduction so as to alleviate the issues
within GMM in very high dimensions. Thus, the pro-
posed DNDA-GMM classifier takes advantage of both
the flexibility provided by generative models and the
classification performance increases provided by dis-
criminative approaches. Experimental results on real
world data sets demonstrate the effectiveness of the
proposed approach.

1. Introduction

GMM is widely used in pattern recognition, machine
learning, and statistical analysis. It has enjoyed wide
spread applications in engineering including image
segmentation [1], speech emotion recognition [2] and
micro-array gene expression data analysis [3]. GMM’s
success comes from several intrinsic strengths of the
generative modeling approach to classification as well
as the power of mixture modeling as a density estima-
tion method for multivariate data [4].
Generative modeling methods and discriminative ap-
proaches are two major paradigms for pattern classifi-

cation. One way to view discriminative approaches is
in terms of dimensionality reduction. Although strictly
speaking, nonparametric discriminant analysis is not
a discriminant but rather a dimensionality reduction
technique. However, the projected data can subsequent-
ly be used to construct a discriminant by choosing
an optimal threshold. For example, we can model the
class-conditional densities using Gaussian distributions
and obtain the optimal threshold by minimizing the
misclassification rate. Some justification for the Gaus-
sian assumption comes from the central limit theorem
by noting that y = WTx is the sum of a set of random
variables [5].
Practical issues arise when applying EM algorithm to
a mixture of Gaussian in the very high-dimensional
feature space, especially there are far more feature
dimensions than training samples. In the above sit-
uation, singular or nearly singular covariance will
appear during the iterative procedure in EM. It will
break down the convergence of EM and cause nu-
merical breakdown of GMM. Challenging to compute
big matrices, to handle singular or nearly singular
matrices also exists in the traditional nonparametric
discriminant analysis algorithm. In this paper a DNDA-
GMM classifier (Gaussian Mixture Models via Direct
Nonparametric Discriminant Analysis), which utilizes
the relative benefits of both the generative and dis-
criminative learning paradigms, was proposed to solve
above problems.

2. Gaussian Mixture Model and Practical
Issues in High Dimension

2.1. Gaussian Mixture Model for Classification

Let X = (x1,x2,. . . ,xn) be a set of data points,
and the class label of X be Z ∈ {1, 2, . . . ,K}. The
overall model for a joint distribution of X and Z under
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a Gaussian mixture is:

P (X = x, Z = k) = ak

Rk∑
r=1

πkrφ(x|μkr,Σkr) (1)

Where ak is the prior probability of class k, satis-
fying 0 ≤ ak ≤ 1 and

∑K
k=1 ak = 1. The ML

estimation of ak is the proportion of training samples
in class k. Each class is modeled by a mixture of
Gaussian. For class k, the within-class density is:
Pk(x) =

∑Rk

r=1 πkrφ(x|μkr,Σkr) where πkr is the
mixing parameters of the rth component in class k,
such that 0 ≤ πkr ≤ 1,

∑Rk

r=1 πkr = 1. φ(·) is a
Gaussian density function in the form

φ(x|μkr,Σkr) =
e−(1/2)(x−μkr)

TΣ−1
kr (x−μkr)

(2π)d/2|Σkr|1/2 (2)

parameterized by mean vector μkr for component
r of class k, and corresponding covariance matrix
Σkr. Rk is the number of mixture components in
class k. The total number of mixture components for
all classes is denoted by M =

∑K
k=1 Rk. Roughly

speaking, we estimate a mixture of normals by EM
for each individual class. EM consists of two steps:
an expectation step (E-step) and a maximization step
(M-step). The expectation step is to calculate the
probability of the data coming from the current model,
and give the current estimates of the observed data
and the hidden parameters. The E-step is defined as
Q(Θ,Θp) = E[log p(X, Z|Θ)|X,Θp]. Here Θ is
the model parameters including π, μ and Σ. The
maximization step is to choose the values of Θ that
maximize the probability calculated in E-step. The M-
step is defined as Θp+1 = argmaxΘQ(Θ,Θp). For
details about EM, please see [6].

2.2. Practical Issues in High Dimension

Practical issues arise when applying EM to Gaussian
Mixture Model in the very high-dimensional feature
space.
First of all, severe hurdles will be encountered in the
very high-dimensional feature space. In some practical
scenarios, such as imagery data and micro-array gene
expression data, each sample can easily reach 10000
dimensions or even higher. However, it is practically
impossible to estimate such a large covariance matrix.
In order to alleviate this problem, diagonal covariance
matrices are often used in the Gaussian component.
It assumes that the features are independent within
each class. The assumption of independence greatly
reduces the number of parameters in the model and
often results in an effective and interpretable classifier

[7]. Another solution is to restrict the models to a
low dimensional space and dimensionality reduction
technique can be used.
Another problem in the high-dimensional feature space
is that it suffers from the small samples size problem
and the sample covariance matrix will be singular.
A singular covariance matrix cannot be inverted and
makes it difficult to compute the probability in Eq.(2),
causing numerical breakdown of GMM.
A solution for singular covariance matrix is to in-
troduce a regularization term, which is proposed by
Friedman [8]. The covariance matrix Σkr is regu-
larized with a multiple of identity matrix(or global
covariance matrix), so as to have Σkr = Σkr + γI .
The effect of the regularization is to stabilize the
smallest eigenvalues by increasing the smaller ones and
decreasing the larger eigenvalues.

3. Gaussian Mixture Models via Direct
Nonparametric Discriminant Analysis

3.1. Parametric and Nonparametric Discrimi-
nant Analysis

Parametric discriminant analysis (PDA) is a di-
mensionality reduction technique that extends Fisher’s
linear discriminant analysis (LDA) to multiple classes
[9]. In PDA, the data are projected from the original
L dimensional space to a K− 1 dimensional subspace
through a optimal linear transformation matrix, such
that ratio of the determinant of between-class matrix
to that of the within-class matrix is maximized. The
optimal projection matrix can be obtained by solving
a generalized eigenvalue problem.
There are two disadvantages in PDA. First, the rank
of the between-class matrix is at most K − 1, so the
number of the final PDA feature is no more than K−1.
However, it is often insufficient to separate the classes
well with only K − 1 features, especially severe if
K � L. Second, the boundary structure of classes
is not taken into account for computing between-class
scatter matrix, which has been shown to be essential
in classification.
Nonparametric discriminant analysis has been pro-
posed to solve the aforementioned problems [10][11].
Nonparametric between-class scatter matrix and
within-class scatter matrix are defined as:

SN
b =

K∑
i=1

K∑
j=1;j �=i

Ni∑
l=1

w(i, j, p, l)(xi
l −NNp(x

i
l, j))

(xi
l −NNp(x

i
l), j)

T (3)
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SN
w =

K∑
i=1

Ni∑
l=1

(xi
l −NNp(x

i
l, i))(x

i
l −NNp(x

i
l, i))

T

(4)
where xi

l denotes the lth samples from class i,
NNp(x

i
l, j) is the pth nearest neighbor from class j to

the face vector xi
l . The weighting function w(i, j, p, l)

is defined as: w(i, j, p, l) =

min{dα(xi
l, NNp(x

i
l, i)), d

α(xi
l, NNp(x

i
l), j)}

dα(xi
l, NNp(xi

l, i)) + dα(xi
l, NNp(xi

l), j)
(5)

where α is a control parameter between zero and in-
finity, and d(xi

l, NNp(x
i
l, i)) is the Euclidean distance

between two vectors. The weighting function has the
property that near the classification boundary it takes
on values close to 0.5 and drops off to zeros if the sam-
ples are far away from the classification boundary. This
weighting function is used to emphasize the boundary
information. The optimal transformation matrix (WN )
is defined as:

WN = argmax
|WT

NSN
b WN |

|WT
NSN

w WN | (6)

3.2. Direct Nonparametric Discriminant Anal-
ysis

The traditional NDA algorithm has several difficul-
ties for task with very high-dimensional data. First,
the scatter matrices will be always singular. Second, it
is challenging to compute these big matrices such as
computing eigenvalues. A relevant method for linear
discriminant analysis developed in similar situations is
the D-LDA [12], where it accepts high-dimensional da-
ta as input, and optimizes Eq. (6) directly, without any
feature extraction or dimensionality reduction steps.
Motivated by the success of [12], a DNDA algorithm is
developed here for nonparametric discriminant analysis
with high-dimensional data.
The trick presented by Turk and Pentland [13] for
EigenFace is employed. The nonparametric scatter
matrices can be represented in a convenient way that
both affords eigen-analysis and saves memory.

SN
b = ΦbΦ

T
b (7)

Φb =[
√
w121(x

1
1 −NNp(x

1
1, 2)), · · ·√

w211(x
2
1 −NNp(x

2
1, 1)), · · ·√

wc11(x
c
1 −NNp(x

c
1, 1)), · · ·

· · · ,√wc(c−1)Nc
(xc

Nc
−NNp(x

c
Nc

, c− 1))]
(8)

where w(i, j, p, l) is brief written down
for wijl. SN

b is a L × L matrix. Φb is a
L×(K − 1)(N1 +N2 + · · ·+NK) = L×(K − 1)N

matrix (N is the number of training samples). Thus,
we need only to store a L× (K − 1)N matrix instead
of storing a L× L matrix. We need only perform the
eigen-analysis on a (K − 1)N × (K − 1)N matrix
rather than a large matrix which is L × L. It can be
shown by the following lemma.

Lemma 1: The eigen-analysis of a L × L matrix
S = ΦΦT with eigenvalue λi and eigenvector μi can
be simplified by evaluating a m×m matrix T = ΦTΦ,
where m < L, with eigenvalue λi and eigenvector νi.
The two matrices have the same m largest eigenvalues
and the corresponding eigenvectors satisfy μi ∝ Φνi
with a constraint such that ||μi|| = 1.
Assuming that A and B represent the non-null
space of SN

b and SN
w , while A and B are the null

space respectively, the optimal discriminant subspace
derived from DNDA is the intersection space A⋂B.
The key idea of the DNDA algorithm is to remove
the null space of SN

b , which contains no significant
information, and reserve the null space of SN

w , which
contains the most discriminative information. The
DNDA algorithm is outlined below.

1) Compute the eigenvectors of ΦT
b Φb with non-

zero eigenvalues: Vm = [ν1, · · · , νm], where Φb

is from Eq. (8) and m ≤ (K − 1)N .
2) Diagonalize SN

b . The first m most significant
eigenvectors and the corresponding eigenvalues
of SN

b are U = ΦbVm and Λb = V T
mSN

b Vm.
3) Let Z = UΛ

−1/2
b . Diagonalize ZTSN

w Z and
calculate the eigenvectors P and eigenvalues Λw

of ZTSN
w Z. Sort the diagonal elements of Λw,

and discard some eigenvectors in P with the
largest eigenvalues. Let P ′ and Λ′

w denotes the
D selected eigenvectors and eigenvalues(D ≤
m).

4) The projection matrix WN = ZP ′Λ′−1/2
w maps

the original high-dimensional space to a D-
dimensional subspace and will be used in the
classification stage. The final WN is defined as:

WN = ΦbVm(V T
mSN

b Vm)−1/2P ′Λ′−1/2
w (9)

3.3. The DNDA-GMM Classifier

Details of the DNDA-GMM classifier are described
in this section. The DNDA-GMM classifier is a GMM
minimum error rate classifier formulating in the DNDA
subspace. Now, let {xi, ki} be a set of N training sam-
ples, where i = 1, . . . , N , xi ∈ R

L, ki ∈ {1, . . . ,K}.
Firstly, project xi to the DNDA subspace where the
most discriminatory features are preserved: yi =
WT

Nxi, where yi ∈ R
D with D ≤ (K − 1)N , and
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WN was defined in Eq. (9). In practice, the optimal
subspace dimension D can be chosen based on the
performance of the model on validation data, or by
cross-validation.
Secondly, train a GMM for each class k in the DNDA
subspace: Pk(xi|WN ) = Pk(yi), k ∈ 1, · · · ,K, where
Pk(yi) =

∑Rk

r=1 πkrφ(yi|μkr,Σkr). The EM algorithm
is used to estimate the model parameters. In the E-
step, collect samples in each class k and compute the
posterior probabilities of all the Rk components:

pi,r =
πkrφ(yi|μkr,Σkr)∑Rk

r′=1 πkr′φ(yi|μkr,Σkr)
(10)

In the M-step, compute the weighted ML estimation
for all the parameters:

πkr =

∑n
i=1 I(zi = k)pi,r∑n

i=1 I(zi = k)
(11)

μkr =

∑n
i=1 yiI(zi = k)pi,r∑n
i=1 I(zi = k)pi,r

(12)

Σkr =

∑n
i=1 I(zi = k)pi,r(yi − μkr)(yi − μkr)

T∑n
i=1 I(zi = k)pi,r

(13)
To initialize the estimate algorithm, Rk, the number
of components in a class, is determined by its cor-
responding proportion in the whole training samples.
Within class k, a k-means clustering model, with
multiple random starts, is fitted to the data. The initial
posterior probabilities pi,r is calculated by the inverse
of the Euclidean distance between a sample yi and
cluster center cr derived from k-means clustering,
pi,r = 1

||yi−cr|| . The probabilities are then normalized
across clusters, so that

∑Rk

r=1 pi,r = 1. If any mixture
component happens to be empty according to the k-
means clustering, we use global mean to replace that
empty clustering mean. Then an M-step is applied to
obtain the initial parameters with the initial posterior
probabilities given above.
Regularized covariance matrix is used to prevent the
covariance matrix from singular during the estimation.

Σkr = λΣkr + (1− λ)Σglobal (14)

where Σglobal is the global covariance matrix. The
optimal regularized parameter λ ∈ [0, 1) will be
determined by cross validation in the step of model
selection.
Finally, form the minimum error rate classifier and
accomplish the classification task.

H(y) = argmax
k∈{1,··· ,K}

Pk(y)ak (15)

where ak is the prior probability of class k.

Figure 1. Sample images from COIL20 data set.

4. Experimental Results

In this section, experiments are performed, based
on two real world data sets from moderate high to
very high dimensions, to show the effectiveness of our
proposed algorithm. The first one is Columbia Object
Image Library (COIL-20) [14]. COIL-20 is a database
of gray-scale images of 20 objects. Images of the
objects were taken at pose intervals of 5 degrees and
correspond to 72 images per object. The size of each
image is 32×32 pixels, with 256 grey levels per pixel.
Each image is represented by a 1024-dimensional
feature vector. Some sample images are shown in Fig.
1. The first 3 class images are used in the experiment.
The second one is the ARCENE data set [15] which
is one of five data sets used in the NIPS 2003 feature
selection challenge. ARCENE’s task is to distinguish
cancer versus normal patterns from mass-spectrometric
data. Each sample is represented by a 10000 dimen-
sional feature vector. The order of the features and
patterns is randomized. There are 200 samples divided
into two classes: 88 positive examples and 112 negative
examples.

4.1. Classification Results and Discussion

To demonstrate how our algorithm improves the
performance of data classification, we compared the
following four methods:

• Diagonal Gaussian Mixture Model (Diag-GMM).
• Gaussian Mixture Model with Principal Compo-

nent Analysis (PCA-GMM).
• Gaussian Mixture Model with Linear Discrimi-

nant Analysis (LDA-GMM).
• Gaussian Mixture Model with Direct Nonpara-

metric Discriminant Analysis (DNDA-GMM).
Figure 2 shows the results using the COIL-20 data
set. It shows the overall classification error rate of
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Figure 2. The overall classification error rate of
the four classifiers versus the number of mixture
components in each class, which ranges from 2 to
9, with λ = 0.95 and D = 100 for COIL-20.

the four classifiers versus the number of each class’s
mixture components m which ranges from 2 to 9.
For PCA-GMM, LDA-GMM and DNDA-GMM, there
are two important parameters, that is, regularization
parameter λ and reduced subspace dimension D. We
will discuss the effect on the selection of different
model parameters in the next subsection. The results,
in Figure 2, were get with λ = 0.95 and D = 100.
For LDA-GMM, the reduced subspace dimension is at
most K − 1.
As can be seen from Figure 2, DNDA-GMM performs
the best of all. PCA-GMM performs the second best,
LDA-GMM performs the third and Diag-GMM per-
forms the worst. Diag-GMM assumes that the features
are independent within each class. However, features
will rarely be independent within a class in practice.
The PCA-GMM method, which uses PCA for dimen-
sionality reduction, yields projection directions that
maximize the total scatter across all classes. The LDA-
GMM method, which uses LDA for dimensionality
reduction, optimizes the low-dimensional representa-
tion of the objects with focus on the most discrimi-
nation between classes and increases the classification
performance to a certain degree. However, important
discriminatory information may be lost during dimen-
sionality reduction. This problem becomes especially
severe when the class number K is much less than
the data dimension D. Thus, PCA may outperform
LDA when the number of training samples per class is
small. As we can see, DNDA-GMM yields a smaller
classification error rates than the above. The DNDA-
GMM achieves its minimum error rate 1.39% when
m = 3.
Table 1 shows the experimental results using the

ARCENE data set. Five-fold cross validation was used
to compute the classification error rate. The overall
classification error rate of the three classifiers versus
the total number of mixture components M which
ranges from 2 to 18 is shown in the table. LDA-GMM
is not contained, since there are only two classes in the
ARCENE data set. The results, in Table 1, were get
with λ = 0.95 and D = 98. The minimum error rate
is in bold font in each column. As Table 1 shows, the
smallest error rate is always achieved by the DNDA-
GMM, for each column, when the number of mixture
components is fixed. It shows the advantage of the
DNDA-GMM method.

4.2. Model Selection

Model selection is an important problem in many
learning problems. Different choices of the parameters
may bring down the learning performance in some
situations. There are two essential parameters in our
DNDA-GMM algorithm: regularization parameter λ
and the subspace dimension D. Data driven method,
such as cross validation and grid search, can be used
to find the pair of λ and D that gives the lowest
error rate. Table 2 provides the average classification
error rate(weighted average of error rate with mixture
components from 1 to 9) of DNDA-GMM with some
different values of λ and D using the ARCENE data
set. As we can see from Table 2, firstly, for each
column, when the regularization parameter λ is fixed,
the higher subspace dimension D is chosen, the smaller
classification error rate is achieved. From section 3.2,
we find that more information of between classes
can be preserved by choosing a higher value of D.
Secondly, for each row, when the subspace dimension
D is fixed, the bigger regularization parameter λ is
chosen, the smaller classification error rate is achieved.
On the other hand, regularization parameter λ must be
smaller than 1 to prevent the covariance from singular.

5. Conclusion

In this research, we have introduced a novel
method for classifying high-dimensional data.
The proposed DNDA-GMM classifier takes the
advantages of both the generative methods and the
discriminative approaches. A direct nonparametric
discriminant analysis algorithm was proposed for
high-dimensional data. DNDA is effective in the
utilization of the classification boundary information
just like discriminative approaches. In addition to the
advantages of optimizing the classification boundary,
DNDA mainly achieves dimensionality reduction and
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Table 1. The overall classification error rate of the three classifiers versus the total number of mixture
components M, which range from 2 to 18, with λ = 0.95 and D = 98 for the ARCENE data.

Error rate (%) M = 2 M = 4 M = 6 M = 8 M = 10 M = 12 M = 14 M = 16 M = 18

DiagGMM 34 35.5 17.5 15 14 14.5 15.5 14 15

PCAGMM 23 14.5 12 12 12 12 12.5 11.5 13.5

DNDAGMM 19.5 11 10.5 9.5 10.5 11 10 9.5 10

Table 2. The average classification error rate of DNDA-GMM with parameter λ varying from 0.1 to 0.99
and D varying from 10 to 98 using the ARCENE data set.

Average Error Rate (%) λ = 0.99 λ = 0.95 λ = 0.9 λ = 0.7 λ = 0.5 λ = 0.3 λ = 0.1

D = 98 12.56 14.78 14.67 14.67 15.33 16.0 16.0

D = 80 14.22 15.33 15.44 15.78 17.22 20.33 23.22

D = 40 14.78 15.22 20.89 35.11 40.56 41.56 42.33

D = 20 23.67 35.0 40.33 43.33 44.0 44.0 44.0

D = 10 34.56 39.33 42.78 43.78 44.0 44.0 44.0

alleviates the issues within GMM in the very high-
dimensional feature space. Regularized covariance
matrix technique was used in this paper to overcome
the problem of singular or nearly singular covariance
during the iterative procedure in EM.
Experiments conducted on two real world data
sets show that the DNDA-GMM classifier often
outperforms the diagonal Gaussian mixture model.
The experimental results also show that our method is
superior to PCA-GMM and LDA-GMM approaches
in terms of classification accuracy and stability.
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Abstract—In recent years, rapidly developed hand written word 
recognition techniques have attracted researcher’s attention to 
study Arabic word classification. Arabic language has cursive 
style of writing so it needs special framework for classification. In 
this paper, a precise framework for Arabic word classification is 
presented, which uses sparse coding with spatial pyramid 
matching (SPM) algorithm and linear support vector machine 
classifier. SPM maps each feature set to a multi-resolution 
histogram that preserves the individual feature at the finest level. 
The histogram pyramids are then compared by using a weighted 
histogram intersection algorithm. Our proposed framework is 
evaluated with four publically available datasets; IFN/ENIT, 
PATS-A01, IFHCDB and ISI Bangla numeral. Experimental 
results show that the proposed framework outperforms those 
state of art methods used for Arabic words classification.

Keywords- Arabic Character Recognition; linear support vector 
machine (LSVM); Spatial Pyramid Matching (SPM); Scale 
invariant feature transform (SIFT).

I. INTRODUCTION
From last two decades there has been lots of meaningful 

research work in offline word recognition (OWR). Among 
them, most of works are done on Latin, Japanese, English and 
Chinese word classification, while Arabic word recognition 
gets less attention for most of researchers. As we known, 
Arabic language partially used as script for several languages, 
like Farsi, Urdu, Uygur, Sindhi, Jawi, Kashmiri, Pishtu, 
Baluchi, Ottoman, Old Hausa, Berber, Dargwa, Ingush, 
Kazakh, and Kirghiz. It contains 28 characters from which 16 
characters contain dots (dots vary from 1 to 3, which can be on 
upper side or lower side of character), combination of these 
characters makes words. Some words look like same, but 
diacritics make the different meanings. Arabic words have 
specific features which make them different from other 
languages over which classification is performed extensively in 
literature [24]. The specific features are (1) cursive nature in 
both machine-printed and hand-written text, (2) written from 
right to left instead of left to right, and (3) the size in both 
height and width is not same. Arabic words recognition is still 
a challenging research area in pattern recognition.  

Classification of Arabic words also depends upon the 
following common factors in pattern recognition: (1) quality of 
image database; (2) effective and efficient preprocessing; (3) 
feature selection; and (4) classification method. Once the 
sample image is acquired, pre-processing is essential to 
improve the quality of image. Pre-processing includes 
thresholding, skew/slant correction, noise removal, thinning, 
baseline estimation and segmentation of words. After 

preprocessing, features are extracted from the preprocessed 
image data and then classified. Arabic scripts can be 
recognized by two methods named as segmentation based and 
segmentation free. For the segmentation based method, the 
words are further divided into characters then used for 
recognition; this method is also known as analytical approach. 
For segmentation free methods, which are also known as a 
global approach, whole Arabic script image is given as an input 
for the Handwriting recognition (HWR) system. By using 
global approach the recognition process is made simpler by 
avoiding character segmentation, however it makes the 
recognition process slow due to huge vocabulary need to be 
processed [1]. 

The main contribution of this paper is the proposal of a 
novel framework to classify the offline Arabic words using the 
spatial pyramid matching for both handwritten and computer 
typed Arabic words. Firstly, the handwritten and computer 
typed Arabic words are preprocessed. After the preprocessing 
the word descriptors are extracted using the scale invariant 
feature transform (SIFT), then sparse coding is applied, Spatial 
pyramid matching is used for the next step. For the sake of 
classification the linear support vector machine is adopted.  

The rest of paper is organized into four sections. Section II 
describes related work,� section III gives the overview to 
background knowledge, section IV describes our proposed 
algorithm, section V presents the detailed experiments and 
finally section VI provides conclusions and future work. 

II. RELATED WORK 
All over the world Arabic is written by more than 250 

million people [1][2]. In early days people used their own 
(small and self generated) database [2][3] to study recognition 
problem, so there is no way to compare their results with those 
of others in character classification accuracy. A recognition 
system is proposed by Mario et al, which is based on a semi-
continuous 1-dimensional Hidden Markov Model (HMM) [4]. 
In their system, basic dimensions (like Height, length, and 
baseline skew) are normalized, features are extracted using a 
sliding window, and each binary word image normalization 
parameters are estimated [4]. Sabri et al. proposed the Fast 
Hartley Transform (FHT) algorithm for feature selection, in 
which the contour of Arabic character is extracted and then the 
FHT is applied on extracted contour [5]. Hamdi et al.
proposed to apply Gabor filters to feature extraction with the 
K Nearest Neighbor (KNN) classifier, and got the better 
results than those previously published approaches. Modified 
Fourier Spectrum [6] and Fourier descriptors are proposed [7] 

*The research work described in this paper is fully supported by the
grants from the National Natural Science Foundation of China (project No.
90820010). Prof. Ping Guo is the author to whom all correspondence should
be addressed. 
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by Mahmoud which uses the same data set [8]. Hamdi et al.
proposed an algorithm for smoothing and segmenting the 
Arabic characters using width writing estimation from 
skeleton character. In their algorithm, moments, fourier 
descriptor of projection and centroids distance are taken as 
features of each character [9].  

Mohannad et al. proposed an improved and more robust 
recognition algorithm for characters at the sub-word level 
based on HMMs combined with the Viterbi algorithm. In this 
algorithm, statistical information is extracted and used to 
estimate the probabilistic parameters of HMMs [10]. Morteza 
et al. adopted the SIFT features without any kind of 
preprocessing to remove the noise, and used for word 
classification [11]. Mehmmood et al. proposed an efficient 
feature extraction method, in which features consist of the first 
three moment invariants, the number and position of dots, the 
number of holes in the character body, and the number of 
pixels in the dot area [12]. Jawad et al. after preprocessing 
extracted features extracted by using Discrete cosine 
Transform (DCT) and Zigzag scanning, applied neural 
network (NN) based classifier to word classification [13].  

Spatial pyramid matching (SPM) technique has been shown 
to be effective to image classification. SPM segments the 
images using different scales and computes the Bag of words 
(BoW) histogram in each segment and then concatenates all the 
histograms [14]. Yang et al. considered an approach to reduce 
the training complexity, a linear spatial pyramid matching 
method using sparse coding (ScSPM) is proposed [15]. Wang 
et al. used locality in feature space to constrain the linear 
sparse coding phase (LLC) of ScSPM, which has further 
reduced the computation time. However, the performance 
improvement of LLC over ScSPM on real world images is not 
obvious [16]. To the best of our knowledge, sparse coding with 
SPM is not used for Arabic word classification, it is first time 
to use in this paper. 

III. BACKGROUND KNOWLEDGE 
In this section, we will briefly review the previous works 

related to this word classification.  

A. SIFT 
Scale-invariant feature transform (SIFT) [23] is a common 

algorithm which detects and describes local features of images, 
and has been applied widely in computer vision. The SIFT 
algorithm has four filtering stages named as scale-space 
extrema detection, keypoint localization, orientation 
assignment and keypoint description.  

B. Sparse Coding 
In this part, we will review the sparse coding [15]. Let us 

consider X (D- dimensional feature space) be a set of SIFT 
descriptors. i.e. 

.minmin 2
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V
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The vector quantization (VQ) method with K-means 
clustering algorithm applies to solve the following problem. 

,minmin 2
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where V=[v1,…,vk]T are the K cluster centers to be found, 
called codebook, and || N ||2 denotes the L2-norm of vectors. 
The optimization problem can be re-formulated into a matrix 
factorization problem with cluster membership indicators   
U=[u1,…,um]T
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 After the optimization, the index of the only nonzero 
element in um indicates which cluster the vector xm belongs. In 
the training phase of VQ, the optimization Eq. (2) is solved 
with respect to both U and V. In the coding phase, the learned 
V will be applied for a new set of X and Eq. (1) will be solved 
with respect to U only. Then the VQ formulation is turned into 
another problem known as sparse coding (SC): 
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    Where a unit L2-norm constraint on vk is typically applied 
to avoid trivial solutions. Normally, the codebook V is an over 
complete basis set, i.e. K>D dropped out the non-negativity 
constraint as well, because the sign of u is not essential - it can 
be easily absorbed by letting ,
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So that the constraint can be trivially satisfied, where um+=
min (0, um)  and  um-= max (0, um). Similar to VQ, SC has a 
training phase and a coding phase. First, a descriptor set X
from a random collection of image patches is used to solve Eq. 
(2) with respect to U and V, where V is retained as the 
codebook. In the coding phase, for each image represented as 
a descriptor set X, the SC codes are obtained by optimizing Eq. 
(2) with respect to U only. 

C. Linear SPM 
For any image represented by a set of descriptors, single 

feature vector can be computed based on some statistics of the 
descriptors’ codes [15]. For example, if U is obtained via Eq. 
(1), a popular choice is to compute the histogram. 

.1
1� �

�
M

m mM
Z u (3)

      The bag-of-words approach to image classification 
computes such a histogram z for each image I represented by 
an unordered set of local descriptors. In a more sophisticated 
SPM approach, the image’s spatial pyramid histogram 
representation z is a concatenation of local histograms in 
various partitions of different scales. After normalization z can 
be seen as again a histogram. Let zi denote the histogram 
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representation for image Ii. For a binary image classification 
problem, an SVM is adopted to learn a decision function 

� � � �
1

,
n

i i
i

f k bJ
�

� ��z z, z          (4)

where � �: ;n
iii yz 1, � is the training set, and yi ? {-1, +1} 

indicates labels. For a test image represented by z, if f(z)>0
then the image is classified as positive, otherwise as negative. 
In theory k ( ) can be any reasonable Mercer kernel function, 
but in practice the intersection kernel and Chi-square kernel 
have been found the most suitable on histogram 
representations. Linear kernel on histograms leads to always 
substantially worse results, partially due to the high 
quantization error of VQ. However, using these two nonlinear 
kernels, the SVM has to pay a high training cost, i.e. O(n3) in 
computation, and O(n2) in storage (for the n n kernel 
matrix). This means that it is difficult to scale up the algorithm 
to the case where n is more than tens of thousands. 
Furthermore, as the number of support vectors scales linearly 
to the training size, the testing cost is O(n).

Let U be the result of applying  the sparse coding to a 
descriptor set X, assuming the codebook V to be pre-learned 
and fixed, image feature computed by  a pre-chosen pooling 
function 

                     � �Uz F� ,                                    (5) 

where the pooling function F is defined on each column of U.
Each column of U corresponds to the responses of all the local 
descriptors to one specific item in dictionary V. Therefore, 
different pooling functions construct different image statistics. 
For example, in Eq. (3), the underlying pooling function is 
defined as the averaging function, yielding the histogram 
feature. F is defined pooling as a max pooling function on the 
absolute sparse codes. 

            : ;,,...,,max 21 Mjjjj uuuz �                               (6) 

where zj is the j-th element of z, uij is the matrix element at i-th 
row and j-th column of U, and M is the number of local 
descriptors in the region. This maximizing pooling procedure 
is well established by biophysical evidence in visual cortex 
and is empirically justified by many algorithms applied to 
image categorization.  

Similar to the construction of histograms in SPM, 
maximizing pooling Eq. (6) is used for  spatial pyramid 
constructed for an image. By maximizing pooling across 
different locations and over different spatial scales of the 
image, the pooled feature is more robust to local 
transformations than that of mean statistics in histogram. The 
pooled features from various locations and scales are then 
concatenated to form a spatial pyramid representation of the 
image. Let image Ii be represented by zj, then simple linear 
SPM kernel is 
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where  j
T
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iz  is the maximum pooling 

statistics of the descriptor sparse codes in the (s, t)-th segment 
of image Ii in the scale level l. Then the binary SVM decision 
function becomes 
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In the literature, Eq. (4) is called the dual formulation of 
SVMs, while Eq. (8) is the primal formulation. Despite that 
the linear SPM kernel based on histograms leads to very poor 
performances, linear SPM kernel based on sparse coding 
statistics always achieves excellent classification accuracy 
[15]. This success is largely due to three factors: (1) SC has 
much less quantization errors than VQ; (2) it is well known 
that image patches are sparse in nature, and thus sparse coding 
is particularly suitable for image data; and (3) the computed 
statistics by maximizing pooling are more salient and robust to 
local translations. 

D. Multi-class Linear SVM 

Linear SVM is an algorithm for solving multiclass 
classification problems from very large data sets [15]. Linear 
SVM is a linearly scalable practice meaning that it produces 
an SVM model in a CPU time which scales linearly with the 
size of the training data set. Given the training data 
� �: ; : ;LYy i

n
iii ,...,1,, 1 �?� yz , a linear SVM aims to learn 

L linear functions : ;YcT
c ?|zw , such that, for a test datum z,

its class label is predicted by    
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y
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    We take a one-against-all strategy to train L binary linear 
SVMs, each solving the following unconstraint convex 
optimization problem             
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where 1�c
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iy , and 
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c
ic yl zw ,;  is a hinge loss function. The standard hinge 

loss function is not differentiable everywhere, which hampers 
the use of gradient-based optimization methods. A 
differentiable quadratic hinge loss is adopted, 
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such that the training can be easily done with simple gradient-
based optimization methods. 
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IV. PROPOSED ALGORITHM 

Figure 1. Block diagram of the Framework 

Fig. 1 shows our proposed framework which has five main 
steps, described as following: (1) Image binarization, 
smoothing, noise removal, word thinning and segmentation; (2) 
Feature extraction;  (3) Sparse coding;  (4) Spatial pyramid 
matching; and (5) Linear Support vector machine. The first 
phase provides preprocessing steps, however it is not 
compulsory that all preprocessing steps should be applied on 
the datasets. That can be determined by finding the threshold 
or visually give the quick overview to datasets. One dataset 
required all pre processing steps (like A01-Arial) however for 
other datasets there is no need of segmentation. 

Form Fig. 1, we can see that the first phase of framework 
is preprocessing. The question is, why preprocessing is needed: 
we can see from Fig. 2, 4 and 5 the original images have some 
deficiencies that should be removed before extracting 
features .i.e. the original image in Figure has noise that should 
be removed to get the best possible features. For the image 
binarization, we have used a well known Otsu Method [17]. 
For the purpose of smoothing and noise removal method given 
in [18] is used, that exploits the fact that curves moving under 
their curvature, smooth out and disappear. This method 
evolves contours; boundaries remain essentially sharp and 
have no blur. For the purpose of thinning, we have used 
method given in [18]. The results of preprocessing step will be 
discussed in section V. 

 An image contains many objects and every object has 
many features. Interesting points on the object extracted as 
features of that object. The extracted descriptors can be used 
to locate the other objects in the same image. [23] SIFT image 
features provide a set of features of an object that are not 
affected by many of the complications experienced in other 
methods, such as object scaling and rotation. Important 
characteristic of these features is the relative positions 
between them in the original scene should not change from 
one image to another. SIFT detects and uses a much larger 
number of features from the images, which reduces the 
contribution of the errors caused by these local variations in 
the average error of all feature matching errors. SIFT features 
are also very resilient to the effects of "noise" in the image 

The Bag of Feature (BoF) method removes the spatial 
sequence of local descriptors, which restricts the descriptive 
power for image representation. By solving this problem, one 
particular expansion of the BoF model, called SPM [14] has 
made an outstanding success in image classification.SPM 
mechanism involves the segmentation of image in to 
increasing fine sub-regions and calculate the histogram of 
local features originate inside the sub-regions. It improves the 
performance over basic bag-of-features representation also 
geometric based methods. [25] A pyramid match kernel works 
with an order less image representation that it permits for 
precise matching of two groups of features in a high 
dimensional appearance space, but discards all spatial 
information. 

Linear SVM maximizes the geometric margin of training 
dataset. Linear SVM is algorithm for solving multiclass 
classification problems for very large datasets. Linear SVM is 
a linearly scalable practice meaning that it produces an SVM 
model in a CPU time which scales linearly with the size of the 
training data set. It is Binary and linearly separable 
classification.

V. EXPERIMENTS

The bench mark datasets for classification used in this 
work are IFN/ENIT, PATS-A01, IFHCDB and ISI Bangla 
numeral. 

A. Datasets 
The first printed Arabic Text Set A01 (PATS-A01) 

consists of 2766 text line images. The line images are 
available in eight fonts: Arial, Tahoma, Akhbar, Thuluth, 
Naskh, Simplified Arabic, Andalus, and Traditional Arabic. 
We used only arial font in our experiments. Text lines are 
segmented to words in preprocessing step. We used 70% 
images for training dataset and remaining images as testing 
data [19]. 

The IFN/ENIT-database contains 32,493 binary word 
images with more than 2200 classes and written by 411 
writers. We used 70% images for training data set and 30% 
images for testing data [4] [13] [10].The IFHCDB Farsi 
database has 69,855 numeral images in total. It contains 47 
classes.  We used 70% images for training data set and rest 
images for testing data [20].  

The ISI Bangla numeral database has 19,392 training 
samples and 4000 test samples in total. The images are gray-
scaled, some with noisy background, and the gray level of 
foreground varies considerably. We used 12000 images for 
training data set and 3000 images for testing data [21]. 

B. Performance Measure 

Performance of existing and our proposed framework is 
compared in terms of accuracy. Accuracy is calculated in term 
of the ratio of real correct images to images annotated by 

Preprocessing 
Feature 

Extraction

Sparse 
coding 

SPMLSVM 
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human. Table 1, shows that how our proposed framework 
gives more accurate results.  

C. Comparision with other  Approaches 

We compared our proposed framework with work 
presented in [11], which tested framework on 1400 text images 
and claims that there is no need of preprocessing. However, in 
our case the dataset size is much larger and needs to be 
preprocessed.  AIFN/ENIT dataset is used and good results are 
obtained by [22]. However our proposed framework also out 
performs this framework.  

D. Results and Discussions  
For [19] the images are segmented into words in 

preprocessing (all steps of preprocessing defined in 
introduction) steps the example of preprocessing for this data 
set shown in Fig. 2 and 3. 

Figure 2. PATS-A01 Original image [19] 

Figure 3. Segmented image after Preprocessing [19] 

For the dataset Bangla numeral images have  noise due to 
noise these images were not clear so we have applied some 
smoothing and noise reduction techniques [18] to made the 
dataset ready for feature extraction by SIFT. Some examples 
are shown in Fig. 4 before and after preprocessing. 

Figure 4.  Bangla numeral dataset first row before preprocessing 
2nd row after the noise removal [BAN]. 

For the IFN/ENIT [RAF 04] the images were not sharp so 
for making the images sharp, firstly, we find the edges then 
function imfill is used to sharp the image. Before and after 
sharpening the images examples are shown in Fig.  5. 

    

Figure 5. IFN/ENIT dataset first row before preprocessing 2nd row 
after image enhancement [MOH 11]. 

Experimental results are shown in Table 1. It is clear that 
for all four standard benchmark datasets our framework out 
performs baselines. We have compared our framework with 
the DCT and SIFT using the SVM. For the preprocessing we 
have used the different criteria for different data sets according 
to requirements of datasets. 

TABLE I. CLASSIFICATION RESULTS

Method 
/Data set 

DCT 
+

SVM 

SIFT 
+

SVM 

Proposed 
Framework 

PATS-A01 98% 98.8% 100% 

IFN/ENIT 45% 71% 100% 

Bangla 30% 75% 93% 
IFHCDB 47% 70% 88% 

 PATS-A01 is computer written words and has same 
diacritics, so the accuracy is good and almost same for all 
methods.  

IFHCDB is handwritten words and much variation in 
diacritics also has different type of noises in it, so extracted 
features are unordered and baseline methods are unable to 
cater relationship between words. Meanwhile SPM has the 
capability to cater the unordered feature.   

IFN/ENIT and Bangla is handwritten characters, contains 
noises and not sharp. So base line approaches did not 
performed on it and our framework out performs on it because 
we have done preprocessing for removal of noise  make it 
sharpen. SPM map each feature set to multiresolution 
histogram that preserves the individual features’ at the finest 
level. The histogram pyramids are then compared using a 
weighted histogram intersection computation, so we got the 
more accurate results on datasets. 

VI. CONCLUSIONS
This paper proposed a framework to classify the Arabic 

hand written as well as computer generated words using SPM. 
The features are extracted by SIFT and our proposed 
algorithm is evaluated with four datasets. Sparse coding is 
used for dictionary learning. Our proposed algorithm has 
shown promising results which produces high rate of 
classification. LSVM as classification tool in Arabic character 
recognition system got promising results. For the future work 
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it will be considered how to automatically find which datasets 
requires which preprocessing steps. 
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Abstract—Scale Invariant Feature Transform (SIFT) has been
applied in numerous applications especially in the domain of
computer vision. In these applications, image information used
for building the SIFT descriptor can have a significant impact
on its performance. When building orientation histograms for
descriptors, a critical step is how to increment the values in
the orientation bins. The original scheme for this step in SIFT
was improved in [6]. Two different types of gradient information
are used for building orientation histograms. The limitations
of the two schemes are identified in this paper and we then
propose three new schemes which use both types of gradient
information in the feature description and matching stages. Our
experimental results show that the proposed schemes can achieve
better registration performances than the schemes proposed in
SIFT and [6].

Keywords - SIFT; Image registration; Keypoint description and
matching

I. INTRODUCTION

Scale Invariant Feature Transform (SIFT) based image
registration techniques [1]–[7] have been widely adopted and
improved in recent years because of its effectiveness and
robustness. SIFT is a technique for detecting and describing
local features in images. Its main merits are summarized as
follows. Firstly, SIFT features are invariant to differences in
scale, rotation and illumination, and partially invariant to affine
transformations, viewpoint changes and noises. Secondly, they
are highly distinctive - even a single feature can be correctly
matched with high probability against a large data set of
features from many images [2]. Moreover, many descriptors
can be built to represent a very small portion in an image. This
leads to greater robustness in image registration. In addition,
local feature detection is computationally efficient - thousands
of local features can be extracted from a typical image in near
real-time [2]. Finally, SIFT descriptor is extensible, i.e., it can
be incorporated with features like color and texture [2].

SIFT descriptor is a 128 dimensional representation of a
local image region around a keypoint (a SIFT keypoint is
a location in the image that can be repeatedly chosen to
represent the local image contents even when the image has
undergone various image transformations). A SIFT descriptor
is derived by concatenating 16 orientation histograms, where-
by each consists of eight bins. In the process of building such
a descriptor, a fundamental task is to ensure its distinctiveness.

This directly affects its matching accuracy. Thus, it is critical to
use appropriate image information for incrementing the values
in the orientation bins, in order to appropriately represent the
visual differences between images.

Initially, incrementing the values in the orientation bins us-
ing gradient magnitudes was proposed in the original SIFT [2].
Later, as identified in [6], using gradient magnitudes alone may
lead to similar descriptors for images with completely different
visual contents. Thus, a novel scheme which increments the
values in the orientation bins based on gradient occurrences
was proposed in [6]. However, based on our analysis which we
will present in this paper, this scheme still has its limitations.
Thus in this paper, we propose three new schemes which use
both types of gradient information for building and matching
the descriptors. The experimental results presented in this
paper will show that our proposed schemes outperform the
schemes in the original SIFT and in [6] when registering
images.

The rest of the paper is structured as follows. Section II
provides an overview of SIFT and the improved scheme pro-
posed in [6]. The limitations of using only gradient magnitudes
or gradient occurrences for building and matching descriptors
are also illustrated in this section. We then describe our three
proposed schemes in Section III. Finally, the performance eval-
uation of the proposed schemes and conclusions are discussed
in Section IV and Section V respectively.

II. RELATED WORK

In this section, the main stages of SIFT are described. Then,
an improvement to SIFT proposed in [6] which uses gradient
occurrences for building descriptors is described. Finally, the
limitations of this improved scheme are discussed.

A. Overview of SIFT

SIFT is a feature detection and description technique [1],
[2]. Its main stages can be briefly summarized as follows.

1) Keypoint Detection: To detect local features that are
invariant to different scales, Difference-of-Gaussian (DOG)
function is applied to the image and locations which are the
extrema over multiple scales are selected. Specifically, a DOG
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image is calculated by

D(x, y, σ) =L(x, y, kσ)− L(x, y, σ)

=(G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y), (1)

where I denotes the original image, G is the Gaussian kernel,
* is convolution operation, σ is variance of the Gaussian filter
and k is a constant factor for separating two adjacent scales. In
order to detect the extrema, each pixel is compared to its 26
neighbors in 3×3 regions at the current and adjacent scales
[2]. If the pixel is the maximum or minimum among the
neighboring pixels, it is a keypoint candidate. Each keypoint
detected has its own location and scale.

2) Orientation Assignment: By assigning dominant orien-
tation for each keypoint, the keypoint descriptor can be repre-
sented relative to this orientation, thereby achieving invariance
to image rotation. Firstly, the Gaussian smoothed image, L(σ),
is selected with the closest scale of the keypoint so that all
computations are performed in a scale-invariant way. Then, a
local region around the keypoint is determined by a Gaussian-
weighted circular window that is derived based on the scale
of the keypoint. The gradient magnitude, Gm, and orientation,
Gθ, for each pixel, L(x, y), within this region are calculated
[2]:

Gm =

√
dx

2 + dy
2,

Gθ = tan−1(dy/dx),
(2)

where

dx = L(x+ 1, y)− L(x− 1, y),

dy = L(x, y + 1)− L(x, y − 1).
(3)

Then, an orientation histogram consisting of 36 bins (covering
360◦ with an interval of 10◦) is built based on the gradient
orientations of all the pixels within the local region. The
value in each orientation bin is incremented based on the
gradient magnitude (weighted by the Gaussian window) of
each pixel with a corresponding orientation in the neighboring
region. The orientation bin with the highest value denotes the
dominant orientation.

3) Keypoint Description: This stage aims to represent each
keypoint based on its neighboring region that is determined
by a Gaussian-weighted circular window (indicated by a circle
in Fig. 1). Firstly, the gradient magnitude and orientation for
each pixel located in this region are calculated. Secondly, the
gradient orientations are rotated relative to dominant orienta-
tion of the keypoint to attain rotation invariance. Then, all the
gradients are weighted by the Gaussian window, giving less
emphasis to gradients that are further from the center of the
region. After that, this region is divided into 4×4 sub-regions
and an orientation histogram is built in each sub-region, with
eight orientation bins evenly covering 360◦(quantized with an
interval of 45◦). Next, each orientation histogram is built in
the same way as the previous stage. Finally, the descriptor
is normalized to reduce the effects of illumination changes.
Fig. 1 illustrates the process of building a descriptor.

Fig. 1. The formation of SIFT descriptor

4) Keypoint Matching: The descriptors built for the ref-
erence and transformed images are matched using a nearest
neighbor-based scheme [2], [8]. Keypoint B is considered
a match to keypoint A if B’s descriptor DB is the nearest
neighbor of A’s descriptor DA, with a constraint that the
distance ratio between the first and the second nearest neighbor
is below a threshold.

B. Improved SIFT

As stated in the previous subsection, 16 orientation his-
tograms make up a SIFT descriptor. Each orientation his-
togram consists of eight orientation bins. The value in each
orientation bin is incremented by the gradient magnitude of
each pixel with the corresponding orientation. However, using
such information for incrementing the values in the orientation
bins will result in descriptors which would potentially cause
ambiguity during matching under some circumstances. Fig. 2
depicts one such example.

(a) (b)

(c) (d)

Fig. 2. Ambiguity of incrementing the values in the orientation bins based
on gradient magnitudes in SIFT: the four visually different regions have the
same orientation histogram.

In Fig. 2, each sub-figure denotes a sub-region around a
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keypoint as described in Section II A and each cell corresponds
to a pixel. Each arrow indicates an occurrence of image
gradient. The length and orientation of each arrow denote
the gradient magnitude and orientation of a particular pixel
respectively. A blank cell means that the gradient magnitude
of this pixel is zero. Without loss of generality, assume that
the orientations of all the arrows in the four regions are 45◦.
Based on the Keypoint Description stage of SIFT discussed in
the previous subsection, the sum of gradient magnitudes at the
45◦ orientation bin for the four regions is 4 and the values in
all the other seven orientation bins are zero. Consequently, the
same orientation histogram will be built for the four regions.

To deal with this issue, incrementing the values in the
orientation bins using gradient occurrences was proposed in
[6]. This is done by counting the number of gradients in
each sub-region that has orientations corresponding to each
orientation bin and incrementing the value in that bin with
this number. By applying this scheme in the example in Fig. 2,
the value in the 45◦ orientation bin for the four regions will
be 1, 4, 2 and 3 respectively. Thus, four different orientation
histograms will be built. In [6], another scheme for increment-
ing the values in the orientation bins was proposed based on
average squared difference of magnitudes. In this scheme, the
difference between the magnitude of a particular pixel and
the average magnitude is considered when incrementing the
value in a particular orientation bin. Experimental results in
[6] showed that, the scheme of using the number of gradient
occurrences performs better than the other scheme based
on average squared difference of magnitudes as well as the
original scheme used in SIFT. For referencing in this paper,
the improved SIFT using gradient occurrences to increment
the values in the orientation bins is termed as OG-SIFT (OG:
Occurrences of Gradients) in this paper.

C. Limitations of OG-SIFT Descriptors

As stated in Section II, using gradient occurrences for
incrementing the values in the orientation bins can successfully
distinguish those regions similar to the ones depicted in Fig. 2.
However, indistinctiveness of OG-SIFT descriptors can be
reflected under some circumstances. A typical example is
shown in Fig. 3. All the assumptions in Fig. 3 are consistent
with those in Fig. 2. Let us build the orientation histograms
for the four regions in Fig. 3 using gradient occurrences to
increment the value in each orientation bin. The value in the
45◦ orientation bin would be consistently equivalent to 2 for
the four regions. Thus, the same orientation histogram will be
built for them. However, the four regions represent different
image contents and have completely different magnitudes. If
orientation bins are incremented using gradient magnitudes,
the value in the 45◦ orientation bin would be 8, 2, 3 and 4
respectively, leading to four different orientation histograms.

In conclusion, both SIFT and OG-SIFT fail to distinguish
image local regions with different visual contents under some
circumstances, like the two examples illustrated in Fig. 2 and
Fig. 3. Since gradient magnitudes and gradient occurrences
are both important visual properties in images, using both

(a) (b)

(c) (d)

Fig. 3. Ambiguity of incrementing the values in the orientation bins based
on gradient occurrences in OG-SIFT: the four visually different regions have
the same orientation histogram.

types of information in the description and matching stages
will improve the registration performance.

III. PROPOSED METHODS

To deal with the limitations of SIFT and OG-SIFT descrip-
tors stated in the previous section, three schemes that use both
gradient magnitudes and gradient occurrences for building and
matching descriptors are proposed in this section.

A. Scheme 1

The main idea is to select matches which are visually more
similar from the match set of OG-SIFT by also considering the
distance of the corresponding SIFT descriptors. The algorithm
can be summarized as follows.

1) Perform the Keypoint Detection and the Orientation
Assignment stages of SIFT, as described in Section II
A.

2) Build SIFT descriptors and OG-SIFT descriptors, i.e.,
increment the values in the orientation bins using gradi-
ent magnitudes and occurrences respectively.

3) Match the OG-SIFT descriptors between the reference
and transformed images using nearest neighbor-based
matching scheme (described in Section II A) to obtain
an initial match set, MOG.

4) Reject the matches with relatively large distance of
SIFT descriptors in MOG based on a threshold that
is predetermined. In our experiments, if the Euclidean
distance of the two SIFT descriptors of a particular
match in MOG is greater than 0.5 (empirically deter-
mined), this match is removed from MOG. The set of
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removed matches is named MR. The remaining matches
in MOG are determined as more desirable matches,
which are visually very similar in terms of both gradient
magnitudes and gradient occurrences. They make up the
primary match set, named MP .

5) Match the SIFT descriptors of the reference image
corresponding to MR with all the SIFT descriptors of
the transformed image. Then, the secondary match set,
MS , is obtained. By doing so, the OG-SIFT matches
that are relatively far in terms of gradient magnitudes
are matched once again using the corresponding SIFT
descriptors, potentially leading to new matches.

6) Merge the primary match set, MP , and the secondary
match set, MS , to constitute the final match set, MF .

B. Scheme 2

Observing our experimental results, we found that the
number of true matches determined by Scheme 1 is much
lower as compared to SIFT. To increase the number of true
matches, Scheme 2 is proposed. In this scheme, the match set
determined by SIFT is taken as the initial match set and then
it is refined with the distance of the corresponding OG-SIFT
descriptors. The steps from 3) to 5) in Scheme 1 should be
modified as follows.

1) Match SIFT descriptors between the reference and trans-
formed images using nearest neighbor-based matching
scheme to obtain an initial match set, MM .

2) In MM , a threshold is set to reject those matches with
relatively large distance of OG-SIFT descriptors. Those
matches with the distance of the corresponding OG-
SIFT descriptors smaller than the threshold are deter-
mined as more desirable matches, that is, the primary
match set, MP . The remaining matches in the initial
match set, MM , make up the set of removed matches,
MR.

3) Match the OG-SIFT descriptors of the reference image
listed in MR with all the OG-SIFT descriptors of the
transformed image. Then, the secondary match set, MS ,
is obtained. This stage is to further match the SIFT
matches that are relatively far in terms of gradient
occurrences.

C. Scheme 3

The third scheme we propose is to extract the matches
determined by both SIFT and OG-SIFT, i.e., the final match
set, MF , can be deduced by

MF = MM ∩MOG, (4)

where MM and MOG denote the match set obtained using
gradient magnitudes and occurrences to increment the values
in the orientation bins respectively. The matches obtained
using this scheme hold relatively small distance for both SIFT
descriptors and OG-SIFT descriptors, reducing the chances of
generating false matches caused by cases that are similar to
the ones depicted in Fig. 2 and Fig. 3.

In conclusion, Scheme 1 is to prune the match set of OG-
SIFT with the assistance of the corresponding SIFT (OG-
SIFT) descriptors. In Scheme 2, the match set of SIFT is
refined with the corresponding OG-SIFT descriptors. Lastly,
Schemes 3 aims at extracting a match set intersected by
both SIFT and OG-SIFT. For referencing purpose, the three
schemes are termed as OG-SIFT-M, M-SIFT-OG and MOG-
SIFT respectively (OG: Occurrences of Gradients and M:
Magnitude).

IV. PERFORMANCE EVALUATION

In our experiments, the test data set used consists of 40 pairs
of natural images [8], [10] which are commonly used in the
literature for evaluating the performance of local descriptors,
and 56 pairs of medical microscopic images (examples of this
data set are presented in Fig. 4). Performance comparisons
have been carried out on five schemes: SIFT, OG-SIFT, OG-
SIFT-M (Scheme1), M-SIFT-OG (Scheme 2) and MOG-SIFT
(Scheme 3).

(a) (b)

(c) (d)

Fig. 4. Two pairs of medical microscopic images. Images (b) and (d) are
transformed ones of images (a) and (c).

A. Evaluation Criterion

The accuracy of an image registration technique depends
to a high degree on the accuracy of the match set. The
higher the percentage of true matches, the more accurate the
final registration will be. Therefore, we evaluate our proposed
schemes using the accuracy of the match set where

accuracy =
#true matches

#total matches
× 100%. (5)

The ground truths for natural images are given in [10] and
the homography for medical microscopic images is estimated
using a sample of corresponding points in each image pair
identified manually. A pixel error of 4, which is consistent
with [9], is used when determining a true match.
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TABLE I
EXPERIMENTAL RESULTS FOR NATURAL IMAGES

Image Ta Scheme #Trueb #Falseb Accuracy(%)
SIFT 369 3712 9.04

OG-SIFT 350 3552 8.97
bark scale + OG-SIFT-M 346 3386 9.27

rotation M-SIFT-OG 366 3550 9.35
MOG-SIFT 340 3254 9.46

SIFT 6796 1203 84.96
OG-SIFT 6553 653 90.94

boat scale + OG-SIFT-M 6484 490 92.97
rotation M-SIFT-OG 6718 684 90.76

MOG-SIFT 6250 311 95.26
SIFT 876 2413 26.63

OG-SIFT 878 1863 32.03
graffiti viewpoint OG-SIFT-M 866 1706 33.67

M-SIFT-OG 868 2065 29.59
MOG-SIFT 832 1419 36.96

SIFT 1650 15633 9.55
OG-SIFT 1593 14959 9.62

wall viewpoint OG-SIFT-M 1587 14758 9.71
M-SIFT-OG 1643 15473 9.60
MOG-SIFT 1553 14329 9.78

SIFT 3986 1621 71.09
OG-SIFT 3842 1060 78.38

bikes blur OG-SIFT-M 3775 788 82.73
M-SIFT-OG 3892 973 80.00
MOG-SIFT 3722 583 86.46

SIFT 2870 3831 42.83
OG-SIFT 2635 3468 43.18

trees blur OG-SIFT-M 2592 3208 44.69
M-SIFT-OG 2840 3552 44.43
MOG-SIFT 2429 2936 45.27

SIFT 3608 3589 50.13
OG-SIFT 3719 3408 52.18

leuven illumination OG-SIFT-M 3685 3282 52.89
M-SIFT-OG 3596 3356 51.73
MOG-SIFT 3535 3068 53.54

SIFT 9865 695 93.42
OG-SIFT 9216 317 96.67

ubc JPEG OG-SIFT-M 9163 248 97.36
compression M-SIFT-OG 9672 426 95.78

MOG-SIFT 8954 161 98.23
a Column T denotes transformations between image pairs.
b Column #True and column #False indicate the number of true matches and

false matches separately.

B. Experimental Results

Tables I and II compare the five schemes in terms of accura-
cy of the match set as well as the number of true matches and
false matches. For the natural images stated in Table I, each
accuracy is obtained by registering each original image with
its five transformed images, whereby each transformed image
is derived by applying increasing amount of the transformation
of the types stated in Column T of Table I. For the medical
microscopic images stated in Table II, the rotation between
an original image and a transformed image ranges from 0◦

to 90◦ with an interval of 15◦. Thus, each accuracy in this
table is an average accuracy derived by registering seven image
pairs. The experimental results in these two tables show that
compared to SIFT and OG-SIFT, OG-SIFT-M and MOG-
SIFT consistently achieve higher matching accuracy for all
the natural and medical microscopic images. As for M-SIFT-
OG, it also consistently achieves higher matching accuracy
than SIFT. Compared to OG-SIFT, M-SIFT-OG’s matching

TABLE II
EXPERIMENTAL RESULTS FOR MEDICAL MICROSCOPIC IMAGES

Specimena Δb
σ Scheme #True #False Accuracy(%)

SIFT 160 230 41.03
OG-SIFT 117 82 58.79

A 2x OG-SIFT-M 114 21 84.44
M-SIFT-OG 144 79 64.57
MOG-SIFT 110 15 88.00

SIFT 3442 1015 77.23
OG-SIFT 3351 529 86.37

B 2x OG-SIFT-M 3333 401 89.26
M-SIFT-OG 3414 617 84.69
MOG-SIFT 3245 144 95.75

SIFT 1324 1121 54.15
OG-SIFT 1277 515 71.26

C 2x OG-SIFT-M 1274 377 77.17
M-SIFT-OG 1306 754 63.40
MOG-SIFT 1230 133 90.24

SIFT 4996 1518 76.70
OG-SIFT 4798 764 86.26

D 2x OG-SIFT-M 4786 636 88.27
M-SIFT-OG 4984 1067 82.37
MOG-SIFT 4713 411 91.98

SIFT 1034 239 81.23
OG-SIFT 929 93 90.90

E 2x OG-SIFT-M 874 49 94.69
M-SIFT-OG 971 104 90.33
MOG-SIFT 860 36 95.98

SIFT 898 274 76.62
OG-SIFT 777 162 82.75

F 2x OG-SIFT-M 760 110 87.36
M-SIFT-OG 857 164 83.94
MOG-SIFT 742 82 90.05

SIFT 258 184 58.37
OG-SIFT 173 72 70.61

A 4x OG-SIFT-M 169 14 92.35
M-SIFT-OG 221 64 77.54
MOG-SIFT 172 13 92.97

SIFT 877 1467 37.41
OG-SIFT 841 626 57.33

D 4x OG-SIFT-M 830 388 68.14
M-SIFT-OG 863 667 56.41
MOG-SIFT 804 192 80.72

a The first column denotes labels of the original images.
b The second column gives the scale difference between image pairs.

TABLE III
COMPARISON OF FIVE SCHEMES WITH THE TOTAL NUMBER OF TRUE

MATCHES AND AVERAGE ACCURACY

Scheme # Total True Matches Average Accuracy (%)
SIFT 43009 55.65

OG-SIFT 41049 63.52
OG-SIFT-M 40638 69.06
M-SIFT-OG 42355 63.41
MOG-SIFT 39491 72.54

accuracy is higher for 37.5% of the test images and is slightly
lower for the remaining test images. However, its number of
true matches is higher for 87.5% of the test images.

The total number of true matches and average accuracies for
all the 96 image pairs are presented in Table III. Compared to
OG-SIFT, the accuracy of the match set increases by 5.54%
and 9.02% on average respectively when OG-SIFT-M and
MOG-SIFT are used. Compared to SIFT, the average accu-
racy obtained using OG-SIFT-M and MOG-SIFT improves
by 13.41% and 16.89% separately. Meanwhile, the number
of true matches decreases. This is because fewer matches
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(a) SIFT true: 87 and false: 34 (b) OG-SIFT-M true: 84 and false: 9

(c) M-SIFT-OG true: 85 and false: 18 (d) MOG-SIFT true: 81 and false: 4

Fig. 5. A matching example for a boat image pair. The two regions bounded by a rectangular are corresponding portions in the image pair. For a better
comparison of the match set, those matches with keypoints in the reference image (left) beyond the bounded region are not plotted here. Solid and dashed
lines denote true and false matches respectively.

are determined as the matching criterion is stricter by using
both gradient magnitudes and gradient occurrences. In the
process of refining an initial match set, some true matches
are potentially lost. Besides, it should be noted that, M-SIFT-
OG can achieve the accuracy approximately as high as OG-
SIFT (an overall gap of 0.11%), yet can produce many more
true matches than OG-SIFT. In contrast to SIFT, M-SIFT-
OG increases the accuracy by 7.76%, and the number of true
matches only decreases by 1.52%.

To summarize, among the proposed three schemes, OG-
SIFT-M and MOG-SIFT can achieve higher accuracy of the
match set than both SIFT and OG-SIFT. To further illustrate
this, Fig. 5 clearly presents a comparison between the number
of true matches and the number of false matches using a
specific image pair. Through observing the experimental re-
sults, we recommend OG-SIFT-M and MOG-SIFT be applied
in applications which require high accuracy. If besides high
accuracy, the application also requires high number of true
matches, then M-SIFT-OG will be an ideal alternative as it
offers a compromise between high accuracy and high number
of true matches.

V. CONCLUSIONS

Two different types of gradient information are used for
building and matching descriptors in the original SIFT and
OG-SIFT [6]. In this paper, we have presented three new
schemes which make use of both types of gradient information
in the keypoint description and matching stages, which can
address the limitations associated with incrementing the values
in the orientation bins when building descriptors in SIFT
and OG-SIFT. Our experimental results clearly show that the
proposed schemes can achieve better registration performances

as compared to SIFT and OG-SIFT. Our proposed new de-
scriptors, therefore, can be used in all applications where SIFT
is appropriate to improve accuracy.
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Abstract—Active vision systems inspired by human or animal
vision often employ a data driven approach, where the gaze of
the machine is directed to regions of high saliency in the visual
field. One common problem with such an approach is that the
system can become fixated on a stimulus of high saliency and
fail to detect the presence of other important features that have
lower saliency. In animals the mechanism of inhibition-of-return
operates to prevent prolonged fixation. We discuss an artificial
inhibition-of-return system for use in a machine active vision
system. Our system relies on an adaptive threshold map that
changes the salience required for a stimulus to be examined.
Recent fixation points raise the saliency threshold, so that the
vision system is driven to examine less salient parts of the visual
field. We examine the changes in the visual foraging behaviour
caused by varying the rate at which the system forgets about
previous fixation locations.

Keywords—Inhibition of return; visual attention; foraging;
saccadic eye movements; saliency; superior colliculus.

I. INTRODUCTION

The acquisition of visual data is now a commonplace part of
many research and industry applications. However, processing
of high resolution images data in real time remains a com-
putationally challenging problem. Active vision provides one
approach that can mitigate the data processing challenge. An
active vision system can employ intelligence to the collection
of visual data. That is, an active vision system can direct the
vision system to preferentially collect data that is expected to
be of use for a particular application. This should be contrasted
with passive vision systems that typically collect and process
large amounts of data that is of low value for the task.

A necessary aspect of an active vision system is capacity
to direct the gaze towards different locations in the visual
scene. The analogous behaviour in animals and humans has
been long studied and a generally accepted model for the
observed behaviour has been proposed [1]. This model posits
that objects of high salience tend to attract visual attention,
leading to the generation of saccades that orient the gaze with
the appropriate stimulus [2].

A representation of the surrounding environment is stored
in a saliency map. This map encodes how interesting or
striking the various areas of the visual field appear. Many
aspects of an object or area can lead to it gaining high
saliency, including colour, shape, orientation or movement [3].

In animals the superior colliculus is thought the be the brain
structure responsible for combining various feature maps to
form the overall saliency map that indicates where the animal
should direct its gaze.

One problem encountered when implementing a saccade
generation system is that the system may become fixated on
the most salient stimulus in the visual field. For some machine
vision tasks (such as tracking a single target) this causes no
difficulties. However, in tasks requiring a broader sense of the
environment this prolonged fixation behaviour is not desirable.
For many such tasks the desired behaviour is that of visual
foraging, where the environment is continually scanned for
pertinent information [4].

An important mechanism underpinning successful visual
foraging systems is known as inhibition of return (IOR) [5].
This mechanism was first discussed by Posner and Cohen
[6], who suggested an algorithm that guarantees releasing the
recently attended location and moving on to the next [7],
[8]. Since the late 1990s, active vision systems have typically
included some form of IOR [9], [10]. However, an imple-
mentation with the richness of behavior seen in biological
systems is still lacking, in part because the neural mechanism
describing biological IOR is still not well understood [11].

In this paper, the overall architecture of a saccade generation
system including IOR is presented. This technique requires the
computation of an adaptive threshold map that modulates the
salience necessary to generate a saccade. Biological systems
are believed to contain an analogue of this map in the
superior colliculus [2]. The particular focus of our work is
to produce an adaptive threshold map so that the systems
visual foraging behaviour can be changed depending on the
visual environment. Our intent is not to replicate the details
of the animal model, but rather to provide the same basic IOR
functions that are performed by the human superior colliculus.

In section II we will define inhibition of return and review
some previous machine implementations of IOR. In section
III we review our architecture used for building the threshold
map and discuss its function. This is followed by discussion
of our proposed implementation of an adaptive threshold map
and of simulated results in sections IV and V respectively. In
section VI our proposed system is discussed and a summary
is provided.
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II. BACKGROUND

The neuronal process of that prevents recently attended
locations being re-examined is known as inhibition of return
[11]. This mechanism has been widely studied mainly in
humans and in primates [5], [8], [12].

The purpose of this mechanism is to ensure an adequate
distribution of the attention across the visual scene. Such a
strategy is vital for animals which require a general sense
of their surroundings in addition to focused attention on a
particular task. Unfortunately, inhibition of return is not yet
well understood in biological systems [8], as multiple areas of
the brain are known to have effects on saccadic and other
eye control movements [13]. The interactions between the
various structures results in a biological system of considerable
complexity that remains the subject of active research.

Biological studies have shown that IOR can be associated
with either objects or locations [7]. That is, IOR can prevent
the return of visual attention to previously examined objects,
or to previously examined locations. One advantage of a space-
based model is that it allows the study of IOR for more than
one object at the same time [14]. A location based approach
is also more in keeping with the low-level processing thought
to occur in the superior colliculus. An object based technique
would require considerably more sophisticated image process-
ing to manage the objects present in a scene.

From a biological point of view the short term memory
associated with IOR in primates is limited to five seconds or
objects [7] depending on the details of the situation. That is,
the IOR system typically discourages saccades to the five most
recently revisited objects or the areas examined in the previous
five seconds.

When implementing artificial IOR systems, some re-
searchers have chosen to store locations of all previous fix-
ation points. This requires a reasonable amount of memory
dedicated to the saccade generation system [11].

Others have preferred editing the visual scene itself by
suspending the previous attended locations from competing for
attention. This is typically done by reducing the saliency of
previously attended objects. This approach requires installing
a habituation filter [13], [15] to modify the saliency map.
Although this technique has many applications, the concept
of manipulating the saliency map can be suboptimal as it
changes the properties of represented objects. This may result
in faulty calculations of how interesting different objects are,
particularly if the objects are changing.

III. SYSTEM ARCHITECTURE

The overall architecture of our system is inspired by the
neural structure of primates and is shown in Fig.1. Our
artificial superior colliculus contains two important maps, the
saliency map and the threshold map. The diagram indicates
the main interactions within the superior colliculus, but also
shows the flow of data between associated areas of the system.

Tk−1

+

Tk

x̃, ỹMotor Control

Basal Ganglia

World Map

Retina

Visual Cortex

Superior Colliculus

Threshold

Saliency

Base Threshold

Map

Map

Fig. 1. Proposed mechanism for inhibition of return.

A. Retina

The retina acts as the input device of the biological system
[14] and attention can be regarded as being directed to the
objects lying in its central region (the fovea). Such objects can
be regarded as being within a ”spotlight of attention” [14]. In
our implementation the retina functions are performed by a
low cost CCD camera that passes its output image stream to
the visual cortex.

B. Visual Cortex

The visual cortex is the area of the brain that is responsible
for converting raw input image data into meaningful infor-
mation. Our present system implements only a tiny part of
the functions of an animal’s visual cortex, by receiving the
input signal from the retina and translating it into basic feature
maps. The presence of features in these maps is represented by
impulse functions [16]. For the purpose of this paper we have
simplified the visual cortex to produce only a single feature
map corresponding to the size of object.

C. World map

The awareness of the surrounded area plays an important
role in managing the state of awareness in animals. We use a
world map to store the machine’s total knowledge of the world.
It is an accumulative map that is generated by combining the
feature maps from the virtual cortex as attention is shifted
around the visual field. This map is designed to grow until the
system gets full knowledge of the surrounding environment.

D. Basal Ganglia

The basal ganglia (BG) is associated with management of
the excitation level of an organism [17]. This influences visual
attention, as a highly excited organism tends to saccade more
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frequently. The Basal Ganglia can be considered as setting
the minimum saliency that the system regards as being worth
examination. In other words, it tunes the sensitivity of the
saccade generation system. In animals the activity level in
the BG is dependent on many factors such as the age and
experience and the situation. In our model the BG manages
the default level of the minimum interest.

E. Superior Colliculus

The superior colliculus (SC) is the main controller of sac-
cadic eye movements and of gaze control in general [2] [18].
In animals the SC combines feature maps from multiple parts
of the visual cortex [17], as well as spatial maps from other
modalities, such as the audio and somato-sensory systems [19].
When a stimulus of sufficient intensity is detected the SC
generates a signal to direct the sensory system at the stimulus.

Our implementation of the superior colliculus combines the
various feature maps generated by the visual cortex after pre-
scaling, smoothing, weighting and then being convolved with a
two-dimensional Gaussian function. This convolution ensures
that the system attends to general areas of interest, rather than
being attracted to isolated pixels that appear highly salient
due to noise [20]. In addition the smoothing of the feature
maps ensures that the system is insensitive to minor relative
misalignment in the feature maps.

Avoidance of prolonged fixation on the most salient object
in the visual field requires the superior colliculus to implement
IOR. The role of IOR is to guarantee a fair visual distribution
around the environment. This role is implemented using a
spatially varying threshold map inside the superior colliculus
[21], [22]. Only when the saliency map exceeds the threshold
could the SC change the location that is to be attended. If
the saliency map is globally below the threshold then the
fixation point remains unaltered. The two maps computed in
the superior colliculus are:

1) Saliency map

The saliency map is the result of processing the
raw data obtained from the visual cortex. It is a
two-dimensional map that encodes the saliency of
objects in the visual environment [20]. This map is
then compared with the threshold map and whatever
object’s salience is more than the relative location in the
threshold map is considered to be the next attended spot.

2) Threshold map

Both the world map and the basal ganglia are involved
in creating this map. The threshold map takes the
coordinates axis of the saliency map. It records the
attended objects or locations in the visual scene. It
remembers whether the sight was directed to particular
objects/locations or not. According to this map if the
object is remembered, it is more unlikely that the visual
system will orient towards it again [4].

IV. PROPOSED SOLUTION

We have developed an inhibition of return generation system
for deployment on a saccadic attention system. Two Unibrain
Fire-I CCD cameras acquire 320×240 pixel images at 30
frames per second using a YUV4:2:2 format. To implement a
simple foveal system the input is then down-sampled to 64×64
pixel grayscale images for use in the saccade generation
system described subsequently.

The input image is then processed to generate a set of
feature maps, each of which indicates the presence of a
particular target in the visual field. The various feature maps
are combined to form an overall saliency map. However; in
this paper, we have simplified the role of the feature maps
to only one feature map. A single feature is sufficient to
explore the inhibition of return mechanism described in this
paper. Each location in the saliency map will compete to gain
attention under a winner-take-all technique. Only the location
that most stands out from the surrounded. When the most
salient feature exceeds the threshold then a signal is generated
to initiate a saccade movement intended to move the gaze
towards the greatest stimulus.

Inhibition of return is generated within a system that is
normally responsible for orienting the gaze direction. The pur-
pose of IOR is to bias the visual attention away from recently
inspected items so that the search of the environment becomes
more efficient [8]. The system is done by an adaptive threshold
map that needs continuously updated global information. The
proposed system’s flow chart is shown in Fig. 2. The figure
illustrates that the world map is being updated by the input
image. The saliency map is generated and compared with the
threshold map. For any location, if the saliency was more than
the amplitude in the threshold map, then the system will shift
the gaze towards it. Notice that the threshold map is being
updated every iteration.

The saliency is computed for any object in the visual scene
by a 2D Gaussian according to Eq. 1. This is consistent with
the behavior in biological system [20], such that:

S(x, y) =
∑
j

Aje
−a(r−rj)

2

(1)

where Aj is the saliency of the j-th object, rj =
√

x2
j + y2j

is the distance between the object at (xj , yj) and the origin. a
is the constant that determines the Gaussian spread. For this
paper a was set to be 0.014. The smoothed map S forms the
saliency map in the superior colliculus.

The next step is to compute the threshold map using Eq.
2. Threshold map represents a record of attended objects
or locations in the visual scene. This map is responsible
for remembering where the visual sight has previously been
directed. The current threshold map is computed based on the
previous threshold map, the current attended location and the
base threshold TBG. The BG is responsible of the default
minimum base threshold and is neglected in order not to
disturb the effect of α on the system behavior.
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Fig. 2. System flow chart.

Tk(x, y) = αTk−1(x, y) +G(x̃, ỹ) (2)

where x̃, ỹ is the fixation point, while G is a 2D Gaussian.
Tk(x, y) ≤ 1 is assumed, since it is relative to the assumption
that Aj ≤ 1 in the saliency map. Another reason for this
assumption is to prevent unattended locations’ amplitude from
growing beyond the maximum possible saliency. The modified
threshold map is computed:

T̃k(x, y) = max(1, Tk(x, y)) (3)

Finally, the saliency map is compared with the threshold map
to determine whether a new location is to be attended. The
threshold comparison is performed by calculating
U(x, y) = S(x, y)− T̃k(x, y) so that only locations that have
a saliency above the threshold will have positive U values.
We then find a potential saccade target by locating the largest
peak in U at the point (x�, y�).

(x�, y�) = argmax
x,y

U(x, y) (4)

If U(x�, y�) > 0 then we generate a saccade to (x�, y�),
otherwise we maintain the previous fixation location. That
is, only when U(x�, y�) > 0 has the system detected a
sufficiently interesting feature that the current fixation point
should be changed.

V. RESULTS

We conducted a set of experiments to study the behaviour of
our proposed system. As we wish to study α, we used a fixed
single image as an input to our system. As the corresponding
saliency maps that do not vary in time, we can focus on the
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Fig. 3. Simulation results for inhibition of return threshold map and world
map. Subfigure shows the input image of the available environment. Subfigure
d is a 2D representation of the saliency map. Subfigures b, e, g, i, k, m and
o show the proposed adaptive threshold map while subfigures c, f , h, j, l, n
and p show the world map as it stores the previously attended objects while
the current ones are indicated by a red square around them.

effect of the threshold map. A typical example is shown in Fig.
3 using a series of MATLAB R© simulation of the proposed
system. The input image is shown in Fig. 3a, this image is
processed, re-scaled and smoothed using a 2D Gaussian filter
(see Eq. 1) in order to build up the saliency map shown in
Fig. 3d. In the same figure threshold maps are computed using
Eq. 2. The intent of this work was to assess the viability of
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Fig. 4. The order of the attended objects showing the routing of the visual
path. For subfigure a which shows an input image with seven objects in it. By
assigning the reduction factor α = 0.17 the obtained visual foraging is shown
by subfigures b, c, d, e, f, g, h, i and j. The red square shows the current
attended object and arrow shows the path the visual awareness takes.

the general approach to compute the threshold map before
attempting to implement the system. In particular the simula-
tions were intended to gain an understanding of the interplay
between the two maps in the superior colliculus, especially
the comparison algorithm between the threshold map and the
saliency map. Consequently, we limit our discussion only to
the first nine iterations of the visual attention process.

The main objective of our experiment was to study the effect
of the reduction factor α on the proposed system’s behavior.
A fixed input set of nine images was generated. Each had
between one and nine objects randomly located in the 64×64
pixel visual scene. The reduction factor was assigned α ∈
[0, 1] with a step size of 0.01, to explore which value of the
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Fig. 5. Attended object coverage against α for between one and nine objects
in the visual scene by setting α ∈ [0,1] in steps of 0.01. The red mark
occurred when having seven objects in the visual scene and setting α to 0.17
as discussed in the results section.

reduction factor α provided the optimum foraging coverage of
the current scene. That procedure would result in around one
hundred values of α per image. Finally, this proposed visual
system was run for each value of α and the attended objects
are counted. This process was repeated for all nine images.

Fig. 4 illustrates an example of this experiment, with seven
objects in the fixed visual scene. As our saliency is based
on the size of the object only, the purple star on the upper
right side of the Fig. 4a is the most interesting object. For this
particular experiment, a reduction factor α of 0.17 was used.
Our system successfully attended the purple star first, shown
in Fig. 4b. This star was visited and hence is recorded as being
attended at least once. The visual attention then moved on to
the second most salient object, the yellow star as shown in
Fig. 4c. The progression among the attended objects starting
from the purple star and ended with the orange diamond, Fig
4b–i, was the route followed by the fixation point. The last
step in the test is to count the number of the attended objects
and compare it with the objects present in the scene. In the
example shown, the system covered five objects out of seven.

Fig. 5 illustrates the relationship between the coverage of
the attended objects with the reduction factor α. A red mark
is shown in Fig. 5 as an indicator of the example discussed in
relation to Fig. 4. The number of attended objects increases
as α increases. When α reaches its maximum value (one),
the system remembers every location it visited. Consequently,
it will not revisit any locations and will spread the visual
attention towards all objects. On the other hand the system
will keep on staring at the most interesting object when α is
zero. Under these conditions the system does not keep a record
of past attended objects but remain fixated on the most salient
object.
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For the visual scene with the seven objects, the value of α
that ensures full foraging coverage is 0.53 (see Fig. 5). Note
that different values of α may result in different sight paths,
even though the total coverage objects is the same.

VI. DISCUSSION AND SUMMARY

This paper presented the inhibition of return architecture
of our proposed system. This architecture is inspired by a
biological system, with an artificial superior colliculus used
to combine an overall saliency map and a threshold map. The
superior colliculus is the main controller of saccade generation
and is responsible for determining the target and timing of
saccadic eye movements. The output of the superior colliculus
is used by motor control units to control the fixation point of
the visual system.

The architecture of a system for implementing an artificial
inhibition of return mechanism with an adaptive threshold
map was presented. The system depends on both saliency and
threshold maps to attend novel areas. We have shown that it
can alter the foraging in the available visual scene.

The effect of the reduction factor α was determined by
studying the behavior for fixed artificial input maps. One
hundred different values of α were examined in the range
between zero and one. Low values of α correspond to a
forgetful system that is willing to return to recently attended
items, whereas high α leads to a system that is much more
reluctant to return.

For each α value nine different maps were examined to
determine the attention pattern of the system. As expected, a
higher value of α led to higher coverage of the visual field. Our
computational adaptive dynamic interaction model is loosely
based on the biological model and appears to provide the same
basic functionality. In particular its behaviour can be altered
by choosing an appropriate α value. For example a system
required to perform different tasks might have an appropriate
value of α for each task. An object tracking task would have
a very different optimal α than a pattern discrimination task
for example. However, in most biological cases, IOR memory
has a limit of four or five objects/locations [7]. The results
presented here suggest that α ∈ [0.11, 0.29] is a reasonable
default range for a machine implementation intended to have
a similar base performance.

We consider our model to have a wide application in image
analysis such as in an active visual robotic system. We believe
that the resulting computational model has applications mainly
in the domain of autonomous machine vision, as well as the
rapid selection of regions of interest in complex, cluttered
visual environments.
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Abstract—The optical flow problem is posed as a noneq-
uispaced inverse Fourier transform. An iterative minimisation
scheme is devised using least squares and is assisted by a duality
paradigm. The implementation targets the optical flow of simple
low texture images. The method is tested on an automatically
generated test set. The flow estimation finds a nearby pixel
that matches the brightness, so the flow magnitude is prone
to decreasing linearly in the direction of the flow vector. As
such the proportion of the endpoint error in the flow estimates
decreases linearly with an error threshold. The proposed method
is successful in a restricted case that is difficult for some of the
prior art, thus is deemed to have merit and should be investigated
further.

Index Terms—Optical flow, Fourier transform

I. INTRODUCTION

The optical flow problem is the estimation of motion
though a video sequence. In video, when objects of different
brightness/colour move relative to the image sensor then the
position of bright and dark pixels in the video frames also
move. Optical flow is the two-dimensional vector estimate that
describes the displacement of pixel brightness from one frame
to the next. Estimation of optical flow provides useful informa-
tion about object motion for machine vision and robotics. For
example, optical flow vectors indicate the direction in which
an automaton is moving, when a backing car might hit an
object behind it, or the magnitude and direction of moving
objects required to correct or compensate for that motion.

The seminal approaches on optical flow posed the estima-
tion of an inverse fluid flow-alike problem [1], [2]. A constraint
for the data was obtained by considering the expansion of a
brightness change model in time. Smoothness based on the L2
norm (sum of squares) of spatial differences of the flow vector
estimates provided a second constraint for the two variable
problem, making the solution tractable.

The estimation of optical flow has progressed by reconsid-
eration of the constraints. The literature is extensive, so we
only consider particular references. The reader is referred to
the Middlebury website1 on optical flow for an overview of
how the different methods perform [3]. The use of a theory
of warping [4], [5], has targeted the difficult problem of
large displacements, including when small objects move large
distances. Total variation L1-norm (TVL1) optical flow [6]
constrained the problem using absolute values (L1-norms)
instead of the L2 norms frequently used. The L1-norm does

1http://vision.middlebury.edu/flow/, date accessed 15/08/2011

not cause large errors to excessively influence the solution
like the L2-norm does, leading to a desirable solution. The
mathematical framework of duality separated the optimisation
procedure into several subproblems, where each subproblem
is simple and computationally inexpensive. The smoothness
subproblem was solved via TVL1 denoising [7].

A common theme throughout the literature is the estimation
of optical flow via direct inspection and manipulation of the
data. An alternative approach not thoroughly explored is the
use of a warping operator (or transformation [8]), where one
can manipulate and investigate the operator rather than directly
examine the data itself. Phase correlation is a well known
application of the Fourier shift theorem [9] to determine global
translation in a digital signal. The Fourier shift theorem is
an example of an operator to perform global operations of
pixel shifting on signal and image data. The phase corre-
lation method was localised by considering local Gaussian
windows [10]. The nonequispaced Fourier transform [11] can
be used to resample the location of data points, effectively
warping a signal. The nonequispaced inverse Fourier transform
then defines a matrix operator generalisation of the Fourier
shift suitable for warping a signal or image.

In this paper the use of the nonequispaced inverse Fourier
transform as a basis for estimating optical flow is investigated.
The work herein constitutes a feasibility study to determine if
the techniques described have merit. The target problem is to
estimate the optical flow in large objects of near homogenous
brightness that travel a moderate distance. In Sec. II the
basic theory is developed from the concept of warping by
convolution to the nonequispaced inverse Fourier transform.
Algorithms for estimating optical flow as a warping function
are described. In Sec. III experiments are described to probe
the merit of the technique, the results of which are given
and discussed in Sec. IV. In Sec. V conclusions are drawn,
including possible directions for improving both speed and
accuracy of the optical flow method.

II. THEORY

Throughout, both continuous and discrete notation are used,
where the choice of notation is a matter of convenience. It
should be noted that all the development herein implies a
discrete setting, whether directly or indirectly, and that we are
restricted to the class of functions of finite support and range.
To avoid ambiguity square brackets denote factorisation and
curved brackets enclose arguments to a function.
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Consider the warping of a signal f(x) in one dimension via
the convolution with a warping function w(x + u(x)), with
u(x) the warping signal, namely,

f(x + u(x)) =

∫
∞

−∞

dx′ f(x′)w(x + u(x) − x′). (1)

The action of the convolution is to pick up the value f at
position x+u(x) and to place that value at the position x. To
perform warping in the conventional sense, w would take the
form of a delta function, so we write Eq. 1 using the Fourier
kernel delta sequence [9] as,

f(x + u(x))

=

∫
∞

−∞

dx′ f(x′)

∫
∞

−∞

dk ei2πk[x+u(x)−x′
], (2)

=

∫
∞

−∞

dk f̂(k)ei2πk[x+u(x)],

where f̂(k) is the Fourier transform of f(x).
Eqn. 2 is a nonequispaced inverse Fourier transform [11].

In explicitly discrete form, let Wx be the equispaced Fourier
transform matrix, and let Wx+u(x) be the nonequispaced equiv-
alent, then the discrete signal in vector form is f(x), and
transforms as

f(x + u(x)) =
1

N
W ∗

x+u(x)
Wxf(x), (3)

where the in W ∗ denotes a conjugate transpose operation on
the matrix W . The matrix T such that,

Tx+u(x) =
1

N
W ∗

x+u(x)
Wx, (4)

then defines a warping transformation operator. Manipulation
of the data in f is performed by manipulation of u(x) in T

and then application of the corresponding operator T on f.

A. Optimisation: The One Dimensional Case
Consider a second signal g(x) which is related to f(x) as

g(x) = f(x + u(x)). (5)

Given g(x) and f(x) we want to determine u(x) subject
to the constraint that u(x) is smooth. The Fourier warping
inversion tends to produce spikey errors, so for smoothness in
one dimension a local median filter [12] is used.

Define duality as an external constraint that two variables
are equal to each other in a least squares sense. Let v(x) be
an independent dual function of u(x). Define a set of simul-
taneous minimisation problems via a duality relationship [6]
to find u(x):

ε1 (u(x)) =
1

2
[f(x + u(x)) − g(x)]

2 (6a)

+
1

2
λd [v(x) − u(x)]

2

ε2 (v(x)) = λsmed(v(x)) + [1 − λs] [u(x) − v(x)]
2
. (6b)

where med (·) denotes the median filter, and λs and λd weight
the relative importance of each respective constraint against

the duality. Of the optimisation objective equations ε1 is the
data constraint and ε2 the smoothness.

In minimising ε1, iterative least squares is employed with
v(x) held constant, that is,

unew(x) = u(x) + UdΔ (7)

where Δ is a user defined update rate parameter and

Ud = λd [v(x) − u(x)] + (8)

[f(x) − g(x + u(x))]

∫
∞

∞

dk i2πkĝ(k)ei2πk[x+u(x)].

The warping of the second frame onto the first avoids the
possiblility of multiple points in the first frame mapping onto
the same position in the second. For ε2, u(x) is held constant
and iterations inspired by projection onto convex sets are
employed: by simple interpolation between the current prime
iteration and the filtered dual, that is,

vnew(x) = (1 − λs)u(x) + λsmed (v(x)) . (9)

B. Optimisation: The Two Dimensional Case
Application of the Fourier transform warping to the optical

flow problem in two dimensions requires special consideration
in order to obtain a reasonable solution. In one dimension there
are only two possible directions that the warping can operate
in, either the positive or negative direction. In two dimensions
there are effectively an infinite number of directions.

The issue arises when one extends equation 2 to the two
dimensional case:

f ((x + ux(x, y), y + uy(x, y))

=

∫∫
∞

−∞

dl dk f̂(k, l)ei2πl[y+uy(x,y)]ei2πk[x+ux(x,y)], (10)

where both integrals are improper integrals of the first kind.
Immediately obvious is the fact that the flow vector terns ux

and uy are inside the complex exponential, so there is no
obvious weighting in terms of direction, other than to search
in either the positive or negative direction in each of the x and
y dimension.

A two stage process is devised, primarily to overcome the
issue of search direction. The objective of the procedure is to
gently obtain a y-direction estimate that is accurate enough
that the x-direction estimate may find an accurate solution.
For a set number of repetitions the following procedure is
performed:

1) One iteration of the one-dimensional algorithm is per-
formed in the y-direction, independently of x.

2) The output of the single y-direction iteration is accumu-
lated to a total y-direction result and then smoothed via
total variation minimisation [7], [6].

3) The original second frame is warped in the y-direction
according to the current uy , back towards the first frame.

4) The one-dimensional algorithm is run on the x-direction
for a set number of iterations, and the result smoothed
using total variation minimisation.
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5) The original second frame is warped according to the
current ux and uy , back towards the first frame.

The final estimate of ux from the final repetition is kept. The
frames are transposed and the procedure is repeated to obtain
uy .

III. EXPERIMENTATION

The target problem for the optical flow method currently
under discussion is objects with little texture that move a
moderate distance between frames. For quantitave analysis a
dataset that fits the target model was generated and examined.

A. Testing the Optical Flow Method
For each of one to five objects, one hundred frame pairs

were generated with the corresponding ground truth optical
flow. The frame size is 150 × 151 pixels, and each moving
object is a square with random width between ten and fourty
pixels. Each object moved in a random direction a distance
equal to its width. For examples see Figs. 1–3 below. Random
Gaussian noise with standard deviation 0.01 (1/100 of the
brightness range) was added to each generated frame.

Objects entering and leaving the scene were strictly pre-
vented. Object overlap was minimised, however an average
overlap of objects, over each frame pair, of less than five
percent was permitted. In some cases the limit of five percent
was adequate for significant overlap, for example a small
object might be completely lost behind a large object.

The optical flow estimation was run with the following
parameters: Δ = λd = λs = 0.5; the y-direction flow updates
were performed with an update parameter 1; the TV smoothing
had a smoothing coefficient of 50; thirty y-direction updates
were performed, at each of which, thirty x-direction iterations
were used; and a window size of 3×5 was used in the median
filtering.

B. Error Metric and Reporting
For assessment of the error of the optical estimates the

endpoint error (EE) and angle error (AE) were used [3, and
references therein]. The EE is computed as

EE =

√
(ux − ux,t)

2
+ (uy − uy,t)

2
, (11)

where ux,t and uy,t are the true flow, and the AE is computed
as

AE = cos−1

⎛⎜⎝ 1 + ux,tux + uy,tuy√
1 + u2

x,t + u2
y,t

√
1 + u2

x + u2
y

⎞⎟⎠ . (12)

The error metrics are anaylsed by choosing a set of threshold
values from zero to some maximum and calculating the
fraction of error values that are above that threshold. For the
EE we use thresholds from zero to forty pixels (the maximum
true motion in the generated test set) in steps of one pixel. For
the AE it is natural to use thresholds in from zero to π radians.
The result are error curves, where the closer each curve is to
zero along the y-axis for a given threshold value, the better
the performance up to that error magnitude.

The ability of an optical flow estimator to identify homoge-
nous static regions as zero flow is important, so the entire
frame is incorperated in the computation of the error fraction.

IV. RESULTS AND DISCUSSION

The Fourier transform optical flow was tested over one
hundred frames for each of varying number of moving objects.
For visual qualitative comparison the optical flow from a
theory of warping with descriptor matching [4] and the TV-
L1 optical flow [6] were also performed. A different parameter
set was necessary for each frame pair to produce an optimal
result for the other optical flow methods. A single parameter
set misrepresents the power of those algorithms, so quantitative
analysis was not performed. For the proposed method the same
parameter set was used for each frame pair.
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−40
40
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−40
40

0

−40

Fig. 1. An example optical flow result for one moving foreground object.
From top to bottom: the two frames; the true flow vector x and y componenets;
the proposed method; the theory of warping method; and the TVL1 method.

Some example frame pairs and flow estimates are shown
in Figs. 1, 2 and 3. In each the frame pair, true flow and
estimates from the proposed method from, the warping with
descriptor matching, and the TVL1 optical flow are presented.
The warping with descriptor matching produces remarkably
accurate flow vector estimates within the region of the moving
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Fig. 2. An example optical flow result for three moving foreground objects.
From top to bottom: the two frames; the true flow vector x and y components;
the proposed method; the theory of warping method; and the TVL1 method.

objects, but does not keep within the boundaries of the
moving objects. The TVL1 flow has not performed well in
the examples shown.

The proposed method yields reasonable flow estimates, but
with the outstanding issue that non zero flow estimates that
clear the foreground object from the second frame are tech-
nically erroneous. Also the Fourier transform based warping
optical flow simply finds the nearest pixel that matches the
target value and then stops, as such it is prone to finding
local minima. For the example frame pairs generated, the local
minimum is frequently the nearest pixel of the same object in
the second frame. The flow estimate tends to be accurate at
the furtherest edge from the direction of motion, and linearly
decreases in magnitude in the direction of motion.

These results do not minimise the power of the prior art
methods considered, rather they highlight the difficulty of
the target problem. The Middlebury data, which the prior
methods perform well on, are generally too highly textured
for the proposed method to obtain a good flow estimate. The
higher spatial frequencies confuse the current incarnation of
the Fourier transform optical flow method.
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Fig. 3. An example optical flow result for five moving foreground objects.
From top to bottom: the two frames; the true flow vector x and y components;
the proposed method; the theory of warping method; and the TVL1 method.

From the Average endpoint error (EE), Fig. 4, immediately
we see that the error increases with the number of objects. The
average area covered by the moving objects increases with
the number of objects, indicating that the flow estimates in
the homogenous static background regions are zero, as they
should be.

It is instructive to consider the rate at which the error decays
as the EE threshold is increased. In no case does the error
come close to zero before the maximum threshold, indicating
that there were some cases where the error was larger than the
maximum flow considered of fourty pixels.

For the threshold range 0–12 pixels, the average error frac-
tion decreases in a roughly parabolic manner, and above
12 pixels the error fraction decreases in a near linear fashion.
The parabolic region is attibuted to the need for the warping
to, not only copy the foreground objects in the second frame
to the corresponding position in the first frame, but to also
clear the forground objects from their positions in the second
frame as well. To clear the foreground objects from the first
frame the warping finds the nearest background pixel outside
of the foreground region. It is no coincidence that the average
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Fig. 4. Endpoint error curves with relation to an error threshold.
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Fig. 5. Angle error curves with relation to an error threshold.

maximum distance from the center of each object to the
nearest background pixel is 12.5 pixels. If the effect of clearing
the foreground object from the first frame is neglected, then
one deduces that the error fraction of the flow estimate is
appoximately linear with the endpoint error threshold. The
linear decrease in error is attributed to the local minima
problem described above, causing a linear decrease in flow
magnitude along the direction of motion.

The angle error (AE), Fig. 5, is consistently low, but
naturally rises with the number of objects corresponding to
the increase in total pixels that represent moving foreground
objects. There is a marked difference in error fraction between
the EE and the AE. So that we may see the shape of the error
curves the y-axis scale used in Fig.5 is smaller that that of
Fig. 4. The definition of the AE (Eq.12) causes regions of zero
true flow but nonzero estimated flow (and vice versa) to to be
ignored. The AE has underestimated the overall level of error
and the EE is arguably more representative. Regardless there

is still sufficient data where the AE could have been large, but
is not, so the fact that the AE error fraction is consistently
below 0.05 is encouraging.

Overall a principle difficulty encountered was that the
data constraint, namely the warping by the Fourier transform
itself, is different enough to the prior art that much of the
wisdom [13] in the implementation of optical flow requires
careful consideration. This is the reason behind using the
simple optimisation method of iterative least squares. Median
filtering, for example has been exposed as helpful in opti-
mising the total energy of an estimated flow field, but here
median filtering is essential to mitigate spiky errors generated
by the data constraint itself. The mathematical formulation
of the data constraint yields a procedure that searches for a
minimum to match the local image data, where the primary
cue for scanning is the magnitude of the difference between
the frames. The procedure does not try to assign nonzero flow
estimates where there is no difference in the image data, but
care is required to determine the direction of the flow vector.
No coarse to fine resolution proceedure was necessary for the
test set used.

V. CONCLUSION

Optical flow from warping by the nonequispaced Fourier
transform was proposed and tested. The target problem for
the proposed optical flow estimator was low textured objects
moving moderate distances in front of a flat background, an
objective that is difficult for some optical flow approaches.
Whilst poor results were obtained for some standard data
commonly used in the image processing literature, reasonable
success was achieved for the test set specifically generated for
this experiment.

The optimisation routine devised was simple and deliber-
ately so, that we might separate features of the algorithm
that a dependent on the implementation from features of the
mathematical formulation. The most noteworthy aspect is that
the data constraint yeilds a procedure that simply scans to
find the nearest matching point and then stops. The current
algorithm is computationally inefficient. In future work mathe-
matical analysis will transform the Fourier data constraint into
a more practical solution, with focus on partially sparating the
application of the warping from the Fourier transform itself
by way of a series expansion.
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Abstract—Motion capture and pose estimation of human
beings is a highly active research area and is related with
various applications in many different fields such as 3D character
animation, surveillance or human-machine interfaces. A specific
problem of these two last applications is the pose and motion
estimation of the subject, i.e. understanding which action, among
a predefined set, the subject is performing. In this paper, we
propose a new high level pose description method based on set of
relative body part information, easily understandable by humans,
such “above/below” or “between/on each side of”. From this pose
description, we introduce two kinds of usage: the recognition of
a pose described by the user and the detection of poses similar
to a set of samples.

I. INTRODUCTION

Human motion analysis is a very active and still challenging
research topic that involves many applications ranging from
computer interfaces to human behavior understanding. Both
acquisition device and analysis method depend on the appli-
cation and the level of abstraction required. Some applications
such as virtual reality or sign language require fast and accu-
rate elementary motion description whereas human behavior
description and understanding or content-based video retrieval
may involve more complex gesture analysis to recognize
human motion patterns. Human motion analysis is also highly
related to visual surveillance techniques that is also a very
active research topic.

Motion analysis is strongly related to motion capture, that
can be performed from specific devices as well as from a
single 2D video sequence. Moeslund et al. [1] present a
very complete overview of recent motion capture techniques
specifying if the methods estimate the pose and perform
recognition. For more information about motion capture, this
article also refers to previous surveys in the field.

Among all the gesture analysis methods overviews, we can
highlight the survey of Mitra and Acharya [2] that presents
recent works on the analysis of hand and arm gesture as well
as on facial expression. Ji and Liu [3] also present an overview
of view-invariant human motion analysis, dealing with the
methods that remain unaffected by different view points of
the camera. They distinguish the pose representation and esti-
mation (i.e. how to estimate a 3D pose from individual image
in a sequence) to the action representation and recognition (i.e.
how to estimate a human action pattern).

More generally, we can differentiate the cases where the
input data is computed from a 2D video stream, from a multi-
view method or from a specific motion capture device. We can

also notice that most of the gesture recognition methods are
based on markov chains, neural networks, particle filtering or
statistical modeling.

As a relevant paper in gesture analysis, we can cite Agarwal
and Triggs [4] who propose a learning based method from
a sequence of images using a nonlinear regression on the
user shape variations. Ryoo and Aggarwal [5] introduce a
hierarchical spatio-temporal relationship matching that over-
comes restrictions on periodic actions. Shakhnarovich et al. [6]
mix an efficient hashing function with a learning based pose
estimation method from a large database. Sullivan and Carls-
son [7] propose a method to match a 3D geometric data with
a specific human action, even from single frame postures.

In this article, we present a new pose description approach
using set theory as a mathematical support. The pose descrip-
tion is based on a set of local relationships between human
body parts. Put together, these local relationships design a
global description of the subject. Furthermore, these relation-
ships are designed to be directly understandable by humans
expressed in natural language. These characteristics provide
an interesting framework for the description of a specific pose
in natural language or by a set of samples.

The rest of the paper is organized as follows: in Sec. II,
we define what information we have in input and explain
the choice of the features we use for our descriptor. In
Sec. III and Sec. IV, we introduce respectively the axis-
based and betweenness relations. Once our descriptor is fully
described, we propose different similarity measurement on it
in Sec. V, and a syntax for its conversion in natural language in
Sec. VI. Finally, we provide some results of their application
in Sec. VII.

In the following parts, we refer to “human body parts” any
elements to be identified and described by a 3D position and
a name. Indeed, our method is not limited to human body
description and is also well suited to deal with any subjects.
This particularity is due to the high-level description of the
user-based constraints and to the fact that the sample-based
pose definition is fully automatic.

II. POSE DESCRIPTION

In this section, we introduce a pose description based on
local relations between 3D body part positions. We first define
the input data required for our pose description, then we
present the relations on which our description is based. Finally,
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Fig. 1. Illustration of pose information.

we propose a technique to store these relations in order to
obtain our pose description.

A. 3D Subject Information

In the case of human body, we consider the 3D positions of
the following body parts: head, torso, crotch, hands, elbows,
shoulders, knees and feet. Such information can be provided
from multi-camera systems (e.g. using the methods proposed
by Caillette and Howard [8], Michoud et al. [9] or Menier et
al. [10]) or by specific devices like Kinect, with an appropriate
library. We also consider that the floor normal orientation is
known, such we can compute a set of orthogonal vectors,
providing intuitive orientations for relative position definitions:

• the altitude vector, directly provided by the floor normal.
• the right vector, defined using the position of the two

shoulders, and parallel to the floor.
• the body orientation vector, defined as being orthogonal

to the two other vectors.
This input information is depicted in Fig. 1.

B. Intuitive Relations

A standard way to define feature description consists on
a set of measures between parts, i.e. distances or angles, as
presented by Kleinsmith and Bianchi-Berthouze [11].

Another approach, proposed by Müller et al. [12], consists
in describing the pose using boolean features expressing
geometric relations between certain body parts. For example,
whether the right foot lies in front of or behind the plane
spanned by three others specific body parts.

Our approach belongs to this latter, since we use boolean
features for the description. However, two points differentiate
our approach from the Müller et al. method. First, instead of
selecting a subset of the geometric relations, our description
include all of them, in order to be able to search for any
defined relation between parts. The second difference concerns

the kind of relations used for the description. In our case, we
will use relations which can be easily expressed in natural
language, in order to efficiently translate requests of users into
conditions on relation set.

Such relations are more intuitive than measures to describe
a pose and closer to a natural language: for example, it is
more usual and easy to say that a subject has a hand above
the head, rather than the subject has a hand at a distance n
from the head and the angle a between the normal on the floor
and the vector head-hand.

Naturally, one can argue that the use of relations, instead of
measures, induces lower accuracy. However relations present
some advantages, such as to be scale invariant, contrary
to distances. Furthermore, according to the motion capture
method used and to the input images resolution, a relation
estimation between the body parts is less subject to noise than
a measure. Considering these facts, the difference of accuracy
between the use of measures and the use of relations is not so
problematic.

In the following parts, we propose two kinds of relations:
axis based relations, which describe the position of a part in
regard to another and betweenness relations, which describe
the position of a part, in regard to the position of two others.

III. AXIS BASED RELATIONS

An axis based relation is a binary relation between two
points in regard to their orthogonal projection on a given axis.

A. Intuitive Axis Definition

For the needs of our application, we will define three vectors
forming an orthogonal base, and representing three intuitive
orientations for human pose description. These vectors are de-
fined using both the floor orientation and the body orientation.
For each axis X defined in this paper, we denote the unitary
vector of this axis by

−→
X .

The vertical axis is a very usual axis, measuring the distance
to the considered point from the floor. This axis (denoted u)
is a line normal to the floor, that has as origin an arbitrary
point of the floor and which orientation is from the floor to
the ceiling. The vector −→u is depicted by the arrow “altitude”
in Fig. 1.

In order to defined the right and left directions, we can
consider the axis r supported by the projection on the floor
plan of the vector defined from the left shoulder to the right
shoulder. By definition, −→u and −→r are orthogonal. The vector−→r is depicted by the arrow “right” in Fig. 1.

Finally, we can define the axis f representing the orientation
of the torso, such that

−→
f = −→u ×−→r . The vector

−→
f is depicted

by the arrow “body orientation” in Fig. 1.

B. Positional Axis Based Relation

For two distinct projected points belonging to an axis, one
of them will always have a greater measure than the other.
Thus, for a given axis X , the positional axis based relation
for two points p1 and p2 will be in the form: “the measure
of the orthogonal projection of p1 on X is greater than the
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measure of the orthogonal projection of p2”. We denote this
relation by X(p1, p2).

Considering the three axis defined at the beginning of the
section, we can introduce three positional axis based relations.
For two points p1 and p2:

• p1 is above p2 if and only if u(p1, p2).
• p1 is on the right of p2 if and only if r(p1, p2).
• p1 is in front of p2 if and only if f(p1, p2).

C. Distance on Axis Based Relation

In order to improve the accuracy, we propose to add
relations, in order to differentiate when two parts are close
or far in regard to an axis. Let us consider a distance δ, which
is considered as constant for each human body and equal to
half the distance between the two shoulders. For two points
p1 and p2, and for an axis X , p1 and p2 are far from each
other on X if the distance between their projection on X is
higher than δ. We denote this relation by Xδ(p1, p2).

IV. BETWEENNESS RELATIONS

Betweenness relations are ternary relations between three
points, considering that one of them is between the two
others. For robustness purposes, the main problem is to find a
definition of betweenness relation which is not too restrictive
nor too permissive. Indeed, an efficient betweenness relation
would provide at least one positive response for a large panel
of configurations of three points and at most one positive
response for a set of three points.

A usual definition of a betweenness ternary relation is based
on collinearity [13]: a point p3 is said to be between two other
points p1 and p2 (denoted by Bc(p1, p2, p3)) if p3 belongs to
the segment p1p2. However, this definition is too restrictive.
This relation is illustrated in Figure 2(a). On the other hand,
we could say that a point p3 is between p1 and p2 (denoted by
Bp(p1, p2, p3)) if its orthogonal projection on the line (p1p2)
is between p1 and p2. In this case, the problem is that there
exist triplets (p1, p2, p3) such that each point is between the
two others (for example, the three vertices of an equilateral
triangle). Thus, Bp(p1, p2, p3) is too permissive. This relation
is illustrated in Figure 2(b).

We propose a definition which is not too restrictive and
which gives at most one possibility of “betweenness” for three
points p1, p2, p3: consider the unique ball B defined by the
unique ball with diameter p1p2 minus the unique sphere with
diameter p1p2 (i.e. the open ball with diameter p1p2). The
point p3 is between p1 and p2 (denoted by Bb(p1, p2, p3)) if
and only if p3 ∈ B. This relation is illustrated in Figure 3. An
other formulation is that p3 is between two points p1 and p2
iff the angle between −−→p3p1 and −−→p3p2 is greater than π

2 . This
definition is easy to use in our context and provides a unique
result for a wide set of configurations of three points. Indeed,
all the configurations where the 3 points are the vertices of
obtuse or right triangles lead to a unique result. In the case of
an equilateral triangle, none of the three vertices is considered
as between the two others.

(a) Bc (b) Bp

Fig. 2. All points in the grey area are between the two points represented
by black crosses: (a) in the sense of Bc, and (b) in the sense of Bp.

Fig. 3. All points in the grey area are between the two points represented
by black crosses, in the sense of Bb.

In the following parts, Bb(p1, p2, p3) will be the only ternary
relation we will use, hence we can shorten it as B(p1, p2, p3).

V. COMPARISON OF POSE DESCRIPTIONS

In this section, we propose several similarity measurements
between two pose descriptors. These similarities between
poses can be defined with the computation of a distance
between the two sets of their relations.

A. Distance between Poses

In order to estimate the similarity between two poses, we
propose to use the Jaccard distance between their relation sets.
The Jaccard distance between R1 and R2 is computed as
following:

d(R1,R2) = 1− |R1 ∩R2|
|R1 ∪R2|

Notice that such distance is normalized: d(R1,R2) = 0 if R1

and R2 are equal, and d(R1,R2) = 1 if they are disjoint.
Some examples of poses1 at different distances from a

sample pose are depicted in Fig. 4.

1Data sets from MIT (http://people.csail.mit.edu/drdaniel/mesh animation/)
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Fig. 4. Examples of poses in regard to the Jaccard distance to the sample
(top image).

B. Distance Related to Specific Part

In some cases, it can be useful to evaluate the distance
between a specific sub part of relation sets. For example, if
we want to evaluate only the similarity of the upper part of
two poses, independently from the lower part.

In that situation, we can use a specific pose descriptor
containing all the relations we are looking for. In the case
of the upper part example, it will consist in the set Rup, such
for any relation a, a ∈ Rup if and only if a is a relation
involving a body part which is not in the upper part (e.g. a
foot).

Using this set, we can define a distance between R1 and
R2 in regard to Rup as following:

dup(R1,R2) = d(R1 ∩Rup,R2 ∩Rup)

C. Inclusion Measurement between Sets

For certain applications, it is useful to detect if a description
is contained in another one. For example, we can imagine

some applications using intersection of several poses descrip-
tors, or their union. Thus, we want to be able to detect if the
intersection is included in another pose (in the first case), or
if a pose is included in the union (in the second case).

For this purpose, we can use a variation of Jaccard distance,
the inclusion measurement, in order to measure the inclusion
of one of the pose descriptor in the other. This measurement
is defined as following:

im(R1,R2) = 1− |R1 ∩R2|
min(|R1|, |R2|)

Contrary to the Jaccard distance, the inclusion measurement
is not a distance, as the triangular inequality is not preserved.

VI. SYNTAX FOR POSE DESCRIPTION

A significant property of the proposed relations is that they
are easily understandable by users and close to those used in
a usual description in a natural language. Thus, it is easy to
convert a natural description of relative positions of body parts
into conditions on the relation set R, e.g.:

• the subject has the left hand above the head:
u(handl, head) ∈ R

• the subject has the head between its hands:
B(handl, head, handr) ∈ R

A. Implicit Relations

In addition, we can obtain more complex relations than
those contained in the descriptor, using combinations of them.
For two body parts p1 and p2:

• p1 is far on the right of p2 if and only if r(p1, p2) ∈ R
and rδ(p1, p2) ∈ R. We denote this relation by R(p1, p2).

• p1 is far above p2 if and only if u(p1, p2) ∈ R and
uδ(p1, p2) ∈ R. We denote this relation by U(p1, p2).

• p1 is far in front of p2 if and only if f(p1, p2) ∈ R and
fδ(p1, p2) ∈ R. We denote this relation by F (p1, p2).

• p1 is close to p2 if and only if fδ(p1, p2) /∈ R,
rδ(p1, p2) /∈ R and uδ(p1, p2) /∈ R. We denote this
relation by C(p1, p2).

B. Syntax Definition

We have now defined eleven relations: the seven contained
in the descriptor and the four explicit ones. We can also defined
their opposite very simply. Combining such relations, which
can be directly convert from natural language, with boolean
operators, like AND, OR, XOR, and NOT , we obtain a
syntax providing a good description of any kind of pose and
still easily understandable by the user. In order to lighten
the writing of the syntax, we propose to do the following
replacements for any relation x:

• x(p1, p2) instead of x(p1, p2) ∈ R
• NOT x(p1, p2) instead of x(p1, p2) /∈ R
Here are some examples of pose definitions with this syntax:
• the head is between the hands, at closely the same

altitude:
B(handl, head, handr) AND

uδ(handl, head) AND uδ(handr, head)
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• only one hand above the head:
u(handl, head) XOR u(handr, head)

• at least one hand close to the torso:
C(handl, torso) OR C(handr, torso)

VII. APPLICATION FOR POSE RECOGNITION AND RESULTS

An interesting application for our pose description is the
pose recognition for human-machine interfaces or surveillance
applications, as the pose descriptor as well as the comparisons
can be easily performed in real time. Indeed, for an imple-
mentation in C++ running on an average computer (dual core
2.8GHz), the computation of a pose descriptor is done in less
than two milliseconds. Depending on the structure used for the
representation of the relation sets, between 10000 and 100000
distance computations between two poses can be performed in
one second, and over 10000000 conditions on a pose descriptor
can be tested.

We propose two ways to define the poses which have to be
detected:

• using the syntax defined in Sec.VI
• using a set of samples

In our experiments, all the samples and detections are done
using Kinect.

A. Pose Recognition from Syntax

In order to test the efficiency of the syntax description, we
defined a set of simple descriptions, using those introduced in
Sec. VI-B and the following ones:

• two hands far in front:
F (handr, torso) AND F (handl, torso)

• right foot up:
u(footr, kneel)

• crossed arms:
R(handl, handr)

some results of pose detection using these descriptions
are shown in Fig. 5. The accuracy of the results depend
on different parameters: the accuracy of the motion capture
method, its robustness to quick movements, and the precision
of the floor normal definition. In our case, the use of Kinect
provides good results in regard to the quality of the motion
capture. Of course, sometime the tracking failed resulting in
false positives (around 10 percent of the utilization time), but
in other cases the detection is working efficiently. The other
sensitive point is the positioning of the device, providing an
inaccurate floor normal, resulting on some lack of accuracy
on the altitude axis based relations.

B. Pose Recognition from Samples

An alternative to the description by syntax is the description
by samples: we provide in input a set of poses having in com-
mon the pose specificities we want to detect. The intersection
of all their relation sets preserves only their common part,
and thus what we want to detect. We can combine the use of
samples with a restrictive relation set, for example in order to

Fig. 5. Examples of poses detected using syntax description.

take into consideration only the upper part of the body, or only
a sub set of relations. Figure 6 shows the set of poses used
for our tests of pose recognition by samples. The detection is
performed with the inclusion measurement between the current
pose and the intersection of the samples: if it is equal to 0, it
involves that the current pose contains the same common part
that all the samples, and thus what we want to detect.

Figure 7 show the detections of recorded poses (those
illustrated in Fig. 6) obtained for different poses.

The recognition from sample is more robust than the one
from syntax, due to the fact that the samples are captured
with the same device/method which is then used for the
detection. However, it is more restrictive, as it cannot be used
to described relations like “at least one of the arms” or “only
one of the feet”.

403



Fig. 6. Sample poses used for detection. Each row represents a different pose
to detect, with its name at the left and the restriction set used into bracket:
upper or lower part of the body

Fig. 7. Examples of poses detected using sample description.

VIII. CONCLUSION

This paper presents a new approach to describe the 3D
pose of a subject using local and simple relationships between
the subject parts, namely the axis-based and betweenness
relations. We show that using a set of these relations is an
efficient tool to represent a pose as well as to compute a
similarity between two poses. Indeed, we present a bunch
of rules that can describe a 3D pose. These rules can be
defined intuitively since they look like a natural language. We
also show that our method is well suited to compare different
3D poses. We introduce a similarity measure to express this
difference. Our results shows that the pose computation and
identification run in real-time.

As a future work, we plane to extend our method to handle
more complex gesture recognition. A possible approach would
be to take a leaf out of the papers of Lv et al. [14] or Weinland
et al. [15] that define a path of state to recognize human motion
patterns. As in this paper, we want to keep real-time processing
to ensure the compatibility of our method with some human
machine interfaces.
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Abstract—Problems arise when a user tries to operate in
3D spaces with 2D input devices. In search of an alternative
type of Human Computer Interaction (HCI) in 3D modelling
software, we present a working marker based stereo hand
tracking prototype. Our system uses a combination of CAMShift
and SSD window based stereo matching algorithm to achieve 3D
tracking in real time, and then communicate with 3D modelling
program Blender via a TCP port. This paper presents a detailed
description of the system, some experiments we conducted to
test for its performance, and discussions of current and future
capability of the prototype.

I. INTRODUCTION

3D modelling, especially digital sculpting, are widely used
to build highly detailed and realistic digital props and char-
acters for entertainment industries. While impressive, these
models require a lot of times and efforts to create. Although the
process of 3D modelling is similar to traditional props making
and clay sculpting, the actual operations are often limited
by 2D inputs from computer mice. While pressure-sensitive
graphics tablets can improve the modelling experience, it is
still impossible for 3D modellers to use their normal hand
actions to directly manipulate 3D models. A natural human-
computer interaction (HCI) interface that allows users to use
their real world actions to control and to interact with computer
programs for 3D modelling is desired.

At present, there are limited commercial solutions to assist
3D modelling. 3D mice from 3Dconnexion provide physical
six degrees of freedoms to navigate a 3D viewport [1], but
still users can only perform 3D modelling by using 2D
mice. Sensable Technology produces a series of haptic-based
devices that translate real world sculpting actions into digital
sculpting [2], [3]. However, these devices tend to be expensive.
The search for better and more cost-effective ways to create
natural HCI for 3D modelling is a active field of research [4]–
[9].

Some research aimed to maximise direct 3D mesh manipu-
lation experience by means of semi-immersive virtual reality
displays [4], [5]. With these prototypes, users are required to
wear special spectacles and hold hand-held pointing gadgets
to perform 3D operations. These extra gears might restrict
natural body movements of a user during interactions with the
systems.

Other research aimed for device-free approach. The idea
is to let users interact with 3D programs with their natural
body movements without any physical restriction implied

from portable or wearable gadgets. Computer vision allow
users to communicate with computers by tracking the user’s
movements, poses and gestures. Since computer vision was
shown as possible device-free HCI interfaces for other appli-
cations [10]–[12], it was possible to apply similar technologies
to create a device-free natural HCI interface for 3D modelling.

Kim et al. [6], [7] introduced a 3D modelling system that al-
lowed users to use hand movements to do 3D modelling and to
use simple hand gestures for further 3D mesh manipulations.
It was operated by a stereo tracking system using ultra-violet
light projections. This system used colour segmentation and
stereo matching with Kalman filtering to perform their marker
tracking [6]. Wang et al. [8] presented a real-time hand track-
ing system that tracked a colour glove worn by the user under
normal room lighting. This prototype operated with a single
commercial webcam. Motions, poses and gestures of the glove
were tracked by the nearest-neighbour approach over a pose
image database with a fast-searching data structure [8]. The
system demonstrated its potential applications in animating 3D
character, interacting with a 3D desktop or inputting text by
sign-languages. The Sensors and Devices Group of Microsoft
had recently created a hologram-like 3D interface that could
fully interact with bare-hands of the user using their Kinect
system, a single webcam and in-house tracking algorithms [9].
Apple [13] also acquired a new patent for developing 3D
gesture recognition on future iPad device. They aim to use
this new control interface to operate Computer Aided Design
software on their future iPad. All these demonstrated that
computer vision plays an essential role in providing a natural
HCI for 3D modelling in general.

This paper presents a novel and working prototype that
used marker-based stereo tracking to operate the 3D modelling
program Blender in real time. The system utilised a low
cost commercial stereo webcam to perform tracking. Real-
time hand tracking is achieved by adopting the Continuous
Adaptive Mean Shift (CAMShift) tracking algorithm and
the Sum of Squared Difference (SSD) window-based stereo
matching algorithm. Via a local Transmission Control Protocol
(TCP) connection and a customised Blender plug-in script, the
tracked data could be used to perform 3D viewport navigation
in real time.

The paper first presents the overall system framework in
Section II, followed by a detailed description of the Video
Capturing Unit in Section III; 3D Tracking Unit in Section IV;

405



and Blender as a 3D Application Unit in Section V. The
paper concludes with Section VI with remarks on our future
research.

Fig. 1. Overall design of the current prototype

II. SYSTEM OVERVIEW

Our research goal was to develop a cost-effective stereo
hand tracking system that could be served as an alternative
input device for an existing 3D modelling program. For the
flexibility of changing hardwares and testing different tracking
approaches in the future, we used a simple modular framework
consisting of three main parts: Video Capturing Unit, Stereo
Tracking Unit and 3D Application Unit (Fig. 1).

A. Video Capturing Unit
The Video Capturing Unit provides a video stream in real-

time for the system. As our system uses stereo vision for
tracking in 3D, the video unit will provide a synchronised
stereo video stream for use in stereo matching. Generally, the
chosen camera (or camera pair) needs to be calibrated, so that
the camera parameters can be used to correct the image for
lens distortions and alignment.

B. Stereo Tracking Unit
The role of the Stereo Tracking Unit is to apply stereo

tracking techniques to obtain the 3D coordinates of the tracked
target in real time. Support for hand gesture and pose recog-
nitions will be a future extension for this unit.

Since the 3D Application Unit may reside in an external 3D
modelling program, the stereo tracking unit should maintain an
external communication interface for transmitting the tracking
results and the extra command signals detected from the
recognised poses/gestures.

C. 3D Application Unit

We chose to use existing 3D programs, rather than devel-
oping our own 3D demonstration platform from scratch. This
is because existing 3D programs can provide us with access
to reliable and ready-to-use 3D operations with supporting
customization via run time script execution. This allows us to
concentrate our efforts on developing and tweaking the overall
hand tracking system.

For better internal access, the 3D application unit should
be integrated into a 3D modelling program. One way for the
integration is to develop the unit as a plug-in script under the
internal scripting libraries that are provided by the selected 3D
modelling program.

Apart from establishing a communication interface between
the external Stereo Tracking Unit and the 3D program, the 3D
application unit also processes the incoming 3D coordinates,
identifies and executes the specific 3D operation requested
by the user. The 3D command request can be signalled by
keyboard commands, and in the future, hand signals given by
the user, and recognized by the Stereo Tracking Unit.

III. VIDEO CAPTURING UNIT

Our system uses the Minoru 3D webcam, which consists
of two VGA 640 × 480 CMOS sensors, and is capable of
operating at 30 frames per second. The webcam is low-cost
and communicates with a computer using standard USB 2.0
connections. Due to poor manufacturing quality, each webcam
have slightly different camera parameters and alignment, hence
the webcam was first calibrated by Zhang’s method [14].
We have determined that the baseline is 60.7mm. The field
of view in the horizontal direction is 41.94◦, and vertically
32.10◦. The angle of rotation between the 2 cameras is 0.537◦.
The radial distortion coefficients of the left camera are (κ1 =
−0.06876, κ2 = −0.37504), and the right camera are (κ1 =
−0.06825, κ2 = −0.31197). By using the information from
the calibration, the theoretical depth resolution for our stereo
camera setup can be calculated (Fig. 2).

Fig. 2. Theoretical depth resolution of the Minoru Camera at different
distances.

At the distance of 2000mm, movements less than 83mm can
not be distinguished by the camera. This limits the effective
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range of the entire system. After some testing we found
the optimal distance for good performance in our system is
600mm to 1500mm.

IV. STEREO TRACKING UNIT

The Stereo Tracking Unit has three overall goals: 1. To track
X and Y coordinates of the object (2D tracking), 2. Obtain Z
coordinate and real world distance, and 3. Data smoothing
and communication with the 3D Application Unit. The first
goal can be done by using the basic CAMShift Tracking
algorithm; the second goal was achieved by using sparse SSD
window based Stereo Matching algorithm; The third goal was
accomplished via a Moving Average filter to obtain a more
stable 3D coordinates and a local TCP port to transmit the
tracking results to the 3D Application Unit.

After a detailed description of the tracking unit, we present
the results of some experiments we have conducted to test the
performance of the tracking system.

A. Continuous Adaptive Mean Shift Tracking

CAMShift is a basic tracking algorithm introduced by
Bradski in 1998, where he proposed a system that responded to
the movement of the user by tracking the face of the user [15].
It was derived from Mean Shift [16], with additional abilities
to update its search window dimensions and to estimate the
size and 2D rotation of the tracked target.

Before the images can be processed by CAMShift tracking
algorithm, first they need to be converted into a probability
map, where the value of each pixel represents the likelihood
of it being part of the tracked object. Similar to the approach
taken by [15], our system constructs a 2D histogram of both
the Hue and Saturation channel of the target, then treat the
histogram as the probability distribution of the target object.
Due to the fact that Hue becomes unstable at very dark and
very bright pixels [15], our system ignores these pixels and
treat the pixel as having probability of 0.

After the raw image was transformed into a probability
map(Fig. 3a), The CAMShift algorithm is then performed on
the probability map to determine the X and Y coordinates of
the centre location of the tracked object, then estimate the
object’s width, length and orientation (Fig. 3b).

Fig. 3. User Interfaces of the Stereo Tracking Unit: (a) Probability distribu-
tion view; (b) Normal view. Despite using stereo camera, we only displayed
video from the left channel. Cyan boxes & magenta ellipses indicated the
current search window’s position, orientation & dimensions on screen. The
tracking result was shown at the screen bottom.

B. Sum of Squared Differences Stereo Matching

To achieve 3D tracking, the system needs to calculate the
distance between the object from the cameras. By using stereo
cameras, this can be achieved by the use of stereo matching
algorithms.

We used the SSD window-based stereo matching algo-
rithm [17], [18]. This algorithm takes a pixel on the left image,
and finds the best match of a pixel on the right image, then
uses the difference in their positions as the disparity level.

Considering the computation complexity [18] of the algo-
rithm and performance of our system, only the disparity of
the tracked object is calculated. Since the 2D position and
size of the tracked object is already known from the previous
CAMShift tracker, we can sample only a small number of
points from the tracked object to be used to estimate the depths
of the object.

By assuming the tracked object has a relatively flat surface,
extreme disparity levels are considered to be errors. To remove
extreme values efficiently the system will rank and discard the
top and bottom 20% of the disparity values from all the sample
points, then take the average of the rest. As extreme outliers
are removed, this increases the likelihood of obtaining a more
reliable depth estimate.

To convert the disparity values obtained from the stereo
matching algorithm into a measure of real world distance Z,
the following formula (Eqn. 1) is used:

Zw =
f × b

d
(1)

Where Zw is the real world distance, f is the focal length
of the camera, b is the baseline between stereo cameras and d
is the disparity.

C. Smoothing of coordinates and TCP connection

Partly due to the fact that our system is working with low
cost cameras, it was noticed that the large amount of error
reduces the stability of the tracking result. To resolve this
issue, the coordinates obtained from the tracker are smoothed
using a moving average filter, using the average of the current
and 5 previous frames as the final coordinate of the object.

From Eqn. 1, we see that as the distance (Zw) increases,
errors in the disparity translating to errors in the distance will
be amplified. At a distance of 1000mm, the fluctuation due
to error in Zw measure cannot be smoothed by the moving
average. An extra precaution is taken, where a threshold filter
is applied to any changes in the distance. After some testing,
an empirical value of 4% is chosen, meaning all changes in Zw

that are less than 4% is ignored. The tracker can achieve stable
tracking in the distance measurement, while still sensitive to
any intentional movement made by the user.

After the final 3D coordinates are computed, the coordinates
are sent via a local TCP port to the 3D Application Unit.
The using of a TCP port allows the Stereo Tracking unit to
communicate with any program with a working TCP server.
This increases the flexibility of the Stereo Tracking Unit, for
it can easily be ported into any other programs.
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D. Experiments and Performance of the 3D Tracker

We have conducted two experiments to evaluate the accu-
racy of the stereo tracking unit. In the first experiment, tracked
object’s real movements are compared with the movements
detected by the tracker. We conducted several tests where a
ball has been moved along a rail in a straight line while its
coordinates are recorded by the tracking unit(see Fig. 4).

Fig. 4. A marker on the top of the rail was tracked to move in a straight
line in the real world.

The coordinates obtained from the tracker are recorded and
plotted in 3D (Fig. 5). As it is known that the path of the
ball is a straight line, the accuracy of the tracking unit can be
estimated based on how well the tracker’s reported coordinates
fit a line. The image X and Y coordinates are first translated
into real world X and Y coordinates using equation:

(Xw, Yw) =
(X,Y )× Zw

f
(2)

where (Xw, Yw) is the real world coordinates of a pixel,
(X,Y ) is the images coordinates of the pixel, and f is the
focal length of the cameras.

Since the real world movement of the object is a straight
line, with large enough measurements the line that best fit the
measured coordinates is expected to be identical to the real
world projectile of the object. Then how well the coordinates
measured by the tracker fits the line of best fit reflects the
accuracy of the tracker. To investigate further, a 3D line of
best fit is computed for each test, and the closest distance of
each data point to the line of best fit (residual) of all the data
points are calculated.

In the second experiment, the actual distance of a tracked
object is compared with the Zw measured by the 3D tracking
unit. As can be seen in Fig. 6, the two variables are highly
correlated (R2 = 0.9968). The trend line indicates the degree of
correlation between measured distance and tracking results. It
has a gradient of 1.0122, a value very close to 1. This means
that the tracking unit can accurately track depth within the
range between 600mm to 2000mm.

Test mean of Residuals (mm) Stand Deviation of residuals(mm)
1 2.1536 0.9758
2 10.9538 5.8524
3 17.4734 15.242
4 13.4444 6.9689
5 8.6004 7.1142
6 6.4940 3.6470
7 3.7392 3.4419

TABLE I
TABLE SHOWING THE MEAN AND STAND DEVIATION OF RESIDUALS OF

THE COORDINATES MEASURED BY THE TRACKER AND THE LINE OF BEST
FIT. ALL MEASUREMENTS ARE IN MM

Fig. 5. 3D plots displaying the results from 2 configuration of rail placement.
The data points are translated real world X,Y and Z coordinates.

Fig. 6. The actual distances from the object to the camera compared with
those obtained from the 3D Tracking Unit.

V. 3D APPLICATION UNIT

Apart from being free and open source, Blender [19] was
chosen because the program provided digital sculpting func-
tions and supported Python as its internal scripting language.
It had a dedicated Blender Python API, to access functions
within Blender. The API granted programmers more powers
and flexibilities in extending Blender. Our current 3D Appli-
cation Unit was developed as a plug-in script for the official
stable build (r39307) of Blender 2.59.

The current unit consisted of three components (as shown
in Fig. 1): the Background TCP server, the 3D Command
Manager and the 3D Command Execution Centre. The current
unit was designed to work best with a single 3D viewport. Via
the hand tracking system and keyboard controls, it allowed
the user to perform basic 3D view navigations in the single
viewport.
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A. Background TCP Server

As Blender Python did not provide any external communica-
tion support, we decided to use standard Python’s socket pro-
gramming to create a local TCP server to create the necessary
communication port for our external stereo tracking unit. This
TCP server was designed to listen for any incoming traffics
from its client, the Stereo Tracking Unit. Once received, it
converts the text string received from TCP client into the
corresponding 3D coordinates. After scaling and adjustments
for Blender’s 3D world, the stream of 3D coordinates are
continuously supplied to the 3D Command Execution Centre
for any specific 3D operation requested by the user.

To constantly monitor for any incoming packet through the
assigned TCP port, our TCP Server needed to run concurrently
with Blender. However, the current Blender Python API had
limited support over threading [19]. This threading restriction
was resolved by setting up the TCP server to run inside
Blender’s redraw callback.

By introducing an auto-resizing 3D cube into the 3D scene,
the Blender’s redraw callback routine was triggered regularly
to renew the screen display. During each redraw routine, the
TCP server checks for any incoming traffic from the local
network. Since each redraw callback interval lasts for about
6 milliseconds (or 167 frames per second), this allows the
TCP server to operate as if concurrently with Blender in the
background.

B. 3D Command Manager

3D Command Manager was responsible for identifying 3D
command requests and managing all internal signals within
the 3D Application Unit. The 3D Command Execution Centre
relied on these signals to determine how to process the steams
of 3D coordinates for carrying out the requested 3D operation.

To simplify the current prototype development, we used a
small number of keyboard keys to represent 3D commands
available when Blender was operated by our hand tracking
prototype. Thus, the current 3D Command Manager was
capable of detecting keyboard key presses to identify 3D
command request from the user. This design serves as a
placeholder for the future extension of posture and gesture
recognitions in the tracking unit.

In Blender 2.5X, tools/functions were introduced in the
forms of operators [19]. Once the script was run, the operator
was registered into Blender as an available function inside the
Blender Toolbox menu. This menu could be called out anytime
to select new functions in Blender. When the desired operator
was selected, it would override Blender’s normal operations
temporarily until its specific tasks were accomplished. This
behaviour allows us to define our special keyboard shortcuts
for the hand tracking mode freely without conflicting the
original Blender keyboard shortcuts.

C. 3D Command Execution Centre

Based on the received command signal, the 3D Command
Execution Centre processes the input streams of 3D coordi-
nates and applied the results into the execution of the desired

3D operation. At present, this component only provides 3D
view navigations (i.e. view translation, rotation and zooming)
within a single 3D viewport. These 3D operations were
implemented in priority because 3D view navigations were
essential tools for assisting 3D modelling. Although Blender
could display multiple 3D viewports, our current tracking
prototype were unable to detect which particular 3D viewport
the user was trying to access during hand tracking. Thus, we
limited our 3D operation supports to just a single 3D viewport.

The 3D viewport behaved like a 2D plane whose centre
was always tangential to a virtual sphere in the 3D world.
Parameters provided by Blender Python API for viewport
navigations could be treated as the parameters of this virtual
sphere.

Therefore, view translation was achieved by moving the
sphere centre around (Fig. 7a&b). Since the orientation of
the current viewport was measured with respect to the vir-
tual sphere centre, viewport was rotated about this virtual
centre(Fig. 7c&d). Adjusting the radius for the virtual sphere
created the zooming effect at the 3D viewport (Fig. 7e&f).

Fig. 7. Example snapshots of the current tracking prototype in action to
navigate the 3D viewport in Blender

The magnitudes of 3D translations for the 3D viewport
was obtained from the difference between the current and the
starting positions of the tracked marker. The difference in view
depths of the marker provided the change in view zooming.

The rotation of the viewport was calculated by the virtual
trackball approach [20]. The 3D coordinates received in the
current frame was assigned as the next starting coordinates
after each evaluation. This enabled the viewport to quickly
adapt any change in rotation axis due to sharp movement
change from the marker, e.g. from horizontal to vertical
movements.

VI. CONCLUSIONS AND FUTURE WORKS

In this paper, we have presented a prototype of our new
system, which combines computer vision with a 3D modelling
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software. By using 3D object tracking algorithms with a low-
cost stereo webcam, our system achieved real time 3D tracking
at approximately 15 frames per second. We also presented the
results that test the performance of the tracker and demon-
strated that our system can produce accurate tracking result
within the optimal range of 600mm - 1500mm. Our system
was able to communicate with Blender via a TCP connection
and, by internal scripting, to gain access to a number of 3D
operations. At the current stage, the combined system allows
the user to navigate within a 3D space in Blender by simply
hand movements.

As the current system is just a prototype, there are rooms for
future improvements to the system. This future system should
be able to track multiple objects. It should also be integrated
with gesture recognition such that the user can switch between
3D commands by simple hand poses/gestures, rather than
key pressing. 3D Application Unit will be introduced with
more 3D operations, especially those related to mesh editing.
We hope that the full system should give users a more
pleasant experience in 3D modelling as they can explore many
possibilities brought about by the ability to use their natural
hands to directly manipulate the 3D objects.
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Abstract—Our versatile web-based system allows users to
dynamically generate visible surfaces of three-dimensional (3D)
scenes from stereo pairs from monocular or stereo cameras
including web-cams. The current advanced version accepts static
images or live video sequences from different imaging sources
(via direct or indirect Internet uploads), rectifies these images
automatically, and processes the rectified images to reconstruct
the scene by one of the available stereo matching algorithms.
Results of processing are returned to the user in multiple
formats, such as a disparity map, an anaglyphic image, an
autostereogram, a virtual WebGL-HTML5 or Java3D scene, a 3D
.OBJ file, or a live depth video. The present system is portable,
simple to set up and operate, and currently available online
at http://www.ivs.auckland.ac.nz/quick_stereo. A
variety of possible applications include remote camera control,
on-line calibration and rectification, simple 3D object and avatar
reconstruction, web-based real-time stereo matching, artistic
creation of auto-stereograms, etc.

I. INTRODUCTION

Current computer stereo vision research and applications
are undergoing dramatic changes. More than four decades of
intensive development has resulted in many efficient solutions,
which are capable to handle large stereo images of complex 3D
scenes under heavy occlusions, noise, and contrast variations.
Recently the Internet-brought connectivity to both portable and
desktop computers effectively moved the applied stereo vision
from expensive high-end systems with a very limited range of
the use outside professional photogrammetry and mapping to a
large number of low-cost multimedia products such as digital
photography, gaming platforms, and mobile technology.

This paper describes recent advances in our earlier web
application [1] that allows for fast recovery of 3D data not only
from professional stereo cameras, but also from low-cost off-
the-shelf “point-and-shot” cameras, including web-cams. The
functional and interface improvements of the current version
comparing to [1] are as follows:

1) Input images from either web URLs or file uploads
of many types: separate or combined left and right
“crossed-eyes” or “parallel-eyes” images, anaglyphs,
stereo .MPO files, auto-stereograms, and video streams.

2) More flexible image calibration and rectification: the
built-in camera calibration and rectification for stereo
camera/webcam with manual focusing and the automatic
rectification for digital mono camera and stereo camera
with automatic focusing.

3) Server-based processing: for stability, most of the com-
plex works are now performed on a remote server.

4) Web-based online HTML5 and Java3D displays using
the Bezier surface approximation.

5) More diverse output images: downloadable depth maps,
anaglyphs, “crossed-eyes” or “parallel-eyes” images,
auto-stereograms, and 3D .OBJ files.

The present system can be used efficiently for real-time
online stereo matching with side-by-side web-cam system,
creation of anaglyphs and autostereograms, and modelling of
3D objects, e.g. faces. Fig. 1 displays a screen-shot of our web
interface and control panel. This system communicates with
a dedicated server for real-time processing and is accessible
via the Internet to the public users from around the world.
Section III below details the above-mentioned improvements.

Fig. 1. Screen-shot of the web-page with the input and control panel.

II. BACKGROUND

Even though the World Wide Web is the fastest growing
universal software platform with thousands of new applications
created every day, there exist only a handful of stereo vision
related environments, which offer interaction for professional,
academic, or public-centred (e.g. recreational) purposes. A
few known similar solutions, such as [2], [3], [4], [5] with
too limited capabilities in processing unaligned stereo images
(no image rectification for stereo matching and no web-based
3D display of results). Some other web systems, like e.g.
Photosynth [6], allow for processing multiple photos from
various off-the-shelf cameras to reconstruct 3D positions and
orientations of each camera at capturing moments and let users
to browse these photos by navigating to different positions
where the photos were acquired. The Photosynth system is
able to find a large number of characteristic corresponding
points in the images and keep track of them in order to form
a sparse 3D point cloud for an object or a scene and observe it
then from different spatial positions. An alternative method for
reconstructing a 3D point cloud from multiple photos of the
same object in [7] allows the users to submit photos acquired
by any hand-held camera, too. However, this system uses
feature based reconstruction running locally and has a very
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Fig. 2. A sample output from a single online calibration and rectification
run on 16 input images.

long processing time: up to 4 to 5 hours per 40–50 images –
to be useful online.

III. IMPROVEMENTS IN THE CURRENT WEB APPLICATION

A. Data inputs

Previously, the users had to upload for correct processing the
same-size left and right images of a stereo pair separately. But
stereo images are available on the Internet in a number of other
formats where the left and right images are mounted together
in a single file (a stereo, “cross-eye”, “parallel-eye”, or “wall-
eye” pair, an “anaglyph”, or a stereogram). Furthermore, the
Internet provides public access to hundred of thousands such
images around the World via public URLs. Therefore, our
current system is able to handle these types of inputs either
by file uploads or public URLs. This is also a promising way
to attract the public attention to our site. The current system
allows the user also to plug in a side-by-side web-cam system
such as a Minoru 3D web-cam to send a video stream over
the Internet and retrieve a real-time depth map.

B. Calibration / rectification for a side-by-side stereo camera

Images obtained from special stereo cameras such as Mi-
noru 3D web-cam, uEye, or any two cameras rigidly mounted
side by side to form a stereo set-up are rectified online. These
systems typically have identical left and right image sensors
with lenses of manually adjustable focal length. Assuming a
chosen fixed focal length, internal and external parameters of
each camera can be identified from the acquired images by a
camera calibration process [8].

The calibration allows for accurate alignment of the im-
ages and effective removal of camera distortions. Typically,
either images of some known calibration objects (e.g. a cube,
chessboard patterns, etc.), or auto-calibration techniques, such
as e.g. [9], [10] requiring no special calibration objects are
used. However, to control the quality of the calibration, the
calibration technique with the calibration objects, such as the
Zhang’s method [11] is employed in our case. The chosen
method has minimal equipment requirements (simply a printed
checker-board pattern on a paper sheet) while an alternative
Tsai’s method [12] requires non-coplanar calibration gauges,
which are harder to set-up.

Images are placed to the server either by uploading files
or from online web-cam controlled with Adobe Flash on a

web browser. The server automatically detects corner points
on the checker-board pattern and identifies them at sub-pixel
accuracy. The intrinsic and extrinsic camera parameters are
then estimated from the identified points and saved on the
server for the future use, so that the user need not recalibrate
the cameras for every session. The calibration images are
rectified and displayed to the user through the web browser for
visual verification. Figure 2 exemplifies results of our online
calibration and rectification. Including the time to acquire the
images, the whole process takes less than two minutes of the
user interaction, which we could be considered as brief and
comfortable for public consumers.

TABLE I
RECTIFICATION QUALITY VS. THE NUMBER OF INPUT IMAGES.

Number 5 6 7 8 9 10
Error 0.41 0.17 0.10 0.37 0.29 0.26

Number 11 12 13 14 15 16
Error 0.39 0.43 0.45 0.42 0.42 0.41

For good accuracy, more than one image in different
capturing orientations should be uploaded. A quick test to
estimate the quantitative image rectification error for 5 to 16
inputs is illustrated in Table I. Less than 5 inputs in this test
produced too erroneous alignments due to insufficient data for
handling web-cams errors. The alignment errors were under
0.5 pixels for more than 4 inputs, which looks reasonable for
a consumer web application. The sufficiently good calibration
was achieved with 7 to 10 input pairs, whereas the rectification
failed with less than 5, but needed no more than 13 inputs.

C. Rectification for a single-sensor camera

If two consecutive stereo images acquired by a conventional
single-sensor camera (i.e. two images taken slightly to the
left and slightly to the right) are uploaded, their rectifica-
tion is carried out without the calibration. As was already
described in [1], the fundamental matrix F is estimated with
the well-known 8-point algorithm [13] using the RANSAC
technique [14]. The KLT feature tracking algorithm by Shi and
Tomasi [15] is used first to determine reliable feature points,
such that the minimum eigenvalue of the matrix Z(x, y) below
is above a fixed threshold, min(λ1, λ2) > θ:

Z(x, y) =

[
g2x(x, y) gx(x, y)gy(x, y)

gx(x, y)gy(x, y) g2y(x, y)

]
where gx(x, y) and gy(x, y) denote the x- and y-components
of the image gradient at pixel (x, y).

To run our application well on most of the users’ inputs, a
larger than in [1] number of reliable feature points (n = 500)
were chosen in the images as candidates for finding stereo
correspondences. Instead of an earlier simple window-based
intensity matching, the Lucas-Kanade pyramidal optical flow
tracking algorithm [16] is employed to improve the search
for correspondences. The mismatches are further eliminated
by running this forward/backward tracking iteratively between
the left and right images. Experiments showed that only a very
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Fig. 3. Raw (top row) and rectified (bottom row) images of a dolfin statue.

few mismatches remain visible after about a dozen iterations,
leaving the remaining good matches for the RANSAC evalu-
ations. After epipolar lines are determined in both the images
for the estimated matrix F , the rectified image pair is produced
by aligning pixels located on the conjugate epipolar lines.
Figure 3 shows the rectification results, parallel lines across
the images visualising the alignment. This process can be also
applied to images from auto-focussing stereo cameras (such as
e.g. Fujifilm Finepix W1/W3), which are the cases for most
images shared by photographers on the Internet. Since the
camera is generally unknown and the focal length is changing
at every shooting, the camera calibration is almost unable to
find and reuse parameters for auto-rectification.

D. Stereo matching

Our system uses dense stereo matching algorithms that
produce disparities for all the visible locations in a 3D scene.
This depth information is commonly visualised as a disparity
or depth map using either a grayscale or false-colour coding
of the disparity or depth range (the disparities are readily
converted to the depth and real-world 3D coordinates if the
camera calibration and image rectification parameters are
available). All the processing in our earlier system [1] was on-
site via an Java Applet on a web browser, so that its ability to
run most of the available algorithms was affected by the size
of an acquired image and the available memory and power of a
local computer. Moreover, it was difficult to retrieve results due
to Java Applet Security restrictions. Such a local processing
is not the best option in many practical cases and even might
be impossible on home computers or portable smart-phones
of very low computational capabilities.

Thus, all the complex operations in the present version
are moved to a powerful web-server, dedicated to listen to
clients around the world, process their data, and return results.
Stereo matching algorithms from our previous client-side
version have been reimplemented on the server (the SAD/SSD
window-based matching [17] and semi-global algorithms such

as Symmetric Dynamic Programming Stereo (SDPS) and its
variants [18], [1], [19], [20]) in addition to a new 1D Belief
Propagation (BP) algorithm [21] yielding a bit better matching
results. The user can select, from an HTML combo-box, one
of the algorithms and use it with any of the input types.
Furthermore, users can supplied Java-based implementation of
new stereo matching algorithms to run on this system which
is useful for teaching and demonstration purposes.

Beside manual input of parameters, we also provide a fully-
automatic mechanism to estimate all the necessary parame-
ters for the general Internet users such as whether to apply
rectification, disparity range, smoothing parameters. Basically,
another round of Lucas-Kanade pyramidal optical flow track-
ing is carried out to collect a feature point correspondences
between images. A large disparity between matches vertically
inferring rectification is required. The minimum and maximum
disparity ranges are defined by the horizontal disparity ranges
of the matches. This processing mechanism is more flexible,
independent and responsive compared to the previous client-
based one.

E. HTML5 and Java3D displays with Bezier surfaces

For better interactivity, our 3D displays are built as separate
components mounted to the web page and allow the user
to view easily 3D representations of results on a browser
without a dedicated 3D viewer. The earlier system employed
only Java3D mounted to the main applet and the fixed (but
obviously incorrect in most of the cases) disparity mapping to
the grayscale range [0, 255] was used to display 3D points. The
current advanced version uses WebGL on HTML5 in addition
to the Java3D display. Compared to Java3D, WebGL standard
is newer and supported recently by many browsers [22] includ-
ing Google Chrome, Firefox, Safari, and some latest versions
of Internet Explore. Now any reconstructed 3D surface can
be viewed directly on the browser without installing a special
plug-in.

The output of 3D scene reconstruction is also modified by
forming surfaces from the obtained 3D depth data. Given the
common focal length, f , and the baseline, B, from the camera
calibration, the coordinates (X,Y, Z) of each visible 3D point
are restored, assuming the standard epipolar geometry of a
stereo pair, as

Z = f
B

xl − xr
≡ f

B

d
; X = xl

B

d
, Y = yl

B

d

where (xl, y) and (xr, y) are 2D image coordinates of cor-
responding points in the left and right image of an epipolar
stereo pair and d = xl − xr is the x-disparity.

The reconstructed depth map is generally noisy and con-
taining incorrect depth values creating unexpected spikes. To
suppress these reconstruction errors, the map is represented
with a Bezier surface [23], each 3D surface point being now
calculated by blending two orthogonal Bezier curves. Fig. 4
presents an example of our web-based 3D display of the
reconstructed depth map of a statue in Nikko Tosyogu Shrine
Pagoda in Japan [24], the display showing a smoother surface
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and natural depth proportions comparing to the real world
object.

Fig. 4. Depth map (left) of a statue and its web-based 3D display (right).

IV. FOUR POSSIBLE APPLICATIONS

Advantages of our present system for the general-public
users is illustrated below with the following four applications:
(i) online stereo matching for video streams from a side-by-
side stereo web-cam; (ii) 3D model retouching using 3D .OBJ
files generated from the user’s stereo images and editable by
a number of professional graphical tools; (iii) a low cost 3D
face generation from a pair of facial images, and (iv) creation
of auto-stereograms with advanced functionalities over other
auto-stereogram makers available online.

A. Fast online stereo matching for a stereo web-cam

Fig. 5. Screen shot of our live stereo matching web-page, top-left is the raw
live video from user’s site (15fps), bottom-left is sending frame (2fps) and
the right is the return depth-image (also at 2fps).

The implemented system can display in real-time depth
maps generated for video streams obtained from a user’s
side-by-side USB web-cam, after calibration and rectification
parameters are restored to rectify the input frames on the
server. Typically, our server is set ready for stereo matching
and immediate return of reconstructed depth maps to the user.
A screen-shot is shown on Fig. 5. At the current stage, our
system can output the depth maps at the rate of 2 frames per
second under the input image size of 160× 120 pixels.

B. 3D object modelling

Generating 3D surfaces from photos for further professional
editing is of obvious public interest, inspiring us to provide
the users with more useful outputs than just a bland depth
map. After determining the depth at each pixel (x, y) from

the reconstructed disparity map, a complete set of 3D points is
generated further and stored in a popular .OBJ format. Wave-
front 3D .OBJ files are an ad-hoc standard adopted by many
vendors of 3D graphics applications [25] such as Cheetah3D,
Autodesk’s Maya, Blender, MeshLab, etc. Figure 6 shows a
screen-shot of viewing and editing a spider-man mask and a
real human face with Blender after clearing noisy regions.

Fig. 6. 3D object viewing and editing with Blender.

A potential generation and fast display scenario for a simple
3D model with full 360-degree surface without much editing
and experience can be implemented. At this stage, a single
object has to be placed on top of a flat colour background
with rich texture (such as e.g. a newspaper). The input photos,
acquired by a camera placed right above the object, are then
processed with our system using an automatic disparity range
estimation to obtain a depth map and a texture map. The
object is separated from the background with the mean-shift
segmentation [26], iteratively calculating the mean location
of a segment cluster in a chosen search window. Finally, the
object-of-interest has clearly brighter intensities comparing
to the background, so that it is segmented by removing the
background colours surrounding the brighter object segment
(see Fig. 7, B, C and D).

Two types of simple object reconstruction can be handled
at this stage: an asymmetric object with a flat bottom (e.g.
a box) and an object with symmetric surface (e.g. a water
bottle). For the latter objects, the 360-degree meshed models
are calculated by reflecting all the depth coordinates.

C. Low cost 3D face generation and expressive animation

A low cost 3D face generation and animation system in [27]
can be combined with our present online system to generate
3D face data for customised avatars. The latter system captures
human faces, segments skin area, reconstructs static depth
maps, and generates 3D surface coordinates. The obtained
data is then mapped in the former system onto a generic
animatable face mesh model with a full muscle set acting upon
the mesh. Fig. 8 displays seven 3D faces generated. Because
the muscles are implemented on the generalised face, our
system can interactively control the avatar to mimic emotional
expressions. This application could be interesting for the use
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Fig. 7. Reconstructing a symmetric water bottle. Top: a reference photo
acquired by the Minoru 3D web-cam (A), the reconstructed depth map (B),
the segmented object (C), the segmented texture (D). Bottom: the meshed and
the full 3D model of the symmetric bottle (E–G).

in computer games or instant chats where emotions could be
caught and sent over the network.

Fig. 8. Simulated 3D avatars from images taken by Fujifilm Finepix W1.

D. Creating autostereograms

Once a depth map has been created, the user has an option
to choose from a number of texture patterns to generate an
auto-stereogram, which represents all the points of the depth
map. Each pixel in a depth map corresponds to two points in
the auto-stereogram, which act as virtual conjugate projections
of the same 3D point and thus must have the same colour. An
example in Fig. 9 is built from depthmap of the statue shown
in Fig 4. Benefits of our auto-stereogram creation process over

Fig. 9. Auto-stereogram (right) generated from a depthmap of a statue in
Nikko Tosyogu Shrine Pagoda in Japan and its generated anaglyph (left).

the alternative online counterparts:

1) A 3D model to be hidden in the auto-stereogram is
reconstructed from a stereo par provided by the user,
rather than is chosen from a selection of given models.

2) An user’s auto-stereogram can be uploaded as an input
to generate the 3D data.

3) Input auto-stereograms can be converted into anaglyphs,
viewable through red-cyan glasses as an additional view-
ing method.

V. CONCLUSIONS AND FUTURE WORK

The current advanced web-based stereo vision system pro-
vides effective online interactions virtually to any user who is
interested in stereo vision. At present, such systems available
to the general public are uncommon, and the few known
counterparts have considerably more limited processing tools.
Our system is widely open and flexible for the use by both the
professionals and amateurs. Since our new website has been
opened for public access for two months, it received more than
1100 visits from 258 different IP-addresses from 26 countries
around the world. The system is capable to process not only
uploaded files but also public URLs, which can be found
easily on the Internet. This flexibility helps us to increase
the usability of the system and make it useful for teaching,
demonstration, and knowledge sharing in the stereo vision
research community as well as for the practical use.

In the near future, we are going to use it for controlling
emotional expressions of a 3D facial avatar using a live stereo
web-cam (Minoru) together with the Principal Component
Analysis (PCA) [28]. Woodward et al. [29] identified a method
of simulating facial muscle movements to show seven basic
types of human emotions: neutral, happiness, sadness, surprise,
fear, disgust, and anger – on a 3D avatar (see Fig. 8). The PCA
can be applied to register the user’s seven expressions via the
web, the live Minoru web-cam being attached at the user’s side
and capturing every movement of the user’s face. Whenever
a real expression is detected as one of the seven emotions,
the client will notify the system by a simple text data, which
can be transmitted over the network. At the reception side,
the system slowly changes the avatar’s expression to match
the user’s one. Such systems can be used in the gaming
industry as a simple way to control facial expressions of
cartoon characters or in live interactions between the Internet
users. This approach will potentially reduce requirements to
the network bandwidth comparing to traditional transmission
of live web-cam videos.

Implementation-wise, the challenge is how to express feel-
ings of each person on the face when people reveal these
feelings in a completely different manner. To tackle this
problem, image recognition and machine learning techniques
could be applied to train a system to recognise particular
emotions. At the very initial stage, the OpenCV tools could
be employed to crop the facial area of the live camera frame,
resize it to a fixed area (say, 100× 100 pixels), and develop a
database of such training data by asking the users to provide
the original images, tagged with corresponding emotions. The
PCA can be used then to determine one emotion from a set of
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seven standard basic emotions. For a relatively small database,
the detection should be reasonably accurate and fast enough
for web applications; however, the actually quantitative tests
will be carried out for a firm conclusion.

The foreseen additional challenge is that the PCA highly
depends on different lighting conditions and the amount of
training images. If lighting conditions differ between the
training and test images, the desired classification of emotions
will be most probably incorrect. To circumvent this problem,
the PCA might be applied to both depth maps and normalised
textures. These research directions will be explored using the
described online web-based stereo vision system.
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Abstract—Range data acquired by a LIDAR device can be used 
to reconstruct a model of the 3D environment. The task of 
registering and fusing a vast amount of range data is less than 
trivial. The paper discusses approaches for the registration and 
merging of the range data to obtain a large scale 3D model of the 
environment. Experimental results are shown and discussed to 
demonstrate the performance of the proposed methods. 

Keywords-3D reconstruction; range data; LIDAR; iterative 
closest point ; ICP 

I.  INTRODUCTION 

Three dimensional reconstructions of objects and scenes 
have become increasingly significant and popular due to the 
advancement of technology and demands to provide more 
detailed information of the environment, or objects. Instead of 
manually recreating the three dimensional models using 
graphics based methods, where objects within the scene are 
constructed using combinations of primitive shapes or user 
defined coordinates, various 3D reconstruction methods have 
been developed to acquire 3D data with higher resolution and 
accuracy. Such 3D reconstruction techniques may utilize 
calibrated image capturing, or range sensing devices to 
obtained distance measures of objects within the scene. 
Compared to manual generation of 3D models, 3D 
reconstruction techniques can obtain 3D information more 
quickly and efficiently, and are more versatile in their 
applications. 

One approach to reconstruct a model of the 3D 
environment is via the use of a LIDAR (Light Detection And 
Ranging) device [7]. For our work, we have used a device with 
64 laser emitters and receivers. The device rotates at 5-15Hz to 
acquire surrounding range data in real-time, with 0.09 degree 
angular resolution and 26.8 degree vertical field of view. We 
have conducted the experiments outdoors, among the buildings 
in the school. An example of the panoramic view of the scene 
is shown in Fig. 1, where the device was placed at various 
locations in the corridors to obtain the range data of the 
building from different perspectives. Each location provides a 
360 degree scan of the surroundings, which needs to be aligned 

and merged with scans from neighbouring locations to form a 
complete 3D scan of the building. 

Large scale 3D reconstructions of building, or of scenes are 
often time consuming and results in a large amount of data. 
Therefore, such reconstructions are unlikely to be performed in 
real-time. Nevertheless, in conjunction with the device that we 
are using, which is able to acquire range image of the scene 
very quickly, we hope to achieve fusion of the 3D data 
effectively and create detailed large scale 3D models of the 
scene. 

The paper proposes a method to achieve the registration of 
the point dataset acquired by the LIDAR. The method works 
by initially performing a rough alignment the dataset using 
iterative closest point algorithm, then setting criteria to refine 
the registration and obtain optimal overlapping positions of 
neighbouring datasets. Additional processing of the point 
datasets is also performed to remove redundant or erroneous 
points such that only reliable points are fused to produce the 
final 3D model of the scene.  Experimental results have been 
provided to demonstrate the effectiveness of the approach in 
providing more accurate registration of the datasets. 

II. ITERATIVE CLOSEST POINT 

The iterative closest point (ICP) algorithm is first proposed in 
1992 by Besl and Mckay [1]. It is a mainstream method used 
to register sets of rigid 3D data points. The main idea of the 
method is to minimize the distances between points in datasets 
that are to be aligned. 

The ICP algorithm starts with two given sets of 3D points, 
in our case, two sets of 3D data points obtained by the LIDAR 

�

Figure 1   One view of the scene to be reconstructed. 

417



device at two different positions within the same scene, 
represented by X={xi} and Y={yi}, where xi and yi are 3D points 
represented in Cartesian coordinates. Using the ICP algorithm, 
we can obtain a transformation matrix, such that a point xi can 
be matched to a closest point yi in the other dataset. The 
equation below is minimized to obtain the transformation 
matrix. 

#
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−+=
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1

2
),( . (1) 

In (1), R is the rotation and p is the translation required to 
align dataset X to Y. An average error is given by dividing (1) 
by the number of points in the dataset. The point dataset has 
been preprocessed such that each dataset has the same number 
of points, n. The process is repeated iteratively until the 
average error is below a certain threshold, at which time, the 
transformation obtained is theoretically the transformation 
required to align datasets X and Y. 

III. PREPROCESSING OF DATA 

The LIDAR device is placed at the center of the scene to be 
reconstructed and acquires raw range data of the scene at 
frequencies of up to 15Hz. The raw range data are contained in 
series of data packets which need to be divided and parsed to 
extract the data for each 360 degree scan of the scene. 
Repeated scans at the same position are discarded. Furthermore, 
data points close to the limits of the device’s scanning range 
need to be removed since they are more likely to be unreliable. 
Each of the processed datasets contains a 360 degree scan of 
the scene at a particular position as shown in Figure 2. Each 
scan of the scene is input into the ICP alignment loop to find 
the optimal parameters for alignment. Finally, the datasets are 
registered and fused to form the complete 3D scan  

 

Figure 2   An example of a single 360�scan of the scene. 

The ICP alignment loop is responsible for finding the 
optimal parameters for registration between neighbouring 
dataset. Details of the steps within the loop are illustrated in 
Figure 3   Flowchart of the ICP alignment loop.. 

The first input dataset is used as the basis for aligning 
consecutive datasets; the next dataset is pre-processed before 
the alignment process. The following describes the pre-
processing operations performed on the datasets before they are 
being used for alignment. 

 

Figure 3   Flowchart of the ICP alignment loop. 

A. Estimation of error 

In using the ICP algorithm for alignment, a tolerance of 
error must be provided as the criterion for terminating the 
iterations. Our approach estimates the tolerable error by 
averaging the errors in aligning 100 scans at the same position. 
The average error thus obtained can be considered as the 
minimal error threshold due to physical limitations and is used 
to set the termination error threshold for the ICP algorithm. 

B. Removal of boundary points 

The shortest effective scanning distance for the LIDAR 
device is 0.9m, points that are detected closer than 0.9m from 
the device are likely to be erroneous or due to interferences. 
The longest effective scanning distance for the device is 120m, 
which is also variable depending on the reflective properties of 
the objects within the scene. In addition, points that are further 
away are likely to be more spread out and further away from 
each other and with lower intensities. Therefore, we also trim 
off points that are further than 100m away to reduce alignment 
errors. The red points in Figure 4 are trimmed off from the 
original data before being processed further. 

 

Figure 4   Points to be removed from a 360° scan of the scene. 
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C. Application of a transformation matrix 

The 3D reconstructions to be performed in this work are of 
scenes and buildings which are in the order of hundreds of 
meters, therefore, the first dataset and the last dataset maybe a 
long way apart. As each acquired dataset is centered at the 
location of the device, a dataset needs to be transformed to a 
location consistent with the previous dataset before being 
aligned to the previous datasets. A transformation matrix 
formed by concatenating transformations that have been 
applied to previous datasets is applied onto the current dataset 
before it is input into the ICP algorithm for alignment. 

Suppose the transformation acquired to align dataset, Xi-1, 
and the next datasets Xi is given by Ti, the transformations 
applied to a new dataset Xi+1 to move it to a position close to 
the previous datasets is shown in (2), where X’

i+1 is the shifted 
dataset of Xi+1, 

121
'

1 ... ++ = iii XTTTX  . (2) 

The transformation is to facilitate the alignment process and 
avoid excessive or erroneous matches at unlikely locations. 

IV. ALIGNMENT OF DATA 

In our work, we initially use the original ICP algorithm for 
alignment where the pre-processed datasets are input into the 
algorithm to find the optimal transformations between each 
successive datasets. However, due to problems such as 
occlusion and the fact that the data points are not recorded on a 
regular, grid-like geometry, the ICP algorithm often fails to 
provide the most suitable transformation between the datasets. 
While the ICP algorithm may return the transformation that 
provides the lowest errors between successive datasets, the 
transformation may not the correct transformation between the 
datasets. In addition, as the number of datasets increase, errors 
are accumulated and propagated onto successive datasets, 
degrading the result of the registered data. An example 
showing the problem is given in Figure 5.  

In Figure 5, the different colours denote different datasets. As 
the datasets are aligned, the errors between successive datasets 
become larger and the datasets become further apart instead of 
perfectly overlapping each other. One cause of the problem is 
due to the different visibilities of the scene in different 
datasets. If some points are only present in one dataset, then 
these points will contribute errors to the ICP calculation, 
affecting the overall result.  

To overcome the problem of accumulated errors, we adopt 
a strategy known as worst rejection, which excludes points 
with bad matching properties during the alignment process to 
avoid unnecessary errors [2]. The following criteria are used 
for excluding points in a dataset: 

 
� Points among given percentage of worst matching points 
� Points with errors larger than a certain threshold 
� Points which are within a possible erroneous range [3] 
� Isolated points [4] 
 

 

Figure 5   Accumulated errors between aligned datasets 

By experimenting with various approaches, we have 
found that the first condition for excluding points is more 
suitable and flexible in our application. Therefore, to improve 
the alignment process, a percentage of points which cannot be 
matched properly to its neighbouring datasets are excluded 
from the ICP calculation. Note that the points are only 
excluded from the calculation process to avoid unnecessary 
errors, and are still included in all other processing, such as 
successive alignments and the final merging of the datasets. 

The percentage of rejection used in [5] is 10%, but in 
practice, hardwired threshold value is not flexible enough for 
successful alignment. As mentioned in [6], a single set 
threshold may be useful when a suitable threshold cannot be 
pre-determined. In our experiments, we have experimented 
with rejection rates from 1% to 40%. It has been found from 
our experiments that the ICP converges faster with higher 
rejection rate, but also gives less satisfactory results due to 
over rejection of points. Hence we implemented a dynamic 
approach to adjust the rejection rate in the experiment. The 
rejection rate is initially at 0%, which is essentially the same 
as a normal ICP alignment procedure. However, when the 
algorithm has converged to a certain threshold, the rejection 
rate is raised by 5% to see if a better alignment can be found. 
The process is repeated until a threshold for rejection rate is 
reached, at which point, the best alignment encountered so far 
will be selected. The process is shown in Figure 6. 

The same datasets as those used in Figure 5 are aligned 
again using the worst rejection approach. The error rates 
during the alignment process of two previously misaligned 
datasets are shown Figure 7(a). It can be seen that the errors 
were quite large at the beginning and almost stopped 
decreasing at around 20 iterations. The reason was that the two 
datasets contain non matching points which contribute to the 
overall error.  

By applying a 5% rejection rate to exclude the worst 
matching point, the alignment process started to converge 
again and the error dropped off quite sharply at around 
iterations 27-28. Similar behaviours can be observed in later 
iterations, until the error cannot be reduced any further by the 
exclusion of points. The resultant aligned datasets are shown in 
Figure 7(b). It can be seen that the datasets aligned by 
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excluding non matching points are more consistent than the 
datasets aligned in Figure 5. 

 

Figure 6   Flowchart for rejection of points 

The errors from using the original ICP algorithm and using 
the worst rejection method for alignment are shown in Figure 8. 
It can be seen from the figure that the proposed approach has 
reduced the alignment errors significantly between the datasets. 

V. CONCLUSION 

In this work we have proposed and implemented a method 
for the automatic alignment and fusion of large scale range data 
acquired by a LIDAR device. The number of datasets 
processed is well over 100, with each dataset containing more 
than 20000 points. The alignment and merging of such large 
scale data are less than trivial especially when these datasets 
may contain a lot of noises as well as occluded points which all 
contribute to the difficulty of the task.  

We have shown that the proposed approach is able to 
successfully register and fuse the datasets into a 3D model of 
the scene with relatively low error rate. 

Our final goal is to be able to automatically and efficiently 
generate a texture mapped 3D model of the scene from the 
range data. Therefore, we will continue to investigate other 
possible approaches to improve the registration and fusion 
process for such huge dataset. In addition, we hope to apply the 
results of our research in fields such as the digital archiving of 
archaeological and historical sites, as well as the 3D 
reconstruction of large scale architecture or geographical 
landscape. 
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(a) 

�

(b)�

Figure 7   (a) Error rate during the alignment iterations with rejected points 
and (b) the resultant aligned datasets using the described approach. 

�

Figure 8   Error rate in alignment of the building corridor over 80 different 
positions, the average error rate is less than 0.02m using the worst rejection 

approach (red), in comparison with original ICP algorithm (blue). 
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Abstract—Automatic image annotation is a hopeful sub-
technique for image database retrieval. We have been construct-
ing a generative model system for automatic image annotation
using semi-supervised learning method. As it can be easily un-
stable for the higher dimensions, we must apply a dimensionality
reduction method in advance. Generally, conventional supervised
dimensionality reduction method (using labeled samples) suffers
from the degenerate covariance matrix problem in the case of
a small number of samples. On the other hand, unsupervised
dimensionality reduction method (using unlabeled samples) can’t
recognize the differences among the categories properly.

In this study, we propose a novel semi-supervised dimension-
ality reduction method using a small number of labeled samples
and a large number of unlabeled samples. By the result of
experiments, the classification rate of the proposed method was
5.1 points better than that of the unsupervised method.

Index Terms—Semi-supervised learning, dimensionality reduc-
tion, image annotation, content based image retrieval.

I. INTRODUCTION

Recently, with the progress of the information society and
digital imaging devices such as digital cameras and mobile
phones, we are accumulating an enormous amount of digital
images in our PCs. Therefore, it is necessary to develop the
system which can classify or retrieve a requested image easily
even for novice users.

Authors have been constructing an automatic image annota-
tion system aimed for content based image retrieval using the
generative model. In this system, each image is governed by
the probability distribution of the corresponding category, and
has a likelihood value which helps for evaluating the distance
between two images. However, to learn the parameters of
the generative model, we must know the category labels of
samples, and manual categorical labeling or annotation for
numerous images is highly annoying and almost impossible.

To avoid this problem, we can utilize a small number of
labeled data and a large number of unlabeled data, and apply
semi-supervised learning technique. Semi-supervised learning
is a recently developed learning method using the information
derived from both labeled data and unlabeled data. Though
the GMM semi-supervised learning method is useful in our
situation, it can be easily unstable for the higher dimensions.
Therefore, we apply a dimensionality reduction method in
advance, and after that the GMM semi-supervised learning
method is applied for data. In this paper, we propose a novel

dimensionality reduction method based on FDA which is
applicable to the data in the semi-supervised manner, and
examine the performance of the method.

The goal of this study aims to achieve a highly accurate
category classification only by specifying the category of
a small number of images which will become a kind of
”supervisors” for unlabeled data. This study examines semi-
supervised dimensionality reduction using a small number of
images which will become ”supervisors” used for automatic
image annotation.

II. CONVENTIONAL DIMENSIONALITY REDUCTION

A. Notation
Suppose we have d-dimensional feature vector xi ∈

Rd (i = 1 2 ... n) having (known or unknown to user)
category label yi ∈ {1 2 ... c}, where c denotes the total
number of categories, ni denotes the total number of samples
having category label i, n =

∑l
i=1 ni denotes the total

number of all samples. We are going to reduce xi into
zi ∈ Rm (1 ≤ m ≤ d), where m denotes the dimensionality
of embedding space.

Our purpose here is to define the optimal linear projection
by d×m projection matrix T. Reduced data is expressed as

zi = T�xi (1)

where � denotes the transpose of vector or matrix.

B. PCA (Principal Component Analysis)
PCA is a well-known unsupervised dimensionality reduction

method for unlabeled data. PCA tries to maximize the sum of
sample covariances in the embedding space. Using the sample
covariance matrix

Σt =
n∑

i=1

(xi μ)(xi μ)�. (2)

PCA is defined as the solution of the following eigenvalue
problem

Σtz = λz (3)

where μ = 1
n

∑n
i=1 xi is the mean of all samples. Suppose

that we have the solution of equation 3 in descending order of
the eigenvalue as (λi zi) (i = 1 ... n), the projection matrix
of PCA is defined as T� = (z1 ... zm)�.
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Fig. 1. calculation of Σb estimated,Σw estimated

C. FDA (Fisher Discriminant Analysis, Linear Discriminant
Analysis)

FDA is a famous supervised dimensionality reduction
method for labeled data. FDA tries to maximize the between-
class covariance in the embedding space in condition of
keeping the within-class covariance. Using the between-class
covariance matrix Σb and the within-class covariance matrix
Σw defined as follows

Σb =
1

n

c∑
j=1

nj(μj μ)(μj μ)� (4)

Σw =
1

n

c∑
j=1

∑
i:yi=j

(xi μj)(xi μj)
�. (5)

FDA is defined as the solution of the following generalized
eigenvalue problem

Σbz = λΣwz (6)

where μj = 1
nj

∑
i:yi=j xi is the mean of the category j

samples.
Suppose that we have the solution of equation 6 in de-

scending order of the eigenvalue as (λi zi) (i = 1 ... n), the
projection matrix of FDA is defined as T� = (z1 ... zm)�.

III. SEMI-SUPERVISED DIMENSIONALITY REDUCTION

A. Problem with Learning by a Small Number of Labeled
Samples

When we try to apply FDA scheme to semi-supervised,
a small number of labeled data scenario, we will encounter
severe difficulties. When there are a small number of labeled
samples, between-class covariance matrix Σb might be de-
generate and calculation of equation 6 can’t be proper. More
precisely speaking, when the dimension of feature vector is d,
sample covariance matrix will be degenerate and the projection
matrix can’t be determined properly unless there are more
than or equal to d + 1 labeled samples. Moreover, FDA has
a fundamental limitation that the maximum dimensionality is
restricted by the total number of categories c 1. To avoid
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Fig. 2. calculation of Σb supervised

these problems, we extend the definition of the between-class
covariance matrix Σb and the within-class covariance matrix
Σw.

B. Semi-supervised version of FDA: α-SFDA

In this section, we propose a revised version of FDA suitable
for semi-supervised a small number of samples scenario, i.e.
α-SFDA (α-Semi-supervised Fisher Discriminant Analysis).
Generally, learning by a small number of samples may lead
to unstable result. To avoid this, we adopt two models,
Gaussian based robust model (calculation of Σb estimated,
Σw estimated) and GMM (Gaussian Mixture Modeling) based
sample sensitive model (calculation of Σb supervised), and
combine the result.

Basic idea is to (1) calculate Σb supervised using the GMM
model with each ”supervisor” being the mean vector and with
the identical covariance matrix to avoid degeneration of the
covariance matrix Σb, (2) calculate Σw estimated using the
conventional unimodal Gaussian model applied to the samples
with the estimated labels which is more stable, or insensitive
to the selection of ”supervisors” by the simplicity of the
model, and (3) finally calculate the linear combination of both
covariance matrices to compensate the drawbacks.

1) Definition of Σb estimated and Σw estimated: First, we
estimate the category of unlabeled samples. We calculate the
mean of labeled samples for each category, and suppose it

to be the center of each category. Each unlabeled sample is
labeled by the category of the nearest category center. (Fig.
1).

Σb estimated and Σw estimated is defined using estimated
label as follows

Σb estimated =
c∑

m=1

ne m

n
(μe m μ) (μe m μ)� (7)

Σw estimated =

c∑
m=1

∑
i:ye i=m

1

n
(xi μe m) (xi μe m)�

(8)
where ne m denotes the number of samples which labeled as
category m, ye i denotes the estimated category of sample
i, μe m = 1

ne m

∑
i:ye i=m xi denotes the mean of samples

estimated to be category m, μ denotes the mean of all samples,
n denotes the number of all samples.

As Σb estimated and Σw estimated are defined by all sam-
ples, it can reflect information of the global sample distribution
and can be robust for the selection of labeled sample, but rank
of Σb estimated is restricted by the number of categories c 1.
For calculation of Σb estimated and Σw estimated, we suppose
each category to be a Gaussian distribution. If the distribution
is multi-modal, result might be incorrect. Fig. 1 shows the
concept of Σb estimated, Σw estimated.
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Fig. 3. outline of semi-supervised dimensionality reduction

2) Definition of Σb supervised: Σb supervised is defined
using only labeled samples as follows

Σb supervised =
n′∑
i

∑
j:yi �=yj

1

n′ (xi xj) (xi xj)
� (9)

where n′ denotes the number of labeled samples, yi denotes
the category of sample i.

As Σb supervised is defined only by labeled samples, it can
reflect the local geometry of the distribution and its rank isn’t
restricted by the number of categories c. For calculation of
Σb supervised, we suppose each category to be modeled by
GMMs, whose means are given by labeled samples and whose
covariance matrices are identical. Fig. 2 shows the concept of
Σb supervised.

3) Definition of Σb semi-supervised: Final between-class co-
variance matrix Σb semi-supervised is defined as the weighted
sum of Σb supervised and Σb estimated using parameter α
(0 ≤ α ≤ 1),

Σb semi-supervised = α× Σb supervised

+(1 α)× Σb estimated. (10)

4) Calculation of α-SFDA: Using labeled samples and all
unlabeled samples, projection matrix of α-SFDA is defined as
the solution of the following generalized eigenvalue problem

Σb semi-supervisedz = λΣw estimatedz. (11)

Note that as both Σb supervised and Σb estimated are covari-
ance matrices, Σb semi-supervised is also positive-semidefinite
and symmetric. Therefore, Σb semi-supervised satisfys the con-
dition of covariance matrix and the generalized eigenvalue
problem eq. 11 has a solution. The number of positive eigen-
values will be the same as the rank of Σb supervised, that is

approximately the number of labeled samples, which is usually
much greater than the number of categories.

Suppose that we have the solution of equation 11 in de-
scending order of the eigenvalue as (λi zi) (i = 1 ... n), the
projection matrix of FDA is defined as T� = (z1 ... zm)�.

C. Flow of Semi-supervised Dimensionality Reduction
We propose a semi-supervised dimensionality reduction

method which calculate the reduced embedding space as direct
sum of the lower space calculated by unsupervised method
PCA and the lower space calculated by semi-supervised
method α-SFDA. Fig. 3 shows outline of proposed method.

IV. EXPERIMENTAL RESULTS

To evaluate the effectiveness of proposed semi-supervised
method, we conducted comparison experiments using an im-
age database containing 240 actual natural images, 80 images
labeled as building category, 80 images labeled as flower
category and 80 images labeled as animal category.

First, for each image in the database, pixel color values
are transformed into HSV color space and fifth-level of Haar
wavelet transform coefficients are calculated for each H, S, and
V value. We stacked feature vector with histogram of hue value
having 12 bins, 48 low frequency components of fifth-level
Haar wavelet transform, and pixel rate of 27 High frequency
components up to three-level Haar wavelet transform whose
absolute value extends the threshold, totally 87 components.
Next, feature vectors are projected into embedding space using
the proposed dimensionality reduction method, and sample
distribution is learned by GMM using EM algorithm. Finally,
according to learned likelihood, category of each sample is
determined.

Number of labeled sample for each category is 4, 8 or
12. To avoid dependence on the selection of labeled sample,
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TABLE I
COMPARISON OF SEMI-SUPERVISED AND UNSUPERVISED DIMENSIONALITY REDUCTION

(RATIO OF BETWEEN-CLASS COVARIANCE TO WITHIN-CLASS COVARIANCE)

# of labeled data PCA α-SFDA (α = 0 0) α-SFDA (α = 0 1) α-SFDA (α = 1 0) ∗
4 0.2205 0.2410 0.2029 0.3215
8 0.1218 0.2469 0.2405 0.2235
12 0.2384 0.2379 0.2243

TABLE II
COMPARISON OF SEMI-SUPERVISED AND UNSUPERVISED DIMENSIONALITY REDUCTION

(RECOGNITION RATE OF CLASSIFICATION)

# of labeled data PCA α-SFDA (α = 0 0) α-SFDA (α = 0 1) α-SFDA (α = 1 0) ∗
4 70.1 73.8 75.6 78.8 75.8 79.6 78.8 80.0 89.5 92.1

68.3 71.7 71.0 77.1 83.3
8 75.6 79.1 81.7 83.3 81.3 83.3 81.5 82.9 92.7 93.3

74.2 78.8 80.0 78.3 91.7
12 78.8 81.7 80.7 86.3 82.8 87.5 81.8 85.0 92.1 93.3

73.8 75.4 80.0 78.8 90.4

experimental results are averaged for 5 different sets of labeled
samples. We use α = 0.1 as the value of α in Eq. 10,
reduced dimension is 10-dimension (2 dimension by α-SFD
and 8 dimension by PCA). We decide α = 0.1 because of
the best empirical performance. Though the result is not so
much sensitive to the value of α, exploratory experiments
are the future tasks. Between-within-class covariance ratio and
precision are used as evaluation criteria.

Table I shows the comparison result between semi-
supervised dimensionality reduction and unsupervised dimen-
sionality reduction evaluated by the ratio of between-class
covariance to within-class covariance, table II shows the result
evaluated by recognition rate of classification. With semi-
supervised dimensionality reduction, parameter value of α is
0.0 (only Σb estimated is used), 0.1, or 1.0 (only Σb supervised

is used). As a result of ideal condition which the category
label of every sample being known, the result of ideal FDA is
also shown (∗).

From table I, the between-within-class covariance ratio for
semi-supervised dimensionality reduction method is larger
than that of unsupervised method. From table II, recognition
rate for semi-supervised dimensionality reduction method is
also larger than that of unsupervised method. Recognition
rate of semi-supervised method with α = 0.1 exceeds that
of unsupervised method by 5.1 points.

From the comparison result for the value of α, there is no
significant difference for recognition rate.

Column ∗ in both tables is the result of ideal FDA. If calcu-
lated projection matrix is ideal, the result of semi-supervised
method might be close to the value.

V. CONCLUSION

In this research, we proposed semi-supervised dimensional-
ity reduction method which utilizes information from a small
number of labeled data and a large number of unlabeled data
effectively. From comparison experiments using natural image
database, recognition rate for semi-supervised dimensionality
reduction method is larger than that of unsupervised method.
Recognition rate of semi-supervised method with α = 0.1
exceeds that of unsupervised method by 5.1 points.

Performance evaluation for the different values of α, the
experiments with a larger scale of datasets are the future tasks.
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Abstract—This paper proposes a similarity measure of mo-
ments vectors as an image quality metric (IQM). The moment
vectors are obtained by arranging the Tchebichef moments of
(8× 8) image block (except zeroth order moment) in a row. The
similarity measure between the two moment vectors (ac part)
from the reference and the test image blocks is then used to
quantify the local structural distortions of an image. Another
similarity measure is also applied on the zeroth order moments
of two image blocks (dc part). The weighted sum of the similarity
measures of the dc and ac moment components is used as local
quality index. The final quality score is obtained by averaging the
local quality indices from all the image blocks. The algorithm is
tested on the LIVE dataset, and compared with other IQMs (e.g.
PSNR, SSIM, Wee’s metric). The result shows that the proposed
metric performs comparable with other metrics especially for
overall distortions by recoding a nonlinear correlation coefficient
of 0.933.

I. INTRODUCTION

Image quality metric (IQM) is vital in the development of
image processing algorithms such as enhancement, deblurring,
denoising, etc., as it can be used to evaluate their performances
in term of the quality of the processed image.

Quality of an image can be assessed either subjectively
through human evaluation or objectively through computer
calculation. As human beings are the ultimate users of most of
the multimedia applications (which involve media of image),
the subjective human evaluation is thus the most reliable qual-
ity assessment method. However, this method is impractical
for online application (e.g. quality control system in video
streaming) as it is too slow, inconvenient and expensive. Thus,
the focus of the current research in IQM is to produce an
objective metric which can predict the image quality as closely
to the human subjectivity as possible. The objective IQMs
can be categorized into three classes - full-reference, reduced-
reference and no-reference, according to the availability of the
reference (ideal) image, where the reference image is either
fully, partially or not available to the IQM, respectively. In
this paper, we focus on the formulation of a full-reference
IQM using similarity measure of moment vectors.

In the full-reference quality assessment (FRQA), the quality
scores of the (distorted) test images are obtained based on
the comparison with the reference image which is assumed to
be perfect in quality. The easiest way of quality assessment
perhaps is by direct pixel comparison between the two images.

Mean squared error (MSE) (or its variant, peak signal-to-noise
ratio (PSNR)), for example, is the most widely used FRQA
metric, where it is calculated by taking the average of the
square pixel differences between the two images. Other con-
venient mathematical models [1], [2] have been investigated
as well to approximate image quality by calculate the errors
between the two images. Such mathematic models include
average difference, maximum difference, absolute error, Peak
MSE, Laplacian MSE, Minkowski error, structural content,
normalized cross-correlation, correlation quality, Czekanowski
distance, etc. These metrics are simple, straight forward, and
fast, but they are also widely criticized as well for not correlate
well with perceived quality measurement [3], [4]. One of the
possible reasons of the poor performance of these metrics is
that the Human Vision System (HVS) characteristics are not
considered in their models.

Hence, plenty of work has been done by considering HVS
in their models [5]–[7]. Majority of the early HVS-based
metrics are based on the error sensitivity approach, where
it is assumed that the image quality degradation is directly
related to the visibility of error signal (difference between the
reference and the distorted signal). In this approach, the error
signal is computed from the transformed domain (e.g. DCT,
separable wavelet transform, vertex transform) of the images,
and normalized according to their visibility, as determined by
psychophysics of human perception such as contrast sensitivity
function (CSF), luminance masking, contrast masking, etc.
This approach was pioneered by Mannos and Sakrison [8],
and extended by many other researchers [9]–[14].

Though the error sensitivity approach is nearly universal
accepted, it has a number of limitations, as discussed in [15].
In brief, HVS is a complex and nonlinear system that is not
fully understood, and most of the HVS-based models rely on
a number of assumptions and generalizations. Modern IQMs
avoid the difficulties in the modeling of the complex early
HVS model by using the top-down approach in their models.
In [15], [16], Wang et al. have proposed a new framework,
the structural similarity approach, where it is assumed that
HVS is highly adapted to the natural scenes information,
which is highly structured. Thus, the measure of structural
information changes (between the reference and the distorted
images) gives an approximation of perceived image distortion.
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They use correlation between the reference and the test images
as structural comparison measure. This correlation, combining
with 2 other non-structural distortion measures, the luminance
and contrast comparison measures, form a SSIM index [17].
The experimental result using the LIVE database [18] shows
that the mean SSIM metric correlates satisfactorily with the
human subjectivity.

Recently, Wee et al. [19] have proposed to use correlation of
orthogonal moments between the two images as image quality
measure. Two discrete orthogonal moments (Tchebichef and
Krawtchouk) are tested in [19] using a moment correlation
index. In this metric, the moment correlation indices are
applied to nine low order moment values for every 8×8
non-overlapping image block, and the final quality score is
obtained by averaging all the moment correlation indices. The
experimental result shows that this metric perform competi-
tively with others quality metric. In this paper, we use another
similarity measure of moments to improve the performance of
the metric.

The organization of this paper is as follow. Section I is
the introduction which reviews the precursors to this study
and briefly describes the nature of the research reported in
this paper. Section II describes the equations of the objective
metrics which are used for comparison with the proposed
metric in this paper. Section III describes the computation of
Tchebichef moments which are used in this study. Section IV
describes the similarity measure of the previous metrics and
proposed a similarity measure of moment vectors as quality
measure. Section V shows the experimental result using the
LIVE database. We conclude our paper in section VI.

II. IMAGE QUALITY METRICS

In this section, we list down the equations of the quality
metrics used in the comparison study in this paper. The first
metric, PSNR, is a pixel-based metric, where the error is
computed for every pixels in the image. The second and
third metrics are block-based metrics, where the local quality
indices are computed for each block of the image and averaged
to get the final quality score.

A. PSNR

PSNR is calculated from the MSE using the equation below:

MSE =
1

M × N

M∑
x=1

N∑
y=1

(
I(x, y) − Ĩ(x, y)

)2

(1)

PSNR = 20log10

(
255√
MSE

)
(2)

where I(x, y) and Ĩ(x, y) are the reference image and the test
image with coordinate (x, y) and size (M × N ) respectively.
The maximum pixel values of the image is assumed to be 255
for 8bits/pixel monotonic image.

B. SSIM

SSIM [15] index is consisted of three components: The
luminance similarity (l(x,y)), contrast similarity (c(x,y)) and
structural similarity (s(x,y)). SSIM index is given as:

SSIM(x,y) = f(l(x,y).c(x,y).s(x,y))

=
(2μxμy + C1)(2σxy + C2)

(μ2
x + μ2

y + C1)(σ2
x + σ2

y + C2)
(3)

where {μx, σx} and {μy, σy} denote the mean intensity
and standard deviation of image block x and image block y,
respectively, while σxy denote their cross correlation. C1 and
C2 are small constant values to avoid instability problem when
the denominator is too close to zero.

C. Wee’s moment correlation index

Wee’s moment correlation index [19] is given as:

Q(x,y) =
(2MxMy) + C1

(M2
x + M2

y ) + C1

, (4)

where Mx and My denote the moments for the image block
x and y respectively. The parameter C1 is a small constant
to prevent singularity problem when both Mx and My are
zero. The Mx and My consisted of nine moment values,
including one DC component. Thus, this measure can be seen
as the average of similarity measures of eight non-DC moment
components and one DC component between the reference and
the test images.

III. TCHEBICHEF MOMENTS

Tchebichef moments are calculated from a set of orthogonal
moment functions which can be used to extract pattern features
from two-dimensional images. The set of Tchebichef moments
are based on discrete Tchebichef polynomials [20]. The nth-
order N-point Tchebichef polynomial is defined as

tn(x; N) = n!

n∑
k=0

(−1)n−k

(
N − 1 − k

n − k

)(
n + k

n

)(
x
k

)
(5)

The set of N Tchebichef polynomials tn(x; N) forms a com-
plete and finite set of discrete basis functions and satisfies the
orthogonality condition

N−1∑
x=0

tp(x; N)tq(x; N) = ρ(n; N)δpq (6)

where δpq is the Kronecker delta function and

ρ(n; N) = (2n!)

(
N + n
2n + 1

)
(7)

The Tchebichef moments of order (p + q) of an im-
age with intensity function f(x, y), x ∈ 0, 1, ...M − 1, y ∈
0, 1, ...N − 1 is defined as :

Tpq =

M−1∑
x=0

N−1∑
y=0

t̃p(x;M)t̃q(y;N)f(x, y), (8)
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where t̃p(x; M) and t̃q(y; N) are the normalized Tchebichef
polynomials given by

t̃p(x; M) =
tp(x;M)√

ρ(p; M)
, t̃q(y; N) =

tq(y; N)√
ρ(q; N)

(9)

For the rest of the paper, we will use t̃n(x) to represent
t̃n(x; N) if not otherwise specified. t̃n(x) is the orthonormal
version of Tchebichef polynomials and it can be calculated
using the recurrence relation below [21]:

t̃n(x) = α1(2x + 1 − N)t̃n−1(x) + α2t̃n−2(x),

n = 2, 3, ...N − 1; x = 0, 1, ...N − 1 (10)

where

α1 =
1

n

√
4n2 − 1

N2 − n2

α2 =
1 − n

n

√
2n + 1

2n − 3

√
N2 − (n − 1)2

N2 − n2
(11)

The initial conditions for the above recursion can be obtained
from the following equations:

t̃0(x) =
1√
N

,

t̃1(x) = (2x + 1 − N)

√
3

N(N2 − 1)
(12)

In Matlab, it is easier to calculate Tchebichef moments (8)
in matrix form. The set of Tchebichef moments of a square
image I = {f(x, y)}x,y=N−1

x,y=0
up to order (p + q) can be

determined by
T = PIQT (13)

where P and Q are transformation matrices which contain
Tchebichef polynomials of orders up to p and q respectively,

P =

⎛⎜⎝t̃0(0) . . . t̃0(N − 1)
...

. . .
...

t̃p(0) . . . t̃p(N − 1)

⎞⎟⎠ ,

Q =

⎛⎜⎝t̃0(0) . . . t̃0(N − 1)
...

. . .
...

t̃q(0) . . . t̃q(N − 1)

⎞⎟⎠ (14)

and (.)T denotes the transpose of the matrix. The complete
set of the Tchebichef moments of image I can be obtained by
using (13) and substituting values p = N − 1 and q = N − 1
in (14).

IV. SIMILARITY MEASURES OF MOMENT VECTORS

The similarity measures used by SSIM index and Wee’s
moment correlation index share the same basic form of:

S1 =
2ab

a2 + b2
, (15)

where S1 denotes similarity measure, while a and b denote
the features from the reference and the test images, which are
luminance and contrast for the SSIM index and moments for
the Wee’s metric. Figure 1[a] shows the plot of S1 using a
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Fig. 1. Similarity Measures.

series of a and b value. As can be seen from the figure, the S1

can take any values in the range of [0 1] for positive values of
a and b, and it has a lower resolution at the upper part of the
plot, where the step change of S1 is smaller if compared with
the lower part of the plot. For moments, the values of a and b
can be negative, and S1 can range from -1 to 1. In the Wee’s
metric, 9 moments are calculated for each 8× 8 image blocks
of the (reference and test) images and the moment correlations
are computed for each moment and averaged to obtain the final
quality score. The possible weaknesses of the Wee’s metric are
listed below:

1) For a small image block (8 × 8), there is a high
possibility that only certain moment values are non-zero.
The similarity measures of the zero moment values will
cause singularity problem in equation 15. Though this
singularity can be avoided by adding a small constant
at the denominator and nominator (thus forces the S1

value to 1), this value is actually meaningless (similarity
measure of nothing is 1?). However, in Wee’s metric,
these values are taken into account and averaged to get
the final quality score.

2) The averaging method in Wee’s metric also implicitly
ignores the difference between the similarity measure
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of significant moment values (moments with high mag-
nitude) and insignificant moment values (moments with
small magnitude). Theoretically, the significant moments
contain the main structural information of the image
block and should be given higher weights than the less
significant moments.

In this paper, we propose another similarity measure to address
these issues. First, instead of computing the similarity mea-
sures of moments between the two image blocks component
by component, we compute the similarity measure of moment
vectors between the two image blocks (8 × 8). The concept
of the moment vector can be explained by first arranging the
moments (except the zeroth order moment - DC component)
from the image block A and B in a row:

a = [a01 a10 a11 . . .]

b = [b01 b10 b11 . . .] (16)

where aij and bij are the moments of order (i + j) from the
image block A and B respectively. We then call a and b as
moment vectors. The similarity measure of moment vectors is
defined as:

Sac = 1 − |a − b|
|a| + |b| (17)

This measure has the range of 0 to 1. Note that by using the
concept of vector, and compare the vectors using (17) above,
the significant moments will mask out the less significant
moments value automatically. Similarly, the similarity measure
of the zeroth order moment (DC component) is defined as

Sdc = 1 − abs(a00 − b00)

a00 + b00

(18)

The Sdc also ranges from 0 to 1, and to avoid the singularity
problem, we add a small constant (0.001) to the denominator
of the equation 18. The Figure 1[b] shows the plot of the Sdc.
As shown in the figure, the Sdc has a more uniform resolution
to detect the difference between a and b. The plot of Sac is not
shown here because it involves vectors (multiple subspaces),
and thus can not be plotted directly as variable of a and b.
The local quality index is then obtained by combining the
similarity measure of moment vectors (ac part) and similarity
measure of zero order moment (dc part) using the following
equation:

Slocal = wac.Sac + (1 − wac).Sdc (19)

where the wac is the value from 0 to 1, denotes the weight
between the Sac and Sdc. When a and b are zero, there
are no structural information, and thus wac is set to zero,
making the local quality index a measure of solely Sdc. In
this way, we avoid adding dummy values to the metric when
both the moment vectors a and b are zero and as well avoid
the singularity problem in Equation 17. In other circumstances,
the wac is set to a constant value. Five wac (0.2, 0.4, 0.5, 0.6
and 0.8) are tested in this study. The flow chart of getting the
local quality index is shown in Figure 2.

The final quality score is obtained by averaging the local
quality indices from all the image blocks:

Q = mean(Slocal) (20)

where Slocal is the matrix of local quality indices from all the
image blocks of the image.

V. EXPERIMENTAL RESULTS

LIVE database [18] are used to evaluate the performance of
the metric. This database consists of 29 original 24-bits/pixel
color images and 779 distorted images representing five types
of distortions, including 175 JPEG compressed, 169 JPEG-
2000 compressed, 145 Gaussian white noisy (GWN), 145
Gaussian blurred (GB) and 145 fast fading (FF) Rayleigh
channel noisy images. In this paper, the new realigned DMOS
quality scores [7] are used for the testing and analysis.

In this study, grayscale versions of the images were used for
objective quality assessment by using pixel-wise transforma-
tion of Y = 0.2989R + 0.5866G + 0.1145B, where Y , R, G
and B denote the 8-bit grayscale (luminance), red, green, and
blue intensities of the images respectively. The objective scores
predicted by the metric might not correlate linearly with the
subjective scores, and thus a nonlinear regression is needed.
The following logistic function with monotonic constraint was
used for nonlinear fitting the objective quality scores with the
subjective scores [15], [22]:

f(x) =
τ1 − τ2

1 + e
x−τ3

τ4

+ τ2 (21)

where the parameters τ1, τ2, τ3 and τ4 that minimized the
sum of squared errors between the transformed metric output
{f(x)} and the corresponding subjective ratings are obtained
by using Matlab nlinfit function.

Three performance metrics were chosen to evaluate the new
proposed metric in this paper [23]: Pearson linear correlation
coefficient (CC), the root-mean-square error (RMSE) (after
nonlinear regression), which give us the measure of prediction
accuracy and prediction error respectively. The third metric
is the Spearman rank-order correlation coefficient (ROCC)
which tells us the degree to which the model’s predictions
agree with the relative magnitudes of subjective quality ratings.

The Table I shows the performance of the metrics. As
shown in the table, the proposed metric shows improvement
of prediction for overall distortions when lower wac is used.
Figure 3 shows the scatter plots between the DMOS and
the output from the proposed metric when the parameter
wac = 0.2 is used.

VI. CONCLUSION

In this paper, we use similarity measure of moment vectors
between the reference and the test images as image quality
measure. The moment vector is obtained by arranging the
moments (except zeroth order moment) of an image block in
a row. The similarity measure of the moment vectors between
the reference and the test images can be seen as the similarity
measure of the ac components of the local moments between
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Fig. 2. Flow chart to obtain local quality index of the proposed metric.

TABLE I
RESULTS BASED ON REALIGNED DMOS SCORES [7].

Distortion Type
Measure Metric JPEG-2000 JPEG White Noise Blurring Fast Fading All

Correlation PSNR 0.900 0.888 0.986 0.783 0.890 0.870
Coefficient SSIM 0.966 0.979 0.970 0.945 0.949 0.938

Tch-wee [19] 0.959 0.943 0.973 0.952 0.954 0.919
Q(wac=0.2) 0.926 0.945 0.957 0.963 0.954 0.933
Q(wac=0.4) 0.906 0.934 0.945 0.961 0.957 0.925
Q(wac=0.5) 0.900 0.930 0.940 0.960 0.957 0.921
Q(wac=0.6) 0.896 0.928 0.934 0.959 0.957 0.919
Q(wac=0.8) 0.890 0.925 0.924 0.958 0.956 0.914

RMSE PSNR 11.018 14.656 4.702 11.480 13.016 13.471
SSIM 6.483 6.515 6.788 6.052 9.005 9.449

Tch-wee [19] 7.188 10.588 6.501 5.680 8.580 10.789
Q(wac=0.2) 9.55 10.41 8.14 4.96 8.57 9.85
Q(wac=0.4) 10.68 11.41 9.13 5.10 8.26 10.41
Q(wac=0.5) 10.99 11.67 9.57 5.17 8.27 10.62
Q(wac=0.6) 11.22 11.86 9.96 5.23 8.31 10.80
Q(wac=0.8) 11.52 12.12 10.67 5.32 8.38 11.09

SROCC PSNR 0.895 0.875 0.985 0.782 0.891 0.874
SSIM 0.961 0.975 0.969 0.951 0.955 0.947

Tch-wee [19] 0.953 0.938 0.954 0.959 0.958 0.918
Q(wac=0.2) 0.919 0.938 0.943 0.960 0.951 0.925
Q(wac=0.4) 0.899 0.930 0.922 0.955 0.950 0.915
Q(wac=0.5) 0.893 0.929 0.914 0.954 0.950 0.912
Q(wac=0.6) 0.888 0.927 0.910 0.953 0.949 0.910
Q(wac=0.8) 0.882 0.924 0.899 0.951 0.948 0.906

the reference and the test images. Similar measure is also done
on the zeroth order moment (dc component of the moment)
of the reference and the test image blocks. The local quality
index is defined as the weighted sum between the similarity
measure of the ac and dc component of the block moments.
The similarity measure of the ac components is discarded
when there is no ac activity in the image block (both moment
vectors are zero). Several weights are tested in this paper. The
metrics are tested on the LIVE database, and the results show
that the new similarity measure can improve the performance
of the metric for overall distortions, especially when lower

weight is used for the ac component. However, it is also noted
that for individual distortion (especially the JPEG2000), the
new similarity measure does not perform as satisfactory when
compared with other metrics like Wee’s metric and SSIM.
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Fig. 3. Performance of the proposed metric when wac = 0.2.
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Abstract—The endurance, pervasiveness and sophistication of 
airborne surveillance platforms and attached sensor payloads 
provides an ever increasing source of valuable, high quality 
imagery. However, as demands on analysts increase, automated 
cueing of features of interest, such as moving objects, becomes 
desirable. We describe our implementation of Video Moving 
Target Indication (VMTI) using a configuration of The Analysts’ 
Detection Support System (ADSS). During the VMTI process, 
associated metadata is populated with target attributes. To 
promote interoperability, the metadata is compliant with 
international standards, namely The Motion Imagery Standards 
Board Profile, and in particular Engineering Guideline (EG) 
09031.  

We introduce an interfacing design and a first implementation of 
the EG 0903. Using EG 0903, ADSS VMTI was interfaced to an 
airborne Sensor Management System (SMS) for the realtime 
transmission of VMTI metadata to analyst mapping tools and for 
realtime inclusion in an MPEG-2 Transport Stream (MPEG-2 
TS). The MPEG-2 TS with EG 0903 was decoded by video 
players attached to the airborne network and was also saved to 
persistent storage. Detected moving targets in the video provided 
by our airborne imaging sensor were geographically and time 
associated and overlaid on a situational awareness and mapping 
tool. The MPEG-2 TS with EG 0903 was successfully decoded by 
standard compliant video player software, and is available for 
subsequent offline exploitation. 

This paper describes a leading edge capability, architecture and 
constituent video exploitation algorithms.  The development and 
utility of the architecture has influenced and driven international 
standards, namely MISB EG 0903, the use of which is 
demonstrated and reported for the first time. This work 
facilitates improved situational awareness, enriched metadata for 
video players and supports video content aware software such as 
video search.  

Keywords-video metadata; airborne surveillance; video moving 
target indication; tracking  

I.  INTRODUCTION 
Video imagery collected from a loitering airborne platform 

provides a powerful means of enhancing the tactical ground 
picture and improving situational awareness in general. An 
important reason for this is the capacity of motion imagery to 
capture scene dynamics. One way of filtering (or assessing the 

value of) particular sections of video is on the basis of 
vehicular or human activity within it. Video analysts 
continually search for signs of movement but over extended 
periods they can become fatigued, leading to missed targets, 
particularly when attention is focused on the more obvious 
movers. As the deployment of UAVs (in particular) increases, 
the demand for, and on, Imagery Analysts will increase. A 
relative shortage of analysts will potentially lead to some 
imagery not being considered at all, and will also necessitate a 
greater reliance on automated processing. The detection of 
moving targets in video has potential for automation, and the 
resulting tools can aid analysts at numerous points in the 
exploitation chain provided that the detection attributes can be 
stored in the accompanying video metadata.   

The image processing engine used for this paper is a Video 
Moving Target Indication (VMTI) system first described by 
Jones et al. [1]. It operates by detecting and then tracking 
image pixels that are inconsistent with a gradually adapting 
background model. As previously, the VMTI system is 
implemented within the Analysts’ Detection Support System 
(ADSS) which provides the architecture for interconnecting 
component algorithms to solve particular detection problems 
[2]. 

Video metadata is considered vital for effective exploitation 
of ISR (Intelligence, Surveillance and Reconnaissance) related 
imagery because it provides context [3], particularly in a 
geographical sense. Until recently, the lack of effective geo-
location and pointing information associated with video 
imagery limited its exploitation potential, particularly when 
associating with other types of still imagery and intelligence. 
Recently however, digital metadata has come into widespread 
use. It is increasingly compliant with NATO STANAG 
(Standardisation Agreement) 4609, and Motion Imagery 
Standards Board (MISB) standard 0601 [4] has become the 
accepted local data set within Defence for the transmission of 
metadata elements within motion imagery. 

As well as being used to describe mission, platform, sensor 
and collection details, the metadata can store image content 
descriptors which, when populated and interrogated, offers the 
potential to cue analysts, reduce bandwidth requirements 
(using locally adaptive compression), and facilitate staged (or 
collaborative) exploitation. Metadata is particularly useful for 

1 This document refers to EG 0903 in general and in practice implements 
EG 0903.0. Subsequent to this implementation EG 0903 was elevated to a
MISB Recommended Practice (RP) 0903.2. 
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recording events that are of little interest at that instant but 
which may become interesting later. It provides a means of 
accessing key portions of the video imagery with little 
compute effort, following which other forms of analysis (by 
human or machine) can be instigated. Booth et al. [5] used the 
free text field defined in Row 578 of the “SMPTE Metadata 
Dictionary” V4 Sept. 2002 to store descriptions of image 
content in a Lisp-like format. Since then, the Motion Imagery 
Standards Board (MISB) Engineering Guideline 0903 (EG) 
[6] that defines a Local Data Set (LDS) for the delivery of 
VMTI metadata has been defined and promulgated. The 
benefit of delivering this metadata in a standards compliant 
interfacing format is the assurance that the interfacing is best 
practice and that any compliant system will be compatible. 

This paper presents the relevant imagery systems 
background, overviews our image processing systems, the 
standards compliant interfacing approach and the 
experimentation undertaken. It also summarises some of the 
analysis potential that this type of work presents, and in 
particular the opportunities it opens for video exploitation in a 
staged, or collaborative fashion, thereby promoting multi-
source, multi-INT fusion. 

II. OVERVIEW 
The document is structured as follows. Section III describes 

the software systems, namely, the ADSS, the VMTI 
algorithms, and the Sensor Management System (SMS) 
software interfaces. Section IV describes the computers and the 
ISR sensors. Section V describes the metadata; its origins, and 
its flow through the system. Section VI outlines the imaging 
trial used to exercise the system, with the sections which follow 
outlining the findings and conclusions. 

III. SOFTWARE SYSTEMS 
The software subsystems used for this work are: the 

Analysts’ Detection Support System (ADSS) configured with 
an ADSS Video Moving Target Indication (VMTI) image 
processing pipeline and the Defence Experimentation Airborne 
Platform (DEAP) Sensor Management System (SMS). Both 
systems have been developed by Intelligence, Surveillance and 
Reconnaissance Division of the Defence Science and 
Technology Organisation (DSTO) of Australia. 

A. ADSS  
ADSS is a novel software system that assists Image 

Analysts by identifying targets in wide area surveillance 
imagery. ADSS is composed of a suite of specialist image 
processing algorithms and a software framework. The 
framework abstracts programming challenges not of direct 
concern to image processing algorithm developers such as 
image formats, hardware interfaces, compute parallelisation, 
user interfaces, and software build and debug tools [7]. 

 In practice, to solve a given image processing problem, an 
ADSS developer constructs a pipeline of several specialist 
image processing algorithms (ADSS modules) [7]. ADSS was 
originally developed for automated processing of Synthetic 
 

 

Figure 1.  A screen capture of the visualisation provided by the ADSS VMTI 
Plotter module. The plotted moving targets in this case are vehicles. A 
highlight has been hand drawn over the plotted boxes for legibility. 

Aperture Radar (SAR) imagery [2] but has evolved to a more 
general image and data processing framework. 

B. The ADSS VMTI Image Processing Pipeline 
An ADSS VMTI pipeline was described in previous work 

[8]. An overview is shown in Fig. 6 (the Fundamental ADSS 
VMTI Pipeline). To summarise, inter frame registration in the 
video sequence is achieved, and camera motion removed, by 
detecting and tracking features between frames [9]. After the 
inter frame affine transform has been calculated, a background 
model can then be developed by maintaining a block of recent 
frames in a moving temporal window and calculating an 
average intensity for each pixel [1]. Movement can then be 
calculated by comparing pixel values in the current frame 
against the calculated average background. To eliminate 
environmental movement and establish movement tracks 
persisting over time a straightforward temporal tracker was 
used to disregard movement against the background that was 
not persistent. 

A Plotter module was used to display vehicle and 
pedestrian track histories on the ADSS VMTI (Host) 
Computer. The plotter was used to verify the quality of the 
imagery received by the ADSS VMTI Computer and for 
qualitative comparison of targets generated by the ADSS 
VMTI Computer against targets displayed as end product in the 
tested analyst imaging tools: FalconView [10] and 
MissionMonitor [11]. Fig. 1 depicts a part of the target 
indication visualisation from the Plotter. 

C. The Video Audio Metadata Processor and Integrated 
Recording Environment (VAMPIRE) and Sensor 
Management System (SMS) 
The SMS is software that interfaces between ADSS and the 

imaging sensor(s), in this case the WESCAM MX-20 [12] 
sensor suite. The VAMPIRE encodes the video outputs from 
each of the three imaging sensors in the MX-20 and 
multiplexes the imagery with the metadata stream generated by 
the SMS. Motion imagery from the three sensors is 
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Figure 2.  An interconnection diagram showing the physical appearance of 
the sensor payload (WESCAM MX-20 [12]), the VAMPIRE and SMS 
displaying analyst tools and the ADSS VMTI Computer with a realtime target 
plot. 

simultaneously generated and output in STANAG 4609 
compliant MPEG-2 Transport Streams (MPEG-2 TS). This 
motion imagery is recorded to disk and multicast to provide a 
realtime interface to analyst tools such as FalconView and 
MissionMonitor. A DSTO developed software plug-in written 
for FalconView decodes the metadata to display attitude and 
geolocation of the aircraft and sensor footprints, The SMS 
allows the user to target and cross-cue the MX-20 via 
geographically referenced map overlays. 

IV. HARDWARE 
Physical interconnection of the hardware was 

straightforward. Video inputs are taken from the MX-20 by the 
ADSS VMTI Computer and the VAMPIRE. Inter-systems 
communication, metadata and encoded video were transmitted 
over a switched Gigabit Ethernet network. Hardware systems 
interconnection is outlined in Fig. 2. 

A. Computers 
The ADSS VMTI Computer is a Linux computer with two, 

four core processors and two Nvidia GeForce 200 Series GPUs 
(Graphical Processing Unit). A typical hardware configuration 
for an ADSS processing pipeline is to allow one core per 
ADSS compute module. The frame registration, background 
modelling and plotter modules are GPU accelerated using the 
Cg shader language. GPU accelerated computing [13] is 
important for realtime image processing where space might be 
constrained or transportability is important. 

The SMS consists of a laptop with Windows XP, the 
analyst imaging tools under test, the SMS software and the 
VAMPIRE is a rack mounted computer containing hardware 
video encoders and removable storage. 

B. Airborne Imaging Sensor 
The Airborne Imaging Sensor Payload was a WESCAM 

MX-20 turret [12] (see Fig. 2). It contains three gyrostabilised 
imaging sensors: an electro-optic (colour) wide field of view 
(FOV) camera; an electro-optic (colour) narrow FOV camera, 
an infrared (3-5 micron) camera and geolocation sensors.  

Timestamped estimates of the gimbal’s location, 
orientation, and the internal parameters of the sensors are input 
into a sensor model on the SMS. This sensor model is then 
projected onto a digital elevation model (Digital Terrain 
Elevation Data Level II). This provides estimates for the slant 
range, as well as the geographical location corresponding to the 
frame centre and corner points of the electro-optic sensors.  

V. SOFTWARE INTERFACING 
First, we present the developed ADSS VMTI interfacing 

and then discuss how the generated metadata is propagated 
through the interconnected airborne systems. Fig. 3 
summarises the interfacing. 

In brief, the integration is achieved by the ADSS VMTI 
Computer ingesting system time from the SMS. Timecoded 
moving targets (as pixel locations) are then provided back to 
the SMS. The SMS receives timecoded geolocation data 
describing aircraft position and velocity, the imaging sensor 
orientation and internal parameters. This allows the SMS to 
fuse the VMTI targets with geolocation data, first by 
timecoding and second, by referencing a digital elevation 
model to geolocate targets. Geolocated targets are plotted on 
the Realtime Visualisation Tools. Fig. 3 also outlines data 
transmitted over software interfaces, the relevant standards and 
the video capture hardware interconnects. 

A. Metadata Standards 
Standards compliant metadata provides an agreed upon best 

practice for intercommunication of heterogeneous systems. In 
the airborne VMTI domain the use of the Key Length Value 
(KLV) format is particularly important to ensure optimum use 
of comparatively low bandwidth and potentially unreliable data 
channels [14]. A typical scenario where a communications link 
with these characteristics may exist would be an aircraft 
communicating with a ground station. 

The KLV standards used for systems interconnection in our 
experimentation are outlined in Fig. 3. The Motion Imagery 
Standards Board (MISB) Standard (STD) 0601.4 [15] for 
transmission of Defence digital motion imagery systems data 
was used to convey geo and time coding. The MISB EG 
0903.0 VMTI metadata standard [6] was used to convey 
timecoding to ADSS VMTI, used to convey timecoded targets 
to the SMS and embedded in the SMS generated STD 0601.4 
which was then multiplexed with the encoded video into an 
MPEG-2 Transport Stream. 
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Figure 3.  The logical interconnectivity of the system. Video capture 
interconnects are analog, the SMS to FalconView interface is via an API on a 
shared host computer and all other interfacing is over the switched ethernet 
network. 

 

Figure 4.  MPEG-2 transport of video, audio and KLV metadata. 

 
00: 06 0E 2B 34 02 0B 01 01 0E 01 03 03 06 00 00 00 
10: 20 02 07 04 A5 3E 3B 57 AE 40 05 02 00 01 06 02 
20: 00 01 65 09 08 01 01 05 00 00 07 8B D1 04 02 00 
30: 00 06 0E 2B 34 02 0B 01 01 0E 01 03 03 06 00 00 
Figure 5.  A representative, timecoded MISB EG 0903 compliant KLV 
hexadecimal byte stream produced by the ADSS VMTI Computer. 

B. The EG 0903 Standard for VMTI Systems Integration 
In complying with EG 0903 for this systems design and 

experimentation, a benefit is that the system interconnects 
become pluggable. The ADSS VMTI implementation becomes 
interchangeable with any other compliant VMTI 
implementation for the system described by Fig. 3. The 
corollary is, of course that ADSS VMTI can be plugged into 
any compliant EG 0903 surveillance system. In fact, the 
standard and interfaces allow for this pluggable reconfiguration 
to occur during system operation. 

C. ADSS VMTI with MISB EG 0903 KLV 
The MISB EG 0903 KLV was transmitted as binary 

datagrams over a User Datagram Protocol (UDP) socket using 
the airborne network. KLV consists of a series of Key Length 

Value triplets. Fig. 4 describes how the KLV format is 
embedded with MPEG, KLV can also be transmitted as a 
standalone data stream.  

Fig. 5 is an indicative snapshot of a datagram transmitted 
from the ADSS VMTI to the SMS. These datagrams are 
however, interpreted as a KLV byte stream at the application 
layer. The first 16 bytes uniquely identify the KLV triplet, 
bytes 17 to 25 are the timecoding and bytes 34 to 44 are the 
pixel location of the moving target. 

D. Augmenting the ADSS VMTI Pipeline 
The EG 0903 interfacing necessary for the ADSS VMTI 

pipeline is outlined in Fig. 6. The Fundamental ADSS VMTI 
Pipeline [8] ingests video via the Video Capture Service 
offered by the ADSS framework. The Video Capture Service 
decodes imagery once and presents it as an uncompressed 
buffer to any requesting ADSS module. 

ADSS pipelines are selections of ADSS modules connected 
with communication links in directed acyclic graphs. Inter 
module communication is unidirectional. That is, ADSS 
modules read from their predecessors and write to their 
successors. For our experimentation the Fundamental ADSS 
VMTI Pipeline was augmented with EG 0903 interface 
modules. 

The EG 0903 System Time ingestion module reads the 
current SMS System Time as KLV over UDP. The system time 
is then propagated along the ADSS pipeline using the ADSS 
framework Command and Data Language (CDL). The CDL 
timestamp progressed through video frame registration, 
background modelling, tracking and plotting modules, and was 
read by the EG 0903 Timecoded Target Output module and 
used to maintain a copy of the current time. 

On receiving notification from the tracker (by way of a 
CDL message) that a moving target has been identified in the 
imagery, the EG 0903 Timecoded Target Output module 
generates a timecoded KLV UDP datagram and transmits it to 
the SMS.  

It is worth noting that the ADSS EG 0903 interface could 
be elaborated to output additional information about the target 
such as colour, a mask to describe the target’s shape, an image 
chip containing a picture of the target or the target’s track 
 

 

Figure 6.  A representation of the ADSS VMTI pipeline used for this 
experimentation. Ingested metadata propagates through the complete pipeline, 
captured imagery is read by modules as needed. 
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Figure 7.  A screen capture depicting a moving target overlay on a 
FalconView map. Moving targets in the scene, the boresight ray and 
approximate sensor footprint are depicted. 

history information. In addition, as data ingested from the SMS 
is propagated through each VMTI module, commands might be 
issued from the SMS to (for example) configure the tracker for 
a particular target. 

E. Exploitation with the SMS 
Upon receiving an EG 0903 VMTI timecoded target the 

SMS generates STD 0601.4 KLV triples to describe the 
geospatial location of an object. Each EG 0903 triplet is nested 
in the STD 0601.4 and included in the MPEG-2 Transport 
Stream. Additionally, the SMS makes the geographical 
location and time associated targets available in realtime to 
FalconView via a plug-in API. A realtime moving target 
overlay can be presented to the FalconView user, see Fig. 7 for 
this visualisation. 

The MPEG-2 Transport Stream is used in two ways. First, 
the stream is read in realtime by MissionMonitor. The stream 
could be broadcast over the onboard network to service an 
arbitrary number of video viewers. MissionMonitor is able to 
interpret the KLV embedded in the MPEG-2 TS. The user is 
able to toggle a MissionMonitor overlay to highlight moving 
targets on the live motion imagery stream or during playback. 
Second, the stream is saved to network attached storage for 
later review. 

VI. EXPERIMENTATION 
It was important to evaluate the performance of the 

systems, interfaces and metadata standards in a representative 
operational environment.  

A. Overview 
The hardware: the ADSS VMTI Computer, Airborne 

VAMPIRE and SMS, the Airborne Imaging Sensor Payload 
and network infrastructure (see Fig. 2) were installed on an 
airborne platform. The performance of the system was 
observed over a number of trial flights. For this work the 
experimentation team were interested in exploring the 
performance of the: 

• systems 

• systems interfaces 

• EG 0903 standard for systems interconnection 

• automated time and geo association to detected pixel 
targets and automated inclusion in the MPEG-2 TS 

• effectiveness of visualisations on situational awareness 
tools 

B. Troubleshooting 
Unexpected challenges associated with the airborne 

deployment included: 

• debugging configuration issues arising from the 
airborne network environment – packet sniffing was 
required 

• optimising ADSS VMTI algorithm performance for 
the scenarios – sensor and platform characteristics, 
target size, atmospheric conditions 

• electromagnetic noise in the airborne environment 
meant additional shielding on analog cabling 

C. Results 
The intention was to perform a qualitative assessment of 

the relevant aspects of the systems performance listed 
previously and to evaluate the benefit arising from the 
interconnection of these airborne systems. Discussion of the 
performance follows. 

The ADSS VMTI Computer was able to provide target 
indications from the live imagery feed in realtime to the SMS 
and the SMS was able provide the geo associated targets to 
FalconView in realtime. Measured latency for FalconView 
targets and MPEG-2 TS production was approximately 500ms. 
This was deemed suitable for realtime operator situational 
awareness.  

Propagation of the time and geocoding through the 
interconnected systems by STD 0601.4 and otherwise was 
effective. Propagation of time coding and target pixel locations 
through the interconnected systems by EG 0903 was effective. 
Fig. 7 is an indicative example of the accuracy of the geo data 
for use as a map overlay. The circles depicted are vehicles 
travelling along the adjacent suburban roadways. While, to 
human eyes the geospatial accuracy of the target indication is 
not perfect, we feel this type of visualisation is still of value for 
realtime target cueing. 

The accuracy of the geospatial location data fit varied with 
the collection geometry of the scene. It was generally best 
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when the MX-20 turret and aircraft were at constant velocity 
with minimal roll/slew/pitch and where wind buffeting of the 
aircraft caused by air turbulence was minimal.  

During the experimentation, the ADSS VMTI Computer 
and the SMS were powered off and back on, and disconnected 
numerous times. The systems interfaces re-established the data 
flows with no special intervention from the experimentation 
team. 

VII. CONCLUSION 
This paper has described a leading edge capability, 

architecture and constituent video exploitation algorithms.  The 
development and utility of the architecture has influenced and 
driven international standards, namely MISB EG 0903, the 
effectiveness and use of which has been demonstrated. More 
specifically, we have demonstrated effective, robust systems 
interoperability by using MISB EG 0903 compliant metadata to 
communicate moving target information in an operations like 
scenario. The MISB EG 0903 standard was effective at 
communicating system time to the ADSS VMTI Computer, 
timecoded pixel targets to the SMS and for inclusion in the 
generated MPEG-2 Transport Stream. 

The metadata allowed us to produce realtime target 
visualisations as target markers on a mapping tool – 
FalconView and to display the realtime MPEG-2 TS with 
target annotations in a MISB EG 0903 compliant video viewer 
– MissionMonitor. Subsequent analysis of the metadata 
enriched video will support video content search, and promote 
multi-source and multi-intelligence fusion. 

VIII. DISCUSSION 
These systems have been improved since this initial work. 

ADSS GPU accelerated modules now use the Nvidia CUDA 
interface and the Plotter displays its visualisations using X 
Window System calls. This means the ADSS VMTI Computer 
can now be deployed as a rack mounted system without a host 
display. The Plotter visualisations can now be displayed on a 
laptop hosting an X server over an ethernet connection. SMS 
development since this work has focused on improving 
integration with high definition sensors, improved performance 
of geolocation algorithms, and software refactoring in the form 
of componentisation.  

The VMTI EG 0903 is now available as MISB 
Recommended Practice (RP) 0903.2 [16]. Like others [17], we 
see content based video search as an important tool for limiting 
the time analysts spend reviewing video. Associating RP 
0903.2 KLV means standards based video search can traverse 
all compliant video. 

With respect to improving the quality of the metadata 
during rapid changes in aircraft and sensor velocity, we feel the 
application of statistical techniques to smooth and interpolate 
metadata may also prove useful. 
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Abstract—Virtual computational cloud (VCC) architecture is
an attractive option for many researchers in computer vision due
to its ability to access and manipulate very large repositories
of images remotely. Often an integration of local and remote
computational environments and image repositories is required
as geographically dispersed collaborating teams do not have
unrestricted access to image repositories due to timing, legal,
ethical, architectural or bandwidth limitations. An integrated
distributed computational framework developed using a VCC
architecture allows keeping a synchronised repository of shared
code which can be used to access remotely located image reposito-
ries. None of the out-of-shelf cloud engines were appropriate for
this task simply because of security and configuration limitations
they impose. On the contrary, our engine allows unrestricted
development and deployment under C++ and Matlab compilers
and runtime environments. This paper describes the private
VCC framework and its implementation details. The proposed
system is easily scalable and can be deployed in other research
institutions upon request.

I. INTRODUCTION

Cloud computing is one of the branches of the parallel com-
puting paradigm which offers researchers computing resource
and data throughput capability not available otherwise [1],
[2]. Cloud computing gained attention of the business and
consumer communities, and it offers an attractive opportunity
for research in computer vision — a direction which has been
scarcely explored so far [3], [4], [5]. The need for an effective,
scalable virtual computational cloud (VCC) architecture for
research purposes is precipitated by the explosive growth in
the amount of binary data being collected, stored and utilised
in geographically distributed research institutions across the
globe. As collaboration between the teams grows so is their
demands for access, computing, and bandwidth allocations.

There are a number of problems which can potentially
impede a shared computer vision research project. In medical
imaging for example, the access to image repositories main-
tained by medical schools can be restricted due to ethical or
legal considerations. Often in order to participate in a project,
developers from other teams have to be physically present
within the physical or firewalled environment of the institution,
something which is not always feasible. In other situations
the sheer size of many medical imaging datasets can be an
issue. For example, currently a single compressed CT image
set can reach hundreds of megabytes making downloading even
a small image repository a challenging task due to bandwidth
considerations. Even if repositories could be distributed using
courier services, it involves expensive manual process of

compiling the distribution media, as well as timing difference
involved with delivering it to a remote overseas destination,
maintaining it on the second site and so on. Finally, online
image repositories might have restricted access times due to a
variety of organisational and operational reasons. As bandwidth
availability grows over time it will unlikely catch up with ever
growing availability of imaging resources.

It would seem that in the situation when a collaborative
shared research is undertaken between the teams relying on the
same extra large imaging data source a deployment of a cloud
infrastructure with high-throughput could facilitate accessing
remote datasets. Unfortunately, in the context of development
where languages with low-level features such as C++ or Matlab
are used, most of commercially available cloud solutions
cannot offer flexible level of security configuration for research
developers. Specifically, although deliberately malicious actions
by a rogue programmer can probably be excluded as the system
is not open to the public, an unintentional error in the code can
potentially be devastating for the stability of the entire cloud
environment. Addressing security considerations via restricting
the development specifications is not feasible as it would render
research development on such system impossible.

To the best of our knowledge we are not aware of any unres-
tricted VCC development framework with low level languages
which is commercially offered or otherwise currently available
to researchers. In this paper we describe the environment which
is currently being developed at the University of Auckland and
which successfully overcomes the problems discussed above.
The key features of the system is that it is of low maintenance
costs, it is easily scalable in terms of number of sites as well
as the number of formal languages employed, and that it runs
on both Linux and Windows operating systems. Currently,
the system supports development in two languages C++ and
Matlab. Its pilot version can be accessed by application at
http://imaging-frontend.cs.auckland.ac.nz:8080/ImagingJSF.

II. SYSTEM DESCRIPTION

A. VCC: Defining the Cloud

The system described in this paper is categorized as a VCC
because from the standpoint of the user we deliver shared
private remotely hosted computational, application, data and
storage resources over the public network. The overall system
architecture is illustrated in Fig. 1.

The cloud client used for service delivery can be any modern
browser as described in the documentation available online [6].
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Currently, there are two cloud applications supported — C++
and Matlab compilers and run-time environments — however,
the system can be easily scaled to include other development
technologies. The system is deployed both on Ubuntu Linux
10.10 and Windows 7 Professional cloud platforms run as VMs,
however, because the cloud client is a common browser, the
system can be accessed from a computer running any O/S.

The general top-side architecture of the cloud consists of
a singular frontend and an array of backends with the latter
being scalable both in terms of cloud platforms supported and
also of their geographic or server locations (see Fig. 1).

Web Client Web Client Web Client

Web Frontend

Backends Backends

Figure 1. System architecture

The frontend [6] is a web application which runs on a server
at the University of Auckland. It is the sole entry point for
any cloud client to all services deployed by the system, and
since it is a web browser, it does not require any specialized
software to access and use the system. From the standpoint of
the users, they can only directly interact with the webpages on
the frontend, thus hiding backend implementation providing
required security, encapsulation and abstraction layering.

The relationship between other components of the system
is shown in Fig. 2. Two databases are maintained on the
frontend: image database which is a central storage location
for information about available images in the system, and
code/libraries database which provides access to stored code
and libraries uploaded by the users. The run-time environments
installed on the backends have direct access to their respective
image repositories which the system views as a set of files
in arbitrary formats, organized in the hierarchical structure.
The system is platform-scalable by extending the number of
backends at each site, and it is site-scalable by cloning the
remote cloud deployment sites (left box, Fig. 2).

III. USER INTERFACE

Web frontend user interface provides the following facilities
for normal users:

• Uploading/compiling code/libraries

Web Frontend

Image
Database

Windows
Backend

Linux
Backend

Internet UoA Intranet

Auckland

Second
Location

Linux
Backend

Windows
Backend

Code/Library DB

Image Repository
Image Repository

Figure 2. The currently deployed system: both the frontend and two backends
are based in Auckland (right), while the second set of backends is based at
Bioimaging Lab of University of Louisville, USA (left)

• Browsing code/libraries
• Searching image repositories
• Browsing image repositories
• Running experiments
Extra functionalities are provided for administrators inclu-

ding user administration and traffic/activity monitoring.

Figure 3. GUI example for uploading source code.

A. Uploading code and libraries

To upload project files and libraries, the user needs to specify
the code attributes including name, parameters, description,
language, operating system, and the target location (see Fig. 3).
The source code is directed to the appropriate backend as per
the user choice. Uploadable code is expected to be provided as
an archived zip file which is sent to the frontend by the user. The
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selected backend uncompresses the zip file, compiles source
code immediately, and adds the project to the code/libraries
database. If compilation errors are detected they are reported
to the user and the upload is rejected. Finally, for library
uploads the system saves library object files (dlls for Windows
and libs for Linux), while for projects executable files are
generated and stored.

The user interaction workflow for uploading new source
code is shown in Fig. 8.

B. Browsing uploaded code and libraries

Users are able to see the list of uploaded projects and
libraries they own (see Fig. 4). The system has two partitions
for project files: temporary and permanent. Temporary projects
are automatically removed after 30 days. If the user moves a
project to the permanent partition, it remains there until it is
deleted by the owner.

Figure 4. GUI example for browsing uploaded code.

The system allows to link user libraries from any project
the user has in development. Libraries are stored in a separate
partition and are private to a given account.

Source code needs to be uploaded once only, as the frontend
manages code synchronisation across different backends. The
frontend also deletes projects and libraries from all locations
when required.

C. Searching image database

Users are able to search for an image or a set of images
based on available attributes (see Fig. 5). Results of the search
is shown to the user as list of selectable entries. Selected images
then can be passed as parameters to experiments if required.

D. Browsing image repositories

In addition to searching users are also able to browse and
navigate through image repositories. By selecting location and
top folder, a user can explore the hierarchy of the selected
image repository.

Figure 5. GUI example for searching image repositories.

E. Running experiment

Once project source code is uploaded and compiled, the
user can immediately run experiments. The backend creates an
output directory and runs the code. If the code runs successfully,
backend sends the address of the output folder to the frontend.
Then frontend opens the output folder and shows the content
to the user. The user will be able to download individual files
or a zip file containing all results. Figure 6 shows an example
of selection options the user might be offered.

Three options have been provided in the user interface for
running experiments:

• Manual run: the user manually selects a the project from
the list of available code, provides parameters, selects
required images, and the relevant OS.

• Run via command: by specifying unique code ID
of the project, parameters, and image identifiers, the
experiments can be run in the “command-line” mode.
It is especially useful when the user needs to run near
identical experiments repeatedly.

• Batch run: a plain text list of commands described above
can be uploaded as a text file, and thus enable batch
experiment processing.

The user interaction workflow for a manual run is shown in
Fig. 9.

F. User administration

This option allows administrators to manage user accounts.
Administrators are also able to monitor user activity especially
with regard to the system memory and CPU load and backend
traffic. Historical data and reports are available to determine
any bottlenecks or abuses.

IV. HARDWARE AND APPLICATION ARCHITECTURE

A general description of the architecture is given in Sec-
tion II-A and Figs. 1–2. Figure 7 shows the detailed software
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Figure 6. GUI example for running experiments in ’manual run’ mode.

architecture implemented in the cloud.
Frontend user interface has been implemented using JSF

(Java Server Faces) technology. RPC (Remote Procedure Call)
has been used to implement a communication channel between
frontend and backends. SMB protocol has been employed
for transferring files between frontend and backends. Image
database and code/library database are managed by MySQL
server.

The backend architecture is built upon Windows and Linux
VMs, with the compilers and and run time environments for
gcc, VS C++ and Matlab technologies. The backend also
provides the file mount to the actual image repositories which
are expected to reside on the same network.

V. CONCLUSION

This paper describes the architecture and implementation
details of the currently developed private VCC framework
system for high-throughput applications in computer vision.
The key features of the system is that it is of low maintenance
costs, it is easily scalable in terms of number of sites as well
as the number of formal languages employed, it supports both
Linux and Windows operating system environments, and it
supports development in two languages, C++ and Matlab.

Java Server Faces (JSF)

Java Backed Beans

RPC Client mySQL JDBC connector
Image DB

RPC Server

Backend Functions (Java)

Image Repository
SMB/NFS

SMB

Frontend Software Architecture

Backend Software Architecture

Code/Lib DB

Figure 7. Frontend and backend application architecture
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User enters code information including 
name, language, description, parameters, location,

operating system and a zip file containg 
the source code.

User connects to the web frontend using a web 
browser and logs in.

Frontend assigns a unique code to the code and 
contacts the proper backend according to the 

selected location and operating system.

Frontend transfers the code to 
the backend.

Backend compiles the code.

Is the selected backend 
available?

Backend reports the error to the 
frontend and removes the code.

Is there any error?

Backend reports successful compilation
to the frontend and stores the code

id in the backend DB.

Frontend notifies the user about successful
compilation and adds the code to the code 

DB. The code is marked as ’Temporary’.

Frontend shows an error message
 to the user.

YesNo

YesNo

Figure 8. User interaction workflow: Uploading new source code.

User connects to the web 
frontend using a browser and 

logs in to the system.

User selects the images that 
he/she wants to be processed, 
using ’search images’ facility.

User selects the code which 
should be run from the list of 
his/her own uploaded code.

User enters other required 
parameters according to the 

list of parameters for the selected 
code.

According to the location of 
the selected images, frontend 
chooses a proper backend for 

running the code.

Frontend contacts the backend 
to see if the code has already 

been uploaded to that backend.

Has the code already existed
 on the backend?

Frontend uploads the code 
onto the backend.

Frontend sends parameters, including path to the
selected images in the image repository, to the 
backend and asks the backend to run the code.

Backend creates an output folder for this run 
and runs the code.

Run finished successfully?

Backend sends the Result 
ID to the frontend.

Frontend creates a list 
of generated files in the 
output folder and shows 

to the user. User would be 
able to download individual 
files or a .zip file containing 

all result files.

Backend transfers error 
messages collected from 

standard error and standard 
output of the code, to the 

frontend.

Frontend shows error 
messages to the user.

No

Yes

YesNo

Figure 9. User interaction workflow: Running a new experiment.
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Abstract
We present a new compressive sensing (CS) variant scheme to encode and recover video signal. The first stage 
of video processing will transform the signal into a sparse domain, in which only a few coefficients are 
considered significant. The acquisition/projection stage will select coefficients based on certain random 
distribution, for instance, Gaussian i.i.d. process. At the decoder, the reconstruction stage will extract the original 
signal from the corrupted one. Basis Pursuit is employed to recover video accurately. This task is challenging 
because the nature of video that is composed by huge data in the form of frames, blocks, as well as pixels. In the 
experiments, we perform block-based coding and compressive sensing to the Y-component of a low frame rate 
and low resolution video. The results show that the use of higher measurement rate in reference frames and 
motion compensation in non-reference frames yields PSNR greater than 30 dB. 

Keywords: compressive sensing, video coding, compressed sampling, motion compensation 

1 Introduction 
Compressive sampling is a data acquisition technique 
that aims to sample signals sparsely in transform 
domains [1]. This method receives tremendous 
attention as it has shown results in many applications. 
The process of compressive video sensing utilizes a 
more random measurement scheme with a convex 
optimization procedure to acquire a subset of signals 
at a rate that is significantly lower than Nyquist rate 
[2]. However, compressive sampling will work only if 
the signal is sparse in the new domain. 
Conventionally, discrete cosine transform (DCT) 
provides a good basis for signal transform. In a video 
coding process a frame is divided into macroblocks 
and blocks. DCT is performed on these blocks. After 
DCT and quantization, many transform coefficients 
become very small. These coefficients are discarded. 
Albeit the video is acquired fully, much of the 
information is discarded after DCT. The proposed 
system modifies the existing video processing scheme 
by integrating the coding and acquisition (sampling). 

There were various algorithms proposed to 
reconstruct highly incomplete image signal with little 
loss of information. Those algorithms can be 
categorized into three major classes, i.e. convex 
optimization, greedy methods, and iterative 
thresholding. In this study, we use the convex 
optimization represented by basis pursuit (BP) [1]. 
Theoretically, basis pursuit should outperform 
matching pursuit (MP) in terms of accuracy. In order 
to support the coding algorithm, we employ inverse 

discrete cosine transform for sparsity basis and 
Gaussian distribution for projection basis. 

In general, basis pursuit will find the optimum 
reconstructed signal by means of linear programming. 
The received signal will be predicted from over 
complete dictionary elements. This reconstruction 
method is pretty reliable in finding the best 
combination of elements. However, basis pursuit is 
more associated to optimization problem rather than 
reconstruction algorithm [3]. 

2 Compressive Sensing 
In the conventional sensing and sampling method, the 
acquired data are vast. This is due to the Nyquist-
based analog sampling, as well as massive acquisition 
during digital sampling. With compressive sensing, it 
is proven that we could apply sampling frequency 
below Nyquist limit to some signals characterized as 
sparse [3]. Yet, the reconstructed image/video quality 
remains satisfactory in terms of PSNR (peak signal to 
noise ratio). 

2.1 Definition 
Generally, compressive sampling is based on 
exploiting sparsity of the signal in a particular domain 
[2, 4]. It consists of several main stages, i.e. 
sparsification by transformation (representation), 
projection (measurement), and reconstruction. Let x = 
{x[1], . . . ,x[N]} be a set of N samples of a real 
valued random process X ∈ ℜn. Let s be the 
representation of x in the Ψ ∈ ℜn×n domain, that is: 
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� � Ψ< � > <$?$.$,@    (1) 

where s = [s1, . . . , sN] is an N-vector of weighted 
coefficients si = <x,Ψi>, and Ψ = [ψ1|ψ2|…|ψN] is an 
N×N collection of vectors (matrix) with ψi being the 
i-th basic column vector. The number of non-
significant coefficients K after transformation is 
usually much less than N. 

The next step is signal projection or measurement. 
This process constitutes the main difference between 
compressive sampling and other coding mechanism. 
For image or video frame, the projection step 
determines which pixels will be selected for the next 
processing block. The transformation is conducted by 
means of a measurement matrix, based on some basic 
distribution functions. 

The main idea is to remove “sampling redundancy” 
by needing only M samples of the signal, where K < 
M << N. Let y be an M-length measurement vector 
given by: y = Φx, where Φ is an M×N measurement 
matrix. The above expression can be written in terms 
of s as: 
y = Φx = ΦΨs    (2) 
At the decoder, each key frame x = Zs with size N is 
efficiently approximated via basis pursuit, which 
solves the convex optimization problem as: <B � EFG �J�K<LK@ 
ΦΨs’ = As’ = y    (3) 
 
where y is an M×1 vector, y = [x, A = [Z is a M×N 
matrix, ||s’||1 is the L1 norm of s’, i.e., the sum of the 
absolute value of each component in s’. BP is a 
principle for decomposing a signal into an optimal 
superposition of dictionary elements, where optimal 
means having the smallest L1 norm of coefficients. 

2.2 Sparsity Basis 
We use inverse DCT for Ψ in equation (2). The 
inverse discrete cosine transform for two dimensional 
signals can be expressed as follow: M+/�   OQSQTWST �X< Y�	� % ��Z	� �X< Y�	� % ��[	� \.*@

T,-
)*@
S,-  

(4) 

where 0 ≤ m ≤ M-1, 0 ≤ n ≤ N-1 
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There are various transformation methods that can be 
utilized to sparsify signals, embracing DHWT, 
DCT/IDCT, curvelet, etc. We choose IDCT for its 
simplicity yet reliable results. After applying IDCT to 
the original signal, we have a sparser signal in Ψ 
domain. More than 60% of the coefficients values are 
considered very low compared with the coefficients at 
lower frequency. 

2.3 Projection Basis 
Furthermore, we use an i.i.d. Gaussian measurement 
matrix for Φ. This choice of Φ ensures that the 
restricted isometry property is fulfilled [4]. The 
projection stage determines the selected coefficients 
to be transmitted or stored. The greater number of 
coefficients selected the better signal quality at the 
receiver. On the other hand, more coefficients mean 
more bit or bandwidth required to transmit the signal. 
The generation of measurement matrix is done 
through randn function in Matlab. Because we do not 
want to take all N coefficients, this matrix converts an 
N-length vector to an M-length vector [6]. 

y = Φx    (5) 

v �@��w�+
x � v y@@ y@�{ y@/y�@ y��{ y�/w ������ w�� | wy+@ y+�{ y+/

x }�@��w�/
~ 

The measurement matrix is then altered to 
orthonormal basis. It is presumed that the receiver has 
knowledge regarding the matrix; hence we will 
multiply the received signal y by the transpose of the 
matrix. 

3 Proposed System 
In this section, we describe our system for 
compressive video sensing. Fig. 1 shows the block 
diagram of the system. 

3.1 Compressive Sensing System 
Firstly, an individual frame is divided into B blocks of 
size n×n. The frame is then tested, whether it is a 
reference or a non-reference one. The first frame is 
always a reference. We set higher measurement rate 
and intra-frame coding for the reference frame. As for 
the non reference frames, we use lower MR and 
motion compensation is employed to reduce the 
temporal redundancy of these frames. For example, if 
the total MR is 20%, then we assign 30% and 15% for 
each frame type. If the total MR is 30%, then the 
reference and non reference frames will have MR of 
50% and 20% respectively.  
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After inter-frame prediction, all frames then undergo 
the compressive sampling stage. The generation of 
new reference frame is based on error reports from 
reconstruction block.  

The inter-frame prediction block removes the 
temporal redundancy by applying simple block 
matching algorithm to the non reference frame. In the 
experiment, we use three-step-search mechanism to 
perform motion compensation. Hence, this type of 
frame will reveal sparser input to the compressive 
sensing stage. This results in higher compression 
factor than that of reference frame. 

3.2 Reconstruction Stage 
The reconstruction algorithm will estimate the 
original video signal by means of convex 
optimization. The original x can be reconstructed 
from y by exploring its sparse expression, that is, seek 
the sparsest among all possible s that satisfies y = 
ΦΨs. In the experiment, the basis pursuit method is 
used to find signal representation in an overcomplete 
dictionary by L1-norm minimization.  

There are a few implementations of basis pursuit 
environment; such as L1-Magic by Candes, et al that 
is carried out in Matlab. It obtains the decomposition 
that minimizes the L1 norm of the coefficients. 
Because of the non-differentiability of the L1 norm, 
this optimization principle leads to sparser 
decompositions [3]. Because it is based on global 
optimization, it can stably resolve in some ways better 
than other methods from the class of greedy 
algorithms. BP can be used with noisy data by solving 
an optimization problem with an L1 norm of 
coefficients. BP is closely connected with linear 
programming. 

The linear program in so-called standard form is a 
constrained optimization problem defined in terms of 
a variable x ∈ Rm by  

min cTx subject to Ax = b, x ≥ 0  (6) 

where cTx is the objective function, Ax = b is a 
collection of equality constraints, and x ≥ 0 is a set of 
bounds. The Basis Pursuit problem can be 
reformulated as a linear program in the standard form 
(6) by making these translations [1]: � � ��� ��� � � ������ � � �Φ� �Φ�� � � � (7) 

The translation of A is related to the projection 
matrix. 

 

Figure 1: Compressive video sensing system. 

4 Experimental Results 
In this section, we report our experimental results, 
namely the effect of compressive sensing with 
different combination of measurement parameter MR, 
on reconstructed video’s PSNR. The system is applied 
to grayscale video sequence, i.e. the Traffic and 
Rhinos sequences of 80×60 pixels. Sequence 
“Traffic” is characterized by steady camera with fast 
motion, while sequence “Rhinos” is captured by 
shaky camera with slow object motion. In our 
simulations, a block size of N = n×n pixels is used. 
These block sizes provide good trade-off between 
efficiency and reconstruction complexity [7].  

(a) Original 91st frame of Traffic 

  
(b) Reconstructed 91st frames from 20% pixels 

 

(c) Reconstructed 91st frames from 40% pixels 

 

Figure 2: 91st frame of “Traffic” reconstructed from 
20-40% pixels, block size of 8×8 (left) and 32×32 

(right). 

 
(a) Original 91st frame of Rhinos 

  
(b) Reconstructed 91st frames from 20% pixels 
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(c) Reconstructed 91st frames from 40% pixels 

 

 
Figure 3: 91st frame of “Rhinos” reconstructed from 

20-40% pixels, block size of 8×8 (left) and 32×32 
(right). 

 
Figure 4: PSNR fluctuation per frame for sequence 
“Traffic” with various measurement rates and three 

frames per GOP. 

Fig. 2 and Fig. 3 show the original and reconstructed 
91st video frames for various measurement rates. It 
can be seen that larger size of measurement matrix 
results in better quality. In addition, the frame using 
8×8-blocks is visually more prominent than that of 
32×32. Measurement rate of 30% gives satisfactory 
appearance with PSNR > 33 dB for 8×8 block. 
Meanwhile, 32×32 block needs at least 40% pixels to 
achieve similar quality. 

 
Figure 5: PSNR fluctuation per frame for sequence 

“Traffic” with various measurement rates and 12 
frames/GOP. 

 
Figure 6: PSNR for video sequence “Traffic” with 
MR 20% to 40% and GOP size of 3 to 30 frames 
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Figure 7: PSNR fluctuation per frame for sequence 

“Rhinos” with various measurement rates and 3 
frames/GOP 
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Figure 8: PSNR fluctuation per frame for sequence 

“Rhinos” with various measurement rates and 12 
frames/GOP 
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Figure 9: PSNR for video sequence “Rhinos” with 
MR 20% to 40% and GOP size of 3 to 30 frames 

Fig. 4, Fig. 5, Fig. 7, and Fig. 8 present the results for 
numerous experiments on measurement rate and GOP 
size. It can be seen that the GOP size of 3 slightly 
outperform the other GOP size. Fig. 6 and Fig. 9 
summarize the entire scenario implemented in our 
experiment. It is obvious from above that GOP size 3 
and 5 can be recommended for better quality for video 
captured by still camera. For video with moved 
camera, represented by sequence “Rhinos”, the PSNR 
is 2-3 dB lower than that of sequence “Traffic”. The 
sequence “Rhinos” is more affected by the selection 
of GOP size because the temporal redundancy is less 
in this kind of video. Moreover, the measurement rate 
of 20% is sufficient to achieve good PSNR. 

5 Conclusions 
In this paper, we propose a system based on the novel 
concept of compressive sampling to achieve low 
complexity acquisition of video. Each frame of the 
video is split into a number of smaller non-
overlapping blocks of equal size to reduce the 
complexity of CS algorithms and exploit the varying 
sparsity across blocks within a frame and sparsity of 
neighbouring blocks across frames. Compressive 
sampling is performed on all frames that satisfy 
certain number of significant coefficients. The system 
was studied on a widely used video sequences: Traffic 
and Rhinos. The measurement rate of 30% is shown 
to have a good accuracy, i.e. PSNR > 31 dB. 
Reference frames are used to predict sparsity of the 
blocks within successive frames in a GOP. Overall, 
the system shows the potential of compressive 
sampling to excellently acquire video signal before 
further processing. 
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Abstract—Classification in kernel machines consists of a non-
linear transformation of input data into a feature space, followed
by a separation with a linear hyperplane. This transformation
is expressed through a kernel function, which is capable of
computing similarities between two data points in an abstract
geometric space for which individual point vectors are compu-
tationally intractable. In this paper we combine the notion of
kernel distance and methods for data dimensionality reduction
to obtain visualisations for such kernel spaces.

I. INTRODUCTION

Despite being a linear classifier, a Support Vector Machine
(SVM) [1] is capable of classifying non-linearly separable data
due to the kernel trick [2], [3]. The idea is to pass the classi-
fier’s input through a non-linear transformation into a feature
space where the points are likely to become linearly (or nearly
linearly) separable. This gives the SVM’s linear separating
hyperplane a chance of classifying complex data patterns. The
trick is to optimise the SVM cost function using its dual form
which depends on the dot product of the data vectors in the
feature space. Thus a desired transformation can be made with
a kernel function, which is capable of computing such a dot
product for spaces where individual point coordinates are not
computable. This allows for classification in abstract geometric
spaces with a large (even infinite) number of dimensions. We
will refer to these spaces as kernel spaces.

Understanding the internal representation of data in a kernel
space is important since there are a number of kernel functions
to choose from when performing classification. Different ker-
nel functions are best suited for different problems (although
certain kernels work remarkably well on a wide range of
datasets). In addition, each function has a number of param-
eters that must be set prior to classification. The choice of
these parameters determines the outcome of the classification,
and often the generalisation capabilities of the classifier. We
propose a visualisation technique that gives an idea of the data
distribution in the kernel space. A similar approach has been
used to compare medical images [4], we just expand its use to
the analysis of the inner workings of various kernel functions
and to applications in classification.

The visualisations presented in this paper are based on the
concept of kernel distance, which is explained in section II.
In section III, we show how this distance is used to create
visualisations with multidimensional scaling and include a
number of examples.

II. KERNEL DISTANCE

The kernel function computes the dot product of two points
in a kernel space. Thus, given two data vectors xi and xj ,
where xi,xj ∈ R

m of arbitrary dimension m, the kernel
function expresses the following relation:

K(xi,xj) = Φ(xi)
T Φ(xj), (1)

where Φ(xi) is the projection of xi into the kernel space.
The value of the kernel function relates the similarity of two
vectors in the kernel space.

For our visualisations we need to convert this similarity to a
distance measure. Such a measure has already been proposed
and it is called the kernel distance [5], [6]. It is defined as the
magnitude of the difference vector between two points in the
kernel space:

dij = ||Φ(xi) − Φ(xj)||, (2)

where

||Φ(xi) − Φ(xj)|| =

√[
Φ(xi) − Φ(xj)

]T [
Φ(xi) − Φ(xj)

]
.

The kernel distance is the Euclidean distance between the
two vectors in the kernel space. It is fairly trivial to expand
equation 2 to get the following relation:

dij =
√

Φ(xi)T Φ(xi) + Φ(xj)T Φ(xj) − 2Φ(xi)T Φ(xj),
(3)

which is the same as

dij =
√

K(xi,xi) + K(xj ,xj) − 2K(xi,xj). (4)

The fact that kernel distance can be computed in terms of
the kernel function is of great importance, because for many
kernels, a given vector Φ(xi) is not computable, despite the
fact that K(xi,xj) is. Note that kernel distance is defined
only for kernels that produce positive definite kernel distance
matrices.

III. VISUALISATION

With the kernel distance computed using equation 4, we can
apply a dimensionality reduction technique to create a dataset
of arbitrary dimension that approximates the distribution of
the data in the kernel space. In this work we use multidimen-
sional scaling (MDS) [7], which attempts to preserve relative
distances between points. For a dataset of N points x1, ...,xN ,
the representation of their distribution in the kernel space is
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Fig. 1. 3D visualisation of the transformation of a 2D mesh, centred at the origin, (shown on the left) to RBF and polynomial kernel spaces with various
parameter settings; the corners of the mesh in the original and the kernel space are marked with different symbols; coordinates of the visualisation are not
shown, since they are arbitrary – it’s the relationship between points that is of importance.

Fig. 2. 3D visualisation of the transformation of a 2D mesh, offset from the origin, (shown on the left) to polynomial kernel spaces with various parameter
settings; the corners of the mesh in the original and the kernel space are marked with different symbols.

approximated by N vectors y1, ...yN of arbitrary dimension
by minimising the following cost function with respect to
y1, ...,yN :

J =

N∑
i=1

N∑
j>i

(||yi − yj || − dij)
2. (5)

Other distance preserving techniques, such as Local Linear
Embedding [8] for instance, should work just as well.

In this paper we feature two kernel functions:

• the radial basis function kernel (RBF), often referred to
as the gaussian kernel, defined as

KRBF(xi,xj) = exp−γ||xi−xj ||, (6)

with variable parameter γ > 0,

• the polynomial kernel, defined as

KPOLY(xi,xj) = (xT
i xj + 1)r, (7)

with variable parameter r.

A. Visualising 2D surfaces in kernel spaces
To get an idea of the transformation that a geometric space

undergoes in a kernel space, we created 3D visualisations of a
uniformly sampled 2D surface after being passed into different
kernel spaces (see Figures 1 and 2). We connected the points
into a mesh to give a sense of how the surface morphs after the
transformation. The reason why the MDS scaling is done in 3D
rather than 2D is to emphasise that the kernel transformation
adds dimensionality to the data.

For the RBF kernel, increasing the γ value tends to push
points towards the edge of the space such that close neighbours
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Fig. 3. A 3D visualisation of a two-dimensional spiral pattern in an RBF kernel space with various values of γ (top row) and the corresponding SVM
classification (below); the desired class membership for a given point is indicated by marking it with a red circle or a blue cross; the classification results
after training on an SVM are shown as classification regions in blue (for crosses) and white (for circles); the points have been joined with a line following
the spiral to help spot the pattern in the 3D representation of the kernel space.

become even closer, whereas points beyond a certain distance
threshold (inversely proportional to the value of γ) become
identically distant. This creates an increasing void in the
middle of the space as γ increases. The polynomial kernel
transformation, on the other hand, warps the space so that the
corners become stretched towards the edge of the space while
the middle points push towards the centre. In addition, the
warping is dependent on the magnitude of individual vectors in
the original space, and so the polynomial kernel transformation
is different for datasets with different offsets from the origin
(as shown in Figure 2). Conversely, the RBF kernel depends
only on the pair-wise distances between the data points, and
so a shift of the dataset in the original space does not affect its
distribution in the RBF kernel space. Hence, the RBF kernel
visualisations of the mesh, regardless of the offset from the
origin, are all identical.

B. Visualising data patterns in kernel spaces

Kernel space visualisation can be used to get an idea of
the data representation with respect to classification. Figure
3 shows a 3D visualisation of a spiral binary classification
problem in a number of RBF kernel spaces. These plots are
accompanied by the results of the SVM classification for
the corresponding kernel settings1. The visualisations show
what happens to a complex pattern, the spiral, under the RBF

1All classifications results presented in this paper were obtained with the
LIBSVM library [9].

kernel transformation as the value of γ increases. As the mid-
space void grows in the kernel space and neighbouring points
get closer, the spiral unwinds. It is not possible to see a
complex pattern, like the spiral, unwind completely in the 3D
visualisation, because it takes an infinite amount of dimensions
of the RBF kernel space to achieve that. However, Figure 3
shows a glimpse of how the pattern becomes more separable.

C. Aiding classification with kernel space visualisations

Finally, we present a scenario where kernel space visualisa-
tion can aid in choosing the appropriate kernel parameters for
SVM classification. For this demonstration we use the splice-
junction gene sequence (SJGS) dataset sourced from the UCI
Machine Learning Repository [10]. This dataset consists of
over 3000 DNA sequences that contain spliced out regions,
sections of DNA removed during the process of protein
creation, categorised into three classes. These sequences are
formed into 240-dimensional vectors that constitute the input
to the SVM classifier. One third of the data is used for training
while the other two thirds is withheld for later testing of the
classifier’s performance. Figure 4 shows a 3D visualisation of
a 200-point sample chosen at random from the training set
in an RBF kernel space with different settings of parameter
γ. The diagrams indicate that out of three choices shown, the
kernel with γ = 0.001 tends to group data best. As the value
of γ increases, the three classes seem more mixed in the kernel
space. This suggests that the RBF kernel with γ = 0.001 gives
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Fig. 4. Visualisation of the SJGS dataset sample in an RBF kernel space with varying values of γ; the desired class membership for a given point is indicated
by marking it with a red circle,blue cross, or a green diamond.

TABLE I
RESULTS OF THE CLASSIFICATION OF SJGS DATASET USING AN SVM

CLASSIFIER WITH DIFFERENT KERNEL FUNCTIONS

Kernel KRBF KRBF KRBF KLIN
γ = 0.001 γ = 0.1 γ = 10

Train error (%) 0.10 0.00 0.00 0.00

Test error (%) 6.9 42.6 45.0 7.9

Number of
support vectors 356 947 947 326

a more appropriate internal representation with respect to class
separation than the other two.

This is confirmed by the results of the SVM classification
shown in Table I. The table gives the test and train error, which
relate the percentage of points misclassified by the classifier
out of the entire train and test datasets respectively. The
number of support vectors relates the complexity of the model
– the fewer support vectors, the less complex the classifier.

Despite a tiny train error, the SVM classifier with the RBF
kernel with γ = 0.001 gives the lowest test error, hence the
best generalisation. In addition, it uses the least amount of
support vectors (as compared to other RBF kernels). This
means that RBF kernel with γ = 0.001 does not lead the
SVM to overtrain and is indeed the best choice, as suggested
by the visualisations, of the three RBF kernels examined.

We can go even further. Relying on the visualisations of
the kernel transformations in Figure 1, we can infer that the
smaller the value of γ in the RBF kernel, the less severe
the distortion of the original data. Thus for γ = 0.001, the
transformation into the kernel space must be nearly linear.
This prompts us to test the SVM classification of the SJGS
dataset with a linear kernel,

KLIN(xi,xj) = xT
i xj . (8)

The performance of the classifier with this kernel is shown in
the last column of Table I. It does almost as well as KRBF
with γ = 0.001, beating it on simplicity (in terms of support

vectors used), but losing slightly on the generalisation.

IV. CONCLUSION

We have presented a technique for the visualisation of data
distribution in kernel spaces. This method combines the kernel
distance measure with dimension reduction algorithms that
approximate the geometry of a dataset by preserving pairwise
distances. These visualisations give an intuitive idea of what
happens to data when it undergoes a non-linear transformation
through a given kernel function. Although perhaps not all that
practical for use in the state of the art classification of very
large and complex datasets, nevertheless they do offer insight
into the world of abstract kernel spaces, and should prove
useful for educational purposes.
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Abstract—This paper describes a Reservoir Computing ap-
proach for computer vision image and video processing. A
reservoir of complexity is accessed in order to project data into
a higher dimensional space which is then fed into a neural
network classifier. In doing so, higher order data correlations
are accounted for and the dynamics of the reservoir are used
for classification purposes. The reservoir takes the form of
an Echo State Network (ESN), a recurrent neural network
with random weights and connections, possessing strong spatio-
temporal properties. This research uses face recognition as an
example application - face images are coupled with the ESN and
its dynamics are sampled to create a set of response vectors. These
are then fed into a feed-forward neural network for training
using back-propagation. Results show that the proposed system
is capable of classifying face images and that using an ESN
increases the robustness of a neural network based classifier. The
proposed system is designed to naturally extend to processing
video sequences where the full power of the ESN’s spatio-
temporal dynamics can be exploited.

I. INTRODUCTION

The aim of this research is to investigate the Reservoir
Computing approach applied to computer vision problems.
As an example application this work focuses on its appli-
cation to face recognition. The idea is to access a reservoir
of complexity in order to project human face image data
into a higher dimensional space. In doing so, higher order
spatial correlations are accounted for and the dynamics of the
reservoir can be read out and used for classification purposes.
This is achieved through feeding input images to the reservoir,
sampling its dynamics and then feeding this into a second
feed-forward neural network that is trained on the data using
back-propagation.

The Reservoir Computing paradigm acts as an umbrella
term for the similarly posed Echo State Network (ESN), Liquid
State Machine (LSM) and Backpropagation Decorrelation and
Temporal Recurrent Networks [1]. This work uses an ESN
as a reservoir of complexity; this is a discrete time recurrent
neural network (RNN) with the specific properties that it has
random connections and random weights up to a scale factor.
Additionally, the existence of directed cycles creates feedback
loops within the network, generating temporal dynamics and
an internal memory.

There exist a wide number of established solutions for
image and video processing and classification, especially for
faces. However, the Reservoir Computing framework has

become an attractive method for tapping into a reservoir of
complexity that, if so designed, can provide a variety of non-
linear input/output mappings. For this experiment we used
static images with the premise that spatial correlations found
by the reservoir can be exploited and that each static image
provides a dynamic trace through the reservoirs state space.
Because of the temporal nature of the ESN, the system design
fits naturally with an extension to using video data over
just static images. This could find application in such areas
as facial expression recognition or any other visual scene
where the temporal evolution contains salient information.
Importantly, this work is seen as a pilot study for future
research into the analysis of video sequences which will fully
exploit the properties of ESNs.

The key benefits of an ESN, and broadly speaking, the
Reservoir Computing approach, are as follows:

1) The internal memory and complexity of the system
allows for the solution of nonlinear mapping problems,
suitable for handling spatio-temporal data.

2) All connections and weights within the ESN are fixed;
this makes for fast parallel implementation of large
reservoirs.

3) The ESN approach is a simpler and more straightforward
way to train RNNs as opposed to techniques such as
back-propagation through time - this was traditionally
one of the difficulties faced when working with RNNs
[2]. Here, the only parameters of the ESN are the
weights of the output projections that are usually ad-
justed to generate specific signals from the network.
This work does not actually make use of the output
projections, but instead samples the dynamics of the
ESN as it progresses through time.

Despite these benefits, the exact design of optimal reservoirs
is an active area of research and their black-box nature make
them difficult to analyse. To reply to this, this work focuses on
the general principle of providing a reservoir of complexity,
where future work will investigate the strengths and weak-
nesses of alternative reservoir architectures, e.g. using Long
Short Term Memory (LSTM) or Continuous Time Recurrent
Neural Network (CTRNN) architectures.
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Fig. 1. System architecture, an input image is coupled with the ESN, injecting energy into the system. The dynamics of the ESN are left to run and sampled
at given intervals. This generates a response vector that can be used for training the system as a classifier. Unseen images can be given to the system once it
is trained to produce a classification vector. (Image adapted from [2].)

II. RELATED WORK

Echo State Networks were first introduced by Jaeger in [3]
and the LSM approach was introduced by Maass et al. [4].
Together they appear under the umbrella term of Reservoir
Computing - both approaches provide a reservoir of com-
plexity that can be harnessed to solve a variety of non-linear
problems. Whereas the ESN formulation uses recurrent neural
networks, the LSM approach is more general, specifying just
an input function, into a (liquid) function, then finally to a
read out function. As long as the liquid state provides enough
rich complexity and dynamics, any system can be used.

The Reservoir Computing approach has been prominently
used for speech recognition due to fast performance, handling
of temporal data and an easy training methodology. For
example, Scherer et al. [5] used ESNs to recognise emotion in
speech in real-time. However, there is little work on Reservoir
Computing for face recognition - as examples, Grzyb et al. [6]
used the LSM approach with spiking neurons to perform face
expression recognition on images. Madane et al. [7]1 applied
Linear Discriminant Analysis (LDA) for face images as a
first step, then ran their features through an ESN in order to
perform classification. C. Y. Tsai et al. [8] combined a Kalman
filter with an ESN to perform face tracking for a mobile robot
- although dealing with faces, this is a different task from the
face classification problem tackled in this work.

The ESN used in this experiment was designed to reflect
the nature of the input - here images are being used so a
2D signal is presented to the network for one moment in
time, then removed, acting as an external field with which
the ESN couples with. This is opposed to a 1D signal for
speech recognition where the signal is gradually fed into the
network at each time update. In this work the ESN is used
directly on the input image under the assumption that the
complexity of the network can draw out salient underlying
features in the data. Additionally, the network size reflects the

1The article’s title is ”BImplementation of High Speed Face Recognition
Based on Karhunen Loeve Transform and Fishers Discriminant, Radial Basis
Function of Echo State Neural Network”; we assume that ”BImplementation”
is a typographic error.

size of the input images (46× 56 pixels and the same number
of neurons), projected into a smaller size (a parameter of the
system, e.g. 1/2, 1/4 the input image size) for sampling. Initial
inspiration for this work was found in Ghani et al. [9] , where
they similarly coupled an ESN with a feed-forward network
but applied the system to speech recognition.

III. SYSTEM ARCHITECTURE

The system consists of two main components and operates
as follows; firstly the ESN: here an input image is set up
as an external field with which the ESN couples with. The
input image is first normalised and then shifted by −0.5 to
become signed, then it is scaled by an empirically chosen
factor for input into the ESN. The input image is coupled
with the network for only a single time step and then the ESNs
dynamics are left to run. Then, at specific intervals the ESN
state is spatially averaged into a smaller sized representation
and sampled; these samples are concatenated to construct a
vector representing the input image. For a classification task a
number of input images from different classes are run through
the ESN generating a set of response vectors. These are
then fed into the second component of the system, a feed-
forward three-layer neural network that is trained using the
standard back-propagation algorithm i.e. a back-propagation
neural network (BPNN). Once trained the system can then be
used for classification purposes by running an unseen image
through the ESN, then running its output through the feed-
forward network to generate a classification vector.

IV. ECHO STATE NETWORK

As the name implies, an Echo State Network is a type
of recurrent neural network that has random connections
and random weights up to a scale factor. Therefore, initial
construction of the network is a simple stochastic process
where connectivity percentage between neurons and feedback
connectivity percentage for a neuron can be specified. The
ESN network is a discrete time recurrent network and can be
represented by the state vector x = (xi, · · · , xn) of n neurons,
with the neuron state update equation as:
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xi(t + 1) = f(
∑

j

wijxj(t) + ui(t)) = f(q) (1)

where xi(t + 1) is the state of neuron i at time-step t + 1,
wij is the synaptic weight between neurons i and j and xj(t)
is the state of neuron j at time-step t. Here ui(t) is a scaled
and signed pixel value from the external field representation,
u(t), of the input image I , and f is a non-monotonic activation
function, specified as follows:

f(x(t), q) =r · x(t) + (1 − r)b(q) =

r · x(t) + (1 − r)tanh(c1q)·

tanh(c2|q| − h)

(2)

where q is defined as in Equ. 1. The general form of
the ESN’s activation function is based on [10] and the non-
monotonic response b(q) for improved retrieval dynamics
when the RNN acts as a Hopfield associative memory is
described in [11] and depicted in Fig. 2. The non-linearity
of the activation function allows for rich dynamics and under
certain conditions analysis of its return map has revealed
chaotic behaviour [11].

All input images are of the same width and height, W ×H -
for this experiment W = 46 and H = 56. Given N = W ×H

neurons, the internal weight matrix is W = (wij), of size
N × N .

The structure of an ESN is fixed and if large enough, the
network is capable of generating a wide variety of dynamics.
Most importantly, when correctly designed the network pos-
sesses the Echo State property, or fading memory property.
Here, as the input data is presented to the network, a memory
trace is formed within the ESN due to its feedback connections
creating an internal memory. It is important to note that
not all networks with this configuration have the Echo State
property; Jaeger [2] investigated the conditions under which
this property exists and found that it was succinctly tied to
the spectral radius, α of the weight matrix W . The spectral
radius is specified by the magnitude of the largest eigenvalue,
|λmax| , of the networks weight matrix, W , and it was
found that the Echo State property is ensured if α < 1,
achievable by renormalising the spectral radius with respect
to the initial magnitude of W . This scaling is tied with the
intrinsic timescale of the specific problem being analysed. A
small α is best suited for smaller timescales as this gives
a ’fast’ ESN and vice-versa. Other properties of ESNs were
further investigated by Ozturk et. al [12], where more advanced
design principles over just spectral radius renormalisation were
proposed.

A number of interesting properties of the implemented RNN
used for constructing the ESN were studied; firstly, the RNN
shows that it is capable of behaving as an associative memory.
This nature was first described by Hopfield in [13]. The
original work described a binary valued model that was later
generalised into a real valued form. The Hopfield one shot
memory imprinting scheme is the most interesting element
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Fig. 2. Non-monotonic neuronal activation function, used for the ESN.
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Fig. 3. Form of the sigmoidal activation function, used for the BPNN.

of the original work: in a fully connected RNN, the network
weights are determined by pixel correlations between every
site across the image. A number of image memories can be
stored by progressively adding new image pixel correlations
to the appropriate weights. Under certain conditions - if the
summation into f is 0 < q < 1 and the network is left to run
by randomly injecting energy into the system - chaotic activity
across the neurons with macro-scale emergent patterns can
be observed. The associative memory property of the RNN
can also be observed by coupling the system with a partial
representation of one of the original imprinted images. The
network state then evolves to depict the full image memory as
stored within the network. Analysis of the network found that
even with an on average ≈ 20% connectivity between neurons,
the network was able to retrieve the appropriate memories
when given a partial input image.

V. BACK-PROPAGATION NEURAL NETWORK

A traditional feed-forward neural network (multi-layer per-
ceptron), with a linear input layer, non-linear hidden layer and
linear output layer was used for classification. The standard
back-propagation algorithm was used to train the system
and optimise synaptic weights - we therefore refer to this
network as a back-propagation neural network (BPNN). As is
well known, the universal approximation theorem states that
every real-valued continuous function can be approximated
arbitrarily close by this type of network, having a single hidden
layer with sigmoidal activation function.

The value of a neuron xi at step n is specified as follows:

xl
i(n) = f(

∑
j

wl
ijx

l−1

j (n)) (3)
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where the superscript l denotes which layer the neuron is
on. Again, wl

ij is a synaptic weight, now between a neuron of
the current layer l and the previous layer l − 1. The form of
f is sigmoidal for the hidden layer:

f(q) = tanh(q) (4)

depicted in Fig. 3, otherwise it is linear. The BPNN can also
be fed image data directly for classification and it is a point
of analysis to compare the properties of the proposed system
to the BPNN on its own, acting as a baseline model.

A. System parameters
One difficulty in dealing with neural networks is that a large

number of parameters are involved that can greatly influence
performance. Table I lists the parameters of the system along
with a description of their function.

Parameters Description
ESN Input scale: Scales the normalised and signed image

data for input into the ESN. Set to 0.001.
ESN weight magnitude: Initial maximum magnitude for the

ESN’s random weights. Set to 0.002.
ESN neural connectivity: Average percentage of connectivity for

one neuron to all other neurons.
Set to 0.2.

ESN feedback connectivity: Average percentage of connectivity for
a neuron to itself. Set to 0.9.

ESN activation function c1: Set to 30.
ESN activation function c2: Set to 15.
ESN activation function: r Activation function response, set to 0.1
ESN sampling interval: The interval between updates in which

to sample the ESN, a longer interval
means the ESN will be run for longer.
Set to 10.

ESN projection size: The size of the projection in which
neuron values are spatially averaged
to, i.e. smaller sizes emphasise
the temporality of the ESN. Set to 1/4.

ESN spectral radius factor: Scaling of the weights to ensure the
Echo State property. Set to 0.8.

BPNN learning rate: Learning rate for back-propagation.
Set to ≈ 0.5.

BPNN learning momentum: Momentum rate for back-propagation,
can help the optimization escape
from local minima. Set to 0.08

BPNN Input scale: Scaling of the ESN sample vector
for input into the BPNN. Set to 0.05

BPNN hidden layer size: Number of neurons in the hidden layer,
Empirically set to 10.

TABLE I
SUMMARY OF SYSTEM PARAMETERS.

For the ESN, the percentage of connectivity was set to
≈ 20% - see Fig. 4 for an example. In this work we do not
consider input connectivity percentage and instead set up the
input image data as an external field. Secondly, scaling of the
data is vital and can be affected by both the input amplitude
and magnitude of the synaptic weights. For continued dynamic
phenomena to occur the summations into neurons should not
cause saturation for example chaotic dynamics have been
observed within RNNs of the type used in this work where
input into the neuron activation function f (of Equ. 1) is

−1 < q < 1, i.e. keeping values under the saturation point
[11]. The ESN’s activation function has tunable parameters
specifying DC offset, range and width - these can all contribute
to changing the dynamics of the system.

Additionally the BPNN learning rate and momentum param-
eters are important in converging to a strong error minima - a
correct training of the system should have strong generalisation
properties, meaning that it should correctly classify unseen
images. Currently the training terminates at either a specified
number of epochs or when the classification error, ε, on the
training set is below 0.001. A low error does not guarantee
correct classification of images as a number of local minima
exist within the error landscape. The momentum parameter
can be set to help the optimisation escape from local minima.
Section VII describes how the ESN helps smooth the error
landscape.

Fig. 4. Neuron connectivity for the neuron at (0,0), a connectivity value of
10% was used an example to more clearly display synaptic connections - the
neurons have been laid out on the plane in this diagram, the actual spatiality
comes from how the image is coupled with the ESN - here there is a bijection
between input pixel and neuron.

VI. TRAINING THE SYSTEM

The training dataset used was the The ORL Database of
Faces face dataset [14] that consists of a number of images
of different people. Each person has ten images of their
face, each taken with a slightly different pose. Within the
system each person represents a class and these are codified
as binary strings. As an example, if there were five classes,
the five classes would be codified as {10000, 01000, 00100,
00010, 00001}, using five output neurons. Presenting an
unseen face image to the system will generate a real-valued
output classification vector and the index of the maximal
value in this vector will specify the classification. For the
experiment a subset of five classes was chosen, nine images
being given as training and the tenth image given as an
unseen image for classification. Looking ahead, now that the
system methodology has been validated this training set will
be increased in future experiments.

The generalisation properties of the system can be evalua-
tion by firstly measuring the percentage of correct classifica-
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tions of unseen images. Secondly, different parameter settings
can generate more definite output vector classifications, where
the maximal value is maximal to a greater extent, relative to
the other values in the vector. A search through parameter
space in light of this criterion (and possibly the convergence
time of training the system) can determine optimal parameter
settings. These properties are explored in Section VII.

(a) (b)

Fig. 5. Example dynamics - a) shows an example face image that is presented
to the ESN and b) shows the ESN state after a sequence of time steps
showing the randomly constructed dynamics that the network possesses. The
perturbation was set to a low amplitude to preserve the appearance of the
input image, but generally the network state would appear as a noisy pattern,
a trace of the original image remaining hidden to the observer, but unique
within the data.

VII. RESULTS AND ANALYSIS

During operation, an input image is set up as an external
field and coupled with the ESN for a single time-step and
the dynamics of the network are then left to evolve. At
certain intervals the state of the network is sampled and these
vectors are concatenated to form a final response vector. For
experimentation a fixed length response vector was chosen
and different sub-samplings of the ESN were investigated.
In this way we can investigate the effect of increasing the
temporal resolution while reducing the spatial resolution. The
hypothesis is that important information about the image is
contained in the temporal evolution of the ESN and not just
the spatial representation. If this is the case then it further
validates the use of the ESN for future studies into video
data processing. Subsequent analysis found that projecting the
ESN into a spatial resolution of W/4 × H/4 worked well in
generating a response vector that converged well during BPNN
training. Adjusting the time interval showed that the system
maintained convergence to a correct classifier, pointing to the
existence of a strong temporal memory trace left by an input
image coupled with the ESN.

As mentioned earlier, the ESN should maintain its dynam-
ics. This was checked by visualising the ESN as a 2D image
where neural values were mapped into pixel gray values, e.g.
as in Fig. 5. A certain set of parameters for the ESN could then
be evaluated easily e.g. if the system settled to a fixed point
then a static image of the neural state resulted. In practice an
appropriate scaling of the input while all other parameters are
fixed was a logical way to ensure sustained dynamics.

The BPNN network seemed sensitive to the number of
hidden neurons - this was the case with or without the ESN.
For testing a subset of five data classes, a configuration of 10

hidden neurons was appropriate for good convergence. The
momentum parameter seems critical for BPNN to generalise
to unseen inputs and also avoid local minima during the
optimisation process.

A. Class separation
Table II shows an example classification result for the sys-

tem (ESN+BPNN) compared to a baseline classifier (BPNN)
where images are fed directly to it. For both results the
system parameters were set to the same values (see the caption
in Table II). The columns give the possible classifications
and the rows are unseen test images of certain classes that
were given to the trained system. For both situations we find
maximal values in the correct locations, but it is clear that the
ESN+BPNN results are more strongly separated. As a first step
this analysis hints at the ESN providing a more unique spatio-
temporal signature to the input data for better class separation.

ESN+BPNN Class 1 Class 2 Class 3 Class 4 Class 5
Test Image Class 1 1.376 0.430 -0.139 -0.246 0.616
Test Image Class 2 0.117 1.483 -0.405 -0.024 0.200
Test Image Class 3 0.044 0.303 0.740 0.196 -0.015
Test Image Class 4 -0.063 0.076 0.154 0.776 0.182
Test Image Class 5 0.109 -0.485 -0.206 -0.054 0.946

BPNN Class 1 Class 2 Class 3 Class 4 Class 5
Test Image Class 1 0.540 0.471 0.032 0.027 -0.045
Test Image Class 2 -0.100 0.981 -0.168 0.079 0.345
Test Image Class 3 -0.046 -0.072 0.647 0.479 0.144
Test Image Class 4 0.064 0.082 0.247 0.693 0.045
Test Image Class 5 0.297 -0.004 0.129 0.251 0.436

TABLE II
COMPARES OUTPUT OF CLASSIFICATION BETWEEN THE PROPOSED

DESIGN (ESN+BPNN) AND THE BASELINE CLASSIFIER (BPNN) FOR
UNSEEN IMAGES USING THE PARAMETER SETTINGS, LEARNING RATE

= 1.4, LEARNING MOMENTUM = 0.08, ESN c1 = 30, c2 = 15, r = 0.1.
ESN PROJECTION SIZE = 1/4 OF INPUT IMAGE SIZE, ESN SAMPLE

INTERVAL = 1. THE ROWS AND COLUMNS HAVE MAXIMUM VALUES IN
THE CORRECT LOCATIONS SHOWING THAT CLASSIFICATION WAS

SUCCESSFUL FOR ALL IMAGES. NOTABLY, FOR THE SAME PARAMETER
SETTINGS OF THE BPNN, THE ESN PROVIDES BETTER CLASS

SEPARATION.

B. The ESN provides robustness and smooths the training
error landscape, helping convergence to a correct minima

Figure 6 shows how robustly the proposed system can
converge to a correct error minima, a property very useful
for classification tasks. As before, the proposed ESN+BPNN
system was compared to the baseline BPNN acting on its own.
Robustness was tested by varying the learning rate parameter
and observing the evolution of the training regime until the
error value ε < 0.001. The class separation measure, defined
as the angular difference, in degrees, between the system’s
output vector and the desired class vector (e.g. {10000} for
class 1 with five possible classes) was used as an indicator.
If this measure remains consistent over a large number of
parameters then the system is considered robust. The important
implication of this is that a robust system can converge to a
good error minima under a wider range of parameters. This
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Fig. 6. Convergence variation for adjusting training parameters: the class
separation measure, defined as the angular difference, in degrees, between the
system’s output vector and the desired class vector. For a wide range of learn-
ing rate values the ESN+BPNN approach consistently provides convergence
to a useful classifier, BPNN on its own does not show this property and there
is a large variance in its results. This indicates the robustness provided by the
ESN.

would make a neural network based system more reliable and
much easier to set up, due to the large number of potential
parameter settings. Clearly, from Fig. 6 the ESN+BPNN
provides more robust convergence over a range of learning
rate parameters (empirically chosen to be around the optimal
learning rate for the BPNN on its own). This means that the
ESN effectively smooths the training error landscape, reducing
the number of poor local minima and making the optimisation
regime more robust.

Still, due to the large number of parameters further ex-
perimentation and analysis shall be made and what was
presented here can be considered only a preliminary analysis.
A systematic search through parameter space will hopefully
give further insights and determine the most useful parameter
configurations.

VIII. CONCLUSION AND FUTURE WORK

This research has investigated Reservoir Computing and in
doing so proposed a novel design for face recognition. The
system uses an Echo State Network coupled with a Back-
Propagation Neural Network for robust data classification.
It forms part of an investigation into the applicability of
reservoirs and ESNs applied to computer vision problems.
Current results show that the proposed system is capable of
classifying human face images and that using an Echo State
Network increases the robustness of a neural network based
image classifier.

A. Implications of the approach: strong spatio-temporal prop-
erties suitable for video data processing

The system was designed with a long term goal of pro-
cessing video data instead of just static images - something
that will be explored in future research now that a working
system has been implemented. By virtue of its design, the
system can easily accommodate video sequences; instead of

coupling the ESN with a single static image for one time-
step, the ESN would be coupled with a video stream, a new
video frame being shown at each time-step (or after a certain
number of time-steps of the internal dynamics of the ESN).
Thus the general idea is to exploit the ESN’s internal memory
and rich spatio-temporal dynamics in order to create new and
powerful computer vision algorithms. Example applications
where ESNs could be useful are in analysing video data
for face expression recognition, detection and classification
of human movements in general e.g. gait analysis, or the
temporal fusion of image features into higher order scene
representations.
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Abstract—In this paper, we present a method that combines
appearance and motion information for data association in an
interacting multiple model framework for tracking pedestrians
in video sequences captured by a fixed camera. We formulate
data association as a bipartite graph problem and employ the
Munkres’ algorithm to associate the new observations with the
existing tracks. Two strategies for data association are designed
and compared. The first strategy is to impose a threshold value
on the total likelihood from the appearance and motion models
as the edge weights of the bipartite graph. The second strategy
is to use the combined motion model as a validation gate and
the likelihood from the appearance model only as the edge
weights. For the interacting multiple model tracking framework,
we incorporate three motion models: a stationary model, a
constant velocity model and a constant acceleration model. Our
experimental results show that the second strategy gives better
tracking results.

I. INTRODUCTION

Recently, there has been a significant interest in the com-
puter vision community on the tracking of pedestrians in
videos. One of the common problems that visual tracking
algorithms are exposed to is that pedestrian trajectories are
likely to be lost because of missing or incomplete observations
of pedestrians. An additional problem is that pedestrians are
incorrectly identified due to wrong data association.

Numerous visual tracking techniques have been proposed in
the literature to address these problems. A common problem
shared by these tracking techniques is how to strengthen the
data association stage so that the observations are correctly
assigned to the tracks. Data association techniques, such as
the nearest neighbour algorithm [1], the Joint Probability Data
Association Filtering (JPDAF) [2] and the Multiple Hypothesis
Tracking (MHT) [3], are among the commonly used methods.
The nearest neighbour algorithm is designed to assign each
track to the closest measurement using a distance measure.
Although such an algorithm is computationally efficient, it is
too simple to deal with complex situations where multiple
pedestrians are present. The JPDAF technique associates all
possible measurements to each track and weighs each inno-
vation using the probability derived from the track for each
measurement. Since the JPDAF technique assumes that the
number of targets to be tracked is fixed, it cannot handle
situations where new targets enter the scene or existing targets
leave the scene. The MHT algorithm has the ability to track
a variable number of targets at different video frames. The

algorithm iteratively generates new hypotheses by comparing
the predictions of old hypotheses and the actual measurements
using a distance measure. Each hypothesis at the current
frame consists of a set of tracks corresponding to the current
measurements. Pruning techniques in each iteration are used
to remove unlikely assignments. The main drawback of the
algorithm is that the computational cost increases exponen-
tially with the length of the tracking period. The hierarchical
association [4] is another technique for object tracking. Such
a technique classifies tracking problems into different levels
and deals with simple level problems first.

In graph-based data association techniques, the tracked
targets in the previous frame and the new observations in
the current frame are represented as vertices; the likelihood
values or similarity measures between these two entities are
represented as weights of the edges. Chen et al. [5] use a
graph matching algorithm to track multiple targets captured
by a static camera. They employ a bipartite graph for their
data association problem. The similarity between the targets
and candidates are computed as the Kullback-Leibler distance
between the corresponding colour histograms. Their method,
however, cannot handle the situation when the two targets
have similar appearance in the same video frame. Taj et al.
[6] use a graph-based method to perform data association
for tracking multiple objects in video sequences. Similarity
measurements for data association are computed based on
multi-features, such as the centroids, velocities, sizes and
histograms of the tracked objects. More recently, Reilly et al,
[7] present a bipartite graph for maximum matching of objects
between video frames. They divide a scene into grid cells and
then use the Hungarian algorithm [8] to associate the tracks
to the observations in each cell. The weight of each edge
in the bipartite graph contains object spatial and orientation
information.

Our research work reported in this paper differs from those
reviewed above in some respects. Our method uses bipartite
graph that combines the appearance and motion information
of each pedestrian. We use the Munkres’ algorithm [9] to
assign the existing tracks with their most likely observations
at the current time. To avoid incorrect data association due to
detection errors of the pedestrian detector, we investigate two
strategies for discarding unlikely matches between the tracked
targets in the previous frame and the observations identified
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in the current frame. The first strategy (abbreviated as TTL)
is to use the total likelihood from the appearance and motion
models while imposing a use-defined threshold to eliminate
unlikely associations. The second strategy (abbreviated as
VAL) is to use validation gate (e.g., see [10]) from the motion
models to rule out those edges which violate the motion
models. The appearance model that we use in our tracking
technique is smoothed 4D colour histograms computed for the
pedestrian windows. For the motion models, we incorporate
a stationary model, a constant velocity model and a constant
acceleration model into an interacting multiple model (IMM)
framework to deal with complex motions of pedestrians in
video sequences.

The paper is organized as follows. Section 2 presents
the pedestrian appearance model. We describe our pedestrian
tracking algorithm in an interacting multiple model framework
and the two strategies for data association in Section 3.
Experimental results are given in Section 4. Finally, conclusion
and future research direction are outlined in Section 5.

II. PEDESTRIAN APPEARANCE MODEL

Our pedestrian tracking technique employs the human de-
tector proposed by Dalal and Triggs [11]. Their method
involves the computation of histogram of oriented gradient
(HOG) descriptors from overlapping image windows and the
training of a linear support vector machine (SVM) on the HOG
descriptors. They apply the SVM classifier to all detection
windows of an input image at multiple scales to classify
detection windows into ’non-pedestrian’ and ’pedestrian’. The
HOG descriptors are known to contain redundant information
because of the different window sizes (i.e. different scales)
being used. So when the SVM classifier classifies a region as
’pedestrian’, many pedestrian windows of different scales are
often associated with the same pedestrian. This inevitably also
includes extra undesirable background areas in the pedestrian
windows. The removal of background areas in the pedestrian
window is therefore necessary in order to get a more accurate
human appearance model.

Our pedestrian appearance model is a smoothed 4D colour
histogram described in our previous work [12]. For complete-
ness of the paper, we briefly summarize the steps below.
We firstly extract a pedestrian bounding ellipse from the
pedestrian window returned by the HOG human detector.
The bounding ellipse has the same centroid as the pedestrian
window’s. To eliminate the extra background areas mentioned
above, major and minor diameters of the bounding ellipse are
made to be 20% smaller than the height and width of the
pedestrian window. We then halve each pedestrian bounding
ellipse into the upper and lower body parts and compute
the colour histogram in the L∗a∗b∗ colour space for each
part. Concatenation of the two colour histograms produces
a 4D colour histogram for each pedestrian bounding ellipse.
The 4D colour histograms are smoothed using kernel density
estimation [13].

III. PEDESTRIAN TRACKING

A. Interacting multiple model tracking

Our method incorporates multiple motion models in an
interacting multiple model [14] framework to track pedestrians
in video sequences. The IMM technique is designed to operate
multiple filters in parallel and combine their outputs to obtain
more accurate state vectors. Such a technique recursively
estimates the state vectors and their error covariance matrices
of moving targets over each time instant.

We use the Kalman filter for each motion model of the
IMM technique. Let Z(t) denote the measurement vectors up
to time t. Let xk(t|t) and Pk(t|t) be the state estimate and
error covariance matrix of a target for the kth motion model
at time t, given the measurement observed up to time t. Let
μk|m(t|t) be the model mixing probability from the kth to the
mth motion models (k,m = 1, . . . , M) at time t, given the
measurement Z(t). Let μk(t) be the probability of kth motion
model. In the Markov chain transition matrix, the element ρkm

denotes the transition probability from the kth to mth motion
models. This matrix is fixed in the tracking process. Let Λk(t)
be the likelihood function for the kth motion model at time t.
Let the state transition and the measurement matrix for this
motion model be denoted by Tk(t) and Hk(t), respectively.
The noise vectors wk(t) and vk(t) are assumed to follow the
Gaussian distribution with zero mean and covariance matrices
Qk(t) and Rk(t).

The IMM method allows the system to handle complex
motion of a moving target as it can model a dynamic system
with multiple models switching from one to another. We model
the human motions using 3 motion models:

• Motion model 1: stationary model;
• Motion model 2: constant velocity model;
• Motion model 3: constant acceleration model.

The state vector of each pedestrian for each model
is represented by a 11-dimensional vector. For instance,
the state vector xi

k(t) = (xi
k(t), yi

k(t), ẋi
k(t), ẏi

k(t),
ẍi

k(t), ÿi
k(t), wi

k(t), hi
k(t), ẇi

k(t), ḣi
k(t), si

k(t))� ∈ R11,
for i = 1, · · · , N , represents the state of the ith pedestrian
bounding ellipse at time t for the kth motion model, where N
is the number of pedestrian windows returned by the HOG
human detector. Here, (xi

k(t), yi
k(t)) denotes the coordinates

of the centroid; (ẋi
k(t), ẏi

k(t)) and (ẍi
k(t), ÿi

k(t)) denote the
velocity and acceleration of the ellipse, respectively; wi

k(t)
and hi

k(t) are the minor and major diameters of the pedestrian
ellipse; parameters ẇi

k(t) and ḣi
k(t) represent the rates of

change of these two diameters; si
k(t) is the scale of the HOG

descriptor returned by the HOG human detector. The matrix
P i

k(t|t) is the covariance matrix of the state vector of the
ith pedestrian at time t for the kth motion model, given the
measurement observed up to time t. For the stationary motion
model, the velocity and acceleration terms are ignored.

The IMM algorithm consists of several main stages in each
cycle. In the first stage, the mixing probability μi

k|m(t− 1) is
computed using the matrix ρi

km and vector μi
k(t − 1) at time
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t − 1 as follows:

μi
k|m(t − 1) =

1

ci
m

ρi
kmμi

k(t − 1), (1)

where ci
m =

∑
3

k=1
ρi

kmμi
k(t − 1).

Each model’s probability μi
m(t) is then computed using its

likelihood function Λi
m(t) and its probability in the previous

frame. The likelihood function, which is assumed to be Gaus-
sian distributed, and μi

m(t) are given by:

Λi
m(t) = N (Zj

m(t) − Hi
m(t)xi

m(t|t − 1) − vi
m(t);0,

Hi
m(t)P i

m(t|t − 1)Hi
m(t)� + Rm(t)), (2)

μi
m(t) =

1

c
Λi

m(t)
3∑

k=1

ρi
kmμi

k(t − 1), (3)

where c is a normalization constant. In our tracking method,
the measurement is a vector in R5 containing the centroid, the
major and minor diameters, and the HOG feature descriptor
scale of the pedestrian bounding ellipse.

In the final stage, the state vectors and their associated error
covariances of the three motion models are combined using the
following equations:

xi(t|t) =
3∑

m=1

xi
m(t|t)μi

m(t), (4)

P i(t|t) =
3∑

m=1

{P i
m(t|t) + [xi

m(t|t) − xi(t|t)]

[xi
m(t|t) − xi(t|t)]�}μi

m(t). (5)

B. Data association

Multiple pedestrian tracking requires a data association step
in order to correctly assign the tracked pedestrians in the
previous frame with the observations in the current frame.

1) The likelihood from the appearance and motion models:
The appearance information (i.e., colour histogram) of a target
is widely used to solve the data association problem. However,
it is not sufficient for a human tracking method to determine
data association according to the appearance model only, e.g. a
tracking method may fail if two people wear similar clothing.
To overcome this limitation, we formulate data association as
a bipartite graph problem and we incorporate the information
from the appearance and the motion models to get the edge
weights of the graph.

A bipartite graph G = 〈V,E〉 is a special graph where
vertices of the graph are divided into 2 partitions, V1 and V2,
such that V1 ∪ V2 = V and V1 ∩ V2 = ∅; if e = (v1, v2) ∈ E
then v1 ∈ V1 and v2 ∈ V2. This graph is particularly suited for
the data association problem in tracking as clearly the tracked
targets that have already been established from previous video
frames represent one partition of the vertices of the graph
while the new observations are in the other partition.

The appearance likelihood function Λi,j
a (t|t − 1) specifies

how likely the ith pedestrian at time t − 1 corresponds to
the jth pedestrian bounding ellipse returned from the HOG
human detector at time t for the appearance model. The ap-

pearance likelihood function, which is assumed to be Gaussian
distributed, i.e.,:

Λi,j
a (t|t − 1) = N (di,j

a (t|t − 1); 0.5;σ2), (6)

where di,j
a (t|t − 1) represents the Hellinger distance [15]

between the ith tracked pedestrian at time t − 1 and the jth

detected pedestrian bounding ellipse at time t and the σ is the
standard deviation of the Gaussian distribution. The Hellinger
distance is computed based on the Bhattacharyya coefficient
ρi,j(t|t−1) [16] between two 4D smoothed colour histograms
from the ith pedestrian at time t − 1 corresponds to the jth

pedestrian bounding ellipse at time t using the following
equation [15]:

di,j
a (t|t − 1) = 2(1 − ρi,j(t|t − 1)). (7)

The scale factor 2 in the above equation is not included in
our implementation. We use the Hellinger distance to evaluate
the similarity measures since a smaller Hellinger distance
indicates that the two 4D smoothed colour histograms are
similar. On the contrary, a smaller Bhattacharyya coefficient
indicates that the two colour histograms are dissimilar, which
is not natural to interpret.

Similarly, the motion likelihood function Λi,j
v (t|t − 1) de-

scribes the likelihood of the jth pedestrian bounding ellipse
returned from the HOG human detector at time t given the
prediction of ith pedestrian at time t − 1 from our IMM
tracking technique. The motion likelihood function, which is
also assumed to be Gaussian distributed, is given by:

V i,j
v (t|t − 1) = Zj(t) − H(t)xi(t|t − 1), (8)

Si
v(t|t − 1) = H(t)P i(t|t − 1)H�(t) + R(t), (9)

Λi,j
v (t|t − 1) = γN (V i,j

v (t|t − 1);0;Si
v(t|t − 1)), (10)

where V i,j
v (t|t−1) is the innovation between the prediction of

the ith pedestrian at time t−1 and the jth pedestrian bounding
ellipse at time t; Si

v(t|t − 1) is the innovation covariance of
the ith pedestrian; vector Zj(t) defines the jth measurement;
xi(t|t−1) and P i(t|t−1) are the predictions of both the state
vector and its associated error covariance matrix at time t−1;
γ is a normalization factor so that Λi,j

v (t|t − 1) is equal to 1
when V i,j

v (t|t − 1) = 0.
The total likelihood Λi,j(t|t − 1) of the appearance and

motion models is computed as follows:

Λi,j(t|t − 1) = αΛi,j
a (t|t − 1) + (1 − α)Λi,j

v (t|t − 1), (11)

where α ∈ [0, 1] is the weighting factor of the appearance
likelihood on the total likelihood.

2) Data association: We use the Munkres’ algorithm to
solve the bipartite graph matching. Unlike the Hungarian
algorithm, the Munkres’ algorithm can deal with the situations
where the partition V1 and V2 have different numbers of
vertices. In our method, the weights of the edges are likelihood
values and data association is resolved by finding the maxi-
mum flow in the graph. As the Munkres’ algorithm works on
minimizing a cost matrix, we need to negate all the matrix
elements first. So minimising this new matrix is the same
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as maximizing the original matrix. However, the Munkres’
algorithm may fail to associate a pedestrian with the correct
observation if false positives and /or negatives are returned
from the HOG human detector. To overcome this limitation,
we investigate two strategies as follows:

• Strategy 1: Thresholding on the total likelihood (TTL);
• Strategy 2: Validation gate and appearance likelihood

(VAL).
The first strategy (see Fig. 1 (a)) aims to remove the edges
that link the tracked pedestrians and the observations if the
combined likelihood values are smaller than an appropriate
threshold. The TTL strategy uses the combined likelihood
values from the appearance and motion models as the weights
of the edges in the bipartite graph. For the VAL strategy as
shown in Fig. 1 (b), we use the validation gate from the
combined motion model for each track to avoid associating
these observations if the motion model is violated. That is,
if the association results in a drastic change of velocity, then
the association would be discarded. The three-sigma rule [17]
is applied to the motion likelihood function to remove those
edges which violate the motion models. In brief, the three-
sigma rule specifies that if the innovation of the predicted
state of a track and an observation is less than 3 standard
deviations from the mean of the Gaussian distribution, then
the corresponding edge of the bipartite graph would remain.
The VAL strategy uses only the likelihood from the appearance
model as the weights of the edges in the graph.

From Fig. 1, we can see that using the two strategies,
different bipartite graphs can result. This may lead to different
tracking outputs. Even if the two bipartite graphs have the
same topology, their edge weights are different. The TTL
strategy also has the weighting factor α (see Eq. (11)) that
influences its performance.

For the case where a tracked pedestrian is occluded and
so no appropriate observation should be associated with this
pedestrian, our IMM tracking technique would predict the
pedestrian bounding ellipse using the combined motion model.
Occlusion is dealt with using a sliding window of frames. The
issue of occlusion is one of our research components still under
investigation.

4. EXPERIMENTAL RESULTS

Our pedestrian tracking system is implemented in C++
together with the code available in the OpenCV library. Our
tracking system has been tested on a 2.67 GHz processor PC.

We evaluate our tracking system on the two video databases
obtained from the web. The first video set is selected from the
CAVIAR video database [18], which has 384 × 288 pixels
per frame. The second set is selected form the CVLAB video
database [19], which has the 360 × 288 pixels per frame.

We initialize our IMM tracking framework using the pedes-
trian windows returned from the HOG human detector at the
first video frame. Since the HOG human detector can return
pedestrian windows with different centroid coordinates for
a stationary pedestrian in consecutive frames due to noise,

(a) Thresholding on the total likelihood (TTL)

(b) Validation gate and appearance likelihood (VAL)

Fig. 1. Two strategies for removing edges before applying the Munkres’
algorithm. The dashed lines shown here are edges that would be discarded
if (a) using the TTL strategy their edge weights are below the pre-defined
threshold; (b) using the VAL strategy the observations violate the combined
motion models of the tracked persons. The validation gates are shown as
dotted ellipses.

we assign the stationary motion model of our IMM frame-
work with the prior probability set to 1 while setting the
prior probabilities of both constant velocity and acceleration
motion models to 0 at the first frame. The velocity and
acceleration terms of the constant velocity and acceleration
motion models are therefore 0. We assume that the initial
state vectors and error covariance matrices for all three motion
models are the same for our IMM framework. Assuming
that the noise terms for all the components of the state
vector are uncorrelated, the initial error covariance matrix of
the kth motion model for each pedestrian is defined to be
P̂k(0|0) = diag(σ2

x, σ2

y, σ2

ẋ, σ2

ẏ, σ2

ẍ, σ2

ÿ, σ2

w, σ2

h, σ2

ẇ, σ2

ḣ
, σ2

s). In
all of our experiments, we empirically set σ2

x = σ2

y = 0.8,
σ2

ẋ = σ2

ẏ = 0.6, σ2

ẍ = σ2

ÿ = 0.3, σ2

w = σ2

h = 0.8,
σ2

ẇ = σ2

ḣ
= 0.6 and σ2

s = 0.7. The switching probability
matrix ρi

km from the kth to mth motion model is defined as:⎡⎢⎣ 0.9 0.05 0.05

0.05 0.8 0.15

0.05 0.15 0.8

⎤⎥⎦ .

We set the switching probability between the constant velocity
and acceleration models greater than the probability between
the stationary model and the other two models since pedes-
trians are more likely to change the motion models between
these two models.

We have conducted experiments of the IMM tracking
method with the two different data association strategies
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(a) Frame 1 (b) Frame 10 (c) Frame 44 (d) Frame 67 (e) Frame 84

Fig. 2. Tracking pedestrians in the presence of occlusion using the IMM tracking and the first strategy for data association.

(a) Frame 1 (b) Frame 10 (c) Frame 44 (d) Frame 67 (e) Frame 84

Fig. 3. Tracking pedestrians in the presence of occlusion using the IMM tracking and the second strategy for data association.

described in the previous section. In the experiments reported
in this paper, we empirically define the likelihood threshold for
the weight of each edge in the bipartite graph to be 0.7. Since
our Hellinger distance values (see Eq. (7)) are in the range [0,
1], a truncated Gaussian distribution with mean at 0.5 having
an area of 99.9% under the curve over this range requires
the standard deviation to be around 0.15. We therefore set the
standard deviation σ (see Eq. (6)) of the appearance likelihood
function to this value. We chose α (see Eq. (11)) to be 0.8
to account for the uncertainty at times from the pedestrians’
motions.

In Figs. 2 and 3, the performance of the TTL and VAL
strategies are compared on the same video sequence. In frame
44 (Fig. 2 (c)), using the TTL strategy to construct the
bipartite graph leads to an incorrect associations of person
�2 and person �3 from the Munkres’ algorithm. The reason
for the wrong association is because of the large overlap
of the pedestrian bounding ellipses and so the 4D colour
histograms of both pedestrians are similar. As show in Fig. 4,
this problem does not happen to the VAL strategy in frame 44
as the wrong associations are ruled out by the validation gate
before Munkres’ algorithm is applied. From these two figures
we can see that tracking pedestrians using the VAL strategy
outperforms the TTL strategy.

We also compared both strategies on the video sequences
shown in Figs. 4 and 5. Using the same parameter values for
σ and α as before, the tracking results are the same from both
strategies. So we focus on describing the VAL strategy only
from here on. As shown in Fig. 4, our method can successfully
track pedestrians in the presence of occlusion. The HOG
human detector returns one pedestrian window when person �1
occludes person �2 in frame 87. The bipartite graph generated
by the VAL strategy results in correct assignment in frame 86.
We then extract the coordinate of the centroid, the minor and
major diameters and the scale of the HOG human detector
from the pedestrian window to update the state estimates of
these two pedestrians in frame 87. From this figure, we can see
that the proposed tracking method can deal with cases such as
when two people merge into a group and then split from the

group.
We have verified our IMM tracking method using the

ground truth and the camera calibration data provided in the
CVLAB database [19]. The camera calibration data is used to
map the ground truth positions of the people on the ground
plane to the images using the camera calibration technique
presented by Tsai [20]. The pedestrian trajectories generated
from our tracking method and from the ground truth data are
shown in Fig. 4. The closer are the pedestrian trajectories to
the ground truth trajectories, the more accurate are the tracking
results.

Figure 5 demonstrates our IMM human tracking using the
VAL strategy for data association to handle false positive
and negative errors from the HOG human detector. The first
row of Fig. 5 shows pedestrian detection results from the
HOG human detector. A false positive window can be seen
in Fig. 5(c). On the other hand, the pedestrian window of
person �3 is not successfully detected by the HOG human
detector (see Fig. 5(d)). The false positive error is removed by
data association using the VAL strategy and the false negative
error is overcome by the prediction of the state vector for
the missing person �3 from our IMM tracking framework.
These two types of errors are successfully handled by our
IMM tracking and the VAL strategy, as shown in Fig. 5(e)-
5(h).

IV. CONCLUSION

We have presented a pedestrian tracking method that inte-
grates an effective data association technique in an interacting
multiple model framework for video sequences captured by
a fixed camera. Our tracking method can cope with minor
false positive and false negative errors from the pedestrian
detector. Our method is also capable of tracking pedestrians
under occlusion.

In our future work, we will look at video sequences with
more crowded and complex scenes. Our human tracking
method uses the HOG human detector that is trained using the
pedestrian full body. The detector is therefore not suitable for
detecting pedestrians that are too small in size (i.e., too far
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(a) Frame 31 (b) Frame 87 (c) Frame 96 (d) Frame 125

Fig. 4. Tracking pedestrians in the presence of partial occlusion using the IMM tracking with the VAL strategy. The red curve represents the trajectory of
person �1 while the blue curve is the image points projected from the ground truth data of person �1 on the ground plane. The magenta curve represents the
trajectory of person �2 while the cyan curve is the image points projected from the ground truth data of person �2 onto the ground plane.

(a) Frame 1 (b) Frame 62 (c) Frame 63 (d) Frame 102

(e) Frame 1 (f) Frame 62 (g) Frame 63 (h) Frame 102

Fig. 5. Examples showing the handling of false positive and false negative errors by our IMM tracking and the VAL strategy for a video sequence containing
four pedestrians. Row 1 shows the pedestrian detection results as green rectangles from the HOG human detector. A false positive error is present in (c) and
a false negative error is present in (d). Row 2 shows the correct tracking results as red ellipses from our tracking method in the presence of these two types
of errors.

away from the camera). We intend to investigate pedestrian
detectors that can deal with these cases and then use such
detectors to track pedestrians in cluttered scenes.
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Abstract—The application of compressed sensing (CS) in
accelerating magnetic resonance imaging (MRI) is reviewed
and an extension suitable for magnetic resonance angiography
(MRA) is presented. The sparsity inherent in typical MR images
can be exploited in order to replace regular full sampling of
measurement space with sparse sampling. The authors recently
proposed the enhancement of image sparsity by data ordering
with the algorithm PECS. An extension to PECS is presented
which projects reconstructed MRA image data onto a specially
designed temporal basis. Preliminary results are presented for a
normal subject.

Index Terms—magnetic resonance angiography; compressed
sensing; temporal basis functions.

I. INTRODUCTION

The significant time necessary to record each resonance
echo from the volume being imaged in magnetic resonance
imaging (MRI) has led to much effort to develop methods
which take fewer measurements. Faster methods mean less
time for the patient in the scanner, increased efficiency in the
use of expensive scanning facilities, improved temporal reso-
lution in studies involving moving organs or flows, and less
artifacts from patient motion. Images like those of the human
body possess the property of sparsity, i.e., the property that in
some transformed space they can be represented much more
compactly than in image space. The technique of compressed
sensing, which aims to exploit sparsity, has therefore been
adapted for use in MRI [1]. This, coupled with the use of
multiple receiving coils (parallel MRI) and the use of various
forms of prior knowledge (e.g., support constraints in space
and smoothness), has resulted in significantly faster image
acquisitions with only a modest penalty in the computational
effort required for reconstruction. We briefly introduce the
technique of compressed sensing and its use in MRI. We
then review the use of data ordering as a method of further
exploiting sparsity and the algorithm ‘PECS’, which we have
recently presented [2]. Sparsity also exists in the temporal
domain when voxel intensities over time reflect the quantity
of a contrast agent (gadolinium) within blood vessels. In
the following we present our use of the Kahunen-Loeve
Transform to generate a temporal basis and thereby to improve
the reconstruction with PECS of contrast enhanced magnetic
resonance angiography (CE-MRA) image sequences.

II. COMPRESSED SENSING

The conventional wisdom in signal processing is that the
sampling rate for any signal must be at twice the maximum
frequency present in the signal. However in the work per-
formed in recent years related to signal compression, it has
become obvious that the total amount of information which
is needed to represent a signal or image to high accuracy is
in many cases much less than that implied by the sampling
theorem. This is nowhere more apparent than in the modern
digital camera where quite acceptable images can be stored
and recreated from a small fraction of the data volume that
was associated with the original image sampling, a direct
consequence of the property of sparsity. The technique of
compressed sensing (also known as ‘compressive sensing’
and henceforth abbreviated to ‘CS’) was introduced to exploit
image sparsity [3], [4]. Consider a 2D image with N pixels
represented by the vector x and suppose that it can be
accurately represented by K << N data values under the
linear transformation y = Φx. Rather than to measure the N
pixel values and then to perform the transformation, we seek
to make just M measurements m, where K ≤ M << N , and
estimate the transformed version of the image. Thus m = Ψy,
where Ψ is a measurement matrix of dimension M×K. While
this might be of little direct benefit in the case cited above of
a modern digital camera, for which the design of the sensor is
most straightforwardly implemented as a regular 2D array of
individual pixel detectors, there are many other applications,
notably including MRI, for which making fewer measurements
does offer an advantage.

An illustration of how CS could work in optical imaging
is shown in Fig. 1. Suppose that the well known cameraman
image is being acquired with a conventional digital camera in
Fig. 1(a) and a full set of pixels are being recorded and stored.
Applying a linear transform, such as the discrete wavelet
transform (DWT), to the image allows many of the DWT
coefficients to be set to zero, resulting in a compressed form
of storage. The compressed data set can be used to reconstruct
a good likeness of the original image. The alternative CS
approach is illustrated in Fig. 1(b): by some process many
fewer samples are made of the original scene and the non-zero
coefficients of the compressed image are directly estimated
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(a)

(b)

Fig. 1. Comparing (a) conventional image sensing and compression to (b)
compressed sensing. In (a) the image is sampled at the Nyquist sampling
rate, then all of the smallest coefficients in the image’s wavelet transform
are discarded. In (b) the significant wavelet coefficients are directly estimated
from fewer samples of the image.

with CS. Thus the waste associated with performing full data
measurement followed by compression is avoided in CS.

III. APPLYING COMPRESSED SENSING TO MRI

MRI represents the entire set of methods which apply the
principles first developed for chemistry as nuclear magnetic
resonance in such a way that the spatial variation of a property
within an object is observed. Because of the relationship be-
tween the resonance frequency of certain atoms and magnetic
field strength, virtually all MRI methods make measurements
in spatial frequency space, or ‘k-space’ as the MRI community
refers to it. The use of MRI is restricted in one specific way:
the physical processes involved in the excitation and reception
of MR signals are inherently quite slow. Thus the time taken to
invoke a specific sequence and to measure the signals that are
generated is measured in a matter of milliseconds per k-space
sample. Note that this has nothing to do with the electronics
associated with the scanner - faster hardware does not solve the
problem. To take a complete set of measurements for, say, a
3-D imaging study of the brain may take many minutes; some
acquisition sequences require periods approaching one hour. A

key method to speed up acquisition has been the introduction
of multiple sensing coils and corresponding algorithms to
exploit the extra information, such as SENSE, for performing
what is now known as ‘parallel MRI’ [5]. Further strenuous
efforts are being made to achieve further acceleration through
signal processing, including with CS.

The formal introduction of CS into MRI methods was made
by Lustig, Donoho and Pauly in 2007 [1]. Their key contribu-
tion was the explicit use of a different transform domain for ap-
propriate application of the L1 norm. The authors identified the
use of discrete wavelet transform (DWT) and discrete cosine
transform (DCT) as suitable transform bases for application
in MR images, as evidenced by their sparse representation
under DWT and DCT. A reconstruction framework was given,
which converts the CS formulation into a convex optimization
problem and hence allows for computational efficiency [1].
The authors also spelt out that a key requirement in data
measurement for successful compressed sensing recovery is
to achieve incoherent aliasing.

IV. INCREASED SPARSITY BY DATA ORDERING

A quite distinctly different approach to increasing sparsity
has recently been proposed. In 2008 Adluru and DiBella [6]
and Wu et al [7] independently proposed performing a sorting
operation on the signal or image as part of the reconstruction
process. The principle is presented in Fig. 2 for a 2D axial
brain image. In Fig. 2(a) the situation is shown whereby
the image is transformed by the 2D DCT and then a com-
pression occurs by setting all coefficients less than a given
threshold to zero. The resulting reconstruction is similar to
the original, but noticeably smoother due to the loss of some
small amplitude high frequency components. In Fig. 2(b),
the image pixels are sorted from largest amplitude in the
lower right to highest amplitude in the upper left to make the
resulting function monotonic and the mapping required to do
this is retained (denoted ‘R’). The same transformation and
recovery operation after thresholding as in (a) is performed
and a re-sorting (denoted ’R−1’) is performed. Because the
compression retains much of the shape of the image after
sorting, the result has much higher fidelity than in Fig. 2(a).
We argue that many fewer coefficients need to be retained in
the DCT of the sorted image than in the original, hence the
more successful reconstruction.

Clearly the process depicted in Fig. 2 requires knowledge
of the original signal in order to derive R. The practical
utility of what has been demonstrated is likely therefore to
be questioned. However we have demonstrated that several
methods to derive an approximate R are possible and that they
lead to useful and practical algorithms for MR image recovery.
One such method is now described in the next section.

V. PRIOR ESTIMATE-BASED COMPRESSED SENSING

We recently introduced the method ‘prior estimate-based
compressed sensing’ (PECS) and demonstrated its use in
both brain imaging, i.e., imaging of a static structure, and
in contrast-enhanced angiography, i.e., dynamic imaging, as
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Fig. 2. Illustration of how a data ordering can achieve a higher sparsity
for a 2D image. In (a) the signal is compressed by retaining only those DCT
coefficients with amplitudes higher than a threshold. In (b) the image pixels are
sorted to generate a monotonic function and then the same recovery operation
is performed before a final resorting. Because the sorted data in (b) is more
sparse, the recovery is of higher quality.

part of a pilot study on normal volunteers [2], [8], [9]. We
briefly describe the method and present preliminary results
for improving the reconstruction of sequences of images in
CE-MRA.

The success of CS is determined by the sparsity of the
underlying signal. In our experience to date, the sparsest
representation of a typical MRI anatomical image is obtained
by ordering the set of pixel (or voxel) amplitudes as described
in Section IV. Assume that a set of under-sampled k-space
data have been collected with a particular MRI sequence with
the purpose of forming a high resolution image. In addition,
assume a prior estimate is available of the image, for example
a low resolution version of the image. In PECS the prior
estimate of the image is first used to derive a data ordering,
R; CS is then used to recover an image from the measured k-
space data, incorporating the approximate ordering (to promote
sparsity) and a total variation (TV) minimization (to promote
piecewise smoothness in the resulting image) [2], [8]. When
R is applied to the high resolution data, the result is a highly
noisy signal which only approximates in form to a monotonic
function. Under the transform the largest coefficients retain the
form, while the errors tend to generate a noise-like spectrum
with low amplitudes spread across many coefficients. After
applying a threshold, only the significant coefficients are non-
zero and these retain the form of the true ordering. We argue
that prior knowledge about the signal is thereby introduced by
the application of the approximate data ordering [2].

It remains to explain the formation of a prior estimate. In the

case of using PECS to reconstruct CE-MRA image sequences,
we use an image formed by combining all of the k-space data,
i.e. a static image reconstructed by CS. This image does not
retain any of the temporal variation, but it does approximate
closely to the anatomy of the subject.

VI. FORMING A TEMPORAL BASIS

In CE-MRA a bolus of gadolinium-containing compound is
injected into a peripheral vein. The injected material diffuses
within the bloodstream as it is propelled to the right side
of the heart, through the lungs, through the left side of the
heart and then finally to the site of interest. The diffusion
within the moving bloodstream is such that the concentration
of contrast material, observed at some downstream point,
rises from zero to a peak and then decays somewhat more
slowly than it rose. If monitoring continues, it may be possible
to see a later recirculation phase, but attention is normally
directed to the first pass of the contrast material. A number
of authors have analysed the shape of the contrast-versus-time
curve and concluded that it approximates to a gamma variate
function [10], [11] (neglecting the recirculation, if present).
In its most common form the gamma variate function can be
expressed as

y(t) = A(t − t0)
α exp (−(t − t0)/β) , t ≥ t0, (1)

where t0 is the point at which the function commences and
α and β are real parameters. However Madsen [11] showed
how it can be expressed in a more convenient form:

y(τ) = ymax τα exp (α(1 − τ)) , (2)

where τ = (t− t0)/(tmax − t0), tmax is the time at which the
function peaks and ymax is the amplitude at that time. The
shape of the gamma variate function in the form of Eq. 2 is
controlled by the single parameter, α.

Within a sequence of MRA images, the expectation is that
different voxels will have distinctly different temporal vari-
ation throughout the sequence. Firstly, those associated with
areas free of significant bloodflow will have little temporal
variation other than the inevitable signal noise and the artifacts
likely to be caused if the sampling density in k-space is below
the Nyquist limit. Those associated with arteries will exhibit
a relatively early and rapidly rising contrast pulse. Those
associated with the venous drainage will exhibit a relatively
later and more slowly rising pulse with lower peak amplitude
than for the arterial voxels. The time of onset will depend
on the distance from the point of observation to the injection
site and the timing of the injection relative to the start of the
data acquisition. While the gamma variate function provides
a very useful model for the expected intensity variation in
those parts of the image where blood vessels lie and therefore
through which blood and contrast flows, the function has
several parameters controlling the temporal variation, i.e., t0,
tmax and α, as presented above in Eq. 2. Our approach is
to project the temporal variation within each voxel onto a
set of basis functions, a linear combination of which can
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accurately represent the range of responses expected within
the image. We have employed the Karhunen-Loeve transform
(KLT) which is known to provide an optimal basis under
certain conditions [12].

(a) (b)

Fig. 3. Illustration of the formation of a set of temporal basis functions: (a)
the first 10 out of a set of 100 unit amplitude gamma variate functions with
randomly assigned parameters, and (b) the first 4 basis functions generated
by KLT from the training set.

A total of 100 prototype functions were generated, the
first 10 of which are shown in Fig. 3(a). In each case the
peak amplitude was fixed at unity while the three other
parameters in Eq. 2 were randomly chosen with a uniform
distribution from within the following ranges: t0 -25 to +45
seconds; tmax +25 to +60 seconds; and α 0.8 to 3.0. These
ranges were chosen so that the 100 gamma variate functions
represented a reasonable approximation to the expected shape
of intensity-versus-time responses in the various parts of the
field-of-view (FOV) where blood vessels lie. The KLT was
then applied. Fig. 3(b) shows the first four basis functions
generated by the process. Experimentation indicated that a
total of 4 temporal basis functions was sufficient to fit the set
of generating functions within a small mean-square error, so
the results presented in Section VIII are for 4 basis functions.
While recomputing the basis functions for a different set of
gamma variate exemplars with the same parameter ranges will
generate a different basis, experience shows that the functions
are very similar in nature each time. Likewise, making small
changes to the ranges of the gamma-variate parameters was
found to have relatively little effect on the basis functions
formed by KLT, suggesting that the process is reasonably
robust.

VII. IN-VIVO MEASUREMENT

A study was performed on the knee region of a human
volunteer to investigate the performance of the proposed
method. A 1.5T GE scanner equipped with an 8-channel
receiver channel coil, in which the individual receiver channels
are symmetrically placed around the cylindrical coil, was used.
A T1-weighted 3D spoiled gradient recalled (SPGR) sequence
was used, and the two phase encoding directions were set to
superior-inferior (SI) and anterior-posterior (AP).

Ethical approval was obtained from the Upper South A
Regional Ethics Committee (Ministry of Health, NZ) to make
a single injection of gadolinium contrast into the volunteer.
The following scan parameters were used: TR = 4.8 ms,

TE = 1.8 ms, Flip angle= 45o. A matrix size of 196×128×48
was used to obtain a spatial resolution of 1 × 1 × 1 mm. 20
ml of Gd-BOPTA (Multihance) was injected as a bolus.

Acquisitions were defined by a sampling mask which sam-
pled 25% of k-space and 20 repetitions of the partial k-space
data sets were obtained. Samples were randomly located, but
with a higher probability of being close to the centre of k-
space. Each repetition took 7.5 s to complete. The first repe-
tition of the data acquisition sequence was timed to complete
before the contrast arrived into the region being imaged; that
data was used for estimating the coil sensitivity profile and was
subtracted from the following repetitions to help eliminate the
stationary background. A sliding window, of width T s, on the
data was employed to generate a sequence of reconstructed
frames. Thus T = 7.5 s represented an acceleration factor
(AF) of 4, since only one quarter of the k-space volume was
sampled for each frame, while T = 5 s represented AF = 6.

VIII. RESULTS

The images shown in this section are maximal image projec-
tions (MIP) viewed from the front of the subject’s knee. Fig. 4
(a) and (b) show two frames from a sequence reconstructed
by PECS with T = 7.5 s. One frame was generated every 1.6
s. The reconstructions show noticeable artefacts caused by the
difficulties of reconstructing from such a small amount of data.
Corresponding reconstructions with a temporal basis applied
are shown in Fig. 4 (c) and (d), respectively. Only the first 4
temporal basis functions were used. In both cases the use of
the temporal basis has had a significant effect in suppressing
the background artifacts and significantly improved the clarity
of the vessels within the arterial tree. The venous structure is
not visible, since the frames shown are relatively early in the
sequence. Note that the general quality is reasonable and there
is a clear progression from the earlier to the later frame.

Fig. 5 (a) and (b) again shows 2 selected frames from a
reconstructed sequence of MIP images, but this time T = 5
s., so even less k-space data was used for each frame. The
frames selected are again (a) shortly after the appearance of
the contrast agent and (b) near the point of peak concentration
of the contrast agent. Corresponding reconstructions after
projecting the data onto the temporal basis are shown in Fig. 5
(c) and (d), respectively.

In Fig. 6 plots of the standard deviation (SD) of a group
of voxels within the FOV, but outside of any blood vessels,
are shown. The voxels concerned were from a 11 × 11 voxel
block in the centre slice of the FOV. The plots shown are
over time, both before and after projecting the data onto the
temporal basis and the sequence used is for T = 7.5 s. A
significantly lower value of SD is observed after the temporal
basis is applied.

IX. DISCUSSION

We have presented some preliminary results for project-
ing reconstructed CE-MRA sequences onto a temporal basis
designed to match the expected dynamics of the contrast
material. While imposing constraints on temporal variation
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(a) (b)

(c) (d)

Fig. 4. Frames selected from the sequence reconstructed by PECS with T
= 7.5 s: (a) 14th, and (b) 48th frame. (c) - (d) the corresponding frames for
the sequence projected onto 4 temporal basis functions generated by KLT.

(a) (b)

(c) (d)

Fig. 5. Frames selected from the sequence reconstructed by PECS with T
= 5 s: (a) 9th, and (b) 32nd frame. (c) - (d) the corresponding frames for the
sequence projected onto 4 temporal basis functions generated by KLT.

Fig. 6. Plots comparing the standard deviations for a small region (121
voxels) free of vessels with T = 7.5 s.

is not new, it has in the past primarily been applied to
cardiac imaging [13], [14], where the pseudo-periodic nature
of the heart activity can be exploited. As far as we are
aware, ours is the first use of a temporal basis generated by
KLT from a set of gamma variate prototype functions. The
method has the potential to significantly improve the quality
of the angiographic sequence, by suppressing frame-to-frame
variation which becomes very noticeable when the sequence
is viewed as a real-time movie loop.

Our method incorporates a data ordering step in the re-
covery of MR images by compressed sensing. There remains
considerable scope for putting this non-linear processing on a
firm theoretical footing. Candès and others have provided such
rigour to the basic CS recovery of certain classes of image [3],
but no such attention has to our knowledge been directed at the
data ordering. Our conjecture is that prior knowledge of the
image can be usefully incorporated in the CS process through
data ordering. Experience also shows that the aliasing artefacts
which are an inevitable consequence of taking fewer k-space
samples are converted into distributed errors more akin to
random noise; while any error is undesirable, such random
noise is often less likely to obscure genuine image features.

We have demonstrated high acceleration factors for the
generation of CE-MRA image sequences. In Fig. 5, for ex-
ample, each frame in the sequence is generated from only one
sixth of the samples needed for full Nyquist sampling of the
three dimensional k-space. Even higher acceleration factors
are possible and such high accelerations make dynamic studies
of the flow of contrast agent practical. In addition, the nature
of the sampling makes retrospective choice of the acceleration
practical. Thus, image quality (SNR) can be traded off against
temporal resolution.

X. CONCLUSION

In CE-MRA the sparsity associated with the relatively
smooth change in contrast agent concentration can be used
to improve the quality of reconstructed image sequences. A
method which projects the voxel data onto a temporal basis
formed by the Kahunen-Loeve Transformation of prototype
gamma variate functions has been demonstrated on a study
using a human volunteer.
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Abstract—We present a new scalable volumetric reconstruction
algorithm for multi-view stereo using a graphics processing unit
(GPU). It is an effectively parallelized GPU algorithm that
simultaneously uses a large number of GPU threads, each of
which performs voxel carving, in order to integrate depth maps
with images from multiple views. Each depth map, triangulated
from pair-wise semi-dense correspondences, represents a view-
dependent surface of the scene. This algorithm also provides
scalability for large-scale scene reconstruction in a high resolution
voxel grid by utilizing streaming and parallel computation. The
output is a photo-realistic 3D scene model in a volumetric or
point-based representation. We demonstrate the effectiveness and
the speed of our algorithm with a synthetic scene and real
urban/outdoor scenes. Our method can also be integrated with
existing multi-view stereo algorithms such as PMVS2 to fill holes
or gaps in textureless regions.

I. INTRODUCTION

One of the main approaches for photo-realistic 3D scene
reconstruction is image-matching-based multi-view stereo, that
uses image correspondences with a geometric relationship,
known as epipolar geometry, between pair-wise images [14].
Image correspondence typically refers to dense correspon-
dence algorithms where most or all pixels in the reference
image are to be matched, in order to reconstruct a dense
geometry of the scene. With computed correspondences and
camera poses, final 3D points are obtained via triangulation.

Such a set of 3D points, called a “point cloud”, is the
final output of most scene reconstruction methods in this
category. The point cloud generally does not provide additional
information such as normals and connectivity of points. To
generate a complete 3D polygonal model, a further process,
so-called surface reconstruction, is needed. Since most sur-
face reconstruction algorithms such as [9] take unorganized
points, they are useful in many applications; however, since
they discard useful underlying information such as normals,
obtained from multi-view stereo, they are not appropriate when
the surface of an object contains outliers or regions of high
curvature. Noise in 3D points due to matching error may
also cause incorrect polygonal fitting in surface reconstruction
algorithms.

Another research trend in 3D scene reconstruction is
object-based volumetric stereo [7]. One of the most widely
used methods is space carving [11], [12] that uses photo-
consistency, where any photo-inconsistent voxel is carved

away. This method assumes that camera poses are known so
that every voxel is projected into all images in which it is
visible. Since camera poses are typically unknown in most
outdoor scene images, the poses should be estimated prior
to the reconstruction, which is still a hard problem. Incorrect
camera poses can lead to poor reconstruction; therefore vol-
umetric stereo methods may not be appropriate for outdoor
scene reconstruction. In addition, they are often “object-
centric” where most views look at a centered foreground
object, whereas outdoor scene images are more complicated.

In this paper, we propose a novel GPU-parallelized volumet-
ric reconstruction algorithm for aerial photographs of outdoor
scenes. We use image-matching-based multi-view stereo to in-
tegrate depth maps with images into a high resolution volume.
This method is an effectively parallelized GPU algorithm that
simultaneously uses a large number of GPU threads, each
of which performs voxel carving, given input images from
multiple views and their depth maps. Each view’s depth map,
Delaunay-triangulated from pair-wise stereo correspondences,
explicitly represents a view-dependent 3D surface of the scene.
The output of this algorithm is a set of surface voxels, each of
which stores a weighted average plane among several view-
dependent planes that intersect the voxel cube. These surface
voxels are suitable for point-based rendering. For large-scale
reconstruction in a high resolution voxel grid, we also present a
scalable streaming reconstruction scheme along with the GPU-
adapted voxel carving. The experimental results show that our
method achieves high performance and works effectively for
large-scale reconstruction with synthetic and real urban scenes.

This paper is organized as follows: Section II provides an
overview of previous work, together with our contribution.
Section III describes our proposed GPU-based reconstruction
method. Section IV provides some experimental results and
discussion, followed by conclusions in section V.

II. RELATED WORK AND CONTRIBUTIONS

Our approach is among the multi-view integration tech-
niques that reconstruct a scene in a volumetric or polygonal
surface representation, given a set of depth maps from stereo
correspondences [4]. Such depth map integration methods
were originally proposed in reconstruction techniques for
range images obtained from a laser scanner. These techniques
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can also be used for multi-view stereo applications since each
depth map can be treated as a range image.

Curless and Levoy’s algorithm [3] is a representative method
among the volumetric reconstruction techniques using laser-
scanned range images. This paper introduces a weighted
signed distance function of each point to the nearest range
surface from multiply scanned views to combine structured
data. Davis et al. [5] also use the same distance function to
fill holes caused by line-of-sight constraints.

Similar reconstruction techniques that directly merge a set
of range images into a single mesh have also been proposed.
Turk and Levoy [16] describe an incremental algorithm to
build surfaces by zippering multiple range meshes, by remov-
ing redundant surfaces, clipping the meshes, and zippering
along the remaining boundaries. However, difficulties in merg-
ing multiple range meshes may be encountered, since there are
numerous intersections among triangles [4].

Ju et al.’s algorithm [10] uses a direct mesh integration for
multi-view stereo. Zach et al.’s multi-view mesh integration
method [17] uses a global energy function to achieve smooth-
ness when noise is present in the depth maps. Bradley et al.’s
algorithm [1] merges binocular depth maps using a Delaunay-
triangulation-based interpolating mesh approach.

There are several contributions in this paper. First, we
present a fast and robust volumetric integration method using
graphics hardware to reconstruct an outdoor scene into a vol-
umetric or point-based representation. We believe volumetric
integration is more appropriate to transform into parallel GPU
code than direct mesh integration. Our proposed method is
a GPU-based voxel carving that effectively utilizes massively
parallel GPU threads. In addition to adopting some concepts
from [3], we combine depth maps with the associated images
to generate a set of surface voxels, each with an optimally
interpolated color from all visible images and a weighted
average plane in a quantized format to efficiently use the GPU
memory. For better point-based splatting, the output surface
voxels are shifted to a point on the voxel’s weighted average
plane.

Second, we also focus on scalability of our algorithm to
achieve large-scale integration. Due to the limited GPU mem-
ory, it is not possible to reconstruct a high-resolution volume
in one GPU kernel. Our large-scale reconstruction scheme
achieves scalability by partitioning an entire volume into sub-
volumes, each of which is reconstructed by the parallel GPU
kernel.

In addition, we do not require dense correspondences for
depth maps. In dense correspondence algorithms, pixels in
textureless regions are difficult to correctly match, which
can cause matching errors. Pixels in an occluded region
also cause matching errors, and sometimes interpolation and
smoothing to correct the matching errors has a negative
influence on neighboring correspondences. We believe that
semi-dense correspondences are more appropriate than dense
correspondences in many scenes. Semi-dense correspondences
are sparser matching pairs that are sufficient to determine the
entire geometry of the scene. Each depth map, generated from

a set of semi-dense correspondences between two images,
represents “good” geometry for the scene from this view.

III. OUR RECONSTRUCTION ALGORITHM

A. Preprocessing

This algorithm requires a set of input images, each of which
comes with its camera pose and depth map. Therefore we first
perform camera pose estimation and image matching. In image
matching, any dense correspondence algorithm is applicable.
For our experiments, we use Cluff et al.’s dense correspon-
dence algorithm [2] using gradient-based warping and coarse-
to-fine hierarchical matching (i.e., a coarse matching at a lower
resolution level serves as a first approximation for the match-
ing at the next highest resolution level). Given some “good”
matching pairs from this algorithm, we extract matching points
on or near edges by applying an edge detector to the image.
Given camera poses and pair-wise correspondences, we then
use these correspondences to compute 3D points, followed by
bundle adjustment to refine the camera poses as well as the
3D points.

In some real urban and terrain scenes from aerial pho-
tographs, the 3D point cloud makes a large angle with the
image plane because of the tilt of the camera. Since these
scene models are fairly flat, we rotate these terrain models so
that the x and z coordinates are horizontal and the y coordinate
is vertical, for efficiency in volumetric representation. Then we
can use a much smaller range in the y-axis than in the x- and
z-axes, for instance, an 8192 × 512 × 8192 voxel grid. This
makes the reconstruction more efficient, with a smaller voxel
grid. Given the output stereo correspondences, we first align
these points onto the x-z plane by estimating a least squares
plane and transforming all coordinates as well as the camera
projection matrices.

B. Depth Map Generation

Given semi-dense correspondences between two images,
and the 3D points they determine, a depth mesh is generated
from a Delaunay triangulation of the 2D correspondences. The
2D vertices in the mesh are replaced with their corresponding
3D points so that the mesh becomes a view-dependent 3D
surface. Each triangle’s normal is computed from its 3D vertex
coordinates, with the sign chosen to make a negative dot prod-
uct with the viewing direction. If the input correspondences
are noisy, mesh simplification algorithms can be applied to
merge triangles that have similar normals. Once a depth mesh
is prepared, it is projected onto the image plane to create a
dense depth map. The reason to use depth maps instead of
depth meshes is for fast carving on a voxel-by-voxel basis.

The depth map stores not only depth values, but also
plane information with normals at every pixel. Depth values
represent a distance between the camera view point and the
view-dependent surface. Some view-dependent surfaces may
not be correct surfaces, but the incorrect surfaces should be
carved away when voxel carving is performed with another
view point. On the other hand, some other view-dependent
surfaces may represent correct surfaces, depending on the
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Fig. 1: Parallel voxel carving using GPU threads.

angle between the camera ray and the object’s true surface
normal. These surfaces will remain after voxel carving.

C. Parallel Voxel Carving on GPU

This reconstruction method is based on voxel-by-voxel carv-
ing, which can easily be transformed into parallel GPU code.
Thus voxel carving for a group of voxels is independently
executed in parallel as illustrated in Figure 1. Due to the
limitation of the GPU memory size, a single reconstruction
kernel can handle a volume of approximately 2563 voxels. The
number of GPU threads executed depends on the resolution
of the input volume. In the case of 2563 voxels for instance,
2562 threads run in parallel and each thread carves 256 voxels
independently. For better balancing all thread workloads, voxel
carving by each thread is done in the y-axis direction since
most urban scenes are fairly flat on the x-z plane.

For each voxel in its y-axis column, the thread loops over the
input views and carves away any voxels closer to a particular
view than its depth map in its camera projection. Each voxel
has a tag that indicates the voxel visibility among three modes:
“uncarved”, “carved”, or “surface.” Initially, all voxels are
tagged as “uncarved”. In each camera view, for each voxel,
the distance between the voxel and the camera position is
compared with a depth value from the image plane which
the voxel is projected onto. If the distance is smaller than
the depth value, the voxel is carved. Any carved voxels in
a camera projection are no longer examined in later camera
projections. If it is larger than the depth, the voxel is preserved.
Any uncarved voxel which is close to a depth map within a
threshold is tagged as a surface voxel.

For surface voxels, the associated plane information in 4
quantities (normal vector and distance), and an averaged color
in 4 components (RGBA) are stored, where the alpha compo-
nent is used for the voxel mode. To obtain a color from all
visible camera views, neighboring colors in each image onto
which the voxel is projected are bilinearly interpolated. All the
interpolated colors from the multiple views are then averaged
using weights depending on the angle between the surface

����	
����������

��������
���
�����


�����
������
��	�


���
�����!�
��#���
$��%�


$�	��	
����������

�&�!���	��!	���


��������
&�!���	��!	��


�'*+'
	-�����
��
.�/��


��

��

�
�

�
�

�
�

�
�

����	
���0�4
���	-
5��4

6�����
������	���


6�/
	�

.�/


.�/

	�
6�/


'*+7
��!�����
��#��� 

Fig. 2: Scalable volumetric reconstruction scheme.

normal and the viewing direction, as proposed by Debevec et
al. [6]. Similarly, when multiple planes are intersected within a
voxel cube, the normals and distances are weighted averages,
just like the signed distance and weight functions in [3].
This computation is independent of the carving order, so it
is suitable for parallelization.

The 4 plane quantities are quantized into signed 1-byte
values. Normal vector components (A, B, C) and the distance
D (i.e., a ratio of the signed distance between the plane and the
voxel center to the half-diagonal of the voxel cube) can range
from -127 to + 127. All quantized values with -128 indicate no
intersection with this voxel and the corresponding plane and
those voxels are removed later. As a result, each surface voxel
has encoded 8 bytes of plane and color information, which is
efficient for the GPU memory.

The output voxels can be rendered using volume rendering
or point-based rendering. With the surface voxels, one can
use point-based splatting such as QSplat [13] with discs and
normals. Each voxel corresponds to a single point which is
rendered as a splat (disc) with a small radius. For point-
based splatting, the output surface voxels are stored by shifting
each voxel’s center to a nearest point on the voxel’s weighted
average plane.

D. Scalable Reconstruction Scheme

One of our goals is to reconstruct large-scale urban scenes
in a high resolution voxel grid. As the resolution of the volume
increases, overall performance of the volumetric reconstruction
drops off rapidly. In addition, each GPU reconstruction kernel
can use a maximum 2563 voxels, since this is all that fits
into the GPU memory of our graphics hardware. In this
subsection, we present a scalable reconstruction scheme that
exploit streaming computation as well as the GPU-accelerated
parallel computation. The GPU-based method in Section III. C
takes advantage of a number of GPU threads that carve voxels
simultaneously. The streaming computation makes it possible
to reconstruct large-scale volumes by sequentially processing
small regions of the entire volume with the parallelized
reconstruction on the GPU.

Figure 2 illustrates an overview of this scheme. Since
any subdivision does not affect the final output, this scheme
gives scalability; the entire region to be reconstructed can be



Fig. 3: Input images for our experiments. From left to right, synthetic building, Stockton (CA, USA), Walnut Creek (CA, USA),
and coffee shack.

divided into small sub-volumes of a size that fits into the GPU
memory. Prior to this process, we determine the range of the
entire region by checking the minimum bounding box of the
triangulated 3D points. All the generated depth maps, images,
and camera projection matrices are stored on the GPU memory
before the carving begins, as shown in Figure 2.

In the streaming process, the entire volume is subdivided
into sub-volumes and each sub-volume stream has 2563 vox-
els. Each sub-volume stores a volume size, position, and
resolution, and all voxels in the stream are set to “uncarved”.
Output sub-volume streams after voxel carving on the GPU
contain only surface voxels with color and compressed plane
information. Input sub-volume streams in main memory are
sequentially transferred into the GPU memory to execute voxel
carving accelerated on the GPU. Output carved sub-volume
streams are then transferred back to main memory. The main
program on the CPU extracts surface voxels in the streams
and stores them with the associated voxel position.

IV. EXPERIMENTS AND DISCUSSION

In this section, we evaluate the effectiveness of our al-
gorithm with synthetic and real aerial/outdoor images. Our
application was written in C/C++ with CUDA and OpenGL.
All experiments were performed on an NVIDIA GeForce 9800
GT with 512 MB video memory, or an NVIDIA NVS 3100M
with 512 MB video memory. Figure 3 shows sample input
images used for our experiments. For the synthetic scene, we
generated an OpenGL textured polygonal model of a building
and terrain scene, and captured images from several camera
views. For each image, sparse depths (every 2-3 pixels) from
OpenGL color/depth buffers were measured to simulate sparse
correspondences in real applications. We also used two sets of
aerial photographs of real urban scenes; Brett Wayne’s aerial
images of Walnut Creek, California, USA [20] and Carlos
(Kique) Romero’s aerial images of Stockton, California, USA
[19]. The last scene is our outdoor image set of a coffee
shack. For the real scenes, we estimated camera poses using
Bundler [15], given intrinsic camera parameters. Pair-wise
correspondences to generate depth maps were obtained using
Cluff et al.’s dense matching algorithm [2].

A. GPU-based Reconstruction

Figure 4 shows results from our GPU-based single volume
reconstruction, both of which have 2563 voxels. Figure 4
(b) shows the reconstructed volume of the synthetic building

TABLE I: Accuracy of the reconstructed synthetic scene. Error
indicates a distance between the reconstructed and the ground-
truth surface.

# Depth Maps Min. Error Max. Error Mean Error (%)

1 0.0134 35.6 1.5 (0.26%)
2 0.0119 31.4 1.0 (0.17%)
3 0.0122 3.9 0.9 (0.15%)

TABLE II: Performance between CPU and GPU version. Test
Set column indicates a test dataset name with its reconstructed
voxel grid, the number of images, and the number of depth
maps, respectively.

Test Set CPU Version GPU Version Speedup

Synthetic Scene (1283, 4, 4) 3.3 s 0.08 s 40×
Synthetic Scene (2563, 4, 4) 19.7 s 0.60 s 33×
Synthetic Scene (2563, 5, 5) 21.9 s 0.60 s 36×
Stockton Scene (2563, 4, 2) 13.7 s 0.59 s 23×

scene, given three depth maps. Figure 4 (c) shows the recon-
structed volume of the Stockton dataset, given four images
with pair-wise correspondences. Since stereo correspondences
of this real scene represent a steep slope of the ground with
respect to the camera image, we firstly aligned these data onto
the x-z plane to efficiently use the volume resolution. Due to
the low resolution of the reconstructed volume for the Stockton
scene, the result does not provide details. Section IV. B
shows improved results by using our large-scale reconstruction
scheme, given the same images and correspondences.

Table I describes a quantitative evaluation to measure the
accuracy of the reconstructed surface voxels of the synthetic
scene, compared to the ground-truth information, using Mesh
Lab [18]. As more depth maps are fused, the accuracy in-
creases.

We also evaluated the performance gain of our GPU-
accelerated algorithm. For this analysis, we also implemented
a CPU version without parallelization. Performance differ-
ences between the CPU version and our GPU version are
summarized in Table II.

B. Large-scale Reconstruction

We also performed large-scale reconstruction experiments
to evaluate the scalability of our algorithm. We used the
same Stockton dataset, but applied our streaming and parallel
reconstruction scheme. We used 2, 560 × 256 × 2, 560 voxel
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grid, consisting of 10×1×10 sub-volumes, each of which has
a 2563 voxel grid that fits into the GPU memory. Thus each
parallel reconstruction GPU kernel takes a single 2563 sub-
volume and 100 sub-volumes are incrementally reconstructed
in the streaming scheme. Then we extracted surface voxels
and rendered them using Mesh Lab, as shown in Figure 5 (a).
The number of surface voxels are approximately 5.5M.

Another large-scale reconstruction test was performed using
the Walnut Creek dataset. In this test, two volume resolutions
were tested: 20× 1× 10 and 40× 1× 20 sub-volumes, each
of which has 2563 voxel grid. Thus the entire reconstructed
volumes have 5, 120×256×2, 560 and 10, 240×256×5, 120
voxels, respectively. The numbers of surface voxels are 4M
and 19M, respectively. Figure 5 (b) shows the results using
a point-based rendering system, QSplat [13], by converting
the reconstructed surface voxels (with normals and actual
distances to surface planes) into the QSplat format.

Figure 6 compares two reconstructed results of the Stockton
scene: a reconstructed result using Patch-based Multi-View
Stereo (PMVS2) [8] and a reconstructed surface voxels us-
ing our proposed method. Our result looks more dense and
detailed without holes or gaps since our approach effectively
integrates multiple depth maps to a single watertight model.
For this reason, our method can be used along with other
multi-view stereo applications whose result may contain holes
or gaps due to matching error in textureless regions (e.g.,
water in the Stockton scene). Figure 7 shows an example
that integrates our proposed method with PMVS2. Figure 7
(a) shows a reconstructed result only using PMVS2 where
there are incomplete surface patches due to mismatched
keypoints or patch extension failure. Figure 7 (b) shows a
result using both PMVS2 and our application where several
depth maps generated by PMVS2 are integrated into a single
set of surface voxels. The finally reconstructed volume has
1, 280× 1, 024× 1, 024 voxels.

V. CONCLUSION

We presented a new GPU-based volumetric reconstruction
algorithm that effectively integrates multi-view images and
depth maps. This parallel algorithm uses a large number of
GPU threads, each of which independently performs voxel
carving and average plane estimation as well as optimal color
interpolation. The results showed remarkably improved perfor-
mance (20−40× speedup, compared to the CPU-version). Our
reconstruction also guarantees scalability using a streaming
and parallel scheme for large-scale scene reconstruction. It
partitions a high resolution volume into small sub-volumes
and performs parallel voxel carving on a GPU. This scheme is
straightforward and scalable, depending on volume resolution,
GPU memory and performance. The output can be rendered
from volumetric or point-based representation. In particular,
evenly distributed surface voxels with their normals work
effectively for point-based graphics.
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(a) (b) (c)

Fig. 4: Reconstructed volumes (2563 voxels). (a) Reconstruction results as more depth maps are fused. (b) Volume rendering
of the reconstructed synthetic scene. (c) Reconstructed surface voxels of the Stockton scene, rendered by Mesh Lab.

(a) (b)

Fig. 5: Large-scale urban scene reconstruction. (a) Reconstructed Stockton scene in 2, 560× 256× 2, 560 voxels, rendered by
Mesh Lab. (b) Reconstructed Walnut Creek scene in 5, 120 × 256 × 2, 560 voxels (left) and 10, 240 × 256 × 5, 120 voxels
(right), rendered by QSplat [13].

(a) (b)

Fig. 6: Comparison with PMVS2 for the Stockton scene. (a) A reconstructed scene using PMVS2 [8]. (b) A reconstructed
scene using our proposed method (2, 560× 256× 2, 560 voxels).

(a) (b)

Fig. 7: Integration with PMVS2 for the coffee shack scene. (a) A reconstructed scene using PMVS2 only. (b) A reconstructed
scene using both PMVS2 and our proposed method (1, 280× 1, 024× 1, 024 voxels).
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Abstract—In this paper, we introduce an algorithm that is able
to segment objects in natural images by using active contours.
Active contours are used to regularize the segmentations. Our
approach utilizes multiple feature spaces to capture as much
information as possible, followed by projecting the multiple
dimensional features space onto a single dimension to enable
improved active contour evolution. We apply the Fisher Linear
Discriminant Analysis (FLDA) to optimally calculate the pro-
jection vector while providing prior knowledge on number of
clusters that are present on the image. Preliminary experiments
confirm that the proposed algorithm is able to segment objects in
natural images while optimizing contour smoothness and noises.

I. INTRODUCTION

Many scene analysis and processing applications require
segmentation of a foreground object from its background.
There are a number of popular approaches to achieve this task
depending on the type of application. For example, general
purpose image segmentation applications typically uses region
growing [6] or active contour evolution [2], [4], [8], [12], [14]
while background substraction [1], [7] is popular in foreground
segmentation in video surveillance applications.

There are two advantages of using active contour methods
for image segmentation. Firstly, active contours have been em-
ployed due to good regularization properties such as contour
smoothness (or the length of the contour), distance etc. These
regularization properties are useful to minimize segmentation
noises. Secondly, some of the prior knowledge on the image
can be encoded in the initial active contour.

The idea behind active contour image segmentation is that
a contour evolves subject to constraints imposed by the image
such as the image gradient. The active contour image seg-
mentation algorithms can be implemented by using classical
snakes [8], geometric [14] or level sets [11]. In all of these
implementations, active contours behave as energy minimizing
curves and hence are formulated as energy minimization
problems. When the curve (or the front) evolves in the normal
direction of the curve, we arrive at the following evolution
scheme [11]:

∂φ

∂t
+ F |∇φ| = 0 (1)

The speed F is normally modelled by mean curvature,
thus resulting in mean curvature motion. The mean curvature

evolution equation is given by in [11] and [12] by:

∂φ

∂t
+ |∇φ|div

( ∇φ

|∇φ|
)

= 0 (2)

The mean curvature motion has been extensively used to
model geometric flow. In the level sets implementation, the
evolving curve is normally embedded in the zeroth level set.
They have shown to be able to undergo automatic topological
changes.

Region-based active contour segmentation algorithms have
been developed where the object mean can be used to discrim-
inate textures in image processing [12].

II. ACTIVE CONTOUR SEGMENTATION

Let us define the feature function f : DI → RN , where N
is the number of feature dimensions, be the feature space in
which the feature function is evaluated at each image location,
i.e. pixels.

We will use the following external energy model:

E1(C, c1) + E2(C, c2) =∫
C+

(f(x, y) − c1)T D(f(x, y) − c1)dxdy+∫
C−

(f(x, y) − c2)T D(f(x, y) − c2)dxdy

(3)

where c1 and c2 are constants, D a diagonal matrix with
positive values, C+ is the region inside the contour, and C−
is the region outside the contour.

It can be verified that when c1 is the mean of the feature
space f that is inside the contour C while c2 is the mean of the
feature space f that is outside the contour C, E(C, c1, c2) =
E1(C, c1) + E2(C, c2) achieves its minimum for the given
contour C. To see this, we calculate the partial derivatives of
E(C, c1, c2) with respect to c1 and c2:

∂(E(C, c1, c2))
∂c1

= −2D
∫

C+

(f(x, y) − c1)dxdy

∂(E(C, c1, c2))
∂c2

= −2D
∫

C−

(f(x, y) − c1)dxdy
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When c1 and c2 are the mean of the inside and the outside
regions of the contour C, the above two partial derivatives
vanish. If we further assume that for each feature dimension
the feature value of a texture object is approximately constant,
it is clear that when C is the contour separating the objects
E(C, c1, c2) achieves its global minimum.

Let the step function H and the dirac impulse function δ
be given by:

H(t) =

{
1 if t ≥ 0
0 if t < 0

and

δ(t) =
d

dt
(H(t))

respectively.
Then we can rewrite the external energy equation ( 3) as

follows:

E(C, c1, c2) =∫
DI

(f(x, y) − c1)T D(f(x, y) − c1)H(φ(x, y))dxdy+∫
DI

(f(x, y) − c2)T D(f(x, y) − c2)(1 − H(φ(x, y)))dxdy

(4)

In order to perform the gradient descent of the energy
equation, we can decompose the evolution equation of φt(x, y)
as:

∂φ

∂t
=

∂φ

∂t external
+

∂φ

∂t internal

Now the external energy component of the evolution equation
is given by:

∂φ

∂t external

def
=

d(E(C))
dφ

=

δ(φ)
(−(f(x, y) − c1)T D(f(x, y) − c1)+

(f(x, y) − c2)T D(f(x, y) − c2)
)

It is clear from the above equation that if the image
domain consists only of a single texture object, then the
external energy contribution to the evolution equation is zero.
Therefore, only locally discriminative features contribute to
the evolution equation.

The smoothness of the curve can be controlled by minimiz-
ing the length of the curve, thus yielding the internal energy
term for the evolution equation. Using the steps as outlined in
[12], we arrive at the following level set formulation of the
curve evolution:

∂φ

∂t
= δε(φ)

[
μdiv

( ∇φ

|∇φ|
)
− v

− λ1(f(x, y) − c1)T D(f(x, y) − c1)

+λ2(f(x, y) − c2)T D(f(x, y) − c2)
] (5)

A. Segmentation Algorithm

We obtain the individual weights of the mutiple feature
spaces by projecting the multidimensional feature space into a
single dimension by using Fisher Linear Discriminant Analysis
(FLDA). We restrict our attention to a two class linear discrim-
inant analysis. The placement of the original contour provides
us with a classificattion of pixels into either foreground or
background. We can thus calculate the probability that a cer-
tain pixel value falls into the foreground or background. This
enables us to roughly classify the pixels into the object that we
hope to segment and its background. However, this could be
improved by classifying the pixels into feature clusters, which
is then followed by a classification of these feature clusters
into the object that is to be segmented and the background.
We can make use of a suitable clustering algorithm such as
the k-means algorithm. The set of resulting clusters are further
classified by referencing the initial contour seperating the fore-
ground object and its background so that a projection vector
can be computed using FLDA. Finally, the foreground object is
segmented using an implicit active contour evolution algorithm
that makes use of regularization features for the active contour
evolution. The following summarises the resulting algorithm:

1) Classify the image into clusters {P1, ..., PK}.
2) Using the location of the initial contour, classify the

clusters into foreground object {P f
1
, ..., P f

Kf
} and the

background object {P b
1
, ..., P b

Kb
}.

3) Project the original feature space by calculating the
projection vector using {P f

1
, ..., P f

Kf
} as the foreground

class and {P b
1
, ..., P b

Kb
} as the background class using

FLDA.
4) Perform the active contour evolution untill convergence.

III. LINEAR DISCRIMINANT SPACES

The primary source that contributes to the construction of
the weighting matrix D, is the discrimination energy. The
discrimination energy can be assessed by evaluating a certain
criterion function on the feature space. Unser [13] proposed
the following criterion for optimizing texture transforms:

JU =
(μ1 − μ2)2

μ1μ2

where μ1 and μ2 are means of the objects to be segmented
for a particular feature dimension.

Mahalanobis and Singh [9] suggested JMS = μ1
μ2

which was
shown to be not powerful enough for texture discrimination.
On the other hand, a popular criterion used by the pattern
recognition community is the Fisher’s criterion given by

JF =
(μ1 − μ2)2

σ2

1
+ σ2

2

where μ1 and μ2 are means of the objects to be segmented
as before, and σ2

1
and σ2

2
are the variances of the objects for

a particular feature dimension.
Here, We construct a variant of the fisher’s criterion in order

to construct the weighting matrix. The weighting matrix has
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the role of projecting the n-dimentional feature space onto a
single dimensional feature space. That is, the diagonal of the
weighting matrix, D, is ω2 of some projection vector ω.

The foreground and background are segmented into clusters.
Here, let Sb1 be the between class scatter matrix of the
means of the clusters belonging to the foreground and Sb2

the between class scatter matrix of the means of the clusters
belonging to the background. Further, let Sw be the within
class scatter matrix of all the clusters and μ1 and μ2 the means
of the foreground and background respectively. We aim to
maximize the following functional:

J(ω) =
ωT (μ1 − μ2)

αωT (Sb1 + Sb2)ω + βωT Swω

Since we can scale the projection vector ω arbitrarily, we
can equivalently write

arg max
ω

ωT (μ1 − μ2)

s.t.

αωT (Sb1 + Sb2)ω + βωT Swω = 1

Now the Lagrangian can be written as,

ωT (μ1 − μ2) − λ(ωT (α(Sb1 + Sb2) + βSw)ω − 1) = 0

Since solutions to the optimization problem occurs at the
stationary points of the Lagrangian, we have

(α(Sb1 + Sb2) + βSw)ω = μ1 − μ2,

which yield

ω = (α(Sb1 + Sb2) + βSw)−1(μ1 − μ2) (6)

Many applications has this result in the form of S−1

w Sb

where Sb is the between class scatter matrix and Sw is as
before. These applications such as face recognition has very
high dimensionality of the feature space and lack of sufficient
samples to obtain full rank Sw as in [3], [5], [10]. However,
our application involving image segmentation most likely has
full rank of Sw.

The term βSw in the equation (6) has two roles:
1) Regularize if Sb1 + Sb2 is singular.
2) Minimize within cluster scatter.
The regularization feature is critical if we have less than

three clusters for each of the foreground or background
objects. However, the minimization of within cluster scatter
is also important for discrimination.

IV. RESULTS AND DISCUSSION

We performed experiments with two types of feature spaces,
the original RBG space and a normalized colour space. Each
of these spaces has advantages in natural image analysis. The
RGB space was selected due to its superior performance rela-
tive to the normalized colour space when camouflage is present
in the images, while normalized colour space was selected due
to its superior performance when nonlinear lighting effects are
present.

(a) (b)

Fig. 1. (a) Segmented gannet image (b) Segmented puppies image.

(a) (b) (c)

Fig. 2. (a) K-means clusters. (b) Projected image. (c) Segmented image

A. RGB Colour Space

The results of the RGB colour space experiments on the
gannet and puppies images are given in figure 1. The puppies
image was segmented into three clusters while the gannet
image was segmented into six clusters. The segmentation
of both puppies and the gannet images was done without
difficulties in terms of noise. The zebra image was clustered
into five clusters due to substantial mixing of the background
colour in the leg areas. Figure 2 illustrates the basic k-means
clusters, the projected image, and active contour segmentation.
In the segmentation, the leg areas of the zebra image still
contain significant noises due to poor fit of the projection. The
projection direction could be recalculated during the evolution
which could result in a better fit of the projection direction.
Figure 3 illustrates the improvements on the errorneous classi-
fication that could be obtained by recalculating the projection
vector every five iterations of a 20 iterations run of the zebra
image.

(a) (b)

Fig. 3. Recalculating the projection vector during the evolution. (a) Final
Projected image. (c) Segmented zebra image
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(a) (b) (c)

Fig. 4. (a) Blue colour channel. (b) Green colour channel. (c) Red colour
channel

Fig. 5. Normalized colour Zebra image.

B. Normalized Colour Space

Normalized colour space has the ability to minimize shad-
owing affects that are present in coloured images of natural
scenes.

Here, we use a regularized colour space given by(
r + c

r + g + b + 3c
,

g + c

r + g + b + 3c
,

b + c

r + g + b + 3c

)
where (r, g, b) are red, green, and blue colour values of an
image pixel and c some regularization constant. This regular-
ized normalized colour space behaves smoothly when colour
values are closer to zero. An example of such space is given
in Figure 5. Figure 4 demonstrates the presence of different
information in different dimension of the normalized colour
space.

We performed active contour segmentation in individual
normalized colour dimensions (Figure 6) and in a Fisher’s
space (Figure 7) of the normalized colour space. The Fisher
linear decomposition was performed using representative rect-
angular image patches obtained from two classes, i.e. fore-
ground and background.

However, the projection approach we have described might
have certain limitations. When all the cluster means (both
foreground and background) are approximately aligned (i.e.

(a) (b) (c)

Fig. 6. Active Contour Segmentation in individual normalized colour
dimensions. (a) Blue colour channel. (b) Green colour channel. (c) Red colour
channel

Fig. 7. Active Contour Segmentation in Fisher-space

located in a straight line) the projection will fail qualitatively
due to the lack of a suitable direction to bring the cluster
means of foreground or background closer.

V. CONCLUSIONS AND FURTHER RESEARCH

We have presented an algorithm that can be used for image
segmentation when the objects of interest are composite, i.e.
consist of multiple clusters. We have proposed a solution using
the ideas of Fisher Linear Discriminant Analysis. Our algo-
rithm successfully segment foreground objects when suitable
projection directions exist. However, these limitations can be
overcome by generalizing our active contour segmentation to
multi-phase setting. Further research work, which we currently
work on, includes unsupervised segmentation of foreground
objects against background objects. The algorithm proposed
in this paper can be used unsupervised, i.e. using a cluster
number that is unrelated to the image at hand but sufficiently
large, for simpler images.
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Abstract
Phase correlation is a well-known technique for image registration that is robust to noise and operates in constant 
time. Scale and rotation invariance can be achieved through means of a log-polar transformation. Unfortunately 
this method has been historically shown to be unable to handle large rotation or scaling factors, making it 
unsuitable for many image registration tasks. This paper presents a novel phase correlation based technique that 
is shown to outperform the current state of the art image registration methods in terms of being able to recover 
larger rotation and scaling factors and with reduced computational requirements. 

Keywords: Image Registration; phase correlation, log-polar transform, Global Motion Estimation 

1 Introduction 
The task of aligning two or more images of the same 
scene taken from different viewpoints is known as 
image registration. This may involve correcting for 
different scaling factors or rotation angles, or the 
images may be shifted relative to each other or have 
some other projective distortion. Image registration is 
a basic step for a wide range of image processing and 
computer vision applications. Techniques proposed to 
address this problem fall into two broad categories; 
those that characterise the problem as one of feature 
matching or that of correlation. 

Feature matching methods essentially consist of 
detecting features in images that can be matched with 
corresponding features in the other images from 
which a transformation model can be estimated. 
Feature matching methods typically resort to iterative 
algorithms to establish feature correspondences across 
images and reject outliers based on some measure of 
consensus. The alternatives for performing each of the 
steps involved in feature matching based registration 
have been noted by Brown [1] and Zitova et al. [2].  

Instead of attempting to match a set of specific 
features across images, correlation methods approach 
the problem by attempting to match image textures 
(areas). This matching is typically performed using 
either cross-correlation in the spatial domain, or 
phase-correlation (PC) in the frequency domain. The 
main advantages of the correlation methods over 
feature matching approaches are constant processing 
time and insensitivity to noise. The main disadvantage 
of correlation-based image registration methods has 
been their inability to handle images exhibiting large 
rotation or scale factors.  

Correlation based registration is often performed in 
the Fourier Domain using the convolution theorem as 
it is more efficient to perform multiplication in the 
Fourier Domain rather than cross-correlation in the 
spatial domain. While phase-correlation by itself only 
permits translation to be estimated via the Fourier 
Shift property, remapping images from Cartesian to 
log-polar coordinates as in the Fourier-Mellin 
Transform [3] permits rotation and scale parameters 
to be estimated from the resulting images.  

Unfortunately, phase correlation has been shown to be 
unable to recover larger scale factors. It has even been 
suggested that “FFT based schemes are unable to 
handle real-world registration problems” [4]. The 
cause of this problem, border effects and rotation-
induced aliasing can be reduced via windowing and 
filtering, but these have the side effect of removing 
the frequencies that phase correlation requires to 
perform well [5]. As such, the state of the art image 
registration approaches do not rely on phase 
correlation. One method using hierarchical, nonlinear, 
least squares optimization (HNLSO) [4] avoids the 
use of the FFT altogether. Yet while it is robust, it is 
also fairly slow. A more recent solution making use of 
normalized gradient correlation (NGC) [6] while 
considerably faster than HNLSO and providing 
comparable performance is slower than PC. 

In this paper we present a novel phase correlation 
based approach to image registration that outperforms 
the state of the art methods and requires only a total of 
seven FFTs to recover the rotation, scale factors and 
translation parameters. This compares favourably 
with NGC that requires fourteen real and complex 
FFTs in total, eight for recovering the rotation and 
scale and another six FFTs for the translation. 
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2 Theory
The required theory for registering images that are 
translated, rotated and scaled with respect to each 
other via phase correlation is presented in this section. 

2.1 Translation Estimation
Let f1(x,y) and f2(x,y) be two images where , 
that are displaced from each other by some arbitrary 
translation and attenuated by some given amount, that 
is f

2],[ ℜ∈yx

1 and f2 are related by the following transformation: 

                 ( ) ( )yx tytxfayxf ++⋅= ,, 12  (1) 

According to the shift theorem, taking the Fourier 
transform of both results in the following relationship: 

                ( ) ( ) )(
12 ,, yx vtutjevuavu +−⋅= FF  (2) 

Since the magnitude of a complex exponential is 
simply the radius of a unit circle, the exponential can 
be factored out by calculating the normalised cross-
power spectrum and substituting for F2.  
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The Fourier transform pair of the resulting complex 
exponential is a Dirac delta located at the offset of the 
first image relative to the second. 
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2.2 Rotation and Scale Estimation
Let f1(x,y) and f2(x,y) be two images as before where f2 
is a translated, scaled and rotated replica of f1 by some 
scale factor s, translation (x0, y0) and rotation angle θ 
such that f1 and f2 are related by the following 
transformation: 

                        f2(x, y) = f1(j, k) (5) 

Where: 
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θθ
θθ  (6) 

Taking the Fourier transform of both sides of (5) and 
using the shifting, scaling and rotation theorems:  

           F 2(u, v) = 
1
|s| e

-j(uxo + vyo)   

                              �  F 1(u/s cos � + v/s sin �,  
                                       u/s cos � – v/s sin �) (7) 

Taking the magnitude of both sides of (7) such that  
Gi = | Fi | and ignoring the weighting factor S

1  gives: 

          G2(u, v) = G1(u/s cos � + v/s sin �,  
                               u/s cos � – v/s sin �) (8) 

Denoting the Cartesian coordinates (u, v) on the RHS 
of (8) in terms of the polar coordinates (r, �) by 
substituting for u = r cos � and v = r sin �, gives:  

     G2(u, v) = G1(r/s cos � cos � + r/s sin � sin �,  
                           r/s sin � cos � + r/s cos � sin �) (9) 

Applying the product to sum trigonometric identities 
results in the following relationship: 

       G2 (u, v) = G1 (r/s cos(� + �), r/s sin(� + �) (10) 

Mapping expression (10) into polar coordinates (r, �) 
where r = u2 + v2 and � = arctan(v/u) results in: 

                     G2 (r, �) = G1 (r/s, � + �)  (11) 

Taking the logarithm of the first variable converts the 
division into a subtraction: 

          G2 (log r, �) = G1 (log r – log s, � + �) (12) 

Substituting � = log r  & z = log s into this equation: 

                 G2 (�, �) = G1 (� –z, � + �) (13) 

The rotation and scaling difference between G1 and 
G2 can now be recovered in the polar coordinate 
system using phase correlation as if it were translation 
in Cartesian space using the standard phase 
correlation method outlined in section 2.1. The 
amount of translation between the two images can 
then recovered between the two images by performing 
standard phase correlation between the two images 
after the second image has been inverse transformed 
using the recovered rotation and scale parameters. 

3 Improving Phase Correlation
Estimating the rotation and scaling parameters from 
two images requires the images to have the same 
centre of rotation and scaling, as both are sensitive to 
the local origin around which they take place. This is 
achieved by taking the magnitude of the Fourier 
transform of both images to obtain a translation 
invariant representation as the first step. To reduce 
edge effects, a Hamming window is typically applied 
to the source images prior to the Fourier Transform.  

The resulting images are then remapped into the log-
polar domain, such that rotation becomes horizontal 
shifts and scaling becomes vertical shifts. Following 
the work reported in [6] the conversion from 
Cartesian to Log-Polar form is performed using 
bilinear interpolation by resampling the magnitude of 
the N x N FFTs on an N/2 x N/2 log-polar grid using 
the following mapping of a source image f(x,y) in the 
Cartesian space into the log-polar domain g(�, �). 

  

( ) ( ))sin(),cos(, 22 αβαβϕρ ⋅+⋅+= yNyNfg  (14)

 Where the variables � and � are given by: 
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Finally the inverse Fourier transform of the 
normalised cross-power spectrum is calculated to 
obtain the location of the Dirac delta: 
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The location of the peak indicates the rotation and 
scaling relation between the source images. The 
rotation angle � and the scale S are recovered as: 

                    � = 
� �
N       &       

ρ
NNS 1

=  (17) 

The rotation angle obtained is subject to a 180° 
ambiguity. This can be resolved by taking the 
magnitude of the FFT of the first source image after it 
has been scaled and rotated by (S, �) and then also by 
(S, 180+�). The resulting image that best matches the 
magnitude of the FFT transform of the second source 
image has the correct rotation angle. After obtaining 
the rotation and scale factors, standard phase 
correlation is applied to the transformed replica of the 
first image and the second image to resolve the 
translation component.  

Image�
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Image�
B�

�,��

|FFT| 

|FFT| 

Log�Polar�
transform�

Phase�
Correlation

Hamming
Window�

Hamming
Window 

Log�Polar�
transform�  

Fig. 1 Standard PC for Scale and Rotation Recovery 

While this standard formulation (Fig. 1) works well 
for low scaling factors of up to about 1.8 [3] it fails at 
higher scaling factors as has been thoroughly 
documented [4, 5, 6]. In contrast, non-PC state of the 
art registration methods such as NGC [6] can readily 
recover scale factors of up to 6.0. 

One reason for the shortcoming is because unlike the 
more uniformly random energy distribution of the 
original images, the energy distribution in log-polar 
transformed images tends to approximate a Dirichlet 
kernel centred about zero. The resulting DC term and 
neighbouring low frequency components create a 
secondary peak in the phase correlation result that 
competes with the scale and rotation-induced peak. 
This is not a problem with high-resolution images but 
becomes more serious at lower resolutions. This 
competing peak can be eliminated by using a narrow 
stop band high pass filter as defined by (18) to set the 
relevant low frequency components to zero.  

         ( 6464 ,0.1),( NN yxrectyxHPF −= ) (18) 

Even after removing the DC term, most of the energy 
remains in the low to mid frequency components, 
resulting in a Gaussian like distribution that is largely 
unaffected by rotation and scaling. This gives rise to 
common phase components that compete with the 
rotation and scale induced phase components to 
reduce the effective signal to noise ratio. This 

problem cannot be resolved by widening the stop 
band of the high pass filter since that would attenuate 
not only the unwanted common components but also 
the discriminating phase components. Instead, this 
problem is best mitigated as shown in Fig. 2 through 
the means of spectral whitening prior to the phase 
correlation such as via the application of a logarithmic 
function or by taking the square root of the spectral 
image. In the case of a logarithmic function such as 
Hi(�, �) = log [Gi(�, �)], then: 
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Fig. 2 Improved PC for Scale and Rotation Recovery 

4 Experimental Evaluation 
The performance of the PC based image registration 
with the proposed improvements was extensively 
evaluated using two different datasets. One were 
photographically captured and the other consisted of 
geometrically transformed replicas of three different 
512x512 images (Lena, goldhill and washsat). Each of 
the three test images in the second dataset was 
replicated a total of 9000 times using a different 
combination of translation, scaling and rotation 
factors. This resulted in 27,000 different image pairs 
where the scale ranged from 0.0625 to 7.25 in 35 
logarithmically uniform steps. The rotation ranged 
from ± 180 degrees in 15-degree steps and ten 
different translation vectors based on the scale factor 
were applied to the centre of the rotation and scaling.  

The experiments were carried out to determine three 
characteristics of each method being evaluated. These 
were the (i) the average percent scale factor error, the 
(ii) average angular error in degrees and the (iii) 
maximum range of scale factors that could be reliably 
recovered across the entire dataset for each method. 
The average percent scale error was calculated as the 
mean of all 27,000 image pairs of the percentage scale 
error in respect to the ground truth. For the purpose of 
these experiments a given scale factor was deemed to 
be reliably detected if the method being assessed gave 
an average error of 25% or less across all rotation 
angles and translation vectors. The value of 25% was 
chosen rather arbitrarily since error distribution tends 
to be a step function: where the scale factors can be 
recovered the error is typically below 2% and where 
they cannot the average error is around 70%. 

4.1 Generated Dataset Results
The first experiment using the generated dataset 
evaluated the performance of standard phase 
correlation as shown in fig. 1 using a preliminary 
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Hamming window prior to the initial Fourier 
transform, without suppressing the DC term and 
related frequencies. Of the 27,000 image pairs in this 
dataset it was found that only those with scale factors 
from 0.69 to 1.31 were reliably resolved. The average 
scaling error, across the entire dataset was 49% and 
the average rotation error was 40.5 degrees. 

The effectiveness of zeroing the DC term using a high 
pass filter (18) was then evaluated. This almost 
doubled the performance since scaling factors from 
0.3125 to 2.56 were reliably recovered. The average 
scaling and rotation errors for the entire dataset were 
also reduced to 32% and 26.6 degrees respectively.  

The effect of spectral whitening was then investigated 
in place of the high pass filter through the use of a log 
function (19). This further improved the recovery of 
scale factors to those within the range of 0.25 to 3.18. 
It also reduced the average scaling error over all 
possible image pairs down to 29% and the average 
rotation error down to 19.0 degrees. 

Inspection of the resulting phase correlation image at 
this point revealed that at higher scale factors the 
amplitude of the correlation peak is reduced relative 
to that at lower scale factors causing it to be swamped 
by mid to low frequency noise. To combat this a 
modified form of unsharp masking was used to 
emphasize the high frequency components. This 
entailed subtracting a smoothed version of the phase 
correlation image from itself by filtering using: 

              
22)2(4*85.01 NNyeHFE(x,y) −−−=  (20) 

The application of this filter (fig. 3) significantly 
increased the scale factors reliably detected to those 
within the range of 0.187 to 5.06. The average scale 
error over all test cases was further reduced to 13% 
and the average rotation error down to 9.3 degrees. 
This is an encouraging result given that it is across a 
range of scaling factors from 16:1 to 1:7.25.  
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Fig. 3 PC with High Frequency Emphasis Filter 

Table 1 outlines the average scaling and angular 
errors for each of the four phase correlation variants 
evaluated. It shows the 400% improvement in 
performance that was achieved over the base case 
using spectral whitening in conjunction with the 
modified unsharp masking. 

Table 1 Average Error For All Methods 

 Ave. Scaling
Error (%)

Ave. Angular
Error (degrees)

Standard PC 48.8% 40.5° 
PC with HPF 32.2% 26.6° 
Log-PC 29.0% 19.0° 
Log-PC + HEF 13.3% 9.3° 

4.2 Comparative Assessment
The start of the art in image registration is arguably 
the NGC method that boasts recovery of scale factors 
up to 6.0. The NGC method has been extensively 
compared to the well known SIFT method as well as 
other recent methods such as those described in [4] 
and [7]. Accordingly the NGC results can be used as a 
benchmark to assess the performance of the improved 
phase correlation relative to not just NGC but also to 
the techniques that it has been assessed against. 

To perform an accurate comparative assessment 
against NGC and the proposed method the same 
software routines were used to perform functions that 
were common to both. These included FFT related 
routines, the log-polar transform and other utility 
functions. While the implementation of the NGC used 
here followed the description given in [6], it is likely 
that the two implementations differ in some small 
details. It is likely that any differing numerical results 
for the NGC method reported from other published 
ones are due to these differences. 

The second dataset consisting of 240 photographs [8] 
was captured with a 6.0 megapixel, 12x optical zoom 
Minolta DiMAGE Z6 digital camera. Each series of 
images in this dataset contained a range of rotation 
angles and scale factors above 10:1. Each series 
consisted on average of 25 individual images, giving 
an average scaling increment of about 10% for each 
image in the series. The images were subsampled to 
1024 x 768. The registration results with this dataset 
using NGC and improved phase correlation are given 
in Table 2. The maximum ground truth scale factor 
for each image series is given in parenthesis following 
the image name.  

Table 2 Scale Factors Recovered for Second Dataset 

Name (max scale) Proposed NGC
Painting    (11.1) 8.64 3.55 
Tractor     (11.1) 6.69 6.25 
Crane        (11.4) 8.13 4.06 
HiRise      (11.2) 6.77 3.47 
TwoLights (11.1) 3.03 2.49 
Plant          (10.8) 7.20 4.21 
Steps         (10.9) 5.92 4.59 
Tower       (16.0) 4.16 3.73 
Uni            (10.6) 6.22 6.22 
Vending     (10.8) 6.07 6.07 

Some examples of the performance of the improved 
phase correlation method using this dataset are shown 
in figs. 4 – 10. The images on the right are the result 
of registering each pair of images to the left. The 
registered image shows the reference image, rotated, 
scaled, translated and superimposed over its pair, 
according to the recovered transformation parameters. 

Using this dataset, the improved phase correlation 
method outperformed NGC in 80% of tests by a good 
margin. The performance of NGC was equalled in the 
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remaining 20% of tests. While scaling is not the 
limiting factor in this dataset neither method was able 

to recover the full range of available scale factors. 

 

     
Fig. 4 Registered ‘tractor’ image at S = 7.14 & � = 12°  

     
Fig. 5 Registered ‘Plant’ Image at S = 7.2 & � = 51°. 

     
Fig. 6 Registered ‘Crane’ Image at S = 6.2 & � = 70°. 

     
Fig. 7 Registered ‘Uni’ Image at S = 6.2 & � = 49°. 
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Fig. 8 Registered ‘steps’ Image at S = 6.37 & � = 27°. 

     
Fig. 9 Registered ‘Hirise’ Image at S = 6.0 & � = 23°. 

     
Fig. 10 Registered ‘Vending’ Image at S = 6.14 & � = 87°. 

5 Conclusions
While the theoretical advantages of phase correlation 
are well recognised, it has historically been unable to 
handle large rotation and scaling factors. This has led 
researchers in the past to look for better performing 
alternatives such as HNLSO and NGC. This paper has 
presented simple improvements to phase correlation 
that enable it to outperform the state of the art image 
registration methods by a significant margin. The 
proposed improvements permit it to recover a wide 
range of rotation angles and scaling factors up to 7.0 
without a significant computational increase. All the 
traditional benefits of standard phase correlation are 
also retained including constant processing time and 
robustness to noise. 
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Abstract—Two-Dimensional Discrete Cosine Transform (2-D 
DCT) has been playing an important role in modern image and 
video codecs. However, the computational complexity of 2-D 
DCT might be still a limitation for many emerging applications 
such as Multi-view Video Coding (MVC). In this paper, we 
propose a novel transform of predictive orthogonal projection 
(POP) for low-complexity MVC. POP firstly trains a subset of 
video blocks of a multi-view video sequence to generate adaptive 
transform matrices. Then, these adaptive transform matrices are 
used to transform all video blocks in the video sequence. 
Compared to 2-D DCT, POP is 1-dimensional transform. If the 
length of the original signal is N and M (M<N) transform 
coefficients are preserved for reconstruction, the complexity of 
straightforward implementation of DCT is usually O(N2) while 
that of POP is O(MN). So, when high compression ratio is 
desirable, POP will outperform 2-D DCT in computational cost. 
Experimental results also demonstrate that POP exhibits better 
computational performance than 2-D DCT without degrading the 
rate-distortion performance when raw video frames are divided 
into medium sized blocks. 

Keywords-multi-view  video coding (MVC); random projection 
(RP); 2-D DCT; clustering; principal component analysis (PCA) 

I.  INTRODUCTION 
Random projection (RP) has attracted great interest in 

dimension reduction on image data because of its low 
computational complexity [1]. However, RP underperforms 2-
D DCT in terms of image compression [1]. Transform-based 
coding such as 2-D DCT is widely adopted in popular image 
and video compression standards, such as JPEG and H.264. 
The essence of 2-D DCT is that it can concentrate most of 
natural image signals information in a few low-frequency DCT 
coefficients by using an invariable and predefined transform 
matrix [2]. Therefore, 2-D DCT based compression algorithms 
can achieve high compression ratio (1-D DCT is weak in image 
and video compression compared with 2-D DCT). Since 2-D 
DCT is 2-dimensional transform while RP is 1-dimensional 
operation, RP usually outperforms 2-D DCT if only regarding 
computational complexity [1].  

Recently, Multi-view video coding (MVC) is recognized to 
be one of the key technologies for a wide variety of 
applications such as free viewpoint video (FVV), 3DTV, 
distributed video sensor networks [8] and multi-camera video 
surveillance. In those applications, the multi-view video signals 
usually comprise huge amount of image data so both 

computational complexity and compression ratio are crucial for 
MVC. This paper proposes a novel transform of predictive 
orthogonal projection (POP) to reduce the complexity of MVC. 
Similar to RP, POP is a 1-dimensional transform. But, RP 
projects a high-dimensional image signal onto a random low-
dimensional subspace while POP projects it onto a trained low-
dimensional subspace. The trained subspace for POP is 
abstracted from partial data of the target signal; therefore, the 
target signal can probably obtain an orthogonal projection 
which highly approximates itself. In MVC, since the 
similarities exist in temporally and spatially adjacent frames, it 
is worthwhile to train part of them to obtain an optimized 
subspace, which is also the row space of the transform matrix. 
When the dimension of the trained subspace is smaller than 
that of the original signal, compression will be built in the POP 
transform. The novel feature of POP transform over 2-D DCT 
is helpful to reduce the encoding complexity. The recovery 
process of POP is to retrieve the related orthogonal projection. 

The underlying concept of POP is to explore adaptive 
transform matrices for different video signals. On the contrary, 
the popular 2-D DCT maintains an invariable transform matrix 
for arbitrary visual signals, and 2-D DCT is used as a 
benchmark in this paper. Since this paper focuses on low-
complexity encoding and decoding, complex compression 
algorithms such as motion estimation are not considered. 
Clustering and principal component analysis (PCA) are 
common data mining techniques [5][6]. Clustering is 
computationally efficient while principal component analysis 
(PCA) yields the optimal transform matrix [6], so both 
techniques are used for POP to train the adaptive transform 
matrices from the training data. 

II. PREDICTIVE ORTHOGONAL PROJECTION 
RP has been found to be a computationally efficient method 

for dimension reduction of high-dimensional data sets. In RP, 
the original set of K n-dimensional observations denoted by 

, is projected to an m-dimensional ( ) subspace with 
using a random matrix , and formed into a set of  m-
dimensional projections . RP is usually presented as: 

 

The key idea of RP is that if points in a vector space are 
projected onto a randomly selected subspace of an adequate 
dimension, the distances between these points will be 
approximately preserved [1]. 
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The nature of RP suffers from the following two issues: 1) 
the projection points approximately preserve the relative 
distances between the original points, but they are probably 
quite different from the original points; 2) the column vectors 
of   are not real projections of   [1]. The proposed 
POP technique can overcome these issues. 

Let  denote a vectorized n-pixel image 
signal,   denote an m-by-n transform 
matrix and vectors  are linearly independent, 
then the orthogonal projection  [3] of  onto  
is calculated as (the subscripts for dimensions are omitted): 

 

and equivalently, 

 

If  is notated by , (3) can be rewritten as: 

  

Equation (4) is the proposed POP transform. When , 
equation (1) is identical to equation (4); thus POP inherits the 
advantage of high computational efficiency.  

In this paper, POP is not designed for dimension reduction; 
rather, it is proposed for image and video compression. It is 
known that the best approximation of a vector in a space is its 
orthogonal projection onto this space [3]. Naturally, the 
reconstruction of POP is to retrieve the orthogonal projection 
of  in the space . 

Since  is the orthogonal projection of  onto , , 
there must be a vector  which satisfies . 
Then, 

   

Subsequently,  can be solved as 

  

Equation (6) represents the POP reconstruction. Note that 
  except . Therefore, probably POP embodies a 

lossy compression when . 

If a random matrix is selected as the POP transform matrix, 
in other words, the original image signal is projected onto a 
random subspace, POP is identical to RP. Even if the 
orthogonal projection is solved by reconstruction, the 
reconstructed image might be significantly different to the 
original image and the loss of fidelity is not desirable. So, the 
selection of transform matrix is crucial to POP. The selected 
POP transform matrix is expected to be predictive and adaptive 
to different target signals so that the reconstruction process can 
retrieve a highly approximate orthogonal projection. In MVC, 
since similarities exist among neighboring frames both in 
temporal domain and spatial domain, it is possible to obtain 
such a predictive and adaptive transform matrix by training a 
subset of these frames. 

III. MVC BASED ON POP 
Low encoding complexity is significant for many emerging 

MVC applications such as distributed video sensor networks 
[8] and wireless multimedia sensor networks [10]. However, as 
multiple cameras are used to acquire the video signals at 
different view-angles, the amount of data to be processed 
increases tremendously [4]. Subsequent issues including 
compression ratio and encoding complexity are arising as well. 
Currently, most existing MVC techniques are based on 
variations of 2-D DCT, which suffer from the following two 
disadvantages: 1) 2-D DCT is more complex than the 1-
dimensional transform such as RP. Furthermore, a zigzag scan 
is necessary to concentrate the important DCT coefficients into 
the lower order space before further compression, which also 
increases the computational cost; 2) The DCT matrix is 
invariable, so it is hardly optimal for all multi-view video 
signals. 

In this paper, POP is proposed to be used for MVC to 
decrease the computational complexity. For multi-view video 
signals, high similarities exist among not only temporally 
consecutive frames but also spatially adjacent frames [4], so it 
is worthwhile to train a subset of these frames to obtain a 
preferable transform matrix for a cluster of similar frames. 
Clustering and PCA are common data analysis techniques to 
extract a feature subspace from high dimensional data sets. 
PCA is an effective approach in dimension reduction, but has 
high computational requirements compared with clustering. So, 
both these two solutions are investigated in this paper for 
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satisfying different applications: fast encoding or good 
reconstruction quality. Similar to 2-D DCT, block-based 
strategy is adopted in the proposed POP scheme due to the 
following two reasons: 1) if the dimension is excessively large, 
the high demand of memory and computational power is not 
desirable for low-complexity MVC applications; 2) because the 
transform matrices are variable, they are necessarily 
transmitted to the decoder along with the encoded transform 
coefficients. If the transform matrices are too large, they might 
produce a negative impact on compression ratio. We will 
present the effect of different block sizes in the following 
section. 

The framework of POP-based MVC is illustrated in Figure 
1. As the block-based strategy is employed, all frames are 
divided into equal-size, non-overlapping blocks. Then, all these 
blocks are vectorized according to equation (7) where  
denotes a 2-dimensional n-by-n image block and  denotes the 
corresponding vector. 

 

 

Similar to MPEG video codec standards, Group of pictures 
(GOP) is used to express a group of successive temporal 
frames in a view in this paper. All views have the same GOP 
length. The GOPs of all views at the same time point are 
jointly compressed with using the POP scheme. The blocks of 
the first frames in a joint group of GOPs are used for training 
data besides being encoded. Each vectorized image block in the 
training set is an observation. Clustering or PCA is performed 
on the training set to learn an adaptive transform matrix  
where  and  is determined by the compression ratio . 
For clustering, the training set is grouped into  clusters and 
the centroids of all clusters are organized into ; K-
means++ [7] is employed because it can improve both the 
speed and the accuracy in comparison with the conventional k-
means method. For PCA, the M most significant principal 
components are organized into . Then,  is used to 
transform each image block in the joint group of GOPs to 
obtain M POP transform coefficients. Next, the POP transform 
coefficients can adopt conventional quantization and entropy 
coding schemes to further improve the compression ratio 
before they are transmitted to the decoder. The decompression 

algorithm of POP for the decoder is specified in equation (6). 
Finally, all reconstructed blocks are reassembled into 
reconstructed frames. When PCA is used for the training set, 
equation (6) can be simplified as equation (8). Because the 
principal components are orthonormalized,  where  is 
an M-by-M identity matrix.  

 

2-D DCT only transmits the important DCT coefficients to 
the decoder because of its universal and predefined transform 
matrix while POP has to transmit not only the transform 
coefficients but also the adaptive transform matrices. 
Therefore, for POP, the adaptive transform matrices are 
necessarily counted in the overall compression ratio. Note that 
all image blocks in the same time-point GOPs of all views use 
the same POP transform matrix learned by clustering or PCA. 
Equation (9) is used to measure the ratio between the size of 
the POP transform matrix and the size of all frames in a joint 
group of GOPs, denoted by “TMRatio” (only the luminance 
component is considered here). Respectively, W, H, nViews 
and nGOP denote the video frame width and height, the 
number of views and the GOP length. 

 

Then, the compression ratio for 2-D DCT is  while that 
for POP is ( . In this paper, the GOP length is 
referring to the MPEG standards and chosen as 15. If the GOP 
length is too big, the frames in the joint group of GOPs might 
be short of sufficient similarities; likewise, if the GOP length is 
too small, the compression ratio for POP might be 
unacceptable. 

Finally, considering the computational complexity: the 
computational complexity of DCT without optimization is of 
the order  [12]; POP is comparable to RP with the order 

 [1]. In most MVC applications,  is much less than  
for the sake of high compression ratio, so POP can 
significantly reduce the computational cost compared with 2-D 
DCT. With respect to the training algorithms, K-means++ has 
the complexity of  [7], and PCA has the complexity of 

 [9] (  is the number of observations and 
generally ). K-means++ has much lower complexity than 
PCA when M N. On the other hand, although both clustering 
and PCA are more time-consuming than 2-D DCT, they only 
execute once for each joint group of GOPs. Therefore, POP is 
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potential to facilitate the complexity of the MVC encoder. And 
the experiment in the next section will demonstrate its 
feasibility. 

IV. EXPERIMENTAL RESULTS 
In this section, we illustrate the experimental results based 

on four standard multi-view video sequences: Ballroom, 
Vassar, Exit (all of them are 640x480, 8-view clips) and BMX 
(1920x1080, high-definition stereoscopic video). The 
experiment is implemented with Matlab and the simulation is 
run on ThinkPad x200 (Intel Core2 Duo CPU P8600 @ 
2.40GHz 2.39Ghz, 1.94GB of RAM). Similar to most studies 
on video compression, only the luminance components are 
reported.  

The proposed technique is benchmarked against 2-D DCT, 
and the 2-D DCT based encoding process is illustrated as 
Figure 2. 2-D DCT is directly applied to the image blocks (we 
directly call the function dct2 provided by Matlab Image 
Processing Toolbox). Then, the DCT coefficients are scanned 
using a zigzag scan order. Finally, the  lowest order 
coefficients are selected and transmitted to the decoder (we do 
not select the  largest DCT coefficients to avoid recording the 
positions). Since we concentrate on comparing the performance 
between POP and 2-D DCT, conventional quantization and 
entropy coding are unemployed in our experiments. The 
compression ratio is the same for all compression schemes. In 
some test cases,  for 2-D DCT is bigger than  for POP 
because the POP transform matrix consumes a considerable 
part of compression ratio. To adapt 2-D DCT, all frames are 
divided into equal-size, non-overlapping and square blocks. 
Different block sizes are inspected in the experiment. The GOP 
length is 15 for each view. We only encode and decode the first 
GOPs of all views for each video sequence. To balance video 
quality and compression ratio, compression ratio is selected as 
10:1. 

Table-I, Table-II, Figure 3 and Figure 4 present the 
experimental results between POP with Clustering, POP with 
PCA and 2-D DCT.  is the number of selected encoded 

coefficients for each image block. Training time is the 
computational cost of learning the POP transform matrix, so 
the encoding time for the POP-based schemes includes the 
POP transform time and the training time. For the 2-D DCT, 
the encoding time only includes the 2-D DCT time. APSNR is 
the average PSNR for all the frames in a joint group of GOPs. 

As described in Section III, clustering runs faster than PCA, 
and POP outperforms 2-D DCT in the time complexity. 
Therefore, POP with clustering should exhibit the fastest 
encoding speed. Practically, the experimental results in Table-I 
also demonstrate that POP with clustering has the best 
performance in terms of the encoding time. However, the 
reconstruction algorithm for POP with clustering (Equation 
(6)) is so complex that its decoding time is undesirable. On the 
other hand, the reconstruction algorithm for POP with PCA 
(Equation (8)) is simplified so that its decoding speed is much 
faster. The experimental results reveal that, when the block size 
is moderate such as 16-by-16 and 20-by-20, POP with PCA 
can achieve good performance in both the encoding and 
decoding time, and at least 60% improvement in comparison 
with 2-D DCT/IDCT. Choosing a moderate block size is 
practical. Small block size is disadvantageous to batch process 
so that the encoding and decoding time is big for both POP 
transform and 2-D DCT. Large block size potentially leads to 
high demand on memory and computational ability. In 
conclusion, POP with clustering is useful for those applications 
which require fast encoding; POP with PCA is promising to 
facilitate low-complexity MVC by considering both the 
encoding and decoding aspects.     

Then, the reconstruction quality between the above three 
schemes is observed. Table-II records the PSNR performance 
of the POP-based schemes compared with the 2-D DCT at 
different block size. Figure 3 shows the frame-by-frame PSNR 
comparison and Figure 4 illustrates the comparison of visual 
qualities (Only some test results for Ballroom and BMX at 
medium block size are demonstrated due to the limitation of 
space; Ballroom presents the worst case and BMX presents the 
best case). The experimental results show that POP with 
clustering performs worse in reconstruction quality than the 

TABLE  I.      COMPUTATIONAL COST COMPARISON   (COMPRESSION RATIO IS 10:1, ENCODING 15 FRAMES PER VIEW) 

Video Name Block 
size 

POP  2-D DCT 

M 

Clustering PCA 

M Enc. 
Time (s) 

Dec. 
Time (s) 

Enc. Time (s) 
(inc. Training 

Time)  

Dec. 
Time (s) 

Enc. Time (s) 
(inc. Training 

Time) 

Dec. 
Time (s) 

 

Ballroom 
(640x480, 
8 views) 

8x8 6 5.13 32.65 5.51 14.68 6 66.65 85.18 
16x16 26 2.42 37.05 3.46 6.38 26 20.41 26.42 
32x32 102 3.13 222.34 54.36 6.22 105 8.15 11.52 

 

Vassar 
(640x480, 
8 views) 

8x8 6 5.02 32.85 5.30 14.76 6 65.49 86.34 
16x16 26 2.30 44.61 3.38 6.41 26 19.56 26.38 
32x32 102 2.80 207.86 59.68 6.08 105 9.22 11.55 

 

Exit 
(640x480, 
8 views) 

8x8 6 4.72 32.40 5.30 15.38 6 66.46 87.10 
16x16 26 2.20 37.91 3.36 6.37 26 19.55 26.42 
32x32 102 2.99 211.55 59.22 6.12 105 8.03 11.58 

 

BMX 
(1920x1080, 

2 views) 

8x8 6 8.04 53.86 8.73 24.09 6 113.77 141.20 
20x20 40 3.63 81.27 6.03 9.54 40 24.32 32.22 
40x40 160 6.41 670.02 63.81 12.54 167 10.75 17.48 
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other two schemes though it has the advantage of fast encoding 
speed. POP with PCA achieves the highest APSNR in all test 
cases. It should be pointed out that some individual frame 
PSNRs for 2-D DCT are higher than those for POP with PCA 
when the block size is 8-by-8, 32-by-32 or 40-by-40. The 
potential reasons are as below: 1) Similar to RP for dimension 
reduction, POP might be unsuitable for low-dimensional 
signals (small block size); 2) When block size is big, the 
predefined DCT transform matrix is advantageous to improve 
compression ratio while the large adaptive POP transform 
matrices may produce a negative impact on compression ratio. 
However, when the block size is 16-by-16 or 20-by-20, POP 
with PCA outperforms 2-D DCT in both average PSNR 
(Table-II) and per frame PSRN (e.g.  Figure 3) on all test video 
sequences. Although minor PSNR improvements are achieved 
in Ballroom and Vassar, Exit and BMX videos show noticeable 
improvements with PSNR gains up to 0.89 dB. In addition, a 
perceptible visual quality improvement can be observed 
comparing POP with PCA (Figure 4-f) with 2-D DCT (Figure 
4-g).  The stripes on the rider and bicycle in Figure 4-f are clear 
and obvious, but they are blurring in Figure 4-g. 

TABLE  II.      VIDEO QUALITY COMPARISON IN PSNR 

Video 
Name 

Block 
Size 

POP 2-D DCT 

Gain1 M 
Clu. PCA 

M APSNR 
(dB) APSNR 

(dB) 
APSNR 

(dB) 
 

Ballroom 
8x8 6 29.32 31.79 6 31.65 0.14 

16x16 26 30.98 33.61 26 33.47 0.14 
32x32 102 30.64 34.31 105 34.21 0.1 

 

Vassar 
8x8 6 31.63 33.16 6 33.10 0.06 

16x16 26 32.54 34.73 26 34.51 0.22 
32x32 102 32.29 35.31 105 35.06 0.25 

 

Exit 
8x8 6 32.71 34.98 6 34.93 0.05 

16x16 26 34.22 37.20 26 36.34 0.86 
32x32 102 34.44 37.89 105 37.45 0.44 

 

BMX 
 

8x8 6 27.07 29.12 6 28.99 0.13 
20x20 40 28.67 30.53 40 29.64 0.89 
40x40 160 28.82 31.33 167 29.93 1.4 

1: Gain is between POP with PCA and 2-D DCT 
 

V. CONCLUSION 
2-D DCT is playing an important role in image and video 

compression because it can achieve high compression ratio 
using universal DCT transform matrix. This paper proposes an 
alternative approach of POP which adopts variable and 
adaptive transform matrices. POP’s low computational 
complexity is an attractive advantage over 2-D DCT so that it 

is beneficial to video applications with high demand on low 
complexity. Furthermore, the experimental results illustrate 
that, when PCA is selected as the training tool, the 
reconstruction quality of the POP-based scheme is comparable 
to or even better than that of the 2-D DCT based scheme at the 
same compression ratio. Therefore, POP is promising to assist 
complex video applications to be implemented on low-cost 
devices with limited processing capabilities. On the other hand, 
the POP transform is performed on the source image blocks in 
this paper; but 2-D DCT can be used for both the source image 
blocks (intra-frame) and the perdition error blocks (inter-frame) 
in conventional codecs. So, POP transform is proposed to be 
used for I-frame coding in conventional codecs or independent 
key frame coding in distributed video coding [11]. Whether or 
not POP transform can be applied to perdition error blocks is 
future work. 
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(a) Ballroom View 1-3 (b) Ballroom View 4-6 

  
(c) Ballroom View 7-8 (d) BMX 

Figure 3. Frame-by-frame PSNR comparison: Ballroom (a-c) and  BMX (d) 
  

    
(a) Original (b) POP with PCA  

(PSNR: 32.96 dB) 
(c) 2-D DCT  

(PSNR: 32.84 dB) 
(d) POP with Clustering  

(PSNR: 30.45 dB) 

    
(e) Original (f) POP with PCA 

(PSNR: 30.54 dB) 
(g) 2-D DCT 

(PSNR: 29.64 dB) 
(h) POP with Clustering 

(PSNR: 28.71 dB) 
Figure 4. Visual quality comparison: Frame 8 of View 5 of Ballroom (a-d) and cropped Frame 12 of left view of BMX (e-h) 
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Abstract—To estimate the relative pose of two cameras from
outlier-contaminated feature correspondences, the essential ma-
trix and inlier set is estimated using RANSAC, then this estimate
is refined to minimise an error function on the correspondences.
This paper evaluates several refinement methods which minimise
functions of Sampson’s error. All perform well on large sets of
correspondences or when inlier rates are high, but many perform
poorly or fail when the inlier set found by RANSAC is small; this
is shown to be because the inlier sets contain remaining outliers,
while missing some inliers.

The most accurate solutions are given by minimising the robust
Blake-Zisserman function of Sampson’s error, although this
provides only a minimal improvement in accuracy compared with
least squares refinement. The most reliable results are given by
nonlinear optimisation constrained to the essential manifold. An
efficient parametrisation of the essential manifold as a quaternion
and a unit vector is described; applying Iteratively Reweighted
Least Squares combined with Levenberg-Marquardt optimisation
on this manifold takes typically less than one millisecond.

I. INTRODUCTION

Many computer vision applications require the relative pose
of two calibrated cameras to be computed from features
matched between two images (‘feature correspondences’).
Normally some features will be incorrectly matched, so an
estimation robust to these outliers must be used. This esti-
mation is often done by estimating the essential matrix, E, a
3× 3 matrix encoding the relative orientation and translation
direction between the two views [1].

E estimation is usually done in two stages: the first stage
is to use RANSAC [2] (or a similar algorithm) to find an
essential matrix which is approximately correct, together with
a set of matched features which are mostly inliers, and the
second stage is to refine the essential matrix to maximise a
likelihood function, given the inlier correspondences which
have been identified

Many schemes have been proposed for refining essential
matrix estimates, however these schemes occasionally fail in
the presence of outliers [3], [4], [5], and many have significant
computational cost [6], [7], [8]. This paper reviews and
evaluates some of these refinement algorithms and identifies
the circumstances in which they fail. The most successful
approach identified is to use Iteratively Reweighted Least
Squares optimisation to minimise the Blake-Zisserman robust
cost function of Sampson’s error. An efficient parametrisation
of the space of essential matrices in terms of a quaternion and
a unit vector is described; using this parametrisation, E can

be refined with an average of just 6 iterations, taking less than
one millisecond in total.

This paper is organised as follows: the following section
describes the essential matrix, its properties, and its estimation
using RANSAC; Section III describes algorithms for refining
E; Section IV describes an efficient parametrisation of E as
a point on a manifold of unit vectors and unit quaternions;
Sections V and VI presents experimental results on simulated
data and on synthetic images respectively, and Section VII
discusses our findings. Source code associated with the paper
is available online [9].

II. BACKGROUND

This section gives a brief overview of the essential matrix
and its properties, and its estimation using RANSAC. The
properties of E are analysed in more detail in Hartley and
Zisserman, Chapter 9 [10].

A. The essential matrix

The essential matrix, E, is a 3 × 3 matrix encoding the
rotation and translation direction between two views. If the
rotation is expressed as a matrix, R, and the translation as a
vector, t, then E is defined by:

E = [t]× R, (1)

where [t]× is the matrix-representation of the vector cross-
product, with the property that [t]× x ≡ t × x. As [t]× has
rank 2 in general, E also has rank 2. From two images alone,
the length of t cannot be determined, therefore E is only
determined up to scale. A matrix can be decomposed into
a rotation and translation in this way when its Singular Value
Decomposition (SVD; [10]) has the form:

E = U

⎛⎝ s 0 0
0 s 0
0 0 0

⎞⎠VT (2)

where U,V are orthonormal matrices. Due to the sign and
scale ambiguity in E, U,V can always be chosen to be
rotation matrices, and s can be chosen to be 1.

If a 3D point X is viewed in two images at locations
x and x′ (where x,x′ are calibrated homogeneous image
coordinates), then E has the property that:

x′TEx = 0 (3)
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Expanding this equation gives a single linear constraint in
the nine elements of E for every correspondence. From N

correspondences, these equations can be stacked to form a
9 × N matrix, with the essential matrix lying in the null
space of this matrix. Orthogonal Least Squares Regression
(OLSR), via the SVD, is used to find the least-squares fit [3].
Equation 3 is a biased measure of localisation error however,
so results from OLSR are typically not accurate enough to be
used alone [10].

The least-squares fit to Equation 3 is only an essential matrix
if it can be decomposed into a rotation and translation as per
Equation 1. The closest (by L2 norm) essential matrix to a
given matrix, M, is given by its SVD:

Eclosest = U

⎛⎝ 1 0 0
0 1 0
0 0 0

⎞⎠VT (4)

where M = UDVT is the SVD of M [10].
The OLSR algorithm, followed by this projection to the

space of essential matrices gives an essential matrix which is
approximately compatible with a set of correspondences.

E can be decomposed by SVD to give its corresponding
rotation and translation direction, however two rotations and
two (opposite) translation directions satisfy Equation 1 for any
given E. The correct R, t pair is identified by reconstructing
a 3D point for each possible R, t; the reconstructed point will
fall in front of both cameras only for the correct R, t [10].

Given the location of a feature in one image, x, Equation 3
defines a line (‘epiline’) through the other image where
any matching feature, x′, must lie. Feature locations contain
measurements errors however, so in practice features will not
lie exactly on the corresponding epilines. The distance in the
image between the epiline where a feature is known to lie,
and where its reconstructed 3D point is projected back to is
known as the reprojection error. An excellent approximation
to the reprojection error [10], [5], Sampson’s error, is given
by:

r((x,x′);E) =
x′TEx√

(x′TE)20 + (x′TE)21 + (Ex)20 + (Ex)21

Errors from point localisation are approximately Gaussian,
therefore, given N correctly matched features, {(xi,x

′
i), i =

1...N}, the MLE of E is approximately the point where

N∑
i=1

r((xi,x
′
i);E)2 (5)

is minimised.

B. Estimating E using RANSAC

The RANSAC (Random Sample Consensus [2]) robust
estimation framework enables E to be estimated from a set of
point correspondences contaminated with outliers. RANSAC
works by repeatedly choosing small random subsets of five
correspondences (‘hypothesis sets’), fitting an essential matrix
to each hypothesis set, then counting the total number of

correspondences where Sampson’s error is below a threshold.
Eventually an essential matrix compatible with many corre-
spondences will be found, usually because the hypothesis set
contained only inliers.

RANSAC effectively finds essential matrices which are
approximately correct, and inlier sets consisting mostly of
inliers (typically about 90%), but can be very slow to find more
accurate solutions [12], because of the large number of itera-
tions needed to find a hypothesis set containing only inliers,
and because fivepoint solvers are sensitive to point localisation
errors [11]. As a result, inlier sets tend to contain nearby
outliers, and to miss some inliers. Raising the inlier/outlier
threshold generally increases the numbers of both inliers and
outliers, and reducing it reduces the number of both.

III. ESSENTIAL MATRIX REFINEMENT

The second stage of relative pose estimation is to refine
the essential matrix (or the related fundamental matrix) to
maximise some likelihood function given the inlier set. Several
methods have been proposed; these each involve two important
design decisions: firstly, a cost function to minimise is chosen
(this is equivalent to choosing the distribution under which
the estimate will be an MLE), and secondly, an appropriate
optimisation algorithm and parametrisation is selected.
Cost functions in the form of a sum of squared residual

errors (i.e. Equation 5) are appropriate when errors in fea-
ture localisation are approximately Gaussian, however this is
not the case when features are incorrectly matched, when
large residuals are often observed. Numerous alternative cost
functions have been proposed which assign more appropriate
likelihoods to correspondences with large residual errors; a
selection of these are summarised in Figure III.
Functions in the form of a sum of squares can be minimised

efficiently using the Gauss-Newton algorithm, an iterative
procedure requiring only first derivatives. In practice, the
Levenberg-Marquardt (LM) algorithm [13], a dynamically
damped version of Gauss-Newton, is frequently used. LM
optimisation can also be used to minimise other cost functions,
by weighting the residuals on each iteration so that their sum of
squares is a local approximation to the desired cost function.
This is known as Iteratively Reweighted Least Squares, or
IRLS [10]. To minimise a function

∑N
i=1 C(ri) for an arbitrary

cost function C using IRLS, weights {wi} are chosen so that
(wiri)

2 = C(ri). The function:

N∑
i=1

(wiri)
2 (6)

is minimised by LM, with weights recomputed on each
iteration.

Conventional gradient descent optimisation algorithms, such
as LM, operate on parameter sets in Cartesian space (Rn),
however it is often convenient to constrain the parameter sets
to a manifold embedded in R

n. Manifolds which can be locally
approximated by a subspace of Rm are differential manifolds.
To minimise an objective function where parameters x lie on
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Cost function Corresponding model

Least-squares CLS(r) = r2 Gaussian errors.

Huber CHuber(r) =

{
r2, if a < t

2t‖r‖ − t2 otherwise.
Errors from heavy-tailed distribution, approx.
Gaussian near minimum.

Pseudo-Huber CPH(r) = 2t2(
√

1 + ( r
t
)2 − 1) Smoothed version of Huber cost

Blake-Zisserman
CBZ(r) = log(1 + ε)− log(exp(−( r

σ
)2) + ε)

where ε ≈ exp(−( d
σ
)2)

Gaussian errors in inliers, outliers all equally likely.

Fig. 1. Cost functions evaluated (from [10]; Appendix 6.8), and the corresponding error distributions for which the model minimising the summed errors is
an MLE. t is the inlier/outlier threshold, and σ2 is the variance in feature localisation.

a manifold, the function is reparametrised on each iteration in
terms of a basis of vectors tangent to the manifold at x.

One convenient parametrisation of E is in terms of its
corresponding rotation and translation direction (Equation 1).
Both the space of 3D rotations and the space of translation
directions are differential manifolds. Ma et al. [6] use New-
ton’s method to minimise an error similar to Equation 5,
with updates constrained to the manifold of essential matrices.
They report that false minima are found even with relatively
small, and Gaussian, localisation errors however. Rosten et
al. [14] use a Lie algebra to represent rotations, and estimate
E by minimising a robust cost function by IRLS/LM. They
report that the optimisation can be slow to converge, and
can have cost comparable to the costs of RANSAC. Helmke
et al. [15] propose an alternative manifold, in which E is
parametrised in terms of the two rotation matrices in its SVD
(Equation 2). Each Gauss-Newton iteration is computationally
less expensive (having lower renormalisation costs) than Ma
et al.’s approach, however again the method only converges
locally in general.

An alternative parametrisation of rotations is as an axis-
angle pair. Hartley and Kahl [8] use this parametrisation when
minimising the (non-robust) L∞ norm of Sampson’s error.
Run times are slow (several seconds or more), partly because
of the parametrisation of E chosen. A starting point close to
the true minimum is first found by searching the parameter
space, as otherwise false minima are found.
A common alternative to estimating E is to estimate the

fundamental matrix, F, instead [4], [3], [16]. F is a 3 × 3
matrix which satisfies Equation 3, and is related to E via the
two camera’s calibration matricesK1,K2: F = KT

2 EK1. Dis-
advantages of F estimation is that the sevenpoint hypothesis
generation algorithm commonly used in RANSAC does not
work for near-planar points [16], [11], [3], and that solutions
can be found which are incompatible with the known camera
calibration.

Torr and Murray [3] estimate F using an OLSR-based
method to minimise a robust function of Sampson’s error (e.g.
Huber’s cost function). Each iteration applies the OLSR algo-
rithm (Section II-A), but weights each constraint (each row
in the matrix) as for IRLS, with the weights calculated from
both the robust cost function and the bias correction needed

for Equation 3. After each iteration, the solutions are projected
to the space of fundamental matrices (those with determinant
zero) by SVD. This Reweighted OLSR method is compared
to a gradient-descent-based minimisation of the robust cost on
the output of a RANSAC-like algorithm. The gradient-descent-
based minimisation is more accurate, although false minima
are often found. The authors recommend the combination of
a RANSAC-like prior estimate, Reweighted OLSR to improve
the solution, then nonlinear optimisation to further refine the
solution. Zhang [17] also uses a nonlinear optimisation to
minimise a robust cost, and find that results are accurate
only when gross outliers are first removed by a RANSAC-
like algorithm. F is parametrised to preserve constraints that
F is singular and has unknown scale; by constraining the
optimisation, more accurate results are obtained than with
Reweighted OLSR.

Trivedi [18] describes a relative pose refinement scheme
where correspondences are assumed to be a mixture of inliers,
with Gaussian localisation errors, or outliers, where any locali-
sation error has the same likelihood. This leads to a robust cost
function similar in shape to the Blake-Zisserman cost shown
in Figure III. To minimise this cost, the Downhill Simplex
method is used; a gradient descent-like method which makes
few implicit assumptions about the shape of the objective
function. Lacey et al. [12] show this method to give more
accurate results than RANSAC for relative pose estimation in
the presence of outliers, given a suitable prior estimate of the
relative pose.

In summary, numerous robust and least-squares optimisation
methods have been proposed for refinement of the essential
or fundamental matrix. These methods often perform poorly
in the presence of gross outliers; these outliers should be
removed first by RANSAC [3], [17]. Of the methods reviewed,
many involve computationally expensive parametrisations of
E, and some converge to false minima if not initialised
appropriately [3], [8].

IV. COMPARISON OF REFINEMENT ALGORITHMS

This paper aims to identify the combination of cost function,
optimisation algorithm, and parametrisation most appropriate
for refining the essential matrix and inlier set estimated by
RANSAC. The combination must be robust to the outliers
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which remain following RANSAC, however these incorrect
correspondences have low residual errors, so will not nec-
essarily degrade results. The three criteria used to evaluate
these algorithms are firstly, the ‘Success rate’, the proportion
of times when an approximately-correct solution is found;
secondly the median absolute error in the solution found; and
thirdly the computational cost, as RANSAC is frequently used
in applications requiring real-time performance.

The optimisation algorithms evaluated are Reweighted
OLSR, and a nonlinear optimiser. Reweighted OLSR, described
in Section III, solves an OLSR problem on each iteration,
then projects the solution to the space of fundamental matrices
following each iteration. We have also modified this algorithm
so that the solution is projected to the space of essential
matrices instead, using the projection defined in Equation 4
(marked Reweighted OLSR for E).

The nonlinear optimiser evaluated is IRLS, combined with
LM optimisation (labelled IRLS/LM). Although different opti-
misation algorithms could be used, those which are constrained
to the set of essential matrices should all find the same
minima; the difference between different algorithms is their
computational efficiency for this problem. The different cost
functions evaluated are listed in Table III.

For nonlinear optimisation, E is parametrised as a function
E(q, t) of a unit translation vector t, and a rotation, which
is expressed as a quaternion q. Unit quaternions concisely
represent 3D rotations as 4D unit vectors. 4D unit vectors
form the differential manifold S

3 (the unit sphere in 4D), on
which optimisation algorithms can be applied (Section III).
This manifold is well-suited to the problem of E estimation,
as it is a continuous representation of rotations, with distances
in S

3 corresponding to the difference in orientation between
corresponding rotations, and because the computational costs
of converting quaternions to rotation matrices, and of nor-
malising quaternions following updates, are low compared to
other representations of rotations (i.e. axis-angle or Lie group
representations).

At each iteration, the manifold S
3 is parametrised as three

vectors τ1, τ2, τ3 tangent to the sphere S
3 at q. For each

correspondence (x,x′), the derivative of the cost function in
the direction τi is computed by finite differences:

Δτ
i

C((x,x′),E(q, t)) (7)

= 1
δ
[C((x,x′),E(q+ δτi, t))− C((x,x′),E(q, t))]

for some small step size δ.
Unit translation directions similarly form the differential

manifold S
2 (the unit sphere in 3D), and derivatives are

computed in the same way. After each iteration, q and t are
updated and renormalised.

V. RESULTS ON SIMULATED DATA

This section presents experimental results using simulated
data. For each run, 3D points are generated randomly, and
are projected into two cameras. The cameras have a field
of view of 0.8 radians, and a relative pose with random

translation direction, and random relative orientation with an
angle of up-to 0.75 radians (to ensure that points stay in front
of the cameras). Outlier correspondences are introduced by
mismatching features at random, and simulated localisation
errors with standard deviation 0.0025 radians (2 pixels at
640x480) are added to each feature location. After each run,
the relative pose from the algorithm being tested is compared
to the known relative pose. Figures given are averages over
thousands of runs, and have 95% confidence bounds smaller
than 1% of their values, however values vary with different
parametrisations of the algorithms and of input data.

The inlier/outlier threshold in RANSAC is set to 0.01
radians. For robust cost functions, the inlier/outlier thresh-
old is set to 0.005 radians; this is determined empirically
to correctly separate inliers and outliers when the correct
relative pose is found. Following RANSAC, and following
each algorithm when sequences of algorithms are considered,
inliers and outliers are re-assessed, and correspondences with
reconstructed points not lying in front of both cameras are
marked as outliers.

The robust norms are first tested by refining E estimated by
RANSAC on all correspondences. The optimisation diverges
from the true solution in most cases, even for outlier rates
as low as 10%. Even the most robust cost function, Blake-
Zisserman, often converges to an inaccurate solution. All
subsequent experiments use only the current inlier set.

The next experiment conducted is to identify which algo-
rithms are most often successful. A successful run is defined
to be one where the orientation is recovered to within 0.25
radians of the true value; and where a majority of the inlier
set are in front of the same pair of cameras. Results are shown
in Table I. When inlier sets are large (e.g. 25% of 500 cor-
respondences), all algorithms successfully recover the relative
pose over 90% of the time. When fewer correspondences are
available however, e.g. with only 50 or 100 correspondences
and a 25% inlier rate, the performance of all of the algorithms
deteriorates, in particular the Reweighted OLSR algorithms.
When Reweighted OLSR fails, the solution often alternates
between a matrix with low residual errors, and an essential or
fundamental matrix with considerably higher residual errors.
There is no significant difference between the success rates for
different robust cost functions, or for Reweighted OLSR for E
rather than F.

When simulated points are approximately planar, the per-
formance of all algorithms falls substantially (even though
RANSAC is still correctly identifying inlier sets containing
over 80% inliers). While RANSAC for F is known to perform
poorly in this situation [16], this is not generally the case when
estimating E [11]. The small numbers of outliers remaining
are having a large effect on accuracy in this situation (although
given 500 planar inliers, robust optimisation still achieves only
79% success).

The next experiment examines why the methods fail when
they do; results from various experiments to determine why
are given in Figure 2. One possibility is that false minima
are being found, so the optimisation is artificially started from
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Fig. 2. Experiments to identify when the IRLS/LM method fails. 25% inliers, least-squares cost unless otherwise stated.

TABLE I
SUCCESS RATES FOR DIFFERENT E REFINEMENT ALGORITHMS,

SIMULATED DATA WITH 25% INLIERS BEFORE RANSAC. A RUN IS
SUCCESSFUL IF THE ORIENTATION ESTIMATED IS WITHIN 0.25 RADIANS

OF THE CORRECT ORIENTATION.

# correspondences
Algorithm 50 100 500 500, planar points
Least squares/LM 58% 82% 92% 58%
Huber IRLS/LM 58% 84% 90% 58%
Pseudo-Huber IRLS/LM 58% 84% 90% 58%
Blake-Zisserman IRLS/LM 58% 83% 91% 58%
Reweighted OLSR for E 40% 76% 90% 58%
Reweighted OLSR for F 39% 75% 92% 58%
Reweighted OLSR Pseudo-Huber 40% 75% 92% 58%
RANSAC alone 37% 71% 85% 54%

the relative pose which is known to be correct. Success rates
and residual errors are identical, indicating that the same
minima are being found, and that false minima are not a
problem. Another reason may be the outliers included in
RANSAC’s inlier set. Artificially removing these outliers gives
an improvement in accuracy for large point sets, but not for
smaller point sets. Alternatively, artificially adding missing
inliers improves results for small and large point sets, and both
removing outliers and adding inliers improves results substan-
tially, indicating that missed inliers and additional outliers are
both important for recovering correct relative poses. Larger
inlier sets can be found by iterating RANSAC more times,
this is illustrated by iterating RANSAC 20000 times. The inlier
sets with largest support still contain outliers, and for small
correspondence sets, these outliers cause success rates to be
lower than the 74% which would be possible if the correct
inliers/outliers were found.

One possible method of improving the inlier set’s accuracy
would be to repeat the nonlinear optimisation several times,
with the inlier set reassessed after each run. The results of
two least-squares iterations (labelled Least squares, repeated)
show that this provides no consistent improvement in results.
While the choice of robust cost function makes no signif-

icant difference to success rates, it does affect the accuracy
of the solutions, as shown in Figure 3. For large correspon-
dence sets, the robust cost functions all give more accurate
solutions than least-squares cost. The Blake-Zisserman cost
function, which is designed to correctly model the inlier/outlier

Fig. 3. Median absolute errors in orientation, radians.

distribution, gives very accurate results for large point sets,
but poorer-than least-squares results for small point sets. This
is because for small point sets, the RANSAC inlier set still
contains many outliers. As the residual errors in these outliers
are as low as for inliers, the robust cost functions do nothing
to avoid them.

Table II shows the run times for the various algorithms,
and the numbers of iterations required. Each is implemented
in C++ using the Eigen matrix library [19], and compiled
using gcc (source code is available online [9]). Times are
given for code running on a single core of an Intel i7
processor, running at 2.93GHz. Times are dominated by
the computation of residuals (and corresponding weights for
IRLS); the costs of the LM algorithm itself are minimal. All
algorithms are substantially faster than the efficient RANSAC
implementation used [11], demonstrating the suitability of the
IRLS/LM optimisation algorithm, and quaternion/unit trans-
lation vector parametrisation chosen. Convergence is fast for
all cost functions, indicating that IRLS/LM performs well at
this optimisation. The Blake-Zisserman cost function requires
more iterations than the other cost functions, however this
optimisation is still fast compared with RANSAC.

VI. RESULTS ON SYNTHETIC IMAGES

The SLAMDUNK system [20] simulates images from a
moving camera by using a ray tracer. The images provided
by the authors include high levels of self-similarity, and large
planar surfaces; these images are used to test the essential
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TABLE II
TYPICAL RUN TIMES AND NUMBERS OF ITERATIONS REQUIRED (ALL VARY WITH DIFFERENT PARAMETRISATIONS/CONVERGENCE CRITERIA).

50 correspondences 500 correspondences
Algorithm Time (ms) # Iterations Time (ms) # Iterations
Least squares/LM 0.10 6 0.30 6
Huber IRLS/LM 0.11 7 0.40 7
Pseudo-Huber IRLS/LM 0.12 7 0.50 7
Blake-Zisserman IRLS/LM 0.19 12 1.6 11
All Reweighted OLSR 0.06-0.08 3 0.1 3
RANSAC, until 20% support found 19 2175 21 2305
RANSAC, 20000 iterations 180 20000 210 20000

TABLE III
RESULTS ON SYNTHETIC IMAGES (SLAMDUNK DATASET).

Median error (radians)
Algorithm Success Orientation Translation dir.
RANSAC 98% 0.078 0.286
IRLS/LM Pseudo-Huber 99% 0.072 0.213
IRLS/LM Blake-Zisserman 99% 0.071 0.200
Least-squares LM 99% 0.073 0.222
Least-squares LM, repeated 99% 0.072 0.217
Reweighted OLSR for E 96% 0.072 0.222

matrix refinement. Patches of the image centred on FAST
corners [21] are matched between frames, using the sum of
squared differences to compare patches. 269 pairs of frames
captured 0.67 seconds apart are used. Relative orientations
of 0.5 radians are typical between pairs of frames, typically
about 300 features are matched, and inlier rates are typically
50%. Table III shows the errors in recovered rotations and
translations, and the success rate of the various algorithms.

All algorithms achieve at least 96% success, although again
the nonlinear optimisation outperforms Reweighted OLSR. As
before, the robust norms provide only a very small improve-
ment in accuracy.

VII. DISCUSSION

This paper has evaluated several different options for
the refinement of essential matrices estimated by RANSAC.
The most reliable and accurate approach is to use Itera-
tively Reweighted Least Squares, combined with Levenberg-
Marquardt optimisation, to minimise a robust cost function
based on Sampson’s approximation to the reprojection error.
Essential matrices are parametrised by a unit quaternion and
unit translation vector; this efficient and minimal parametrisa-
tion ensures that computational costs are low compared with
the cost of RANSAC. This approach is shown to outperform
alternative methods based on iteratively solving a weighted
linear system.

All algorithms occasionally fail to compute an accurate
solution, particularly with small correspondence sets and when
inlier rates are low. Failures are caused by both remaining out-
liers, and missing inliers, in the inlier set found by RANSAC.
Increasing the number of RANSAC iterations only partially
addresses this problem, as the essential matrix with the largest
support still leads to an inlier set containing many outliers.

Different robust cost functions are evaluated. Improvements
in accuracy compared with a least-squares approach are min-

imal, although the Blake-Zisserman cost function provides a
small improvement in accuracy for large correspondence sets.
For smaller correspondence sets, the minimal robust cost often
incorrectly identifies remaining outliers as inliers.
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Abstract—A blocking artifact is the most common artifact 
in the image and video compression, such as JPEG, 
MPEG-2, and H.264. This paper presents an objective 
metric for measuring a blocking artifact in an image. The 
proposed method does not require a reference image and 
thus is applicable to many practical applications in which 
no reference image is available. In the proposed metric, an 
objective blockiness score is computed based on the 
properties of local wavelet coefficients. Simulation results 
and comparisons with existing no-reference blockiness 
metrics proved that the proposed metric correlates well 
with the perceived subjective scores and outperforms the 
existing metrics. 

Index terms; wavelet, no-reference, blocking artifact 

I.  INTRODUCTION 
The quantization of DCT coefficients is an effective 
technique to reduce bitrates that have to be transmitted in 
block-based video coding standards, such as JPEG, 
MPEG-2, and H.264. However, a coarse quantization 
may result in the blocking artifacts within the decoded 
image and video. Subjective experiments have indicated 
that the blocking artifact is the most annoying distortion 
at low and moderate bitrates in JPEG and MPEG-2 [1-2]. 
Accordingly, the measurement of the blocking artifact is 
important task in the design and optimization of the 
coding system, and a quality assessment of image and 
video. 

The subjective method is considered as the most 
reliable approach in a quality assessment of an image 
because the end user is generally human being in many 
practical applications. However, the subjective method is 
impractical for real-time application since it requires 
unreasonable cost and time. Therefore, many objective 
metrics have been proposed in the last decades. Objective 
metrics can be divided into three categories according to 
the amount of referred information about the original 
image: full-reference, reduced-reference, and no-
reference methods [3]. Among these quality assessment 
methods, no-reference methods are highly desired in 
environments where the reference image is not available. 

In the last decades, several no-reference metrics for 
measuring blocking artifacts have been proposed in 
literature [4-11]. Wu and Yuen [4] proposed a 
Generalized Block Impairment Metric (GBIM) that 
exploiting perceptual features, such as texture and 
luminance masking. The metric models the blockiness as 
the inter-pixel difference across block boundaries with 
simple texture and luminance masking models. In [5], 
blockiness metric is proposed based on the 1-D pixel 
vectors across two adjacent blocks. The blockiness is 
computed using the relative ratio of slopes between 
boundary and internal pixels in the 1-D pixel vector. In 
[6], Wang and Bovik modeled the blocky image as a non-
block image interfered with a pure blocky distortion. 
Then, the strength of block-edges is computed based on 
the FFT along the rows and columns considering the 
luminance and texture masking. 

In [7], the authors proposed the blockiness metric 
based on a locally adaptive algorithm. In the method, the 
blockiness and the flatness is combined into a perceptual 
blockiness score with the local contrast masking and 
spatial masking. In [8], the authors proposed simple cost-
effective grid detection and blocking artifact measure. 
They are used to suppress blocking artifact while 
preserving the sharpness of object edges. In [9], a 
noticeable blockiness map is constructed from the block 
discontinuity map considering the effects of the 
luminance adaptation and texture masking. Then, the 
overall perceptual blockiness is computed using a 
nonlinear operator. Recently, a novel approach [10-11] is 
proposed including grid detection algorithm and visual 
masking model. The blockiness is calculated by local 
pixel-based blocking artifact model combined with its 
local visibility and grid detector. 

In this paper, we propose a new approach for 
measuring the blocking artifact in images and videos. 
The proposed metric exploits the properties varied 
according to the degree of blocking artifacts present 
within an image. 
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This paper is organized as follows. Section II 
describes the proposed no-reference blocking artifact 
metric. The efficiency of the proposed metric is evaluated 
for public LIVE image database [12] in Section III. A 
conclusion of this paper is followed in Section IV. 

II. PROPOSED METHOD FOR MESURING BLOCKING 
ARTIFACT 

At low bitrates, the DCT-based lossy compression 
methods cause severe blocking artifacts due to a coarse 
quantization for most DCT coefficients close to zeros. 
Fig. 1 shows examples of blocking artifacts. They are the 
enlarged JPEG-coded ‘womanhat’ images at 1.47 
bits/pixel, 0.60 bits/pixel, 0.45 bits/pixel, 0.33 bits/pixel, 
and 0.16 bits/pixel, respectively. As shown in Fig. 1, the 
blocking artifacts seriously degrade the visual quality 
especially at low bitrates.  

Divided into
N by N blocks

Input Image

Wavelet 
transform ......

Vertical
detailed image

Horizontal
detailed image

Vertical 
blockiness 

computation

Horizontal 
blockiness 

computation

Overall
blockiness

pooling

Objective 
blockiness score

 
Fig. 2 Overall flow-diagram of the proposed metric 

 

Fig. 2 illustrates the overall process of the proposed 
metric. First, an image is divided into N × N square 
blocks. Each block is then transformed into wavelet 
domain which consists of approximated, horizontal 
detailed, vertical detailed and diagonal detailed images. 
The local horizontal and vertical blockiness are computed 
by the horizontal and vertical detailed images, 
respectively. Then, they are used to provide an overall 
blockiness score. 

The properties of wavelet images are varied according 
to the degree of a blocking artifact. A few examples are 
shown in Fig. 3 and Fig. 4. ‘womanhat’ images in spatial 
domain without and with severe blocking artifact are 
shown in Fig.3 (a) and Fig. 4 (a), respectively. The 
wavelet transformed images are presented in Fig. 3 (b)-
(e) and Fig. 4 (b)-(e), respectively. Accumulated 
histograms of detailed images are also shown at the 
rightmost in Fig. 3 and Fig. 4. 

Fig.3 (f) and Fig. 4 (f) show accumulated histograms 
of horizontal detailed image into vertical direction while 
Fig. 3 (g) and Fig. 4 (g) show accumulated histograms of 
vertical detailed image into horizontal direction. The 
figures show that the blocking artifact makes the 
histogram sparser with high-amplitude of peaks and low-
amplitude of non-peaks. The accumulated histograms are 
computed as follows; 

( ) ( , )
N

h h
j

h i w i j= ∑ ,    (1) 

( ) ( , )
N

v v
i

h i w i j= ∑ ,   (2) 

where hh(i) is the accumulated histogram of horizontal 
detailed image into vertical direction, hv(i) is the 
accumulated histogram of vertical detailed image into 
horizontal direction. In addition, N, wh(i,j), and wv(i,j) are  
 

 
(a) 

 
(b) (c) 

 
(d) (e) 

Fig. 1 Enlarged JPEG-coded ‘womanhat’ images at (a) 1.47 bits/pixel, (b) 0.60 bits/pixel, (c) 0.45 bits/pixel, (d) 0.33 
bits/pixel, and (e) 0.16 bits/pixel. 
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(a) 

(b) (c) (f) 

(d) (e) (g) 
Fig. 3 (a) original ‘womanhat’ image, (b)-(e) wavelet transformed images: (b) approximated image; (c) horizontal detailed 
image; (d) vertical detailed image; (e) diagonal detailed image, (f) accumulated histogram of horizontal image into vertical 
direction, (g) accumulated histogram of vertical image into horizontal direction. 

 
the size of a local block, the horizontal detailed image, 
the vertical detailed image, respectively. 

The accumulated histograms are used to derive local 
blockiness scores as follows; 
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where lbh and lbv are a local horizontal and vertical 
blockiness scores. np(k) and p(k) are non-peak bins and 
peak bins. M1 and M2 are the number of non-peak bins 
and the number of peak bins, respectively. The peak and 
non-peak bins are determined by a simple thresholding 
method. Note that C1 (C1=0.1) is just used for stability of 
the equations. 

The local blockiness scores are summed up to produce 
an overall blockiness index B as follows; 

1 11( ) ( ) ( )
b bN N

h v
b bl l

B � lb l � lb l
N N

⎛ ⎞ ⎛ ⎞
⎜ ⎟ ⎜ ⎟= + −
⎜ ⎟ ⎜ ⎟
⎝ ⎠ ⎝ ⎠

∑ ∑ ,  (5) 

where Nb is the number of local blocks. Here, we assume 
that the influences of the horizontal and vertical 
blockiness for the overall quality are same. Thus, � =0.5 
is used in (5). 

III. PERFORMANCE EVALUATION 
To validate the performance of the proposed blockiness 
metric, the LIVE JPEG database [12] which consists of 
233 JPEG images with their Difference Mean Opinion 
Score (DMOS) is used. The evaluations are conducted 
comparing four existing no-reference blockiness metrics 
including the most referred three metrics [4, 6, 7] and the 
most recent metric [11]. Note that we refer [4] as GIBM, 
[6] as BBAM, [7] as LABM, and [11] as PBM for 
convenience. 

The testing beds consist of two scenarios as follows; 
1) Test 1: In this test, the capability of prediction for 
images including same contents with different degree of 
blocking artifacts is evaluated. It consists of five JPEG-
compressed ‘womanhat’ images shown in Fig. 1 and 
uncompressed original image, totally six images. 2) Test 
2: In this test, we evaluate the performances of the 
metrics when they are applied to images having different 
contents using 233 LIVE JPEG-compressed images. 

Fig. 5 shows the results of the metrics when applied to 
‘womanhat’ images (Test 1). As expected, all the metrics 
are monotonically increase or decrease as blocking 
artifacts increase even though the prediction accuracies 
are varied. Note that all the metrics increase as the 
blocking artifact is incremented except for PBM [11].  
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(a) 

(b) (c) (f) 

(d) (e) (g) 
Fig. 4 (a) highly compressed ‘womanhat’ image, (b)-(e) wavelet transformed images: (b) approximated image; (c) 
horizontal detailed image; (d) vertical detailed image; (e) diagonal detailed image, (f) accumulated histogram of horizontal 
image into vertical direction, (g) accumulated histogram of vertical image into horizontal direction. 

 

The results show that all the metrics including the 
proposed metric can predict the perceived blockiness of 
images for same content. 

In order to evaluate the performance of the metrics, 
we followed the recommendations of the VQEG [13]. 
We used the four performance measures including 
Pearson correlation coefficient (PCC), Spearman rank-
order correlation coefficient (SROCC), mean absolute 
error (MAE), and root mean squared error (RMSE). 
Note that, for a well-defined metric, the values of PCC 
and SROCC should be high and the values of MAE 
and RMSE should be low. 

The results are given in Table 1 for LIVE JPEG 
image database (Test 2). The results show that the 
proposed metric provides remarkable performance with 
higher correlation than 0.9. In addition, the proposed 
metric outperforms the other existing metrics. LABM 
[7] is only one competitive metric to the proposed 
metric that provides relatively high correlation 0.897. 
However, it requires more complex procedures in 
LABM, such as local contrast masking and spatial 
masking. 

IV. CONCLUSION 
In this paper, a new metric is proposed for measuring 
the blocking artifact based on the properties of the 
horizontal and vertical detailed images in wavelet 
domain. The experimental results show that the 
proposed metric provides remarkable performance for 
predicting the perceived blockiness of JPEG-

 
(a) (b) 

 
(c) (d) 

 
(e) 

Fig. 5 results of blockiness metrics when applied to 
‘womanhat’ images with different MOS: 0 (original), 
11.31, 25.84, 36.28, 52.92, and 97.51: (a) proposed 
metric; (b) GBIM [4]; (c) BBAM [6]; (d) LABM [7], (e) 
PBM [10-11]. 
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compressed images. Future research includes the 
improvement of the proposed metric, e.g. the responses 
of human visual system on the blocking artifact should 
be considered. 

REFERENCES 
 

[1] C. Koh, S. Mitra, J. Foley, and I. Heyndericx, “Annoyance of 
indivisual artifacts in MPEG-2 compressed video and their 
relation to overall annoyance,” Proc. of the SPIE, San Jose, 
CA, Jan. 2005. 

[2] H. R. Wu and K. R. Rao, Digital Video Image Quality and 
Perceptual Coding, CRC press, Inc., Boca Raton, FL, 2006. 

[3] Z. Wang and A. C. Bovik, Modern Image Quality Assessment, 
Morgan & Claypool, USA, 2006. 

[4] H. R. Wu and M. Yuen, “A generalized block-edge 
impairment metric for video coding,” IEEE Signal Processing 
Letters, vol. 4, no. 11, pp. 317-320, Nov. 1997. 

[5] J. Yang, H. Choi, and T. Kim, “Noise estimation for blocking 
artifacts reduction in DCT coded images,” IEEE Transactions 
on Circuits and Systems for Video Technology, vol. 10, no. 7, 
pp. 1116-1120, Oct. 2000. 

[6] Z. Wang, A. C. Bovik, and B. Evan, “Blind measurement of 
blocking artifacts in images,” Proc. IEEE International 
Conference on Image Processing (ICIP), Vancouver, BC, 
Canada, Sep. 2000. 

[7] F. Pan, X. Lin, S. Rahardja, W. Lin, E Ong, S Yao, Z Lu, and 
X. Yang, “A locally adaptive algorithm for measuring 
blocking artifacts in images and videos,” Signal Processing: 
Image Communication, vol. 19, no. 6, pp. 499-506, Jul. 2004. 

[8] I. Kirenko, and R. Muijs, “Coding artifact reduction using 
non-reference block grid visibility measure,” Proc. IEEE 
International Conference on Multimedia and Expo (ICME), 
Toronto, Ont. Canada, Jul. 2006. 

[9] G. Zhai, W. Zhang, X. Yang, W. Lin, and Y. Xu, “No-
reference noticeable blockiness estimation in images,” Signal 
Processing: Image Communication, vol. 23, no. 6, pp. 417-
432, Jul. 2008. 

[10] H. Liu, and I. Heynderickx, “A no-reference perceptual 
blockiness metric,” Proc. IEEE International Conference on 
Acoustics, Speech and Signal Processing (ICASSP), Las 
Vegas, NV, Mar. 2008. 

[11] H. Liu, and I. Heynderickx, “A perceptually relevant no-
reference blockiness metric based on local image 
characteristics,” EURASIP Journal on Advances in Signal 
Processing, vol. 2009, no. 263540, pp. 1-14, Jan. 2009. 

[12] H. R. Sheikh, Z. Wang, L. Cormack, and A. C. Bovik, “LIVE 
image quality assessment database release 2,” 2006, 
http://live.ece.utexas.edu/research/quality. 

[13] VQEG, “Final report from the Video Quality Experts Group 
on the validation of objective models of video quality 
assessment Phase II,” Aug. 2003. 

 

Table 1 The performance results for LIVE database 

 PCC SROCC MAE RMSE

Proposed 0.911 0.871 10.915 14.560
GBIM [4] 0.740 0.731 19.255 23.699

BBAM [6] 0.850 0.805 14.581 18.569

LABM [7] 0.897 0.860 11.472 15.089

PBM [11] 0.724 0.825 31.086 35.221
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Abstract—This paper presents a statistical model which de-
scribes the distribution of horizontal information, “edges”, mea-
sured by a camera looking over a planar scene. The inspiration
for the work is taken from experimental evidence that Drosophila,
the common fruit fly uses detection of edges to control its flight.
Our model is able to predict the distribution of edges for a
given camera position, and also to estimate altitude from a given
distribution of edges. The model is verified using a number of
experiments in a virtual environment.

Index Terms—planes, edges, edge detection, altitude estima-
tion, honeybee, drosophila

I. INTRODUCTION

Experimental work [1], [2], [3], [4] on insects (the common
fruit fly Drosophila and the honeybee) has demonstrated that
these organisms recognise lines and edges in their environment
(in addition to image motion/optical flow). These features are
subsequently used to drive instantaneous flight responses, such
as the attraction to long edges [1], behaviour and context
specific strategies such as landing [3], [4], and also have
recently been shown to provide an absolute global reference
for altitude control [2]. The duality of this use of edge
information, i.e, the simultaneous use of it for instantaneous
response and longer term control, points towards some internal
model of one’s environment using these features1.

Our previous work has recreated the edge-based instan-
taneous altitude control of these organisms on a quadrotor
helicopter [6]. This paper addresses the other half of the
duality, investigating if it is possible to calculate global in-
formation (such as altitude) from the edges in an image if
some geometric properties of the camera and environment are
known. To enable estimation of altitude, a statistical model that
describes the distribution of edges on a plane is developed.

This paper begins with Section II, an introduction to the
statistical model describing the distribution of edges. Section
III describes the algorithm for detecting edges in an image.
Section IV includes the results of measured edges, and those
predicted by the model in a virtual environment for a number

1Structural evidence [5] through imaging the Drosophila brain also indicates
that an internal model may use unconventional parameterisations of the
environment as the visual information in these organisms is reduced when
it passes through the visual projection neurons before entering the central
brain.

of camera configurations. The paper concludes with Section
V, a discussion of the accuracy of the model, future work
and applications of the technique in biomimetic visual flight
control.

II. IMAGE EDGE STATISTICAL MODEL

In this section, a statistical model for the edges in an image
detected by a camera looking across a scene is developed
(see Figure 1). To make the model tractable, a number of
assumptions are made:

1) Edges are assumed to be distributed along the plane
as a Poisson process with intensity λ (this is the mean
number of edges per metre).

2) The scene is planar or at least has small height variations
compared to the camera height, h, above the scene.

We also note the following observations:

1) Because of limited resolution on the camera, edges close
together will not be distinguished.

2) Edges are not missed independently of other edges; they
are missed because they are in close proximity. Hence
the process of detected edges is not Markov and so an
exact analysis is difficult.

��
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������������	�
��
� �

�

ε

Fig. 1. The geometry of the problem. A camera, C, looks out over a
plane containing many edges, ε. The camera has a focal length, f , and is
at an altitude, h, above the plane. The camera image plane co-ordinates are
measured in pixels, (u, v).
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Using a pin-hole camera model [7], a scene coordinate
(x, y) is mapped to image coordinates (u, v) using

u =
fy

x
, (1)

v =
fh

x
=

k

x
, (2)

where f is the focal length of the camera and h is the height
of the camera above the scene. These parameters can be
combined into a single scale factor, k. If the maximum image
vertical coordinate is vmax, the closest visible scene position
is

xmin =
k

vmax
. (3)

If the camera has a vertical resolution2 δ, then multiple edges
in the region xmin ≤ x < x1 are not resolvable, where

x1 =
k

vmax − δ
,

=
k

k
xmin

− δ
. (4)

We assume that the first such edge, the edge closest to xmin,
will be detected but subsequent edges in the region xmin ≤
x < x1 are not detected.

A simple non-homogeneous Poisson process [8] is used to
model the detected edges where the intensity λ(x) spatially
varies according to the probability an edge is visible. The
probability of detecting an edge, ε, in the region (x, x+Δx),
where xmin ≤ x < x1, is the probability that there is an edge
inside (x, x+Δx) and no other detected edge in the preceding
resolution interval. Mathematically, this can be expressed as

P (εD ∈ (x, x+Δx))

= P (ε ∈ (x, x+Δx))× P (ε /∈ (xmin, x))

≈ (λΔx)× P (ε /∈ (xmin, x))

≈ λΔx exp (−λ(x− xmin)) . (5)

Here, ε denotes an actual edge and εD denotes a detected edge.
Hence, by definition, the intensity of the non-homogeneous
Poisson process at x is

λ(x) = λ exp (−λ(x− xmin)) . (6)

Now consider a more distant edge at x > x1. The proba-
bility of detecting this edge in the image is

P (εD ∈ (x, x+Δx))

= P (ε ∈ (x, x+Δx))× P (ε /∈ (x2, x)) ,

= λΔx exp (−λ(x− x2)) , (7)

where

x2 =
k

v + δ
,

=
k

k
x + δ

. (8)

2We use the formal meaning of the word resolution; the smallest detectable
change in the quantity being measured, and not the variation in general use;
the number of pixels in an image.

So, the equivalent intensity for the non-homogeneous Poisson
process is

λ(x) = λ exp

(
−λ

(
x− k

k
x + δ

))
. (9)

Let the random variable, X , denote the position of a
detected edge in a scene, then the empirical cumulative distri-
bution function (CDF) of the edge position is given by

FX(x) = P (X ≤ x), (10)

= lim
N→∞

{ ∑N
i=1 Ci(x)∑N
i=1 Ci(∞)

}
, (11)

=
E {Ci(x)}
E {Ci(∞)} , (12)

where Ci(x) denotes the cumulative number of detected edges
for the ith scene. Hence, the CDF can be expressed as [8]

FX(x) =
m(x)

m(∞)
, (13)

where

m(x) =

x∫
xmin

λ(u) du, (14)

represents the mean number of detected edges in the region
xmin ≤ x. Finally, differentiating the CDF yields the proba-
bility distribution function (PDF) as

fX(x) =
m′(x)
m(∞)

=
λ(x)

m(∞)

=

⎧⎨⎩
λ

m(∞) exp (−λ(x− xmin)) xmin ≤ x ≤ k
k

xmin
−δ

λ
m(∞) exp

(
−λ(x− k

k
x+δ

)
)

x > k
k

xmin
−δ

.

(15)

From (2), the random scene variable, X , maps to the random
image variable V using

V =
k

X
. (16)

Hence, the probability distribution function for an image edge,
fV (v), is related to the probability distribution function for a
scene edge, fX(x), by

fV (v) = fX

(
k

v

) ∣∣∣∣−k

v2

∣∣∣∣ , (17)

and thus,

fV (v)

=

⎧⎨⎩
λk

m(∞)v2 exp
(−λ

(
k
v − xmin

))
xmin ≤ k

v ≤ k
k

xmin
−δ

λk
m(∞)v2 exp

(
−λ
(

k
v − k

v+δ

))
k
v > k

k
xmin

−δ

=

⎧⎨⎩
λk

m(∞)v2 exp
(
−λk

(
1
v − 1

vmax

))
vmax − δ ≤ v ≤ vmax

λk
m(∞)v2 exp

(
−λk

(
1
v − 1

v+δ

))
v < vmax − δ

.

(18)
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III. EDGE DETECTION

In this section, we describe the algorithm used to detect
edges in the image. We first calculate the vertical image
gradient by convolving the image with the Sobel kernel [9],

Gv = I�
⎡⎣−1 −2 −1

0 0 0
+1 +2 +1

⎤⎦ . (19)

Here I = I[m,n] is the input image, Gv = Gv[m,n] is the
vertical gradient image (in the v-axis), and � denotes convo-
lution. The Sobel kernels have a smoothing effect, so they are
less sensitive to noise than some techniques, and they avoid
needing to introduce an additional Gaussian blurring step. The
Sobel operator is also less computationally demanding than the
Canny [10] algorithm, which is also commonly used for edge
detection,

The next step quantizes the gradient image using a thresh-
old, ks, based on the RMS value of the gradient image3,

Bv[m,n] =

{
1 if Gv[m,n] ≥ ks

0 otherwise
. (20)

This results in an image with only horizontal images re-
maining (Figure 2b).

The quantized gradient is then summed in the horizontal
direction,

Ev[m] =

N∑
n=1

Bv[m,n]. (21)

This represents the number of horizontal edges in the image
(Figure 2b). Finally, a running sum of Ev is performed to
estimate the empirical cumulative distribution of horizontal
edges,

Cv[n] =

∑m
j=1 Ev[j]∑M
j=1 Ev[j]

. (22)

IV. RESULTS AND DISCUSSION

The model was verified in a virtual environment (Figure 2a),
created using the VRML modelling language. The experiments
involved moving the camera in the vertical axis and recording
the image, I, at each instant.

Figure 4 shows the model-predicted CDF, from (18), plotted
against the real cumulative sum of edges in the image, from
(22). The model fits reasonably well with a larger field of
view but gets poorer with a decreasing field of view. Figure
3 shows the affect of the unknown parameter λ on the height
estimation when matching the empirical data to the statistical
model.

Figure 5 compares the accuracy of the model-predicted
height with the actual camera height. The height was estimated
by fitting the model CDF to the empirical CDF. There is a
slight bias and an increasing variance with camera height and
reduced field of view.

3This is the recommended approach for thresholding Sobel generated
gradient images.
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(b)

Fig. 2. The virtual environment used for validation of the probabilistic model
of edges. (a) An image from the virtual scene (note, this has be recoloured,
replacing the black background with white for readability). (b) The result of
the edge detection algorithm (left), Bv , and the row-wise (v) sum of edges
(right), Ev .

An interesting observation is that the peak of the empirical
histogram appears to be a linear function of camera height
as shown in Figure 6. There is a small bias that needs to be
subtracted. It is expected that the proportionality factor is a
function of λ; this is yet to be confirmed.

Differentiating the modelled probability distribution func-
tion against the image coordinate v predicts a square-root
dependence of the position of the mode versus camera height,

vmode ≈
√
kλδ. (23)

This is visible in Figure 7. Thus while the statistical model is
a simple continuous first approximation, it only captures some
of the behaviour of the system. An improvement to the model
would incorporate the effects of image sampling.
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Fig. 3. Comparison of estimated camera height versus actual camera height
as a function of λ with a camera field of view 120 degrees.

V. CONCLUSION

Our results show that the derived model captures many
features of the real detection process; in Figure 4 the model
is able to approximate the distribution of edge information of
a planar scene, and in Figure 5 the model is able to estimate
the height given a distribution of edges.

These two results demonstrate that it is possible to extract
sufficient information from edges in an image in order to
estimate the camera height.

In the biological context from which this work was inspired,
it is interesting to consider what accuracy the algorithm
requires in order to have utility to an organism. An analogous
situation is the avoidance response in Drosophila4, despite
the insect continually measuring image motion, the avoidance
response seems to be active only when optical flow exceeds a
predetermined threshold. Comparatively, the model-predicted
height looks suitable for such decisions, qualitatively Figure
4 shows the model can distinguish large from small heights.
Quantitatively, Figure 5 shows the model can provide a rea-
sonable height estimate at low altitudes.

Further work is required to improve the model to predict the
observed linear height dependence of the empirical histogram
mode. Additional work remains to assess the model perfor-
mance when the scene is non-planar, in non-ideal lighting
conditions, or when λ is unknown. Even in these scenarios, the
results of Figure 5 are encouraging. If λ can be assumed con-
stant (such as over a small number of frames) the agreement
between the model-predicted and actual height at low values is
again reminiscent of time-to-collision approaches [11] which
emulate the biological expansion avoidance response.
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Fig. 4. Comparison of estimated cumulative probability distribution with the
model (dashed) as a function of height h for λ = 0.35: (a) camera field of
view 120 degrees, (b) camera field of view 90 degrees, (c) camera field of
view 60 degrees.
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Fig. 5. Comparison of estimated camera height versus actual camera height
with λ = 0.35. (a) camera field of view 120 degrees, (b) camera field of
view 90 degrees, (c) camera field of view 60 degrees.
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Fig. 6. Comparison of the image row with the most edges versus the camera
height with λ = 0.35. (a) camera field of view 120 degrees, (b) camera field
of view 90 degrees, (c) camera field of view 60 degrees.
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Fig. 7. Modelled probability distribution functions as a function of camera
height h for λ = 0.35: (a) camera field of view 120 degrees, (b) camera field
of view 90 degrees, (c) camera field of view 60 degrees.
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Abstract—Our main aim is to find methods to improve
collecition-specific Content Based Image Retrieval (CBIR). We
have used Independent Component Analysis for this purpose
in a previous study. One of the issues with using ICA is the
large number of filters that are extracted. Choosing a smaller
subset of the extracted filters is challenging as it is desirable
to choose filters which provide the most useful features without
redundancy. A published technique uses measures of variance for
this purpose. However this method has the drawback of choosing
a set which may provide redundant features. In this study
we propose a new method, using normalised cross-correlation
followed by clustering. We have carried out a comparison of the
effectiveness of the clustering based method with the variance
based method. On our test data the filters chosen by clustering
seem to represent underlying textures better and also perform
better for CBIR.

I. INTRODUCTION

This paper documents parts of our work in aiming to
find more effective techniques for collection-specific Content
Based Image Retrieval (CBIR). Our work in [1] documents
the use of Independent Component Analysis (ICA) for this
purpose. One of the challenges we found during this work
is the issue of the large number of components that ICA
extracts, which can be potentially used as filters. To make
CBIR more practical we need to choose a smaller set of
filters. It is desirable to choose a set of filters where each
filter would give us different but useful image features. A
documented method for choosing such a set of filters is the
use of normalized variance [2]. However while reviewing
the method we decided that it may not be suitable for the
purposes of CBIR due to an issue pointed out by [3], where
the selected filters might give us very similar features. For
[1], we used image cross-correlation followed by clustering
to select a smaller set of filter. However no comparison was
done to ensure that the our method did indeed perform better
than the use of variance. The work outlined in this paper
bridges that gap. We perform a comparison of effectiveness
of the filter selection methods by analysing the effectiveness
of the selected filters for CBIR. If we can correctly identify the
problem with the method discussed in [2] and show that our
proposed method solves that problem, then it would further our
initial aim of making collection-specific CBIR more effective.
The next section provides a brief background of the current

work. We then describe the experiments and the different filter
selection methods. Following this, the results are discussed and
then we conclude the document.

II. BACKGROUND

A. Independent Component Analysis (ICA)

ICA is defined as “a method for finding underlying factors
or components from multivariate (multidimensional) statistical
data” [4]. The initial motivation behind ICA was to perform
Blind Source Separation (BSS), which refers to the task of
discovering the source signals from some observed linear
mixture of the sources [4]. In fact, BSS is a good example to
use when describing ICA as a mathematical problem. Here a
simple version of ICA is presented, where we assume that the
number of observed signals and the number of source signals
are equal. Let x1(t), x2(t) and x3(t) represent the observed
signals of some source signals s1(t), s2(t) and s3(t) at time
t. Based on this information, it can be said that for i ∈ [1, 3],

xi(t) = ai1s1(t) + ai2s2(t) + ai3s3(t). (1)

The source signals si(t) and the mixing weights aij are
unknown. The only known values are the observed signals
xij . The problem of BSS is to find the original signals si(t)
from the observed mixtures xi(t). The assumption is that there
is an invertible matrix A formed from the mixing coefficients
aij . The inference then is that there is a matrix W , with wij as
coefficients, which allows the separation of the si, according
to

si(t) = wi1x1(t) + wi2x2(t) + wi3x3(t). (2)

That is, W = A−1. This is the basic mathematical problem.
ICA provides a solution to this seemingly hard problem by
assuming that the signals are statistically independent. If two
random variables v1 and v2 are independent, then, for any
non-linear transformations f and g, f(v1) and g(v2) will also
be uncorrelated [4]. The task of ICA is to find the components
such that the components themselves are uncorrelated and also
remain uncorrelated under non-linear transformations f and g.

An important principle for estimating independent compo-
nents is the maximisation of non-Gaussianity. The central limit
theorem states that the distribution of the sum of non-Gaussian
random variables will be closer to Gaussian than that of the
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original variables. Finding maxima in non-Gaussianity in a
linear combination of the mixture variables y =

∑
i bixi thus

gives a means to estimate the independent components [4].

B. ICA in CBIR

Several studies have attempted to use ICA for CBIR.
Khaparde et al. compare ICs extracted from a query image
with those from images in a database to determine the query
results [5]. The paper mentions the use of a ICA filter bank but
does not clarify how the filters were designed. It seems as if
the process proposed extracts ICs from the query image, uses
them as filters and collects filter responses from the database.
If this is indeed the case, then there are certain issues with
the approach. Firstly, it requires repetitive execution of ICA
on the query image. This can be quite an expensive process.
Also, ICA can extract a large number of components and
it is important to reduce this number for practical CBIR.
Sun et al. use ICA in conjunction with Generalized Gaussian
Density for the purposes of CBIR [6]. Their results are very
encouraging, however their method also suffers from the use
of ICA in the image feature extraction process. Bai et al. use
Probabilistic ICA to extract image features and uses the z-
values of ICs to find a component-wise similarity bipartite [7].
Wang and Dai use ICA features and other low-level features,
along with a learning algorithm for image retrieval, and also
show very promising results [8]. Although not directly related
to CBIR, there has been other work done in applying ICA for
image features for a variety of tasks, including segmentation,
classification, dimensionality reduction, etc. [9], [10], [11], [6],
[12].

C. Our approach

In our work documented in [1] we presented a different use
of the ICA in CBIR, compared to the work presented above.
The initial inspiration of the work came from the work of
Hateren et al. and Bell and Sejnowski . Hateren et al. state that
when ICA is applied to images of natural scenes, it produces
components similar to the receptive fields in simple cells of
the visual cortex [13]. Bell and Sejnowski describe the use of
ICA to extract filters from images of natural scenes, and say
those filters are edge filters, noting their resemblance to Gabor
filters [14].

In the studies mentioned in II-B, ICA has been used to
extract image features which were then used to perform CBIR.
Our work attempted to use techniques from work such as [13]
and [14] and use it in the context of CBIR, essentially using
ICA to extract feature extractors (filters), through which we
can extract image features. The advantage of this approach is
that ICA only needs to be executed once on each image set,
at the time of learning the filters. Once the filters have been
found, we can extract features from the images using filter
responses. This should be faster and more scalable for use in
production quality systems.

However, one of the issues with this approach is dealing
with the large number of filters that is extracted by ICA. In
our work ICA extracted over 200 filters [1]. Obviously using

such large number of filters is not practical. So, there needs to
be some mechanism to choose a smaller subset of filters. One
method is described by Borgne and Guerin-Dugue, where they
state that independent component filters have the properties of
sparseness and dispersal [2]. However only dispersal is used
to select filters in that work. The idea is the variance of a
filter’s response indicate how useful the filter is for encoding
the images. Dispersal is calculated as the normalised variance,
where the largest variance is set to 1. So, if V is a list of
variances, where Vi is the variance of the responses of filter i
. Then the list of dispersal values D is constructed as follows:

Di =
Vi

max(V )
(3)

Where max() is a function which finds the highest value in a
list.

For our purpose the actual calculation of dispersal is not
required, so from now onwards we will refer to the this work
as the variance based method. This method does not solve the
problem mentioned in [3], where it is shown that ICA may
extract filters which are seemingly shifted/duplicate versions
of each other. An example is shown in Figure 1.

Fig. 1: Filters extracted by ICA which are seemingly
shifted/duplicate versions of each other.

By using variance, the method has the weakness of choosing
filters with similar characteristics, giving very similar features
without providing any extra useful information.

[15] uses cross-correlation with Self Organising Maps
(SOMs) to select filters, but provides no motivation for us-
ing SOMs for this problem—there is no apparent reason to
expect the ICFs to lie on a two-dimensional manifold. More
importantly they report no experiments at all.

We used a similar but simpler approach, where the cross-
correlation values are used as a distance metric in a complete-
link clustering algorithm, followed by filter selection from
each cluster [1].

Of the three methods described, only the last one has been
applied to a CBIR scenario and the performance of the other
methods are unknown. The aim of this study is to compare
the performance of the different filter selection approaches,
specifically the approach which uses variance measures and
the approach which uses clustering. The next section describes
the filter selection methods in more detail and outlines the
experiments we conducted.

III. EXPERIMENTS

This section is divided into three parts. The first part de-
scribes the method used for filter extraction. Next the different
filter selection methods are presented, which is the central part
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Fig. 2: 3 images from the VisTex database

of this study. After that we present a short description of the
experimental setup.

A. Filter Extraction

The image collection used was a modified version of the
VisTex database1. It is a database holding a fixed set of images
of various kinds of texture. Some example images are shown
in Figure 2. The original database had 512 × 512 images.
The version used for this study, uses slightly modified version
of the original, which was first used in the development of
the Viper/GIFT system at the University of Geneva [16]. Ten
256 × 256 patches were taken randomly from the images of
the database and downsized to 128× 128. Using this version
allowed the study in [16] to proceed from an established
ground-truth, as all the patches taken from a single image can
be taken to be similar, specially considering that most images
in the VisTex database have a uniform texture throughout.

However, as some of the original images in the VisTex
database were very similar, the relevance judgement based
on sub-images did not seem to be accurate. To address the
problem, this study carried out relevance judgements for 10
sample query images to be used in the experiments.

For filter extraction, one image was chosen to represent each
texture class. We implemented the FastICA algorithm [4], and
applied it to these selected images. Experimentation was done
with various different patch sizes, however this paper only
presents the results gathered from 17 × 17 patches. 10, 000
random patches were extracted from the training set.

As the patch sizes used in this study is 17× 17 the original
dimension was 289. ICA extracted 231 components, which
were re-formed to give 231 filters.

B. Filter selection methods

For this study, we have employed three different techniques
to select a smaller subset of filters. They are

• Filter selection through complete-link clustering. CM-
CLUST

• Filter selection through calculating the variance of the
filter energy, where

– Variance is calculated across all the pixels. (ALL-
VAR)

– Variance is calculated for block energies. (BLCK-
VAR)

• Filter selection through variance after clustering, which
is a merge of the above two techniques.

1Vistex Database is available from
http://vismod.media.mit.edu/vismod/imagery/VisionTexture/

– CMCLUST followed by ALLVAR. (CMCLUSTAL-
LVAR)

– CMCLUST followed by BLCKVAR. (CMCLUST-
BLCKVAR)

1) Filter selection through clustering (CMCLUST): If ICA
extracts N filters, and for each filter fi where 1 ≤ i ≤ N , we
calculate the cross-correlation with every other filter. From the
cross-correlation matrix of fi and fj we choose the highest
value as the cross-correlation value of the two filters. Using
these values we construct a N × N matrix D. We then
use the matrix D as a distance matrix where Dij is the
distance between fi and fj . These distances are used in an
implementation of complete-link clustering, where filters with
a distance less than a given threshold t are grouped together
in a single cluster. From each cluster, the filter which has
the highest average correlation with other filters in the same
cluster is chosen for feature extraction. By varying t we can
get different number of clusters, and hence have different
number of filters for feature extraction. Figure 3 shows a
cluster of filters, grouped by complete-link clustering. Notice
how the filters have some similarity in terms of orientation
and magnitude.

Our work presented in [1] used one of these methods
(CMCLUST) to choose a smaller set of filters.

Fig. 3: Complete link clustering grouped these filters in a
cluster with t=0.14

Setting t = 0.2 gave 19 filters when using CMCLUST.
2) Filter selection through calculating variance of filter

energies: The above method does not take into account how
filters are responding to the actual image set. The method
proposed by [2] has been described in §II-C. As mentioned
earlier, this approach does not eliminate shifted/duplicate
versions in the filter set. However the filters selected may
be more attuned to the image set compared to the previous
method.

To extract ICF using ICA we already had a set of training
images. Once the filters were extracted, for each candidate
filter fi and each training image Ij we calculate the filter
energy by squaring the 2 dimensional convolution matrix Ci,j .
Ci,j is calculated as follows:

Ci,j(x, y)) =

heightfi∑
k1=1

widthfi∑
k2=1

Ij(x+ k2, y + k1)fi(x, y) (4)

The result is a matrix Rij which gives us the filter energy
at every pixel. We use these filter energies to select a smaller
subset of filters through the following two schemes.

• ALLVAR: The variance is calculated for all the pixel
values of the filter energy.
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• BLCKVAR: For a filter fi, its responses over the training
images Rij , is divided in 16 × 16 blocks. The average
filter energy at every block is calculated and the variance
of these block energies are calculated for the filter.
This closely resembles the operation of the GNU Image
Finding Tool (GIFT), which is the CBIR system (CBIRS)
we use for the experiments.

For each of the schemes, we choose the top 20 filters with
the highest variance.

C. Filter selection through measure of standard deviation after
clustering

The third method is a mixture of the two mentioned above.
We chose the following thresholds for CMCLUST to give us
smaller sets of candidate filters.

TABLE I: Thresholds and number of candidate filters.

Threshold (t) No. of candidate filters

0.25 37
0.3 68
0.35 106

These candidate filters are then processed through both
ALLVAR and BLCKVAR to give us the CMCLUSTALLVAR,
CMCLUSTBLCKVAR.

D. Experiments

As our main aim is to use the filters for CBIR, we use
CBIR performance as the measure of how well each filter set
is performing. In total we have 5 sets of features from the 5
different filter sets. These features were integrated into GIFT.
Automated test scripts were used along with the established
relevance judgements(also used in [1]). The query results
were examined and Precision-Recall graphs were generated
to evaluate the efficacy of the filter selection methods.

IV. RESULTS AND DISCUSSION

Figure 4 shows the Precision-Recall graphs generated when
the same 10 images were used to query the GIFT system
for the different feature sets generated by the different filter
selection strategies. It also shows the performance of GIFT’s
own set of Gabor filter based features. The precision values are
averaged for sampled values of recall. For this set of images,
the features extracted by the CMCLUST filters provide the
best results overall.

Figure 5, shows the performance of the features sets ex-
tracted using the CMCLUST, CMCLUSTALLVAR and CM-
CLUSTBLCKVAR filter sets. As pointed out before the CM-
CLUST filters provide the most useful features. However the
filters selected using the variance at a block level seem to
provide more useful features compared to filters selected using
variance at every pixel value.

This result is also confirmed when compare ALLVAR and
BLCKVAR (Figure 6). One explanation for the better results
is that BLCKVAR more closely resembles how GIFT uses the
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filter energies. This makes a case of exploring methods which
not only adapts to the image set, but also to the underlying
CBIRS.

However the issue with the variance based techniques can
be demonstrated with Figure 7. It shows the 20 filters selected
by ALLVAR. It is clear that some of the filters are very
similar which would provide very similar energy responses
and features extracted from them would be very similar. This
is further demonstrated by figure 8 and figure 9. Figure 8
shows 5 of the 20 filters chosen using ALLVAR which have
a very strong vertical orientation. Figure 9, shows a sample
image (9a) being filtered by two of these filters (8a, 8b). As
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can be seen from Figures 9b and 9c, the energy responses are
very similar for each filter, leading to features which do no
provide any extra useful information about the images.

Fig. 7: Filters chosen by ALLVAR.

(a) (b) (c) (d) (e)

Fig. 8: Filters from Figure 7 which have vertical orientation

It can be theorised that using ALLVAR or BLCKVAR to
choose filters from a smaller set of candidate filters (chosen
through clustering) would yield better results. Figure 10 shows
the filters which were chosen by CMCLUSTALLVAR. t = 0.3
gave 68 candidate filters, from which the top 20 filters where
chosen by ALLVAR. It is interesting to note that there are still
some shifted/duplicate filters in the selected set, although not
as many. The correlation value for the similar looking filters
are greater than the threshold, however they were not grouped
in the same cluster. This has to do with the implementation of
complete-link clustering where filters are clustered together on
a first-found basis. This lead to some very similar filters not
being grouped together. There is also the case where a filter is
the negative version of another. An example of such a case if
Figures 8b and 8d. Both the filters are vertical edge detectors,

(a) Sample image

(b) Energy response from 8a (c) Energy response from 8b

Fig. 9: Filters chosen by ALLVAR giving very similar image
features, leading to redundancy

however the in the case of 8b the transition is from black to
white. In the case of 8d the transition is from white to black.

Fig. 10: Filters chosen by CMCLUSTALLVAR with t=0.3

Figure 11 shows that a marginal improvement in CBIR
performance can be achieved by clustering for the variance
based methods. However the improvement is not universal and
can only be seen when the clustering process has discarded
more than half of the original filters.

The problem with the variance based approaches can be
overcome by using CMCLUST. Figure 12 shows the 19 filters
chosen with t = 0.20.

The filters chosen through CMCLUST are different from the
filters selected through the variance based methods. The filters
are more reflective of the underlying textures of the image set
unlike the filters chosen by the variance based methods, which
are more edge detectors. This is probably why CMCLUST
perform best for this data set. One of the causes of this might
be inferred from what ICA is meant to do. ICA should extract
a set of basis vectors (which we form into filters). A weighted
sum of these basis vectors should describe the image patches
we used in filter extraction. After clustering, from each cluster
we choose the filter with the highest average correlation with
other filters in the same cluster. This step is probably what
makes this technique choose more effective filters compared
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to using the responses from the images themselves.

V. CONCLUSION

We have proposed a new method to select a smaller subset
of independent component filters. On our test data, the filters
chosen by the CMCLUST extract more useful features than
any of the variance based methods. Further work is required to
compare across other image collections and across larger data
sets. A weakness with the clustering technique used has also
been identified. We are pursuing work in trying to use more
suitable techniques. It is expected that an improved clustering
technique would only enhance the results of CMCLUST,
which are already very encouraging.
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Abstract—In this paper, we introduce a simple but effective
method in order to remove haze in foggy images. We name it as
dark pixel detection. Dark pixel is the pixel in haze-free images
with values in all of the RGB colour channels close to zero. With
this method, we can effectively estimate the thickness of the haze
and recover a vivid haze-free scene even when the scene object
is inherently similar to the air light across a large region. In
addition, our algorithm is fast and with good dehazing quality.

Index Terms—computer vision, image process, dark pixel
detection, dehaze

I. INTRODUCTION

Images taken in the environment with heavy fog, haze and
smoke are characterized by lower saturation, poor contrast
and additional noise. Fog, haze and smoke all consist of a
multitude of tiny particles. On a clear day, light reflected from
the scene directly reaches the camera, while in bad weather
light would be partly absorbed and scattered by the particles
along the line of sight. In addition, the reflected light would
be blended with the airlight [8] which is reflected by these
particles. The longer the distance between the scene and the
camera, the more the degradation occurs.

Haze removal is critical for a wide range of image-related
applications, such as surveillance systems, intelligent vehicles,
satellite imaging, and outdoor object recognition systems.
Besides, the by-product of haze removaldepth information is
desired in design of many vision algorithms.

However, enhancing the visibility of haze images is not a
trivial work because haze removal is an ill-posed problem. The
optical model describing the effect of the fog on a haze image
is as follows [8]:

I(x) = R(x)t(x) +A(1− t(x)) (1)

where I is the observed light intensity vector with values in
RGB three channels, R is the scene radiance vector, A is the
constant airlight vector, x is the position of the scene point
and t is the transmission along the line of sight which is the
same in each of the three channels.

In homogeneous atmosphere, the transmission t can be
expressed as

t(x) = e−r∗d(x) (2)

0* Joint first authors; i.e., Ding and Yu contributed equally to this work.

Fig. 1. Example of dehazed image using dark pixel detection Left: input
haze image, Right: our result

where r is the scattering attenuation coefficient of the atmo-
sphere and d is the scene depth. Equation (1) demonstrates that
the light received by the camera I is in a convex combination
of two kinds of light: the direct attenuation of the scene
radiance R and the constant airlight A. To obtain the haze-free
image, we need to determine the unknown constant A and the
transmission t(x).

In this paper, we propose a novel approach to solve single
image dehaze problem. Our core technique is a fast detection
of dark pixels whose scene radiances are close to zero even
when they are covered by heavy haze. The transmission of
these pixels can be directly computed according to the haze
equation. Then we use these known transmissions to estimate
other unknown pixels. We segment the image into different
blocks according to depth-related information and apply two-
dimension curved surface fitting in each block according to the
known transmissions. Shortly after a fast smooth filtering, the
whole transmission map, the set of all the t(x) in the image,
becomes available. Figure 1 is a implementation example of
our approach.

Our approach depends on no prior or assumption. While all
of the current approaches fail when the image mismatches their
prior or assumption, our approach shows stable performance.In
particular, they all bump into trouble processing an image with
a large region whose color is similar to the air light while our
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method still works well, see Figure 4 for example. Thanks
to the size-controlled segmentation step, the recovered image
would not suffer halo artefacts at the depth-discontinuous
edges. Moreover, our algorithm performs fast, being suitable
for real-time applications.

II. RELATED WORK

Since the haze removal problem is ill-posed, additional
information should be retrieved for haze removal generally.
Some techniques utilize multiple images of the same scene [9]
[10] or near-infrared image [11]. In [16], a rough estimation of
the depth function t(x) should be given under user assistance.
Kopf et al. applies the existing geo-referenced digital terrain
and urban models [13]. It’s inconvenient to use these methods
because besides the input image, more information has to be
gathered.

Recently, several haze-removal methods for single image
have been proposed. Each method relies on a different as-
sumption or prior, showed in table I.

TABLE I
DEHAZE APPROACH PRIOR/ASSUMPTION

Fattal [1] Image shading and transmission are locally uncorrelated
Kratz The albedo and depth are statistically independent

Nishino [5]
Zhang Large-scale chromaticity variations are due to

et al [6] transmission while small-scale luminance variations
are due to scene albedo

Peter [7] Objects appearing towards the top of the image
Hartley are usually further away

He Most local patches in haze-free outdoor images
et al [3] contain some pixels which have very low intensities

in at least one color channel.
Tan [2] Contrast should be maximized in haze-free image

However, as authors describe in their papers, their methods
fail in some cases respectively when the assumptions or prior
do not hold. One of their common drawbacks is transmission
estimating failure when the relative proportion of the RGB
values of the scene, over a large compact region, is inherently
similar to that of the airlight. Typical examples are the grey
surface of a highway and a white wall. This happens because
the proportion of their RGB channel values approximates
1:1:1, which resembles that of the airlight.

A. Dark Pixel Detection

Dark-object subtraction is one of the basic methods in
remote sensing for haze removal [12] . Dark object is an object
that reflects little light. When a dark object is found, spatial-
homogeneous haze can be removed by subtracting a constant
value corresponding to this object. However, this method needs
users to choose the dark object in the image. Another drawback
is that when coming across images with spatial-variant haze,
this method fails. In this paper, we generalize this subtraction
idea, using an automated alternative.

In fact, the nature is full of shadows, which is also a kind of
dark object. The appearance of shadow is due to obstruction
of light by some object. Generally, an image that needs haze
removal has a deep depth of field, which implies there are

a multitude of objects in the images. Since the sun is an
approximately parallel light source, these objects in the scene
become shelters for areas nearby and produce lots of shadows.
Because of these shadows and other inherently dark objects,
we could find a large number of widespread dark pixels in the
image.

We observe that dark pixels, either in haze-free images or
in hazy images, have two characteristics which we regard as
conditions for selection:

1) Channel Transformation: The color of the dark pixel in
the input image is non-pure under white light source no matter
how heavy the haze is, because the colors of both the scene
radiance of the dark object and the haze are non-pure. If we
transform I from RGB space into Y CbCr space, both Cb and
Cr of dark pixels are close to 128, where Cb and Cr range
from 16 to 240. In our algorithm, this condition is expressed
as.

(Cb − 128)2 + (Cr − 128)2 < θ (3)

2) Neighboring Domain : The dark pixel has a smaller
luminance than pixels in its neighboring domain unless some
of them are also dark pixels. To avoid false positive result, a
stricter condition is performed that the largest value in RGB
channels of the target pixel must be smaller than the minimum
values in RGB channels of its neighboured pixels. To reduce
computation cost, we merely choose four representative pixels
nearby: each pixel, 10 pixels the right, left, above, and below.
A large set of experiment confirms the effectiveness of our
method.

Before detecting dark pixels, we should guarantee that light
source of the input image is white light source, so white
balance is introduced ahead of detection. Since the color of
haze should be white, the reference white points are chosen
to be the haze-opaque region which would be discussed in
section III C.

Besides, in images of low quality, some unpleasant noise
may mistakenly become our target dark pixels. In this paper,
we assume that all the input images have been de-noised,
otherwise we employ median filter for preprocessing.

To examine the validity of our method, we collect about
200 landscape images from Flickr.com for experiment. Half
of the images are haze-free while the rest are hazy. Figure 2
shows several sample images and the corresponding dark pixel
distributions. The experimental results illustrate that there are
a large number of dark pixels, generally ranging from 4000 to
20000, in any 480*600 input image. More importantly, these
pixels are located in almost every corner in the image, which
demonstrates the broad distribution of dark objects in an input
image.

Since dark pixels reflect little light, the haze-free radiance
R of these pixels can be treated as the zero vector. Taking
minimums on both sides of Equation 1 and then doing simple
algebra, we can obtain the transmissions of these pixels:
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(a) (b) (c)

(d) (e) (f)

Fig. 2. Images and corresponding dark pixel maps. (a)(b)(c): Example images in our large data set. (d)(e)(f): The corresponding dark pixel distribution. Dark
pixels is shown in pure white color.

t(x) = 1− minr,g,b{I(x)−R(x)t(x)}
Ac (4)

≈ 1− minr,g,bI(x)
Ac

where minr,g,bI(x) is the minimal color channel of I(x)
and Ac is the corresponding color channel of vector A. Using
the transmissions of these wide-spread dark pixels, we can
estimate the transmissions of their neighboring pixels in the
whole image.

B. Segmentation and 2D Fitting

Given lots of comparatively accurate dark pixel transmis-
sions, the task of obtaining the whole transmission map
becomes an interpolation or fitting problem. We employ
the 2D linear fitting instead of interpolation because we
observe the transmission t would not change sharply in a
local area with continuous depth. Moreover, linear fitting is
less computationally intensive, yielding comparable results at
the same time. Regarding depth discontinuity, which affects
transmission estimate accuracy to a large extent, we consider
image segmentation to recognize and segment the image into
various blocks before fitting. We basically adopt the algorithm
of Felzenszwalb and Huttenlocher [15] for two reasons:

1) It is computationally efficient running in O(nlogn) time
for n image pixels

2) It can easily control the size of the blocks by merely
adjusting the parameter k, being suitable for controlling
the accuracy of the 2D fitting.

However, the segmentation criterion is not color. The best
wish is segmenting the image according to t or the distance

between the scene point and the camera, though it is impos-
sible because t is exactly what we want and the distance is
closely related to t. But according to Equation 1, if Rc = 0,
then

t = 1− Ic

Ac
(5)

where c could be R, G or B color channel, indicating that t has
a linear relation with Ic , and the first order coefficient − 1

Ac

in each of the RGB channel is the same due to white balance.
According to 1 again, to minimize Rc(x) in order to maintain
the approximate linear relation between t and Ic, we replace
the vector I with the minimum value in the RGB channels of
each pixel in the image. We called this new generated black-
and-white image dark map . Segmentation is performed on
the dark map.

After dividing the image into different blocks, we first
do linear fitting in each block which contains more than 20
dark pixels for robustness: using the transmission and position
values of these pixels to calculate the coefficients of the fitting
formula

t = ax+ by + c (6)

where x and y are horizontal and vertical coordinate, respec-
tively. For each of the rest blocks, we choose pixels close
to the block to estimate the coefficients. In our method, these
pixels are chosen in the smallest rectangle containing the block
on which fitting is performed. Then we employ guided image
filter [14] to improve the accuracy of the rough transmission
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map. We choose the dark map as the guided image and set
ε = 10−2 and r = 20.

To achieve high level of accuracy when employing the
2D linear fitting, the size of the blocks should not be too
large. Thanks to the algorithm proposed by Felzenszwalb and
Huttenlocher [15] , we can set the coefficient k in the algorithm
to control the block size. In our experiment, k is set 100 in a
480*600 input image to meet the requirement.

C. Airlight and Haze-Opaque Region

Apart from transmission map, the estimation of the airlight
color A is also important. According to [8], A should be the
color values of the scene point with infinite distance away from
the camera. It can also be comprehended in this way: when
the distance is infinite, t(x) = 0 according to Equation (2),
and hence I(x) = A according to Equation 1. Consequently,
A can be best estimated in the most haze-opaque region. Tan
[2] regard the brightest pixel as the air light, but the brightest
pixel in an image may be a small white object such as a white
goose or a white wall, or even be the noise. Tarel et al [4]
apply white balance on the image and assume that A has a
larger intensity than that of any other pixel. This method also
encounters the problem Tan suffers.

Thanks to the size-controlled segmentation algorithm, we
can avoid this problem and pick out the most haze-opaque
region correctly. When the coefficient is set appropriately
according to the image size, all blocks segmented are of proper
size. As a result, those small pieces of pixels on the ground
with brightest pure white color seldom constitute an entire
block. We first compute the average value for each block in
dark map. The block with the largest average value is chosen
to be the haze-opaque region. Then A is estimated by the
average value in each of the RGB channels in this region in
the original input image.

D. Recovering the Scene Radiance

Now that the values of A and t(x) are obtained, the scene
radiation can be recovered by solving Equation (1) for each
pixel.

R(x) = A− A− I(x)

t(x)
(7)

But when the denominator t(x) is close to zero, the error
of R(x) R(x) will approach infinity. Hence, a lower bound
of t(x) should be set. Unlike previous methods in which the
lower bound of t(x) remains the same in any input image,
our method is image-oriented. Since the smallest t(x) always
appears in the haze-opaque region, we regard the largest t(x)in
that region as the lower bound

t0 = 1− minΩId
Ac

(8)

where Ω is the block of haze-opaque region and Id is the
value in dark map. Ultimately, the scene radiance is computed
as follows:

R(x) = A− A− I(x)

max{t(x), t0} (9)

For review, all the steps of our method are presented in order
as follows. Corresponding effect image is shown in figure 3

1) Compute dark map
2) Size-controlled segmentation according to dark map
3) Target the haze-opaque region and estimate the con-

stant airlight value
4) Detect dark pixels
5) Fit the transmission map in each block
6) Recover scene radiance

III. EXPERIMENT AND DISCUSSION

The experiments are conducted on popular images He,
Fattal, Tarel and Hautiere have tested. We set the parameter k
in 2D fitting as 100 and θ in Equation 3 as 10.

A. Processing Time

Using a 1.8GHz Intel 2 duo 2 Processor to process 480*600
pixel image, Table II shows the average processing time.

TABLE II
AVERAGE DEHAZE TIME

Approach Fattal [1] He et al [3] Tarel [4] Dark Pixel
Time(s) 385 15.26 0.17 0.1-1.5

We can find that our approach performs at the similar level
to that of Tarel and Hautieres, but much faster than Fattal and
He et al. However, Tarel and Hautieres method faces the risks
of producing artifacts close to the patch transitions and thus
distort the global contrast.

B. Dehaze Accuracy

Currently, most dehaze approaches suffer from a situation
which is also mentioned by He et al. when the scene objects
are inherently similar to the atmospheric light and shadow is
cast on them. Dehazed white marble becomes yellow under
this situation. He et al’s dehazing technique relies on the
dark channel prior: most local patches in haze-free outdoor
images contain some pixels which have very low intensities
in at least one color channel.It divides the input image into
15pixel*15pixel patches and directly assumes that there is at
least one such pixel in each patch. The transmission of this tar-
get pixel is calculated and used to represent the transmissions
of the rest pixels in that patch. After a global smoothing step,
the whole transmission map becomes available. This dehazing
process implies that once the transmission of the target pixel
has a wrong estimation, the whole patch suffers the same as
that of an ordinary marble stone.

However, dark pixel detection overcomes it since we do
not use any prior but processes alternatively: If dark pixel
is detected within a block, we use it for transmit estimation.
Otherwise, we ignore the block. Figure 4 displays our im-
provement compared with He’s approach.
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(a) (b) (c)

(d) (e) (f)

Fig. 3. Steps in conducting dark pixel detection dehaze: (a) input image; (b) segmentation step ; (c) detect dark pixels; (d) 2D linear fitting; (e) smooth for
transmission map (f) our result.

(a) (b) (c)

(d) (e) (f)

Fig. 4. Comparison with He’s dark channel approach: (a) input image with
while marbles; (b) He et al [3]’s transmission map ; (c) He et al [3]’s result;
(d) image with dark pixels; (e) our transmission map (f) our result.

Figure 4(e) is the transmission map. Note that the gradient
of our transmission map is consistent with the field depth of the
scene. In contrast, He’s transmission map fails because people
in the image should be of same depth as marbles they stand
on, thus the transmission should be continuous. Our result in
Figure 4(f) recover the original pure white color of marbles
on the right corner of the image while He’s result in Figure
4(c) makes the marble to be yellow.

C. Image Quality

To evaluate dehazed image quality, we adopted
N.Hauti‘ere’s [17] method to compare normalized ascension
of contrast degree. Table III demonstrates the result. Our
approach ranks best among Fattal’s and He et al’s. The
contrast degree index values vary with images but this can
be a quantitate metric of dehaze approaches. Figure 5 shows
more results of dehazing approach comparison, we can
conclude that our approach recovers hazed image with better
colour contrast.

TABLE III
CONTRAST DEGREE

C-index He et al [3] Fattal [1] Dark Pixel
ny12 0.8302 0.6860 1.000
ny17 0.8640 0.7024 0.9147
ny1 0.4034 0.1973 0.6603

D. Improvement

Since our method relies on segmentation, an unreasonable
segmentation could yield a bad result. Background pixels in
haze-opaque regions disturb our effect in some extend. As
shown in Figure 6, although we recover most of the scene
radiation well, the transmission of the haze-opaque region is
wrong because this region includes the river whose distance
from the camera is much shorter. On the left corner of the
Figure 6(d), the atmosphere turns into blue, thus a failure case.

IV. CONCLUSION

In this paper, we introduce a novel dark pixel detection
approach in order to remove haze in foggy images. We
estimate the thickness of the haze by detecting dark pixels,
segmenting blocks, fitting transmission maps, and calculating
airlight. The approach is especially effective when the scene
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(a) (b)

(c) (d)

Fig. 6. Example when dark pixel detection fails the dehaze: (a) input image; (b) Fattal’s [1] ; (c) He’s et. al [3]; (d) Ours.

(a) (b)

(c) (d)

(e) (f)

Fig. 5. More results comparison: Top: input haze image; Middle: He’s result;
Bottom: our result

object has similar colour to the airlight in a large area. We
also experiment with the speed of the algorithm and resulting
quality using existed methods. Hazed images processed by
dark pixel detection recover clear vision and retain fine details,
demonstrating the effectiveness and efficiency of our method.
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Abstract
The motion rotors, or motors, are used to model rigid body motion in 3D conformal geometric algebra.
In this paper we present a technique for estimating the motor which best transforms one set of perturbed
geometric objects onto another. The technique reduces to an eigenrotator problem and has advantages
over matrix formulations. It allows motors to be estimated from a variety of geometric data such as
points, spheres, circles, lines, planes, directions, and tangents; and the different types of geometric data
are combined naturally in a single framework. Also, it excludes the possibility of a reflection unlike some
matrix formulations. It returns the motor with the smallest translation and rotation angle when the
optimal motor is not unique.

Keywords: rigid body motion, conformal geometric algebra, estimation

1 Introduction

The motion rotors or motors, denoted M, are used
to model rigid body motion in 3D conformal geo-
metric algebra (CGA). It is often useful to be able
to estimate a motor which best maps one data set
onto another in some sense. The canonical problem
involves two sets of noisy points where one set is
nominally a rotated and translated version of the
other. This situation arises frequently, for example
when two sets of reconstructed 3D points need to
be merged and they share some common points.
Several solutions exist to minimise the squared dis-
tance between the points, using matrix techniques
based on SVD, polar decomposition, and quater-
nions [1]. In addition to points, many other geo-
metric objects such as lines, directions and planes
provide useful information which can be used to
help estimate the rigid body relationship between
the data sets. In this paper we present a technique
for estimating a motor from a wide variety of geo-
metric data including points, rounds (point pairs,
circles, spheres), flats (lines, planes), tangents, and
directions; which can all be combined naturally in a
single framework while excluding reflection. Some
aspects of the work are expanded in [2].

The following conventions are used in this paper.
For an introduction to geometric algebra refer to
[3, 4, 5]. CGA is discussed in [3, 4]. The geometric
algebra over R with p positive and q negative basis
elements is denoted Gp,q. When q = 0 we write
Gp. A pure Euclidean multivector in G3 is usually

represented in boldface. The grade-r, even, and
odd elements of Gp,q are denoted Gr

p,q, G+

p,q and
G−

p,q respectively. We refer to G4,1 as the conformal
geometric algebra (CGA) of 3D space. The dual
of X is denoted X∗ = X · I−1. The CGA vector
no represents the origin and the CGA vector n∞
represents the point at infinity, with no ·n∞ = −1.
The notation 〈X〉i,j,...,k is used as an abbreviation
for 〈X〉i + 〈X〉j + · · · + 〈X〉k.

2 The linear spaces M, B and S

The 8D linear space M = G+

3
∪ G−

3
n∞ =

sp{1, e12, e13, e23, e1n∞, e2n∞, e3n∞, I3n∞} is the
smallest linear space in which motors reside. It
is convenient to restrict most of the analysis to
elements in M because many simplifications arise.
Most of these are consequences of the following
split: if X ∈ M then X = R + Q where R ∈ G+

3

and Q ∈ G−
3

n∞ = {Vn∞ : V ∈ G−
3
}. M is closed

under multiplication so X, Y ∈ M ⇒ XY ∈ M. It
is also convenient to split X ∈ M into symmetric
and antisymmetric parts X = S + B where S =
1

2
(X + X̃) = 〈X〉

0,4 and B = 1

2
(X − X̃) = 〈X〉

2
.

The antisymmetric grade-2 elements of M will be
denoted B = sp{e12, e13, e23, e1n∞, e2n∞, e3n∞}
and the symmetric grade 0 and 4 elements denoted
S = sp{1, I3n∞}. S is closed under multiplication
so S1, S2 ∈ S ⇒ S1S2 ∈ S. Note that if X ∈ M

then XX̃ = 〈XX̃〉 + 〈XX̃〉
4

so the condition
XX̃ = 1 encodes two constraints: 〈XX̃〉 = 1
and 〈XX̃〉

4
= 0 (there is only one grade-4 basis
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element in M). The following lemma uses these
constraints to characterise how the 6D motor
manifold M sits in the 8D linear space M.

Lemma 1. X ∈ M ⇔ X ∈ M and XX̃ = 1.

Proof. Let X = R + Q ∈ M where R ∈ G+

3
and

Q ∈ G−
3

n∞. XX̃ = 1 implies RR̃ = 1 and QR̃ =
〈QR̃〉

2
. Thus R is a rotator and X = R + QR̃R =(

1 + 〈QR̃〉
2

)
R = TR where T = 1 + 〈QR̃〉

2
is a

translator.

The space M is incomplete in the sense that,
given a basis of M, we can not find a reciprocal
basis that also lies in M. We can enlarge M to
a complete space such as M ∪ G−

3
no or G+

4,1 and
then construct a reciprocal basis. The subspace
spanned by reciprocal vectors associated with
elements in M is denoted M = G+

3
∪ G−

3
no =

sp{1, ẽ12, ẽ13, ẽ23, e1no, e2no, e3no, Ĩ3no}. We will
sometimes want to project an element X ∈ G4,1 on
M or M. Let {eJ} be a basis for M and {eJ} be
the associated reciprocal basis in M. A projection
on M is defined by PM(X) =

∑
J 〈eJX〉eJ . As

〈PM(X)Y 〉 =
∑

J 〈eJX〉〈eJY 〉 = 〈XP̄M(Y )〉
the adjoint is the projection onto M given by
P̄M(Y ) = P

M
(Y ) =

∑
J eJ〈eJY 〉. When no

ambiguity arises, it is convenient to use the terse
notation PX for the projection onto the basis of
the linear space in which the element X resides.
For example, if X = R + Q ∈ M, where R ∈ G+

3

and Q ∈ G−
3

n∞, then P̄M = P̄X = PR + P̄Q

because PR = P̄R.

3 Geometry of the Motors

Refer to Fig. 1 which illustrates some of the
concepts introduced in this section. Consider the
curve ψ(t) ∈ M with M = ψ(0) and Δ = ψ′(0).
Differentiating the constraint ψ̃(t)ψ(t) = 1 and
evaluating at t = 0 gives M̃Δ = −Δ̃M . As
Δ ∈ M, M̃Δ ∈ M and it follows that Δ = MB
where B ∈ B. We define the tangent space of
M at M ∈ M by TM = MB = {MB : B ∈
B} ⊂ M. Any element X ∈ M can be split
X = M(M̃X) = M〈M̃X〉

2
+ M〈M̃X〉

0,4. The
first term in this split is in TM while the second
term is of the form MS where S ∈ S. We define
the normal space of M at M ∈ M (restricted
to M) by NM = MS = {MS : S ∈ S}. If
X = MB ∈ TM and Y = MS ∈ NM then
〈XỸ 〉 = 〈MBSM̃〉 = 〈BS〉 = 0 and TM is
orthogonal to NM so M = TM ⊕ NM . From the
split, for X ∈ M we can define the projection
on TM along NM by PTM

(X) = M〈M̃X〉
2
.

It is clear that PTM
is idempotent, onto TM

P

M

TM

NM

MB

PTM

PNM XMS

M

M P(X)

Figure 1: An intuitive sketch of the geometry of
motors M in M showing the tangent space TM and
the normal space NM at M , and the projections
onto TM , NM , and M.

and has null-space NM . Similarly, for X ∈ M

the projection on NM , along TM is defined by
PNM

(X) = M〈M̃X〉
0,4. It is also clear that

PNM
is idempotent, along TM and onto NM .

Closely related to NM , we can define a polar
decomposition for an element in M.

Lemma 2. An element X ∈ M with |X| �= 0 has a
unique polar decomposition X = MS = SM where
M ∈ M, S ∈ S and 〈S〉 > 0.

Proof. A polar decomposition is given by
S = |X|

(
1 + 〈X eX〉4

2〈X eX〉

)
and M = XS−1 =

X
|X|

(
1 − 〈X eX〉4

2〈X eX〉

)
) ∈ M. Suppose MS = M ′S′

are two such decompositions, then N = M̃ ′M =
S′S−1 is a symmetric motor (N = Ñ). Hence
N = α + βI3n∞ and 1 = N2 = α2 + 2αβI3n∞ so
β = 0 and α = 1 because 〈S〉 > 0 and 〈S′〉 > 0.
As MI3n∞M̃ = I3n∞ we have MS = SM .

As shown, given M ∈ M any X ∈ M can be
decomposed into components in TM and NM giving
X = MS + MB. The polar decomposition can be
interpreted as simply choosing M appropriately so
that the component in TM vanishes leaving X =
MS ∈ NM . The polar decomposition of X ∈ M

provides a natural way to define the operation of
projection onto M by P(X) = X

|X|
(
1 − 〈X eX〉4

2〈X eX〉

)
.

4 Estimating Motors

We have two sets of noisy geometric data and wish
to estimate the motor that optimally maps one
data set onto the other. To solve this problem we
need to be precise about what optimal means so
we will define a measure that is used to determine
if two geometric objects are similar.
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4.1 Similarity Measures in CGA

In order to set the problem up as an eigenrotator
problem we need to restrict the similarity measure
between objects P and Q to the simple form 〈PQ̌〉
where the check operator Q̌ is a grade dependent
sign change defined by Q̌ = 〈Q〉

0,1,3 − 〈Q〉
2,4,5.

This operation is motivated by the requirements
(i) 〈pq̌〉 = 〈PQ̌〉 where p = P ∗ and q = Q∗ and
(ii) 〈PQ̌〉 = cos(θ) when P,Q are flats (see below).
This simple form is not as much of a restriction as
it first seems. Consider the following examples:

Flats: Flats are objects like planes and lines. A
flat can be modelled P = p ∧ V ∧ n∞ where p
is a point on the flat and V is a Euclidean blade
representing the direction of the flat. If V is a
Euclidean vector then p ∧ V ∧ n∞ is a line and if
V is a Euclidean bivector then p ∧ V ∧ n∞ is a
plane. The other cases are of no practical interest
here. If P and Q are normalised flats so |P | = 1
and |Q| = 1 then

〈PQ̌〉 = cos(θ)

where θ is the dihedral angle between them. Two
flats are considered similar if the angle between
them is small. Note that for small θ, cos(θ) ≈
− θ2

2!
+ 1 so in practice there is often no disadvan-

tage in maximising cos(θ) instead of − θ2

2!
. Because

cos(θ) ≥ −1 it has an added benefit of restricting
the influence of outliers. One potential concern
with the measure is that it does not capture the dis-
tance between lines, only the angle. The distance
is usually regarded as the closest distance that the
lines pass. It is a simple matter to determine this
distance, for example, by forming the motor PQ̃
and making use of Chasles’s decomposition. It is
not clear how to do this while keeping the simple
form of a scalar product 〈PQ̌〉. This is not usually
a concern with planes as they will always intersect
unless they are exactly parallel, so we are normally
only interested in the angle between them.

Directions: Directions are used to model 1D
direction and attitude and can be represented
in CGA in the form Δ = Vn∞ where V is a
Euclidean blade. They are translation invariant
so for translator T we have TΔT̃ = Δ. The case
where V is grade-1 gives a 1D or line direction,
and the case where V is grade-2 gives a 2D or
plane direction. The other cases (scalar and
grade-3) are of no practical interest here. If Δp

and Δq are two directions then 〈ΔpΔ̌q〉 = 0 so
we cannot use the directions directly. We can
construct a meaningful quantity by representing
the directions as flats no ∧Δ, dual flats no ·Δ∗, or
Euclidean directions no · Δ. If P and Q are two
normalised directions represented in one of the

above three forms then 〈PQ̌〉 = cos(θ). where θ is
the dihedral angle between them. Two directions
are considered similar if the angle between them
is small.

Rounds and Tangents: Rounds are objects like
spheres, circles, and points pairs and have a radius,
location, and direction. A round with squared
radius ρ2 at location p with normalised direction
Δ = Vn∞ can be represented in CGA as a blade
R′ = s̄∧(s·Δ̂) where s = p− 1

2
ρ2n∞ is an associated

dual sphere and s̄ = p + 1

2
ρ2n∞ is the complemen-

tary dual sphere. If Δ is a bivector then R′ is a
point pair and if Δ is a trivector then R′ is a circle.
When Δ = n∞ then R′ = s̄ and when Δ = I3n∞
then R′ = S = −s∗. Unfortunately, except in the
case of spheres, taking the inner product between
two rounds in this form does not give a particularly
meaningful quantity. If we are prepared to consider
a broader range of representations than blades then
we can construct a meaningful quantity using the
measure. Let R = s+F be a flag (nested sequence
of linear spaces) representation of the round with
where s is as above and F = R′ ∧n∞ is the carrier
flat so s ∧ F = 0. The representations R and
R′ are equivalent and we can easily calculate one
from the other. If P = sp + Fp and Q = sq + Fq

are two rounds represented as flags then 〈PQ̌〉 =
〈spsq〉 + 〈FpF̌q〉 giving

〈PQ̌〉 = −1
2
d2 + cos(θ) +

1
2
(ρ2

p + ρ2

q)

where d is the distance between the round loca-
tions, θ is the dihedral angle between the round
carriers, and ρp, ρq are the round radii. As the
radii are constant under rigid body motion, two
rounds are considered similar if their locations are
close and the angle between them is small. We
can adjust ratio of the locational and angular parts
by encoding a weight in the flag. For example if
w = |F | then 〈PQ̌〉 = −1

2
d2 + w2 cos(θ) + 1

2
(ρ2

p +
ρ2

q). While the flag form is completely general
spheres are handled more easily in their blade form
giving 〈PQ̌〉 = − 1

2
d2 + 1

2
(ρ2

p + ρ2

q). Tangents can
be regarded as rounds with zero radius and can
be used to model various objects such as tangent
planes on a surface, tangent lines on a curve, and
rays leaving a camera where the optical centre is
the location. Tangents can be handled by simply
replacing sp and sq by p and q giving 〈PQ̌〉 =
− 1

2
d2 + cos(θ). Points are classified as tangents

with a null direction and as with spheres are more
simply handled in blade form giving 〈PQ̌〉 = −1

2
d2.

We have associated a physically meaningful
measure with the basic objects available in CGA.
Other ways of representing the objects P and
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Q can be designed to give different measures.
The only structural requirement is that they are
expressed in the form 〈PQ̌〉.

4.2 Motor Estimation Problem Formula-
tion

We are now in a position to formulate the estima-
tion problem. Let Pk, k = 1 . . . n be a set of nor-
malised CGA objects before motion, and Qk, k =
1 . . . n be the set of objects after motion, wk ∈ R be
scalar weights, and M ∈ M. The total similarity
is given by the weighted sum of the symmetrised
similarity between MPkM̃ and Qk as follows

E = 〈M̃LM〉 where (1)

LX =
1
2

n∑
k=1

wk(Q̌kXPk + ˜̌QkXP̃k) . (2)

Note that L satisfies the useful symmetry property
〈ÃLB〉 = 〈B̃LA〉 for all A, B ∈ G4,1. The data Pk,
k = 1 . . . n, need not all be of the same object
type, but could contain a variety of geometric ob-
jects such as points, spheres, flats and directions.
Clearly, for a given k, Pk and Qk represent the
same object type as one is simply a rotated and
translated version of the other. The magnitude of
the weights wk can be used to adjust the contribu-
tion a data element makes based on its reliability,
or to introduce attractive and repulsive contribu-
tions. We can now couch the problem of finding
an optimal motor more precisely as maximising
〈X̃LX〉 subject to X ∈ M. Using Lemma 1 we
can rewrite this as

max
X∈M

〈X̃LX〉 s.t. 〈XX̃〉 = 1 and 〈XX̃〉
4

= 0 . (3)

The constraint 〈XX̃〉
4

= 0 is awkward and makes
solving problem (3) in closed form difficult. It
transpires that for many object representations it
is passive and can be dropped completely with-
out affecting the solution. We will examine the
conditions under which this is possible. The fol-
lowing lemma characterises those elements which
are nearly motors, where we have not enforced the
constraint 〈XX̃〉

4
= 0.

Lemma 3. X ∈ M and 〈XX̃〉 = 1 ⇔ X = M +
βMI3n∞, M ∈ M, and β ∈ R.

Proof. Let X = MS be the polar decomposition
of X ∈ M with S = α + βI3n∞. Because 1 =
〈X̃X〉 = 〈S2〉 = α2 and α ≥ 0 we have α = 1
and X = M + βMI3n∞. Let M ∈ M ⊂ M.
Note I3n∞ ∈ M so X = M + βMI3n∞ ∈ M and
〈XX̃〉 = 〈MM̃〉 = 1.

M

M

M(1 + βI3n∞)

MI3n∞

M
NM

M

Figure 2: Sketch showing the 2D normal space
NM of M at M (restricted to M). Imposing
the constraint 〈XX̃〉 = 1 restricts us to the 1D
subspace of NM consisting of elements of the form
M(1 + βI3n∞).

On the LHS of Lemma 3 we have the 8D space M

with one constraint imposed, on the RHS we have
the 6D motor manifold M with an extra degree
of freedom added through β. Let Ψ = I3n∞ = Ψ̃
and denote the set defined in Lemma 3 by M′ =
{M + βMΨ : M ∈ M, β ∈ R}. Note that for
X ∈ M′ we have 〈XX̃〉

4
= 2βΨ. When β = 0,

〈XX̃〉
4

= 0 and X ∈ M, as |β| increases X leaves
M along a 1D subspace of NM and 〈XX̃〉

4
�= 0. A

sketch of the situation is shown in Fig. 2. Note
that M is both a point on M and a direction
vector in NM . We will examine the behaviour
of 〈X̃LX〉 with elements X ∈ M′ which allows
us to separate out the terms which result from
relaxing the constraint 〈XX̃〉

4
= 0. Expanding

the objective function at X = M + βMΨ ∈ M′

gives

〈X̃LX〉 = C0 + 2C1β + C2β
2 . (4)

where C0 = 〈M̃LM〉, C1 = 〈M̃L(MΨ)〉, and
C2 = 〈Ψ̃M̃L(MΨ)〉. For a given M ∈ M this is
a quadratic in β. We are interested in the cases
where C1 (the coefficient of β) vanishes and C2

(coefficient of β2) is not positive, independently
of M . When C2 is negative, leaving M decreases
the objective function and maximising 〈X̃LX〉
subject to X ∈ M′ will give us the optimal motor
which solves problem (3). If C2 vanishes then
the solution is not unique and if M ∈ M is a
solution then so is M(1 + βΨ). In such situations
we can maximise 〈X̃LX〉 to give a solution, and
then project the resulting X onto M to get the
optimal motor. The object representations where
C1 vanishes and C2 is not positive (so we can
ignore the constraint 〈X̃X〉

4
= 0) are referred to

as admissible.
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If P ′
k = M̃QkM then C1 is made up of terms

〈Ψ(P̌ ′
kPk + PkP̌ ′

k)〉 and C2 is made up of
terms 〈ΨP̌ ′

kΨPk〉 = −〈n∞P̌ ′
kn∞Pk〉. Because

〈X̃P̌kY Pk〉 = 〈X̃p̌kY pk〉 where pk = P ∗
k and

qk = Q∗
k we do not need to consider all cases.

If Pk and P ′
k are scalars (or pseudoscalars)

then they are invariant under rigid body
motion, and 〈ΨP̌ ′

kPk〉 = P̌ ′
kPk〈Ψ〉 = 0 and

〈ΨP̌ ′
kΨPk〉 = P̌ ′

kPk〈Ψ2〉 = 0 so C1 = C2 = 0. If
Pk and P ′

k are vectors P̌ ′
kPk has no grade-4 part

so C1 = 0. As n∞Qkn∞ = n∞M̃QkMn∞, C2

is independent of M . If Pk and P ′
k are points or

dual spheres then 〈n∞P̌ ′
kn∞Pk〉 = 2 so C2 < 0. If

Pk and P ′
k dual planes then n∞P̌ ′

kn∞Pk = 0 so
C2 = 0. If Pk and P ′

k are lines then 〈ΨP̌ ′
kPk〉 = 0

and n∞P̌ ′
kn∞Pk = 0 so C1 = C2 = 0. We see

that points, spheres, lines, and planes are all
admissible. In the same spirit we can show flags
of the form X = 〈X〉

1
+ 〈X〉r where r �= 5 are

also admissible [2] so all the objects represented
in Sect. 4.1 are admissible.

We wish to maximise 〈X̃LX〉 where X ∈ M as
stated in problem (3). For admissible objects we
can neglect the awkward condition 〈X̃X〉

4
= 0 and

solve the simpler problem:

max
X∈M

〈X̃LX〉 subject to 〈XX̃〉 = 1 . (5)

Theorem 1. Let Pk and Qk, k = 1 . . . n be two
sets of admissible normalised conformal objects in
G4,1, wk ∈ R be scalar weights, and L be defined

by LX = 1

2

∑n
k=1

wk(Q̌kXPk + ˜̌QkXP̃k). Then
the maximiser of 〈M̃LM〉 subject to M ∈ M is
given by M = R+Q where R is an eigenrotator of
PRL′ associated with the largest eigenvalue, L′ =
L − L(P̄QLPQ)+L, and Q = −(P̄QLPQ)+LR.

Proof. The Lagrange function associated with
problem (5) is given by L(X) = 1

2
〈X̃LX〉 −

α
2
(〈X̃X〉−1) for X ∈ M. The first order optimality

condition ∂
eXL = 0 gives P̄MLX = αP̄MX. Let

X = R + Q ∈ M where R ∈ G+

3
and Q ∈ G−

3
n∞.

Using P̄M = PR + P̄Q we can separate ∂
eXL = 0

into R and Q components: PRLR + PRLQ = αR
and P̄QLR + P̄QLQ = 0. This is a standard form
for quadratic minimisation with a homogeneous
quadratic constraint and we can calculate Q from
the second equation and then eliminate Q from
the first equation in the usual way. This gives
PRL′R = αR where L′ = L − L(P̄QLPQ)+L and
Q = −(P̄QLPQ)+LR. At the maximum α equals
〈X̃LX〉 therefore R is the eigenrotator of PRL′

associated with the largest eigenvalue.

We see that the problem reduces to a small eigen-
rotator problem. This motor estimation method

is easily implemented by forming the matrix rep-
resentative of P̄ML as outlined in the following
procedure:

1. Form a basis ek, k = 1, · · · , 8 of M where the
first four basis vectors are associated with R
and orthonormal, and the last four are asso-
ciated with Q in the split X = R + Q (e.g.
{1, e12, e13, e23, e1n∞, e2n∞, e3n∞, I3n∞}).

2. Form the 8 × 8 symmetric matrix Lij =
〈ẽiP̄MLej〉 = 〈ẽiLej〉 and partition into 4 × 4

sub-matrices L =
(

Lrr Lrq

Lqr Lqq

)
.

3. Form the 4×4 matrix L′ = Lrr−Lrq(L+

qqLqr).
4. Calculate r ∈ R

4, a unit eigenvector of L′

associated with the largest eigenvalue.
5. Calculate q = −(L+

qqLqr)r ∈ R
4.

6. Form the coefficient vector m =
(

r
q

)
∈ R

8.

7. Calculate optimal motor M =
∑

k mkek ∈ M.

If the dimension d of the eigenspace of L′ asso-
ciated with the largest eigenvalue is greater than
one then the optimal motor is not unique. This will
happen in degenerate situations such as estimating
a motor from only two pairs of points. A specific
solution can be returned at the expense of a small
increase in complexity, as follows. Let V ∈ R

4×d,
d ≤ 4 be an orthogonal matrix whose range is
the eigenspace of L′ associated with the largest
eigenvalue. Any maximum unit eigenvector can
be expressed as r = V x for unit vector x ∈ R

d.
Note cos( θ

2
) = 〈R〉 =

∑
k rk〈ek〉 = rT z where

z ∈ R
4 with zk = 〈ek〉, and θ is the angle of

rotation. With the natural basis above we get z =(
1 0 0 0

)T . Hence xT V T z can be identified
with cos( θ

2
). Maximising xT V T z subject to xT x =

1 gives the following enhancement to step 4 above:

4.′ Calculate r = unit(V V T z) ∈ R
4, the unit

eigenvector of L′ associated with the largest
eigenvalue and the smallest angle of rotation,
where z ∈ R

4 with zk = 〈ek〉, k = 1 . . . 4.

If d = 1 then there is no choice and r = V or
r = −V as expected. Let M = TR where T =
1 − 1

2
tn∞ is a translator and t is the Euclidean

translation vector. Note that Q = −1

2
tRn∞ so we

have |q| = |no · Q| = 1

2
|t|. The use of the Moore-

Penrose pseudo-inverse in step 5 will ensure that
the smallest translation t is returned when there
is not a unique maximiser. This will happen in
degenerate situations such as estimating a motor
from a single pair of planes. Thus the estimated
motor will maximise the measure and provide the
motor with the smallest translation and rotation
angle when there is not a unique maximiser.
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Figure 3: Five pairs of spheres used to estimate
the rigid body motion.

5 Examples

In this section we provide some illustrations of the
algorithm. The data is generated as follows. A
random geometric object Pk is generated, such as
a point, sphere, line, circle, or tangent. Noise is
added to the data Pk by perturbing it with a small
random motor Mk ≈ 1 before applying the general
fixed rigid body transformation Mo to give Qk =
MoMkPkM̃kM̃o. The noise is sufficient to provide
clear delineation between the objects in the figures
presented. The motor estimation procedure (using
step 4.′) is then applied to the data pairs (Pk, Qk),
k = 1, . . . , K, to obtain an optimal estimate M of
Mo. In the figures presented the dark data is the
source data after the action of the estimated motor
Q′

k = MPkM̃ , and the light data is the target data
Qk. The difference between the sets is the error
remaining after applying the estimation procedure
and is due to the noise on the data. If no noise is
present the fit is perfect and the data sits exactly
on top of each other.

First consider the problem of fitting spheres. As
discussed earlier the radius of the spheres plays no
role, as it is invariant to rigid body transforma-
tions, and the situation is identical to the case of
noisy points. With just one pair of spheres the fit
is perfect and the centres of the spheres coincide.
The rotational part vanishes because the smallest
angle of rotation is zero and the estimated motor
is a pure translator. With two pairs of spheres
the optimal motor makes their centres lie on the
same axis with equal separation. This example is
a typical situation where there is insufficient infor-
mation to get a unique maximiser of 〈M̃LM〉. For
the estimated motor, the rotation about the axis is
zero and the rotation is in a plane parallel with the
axis through the points before and after motion.
A more general situation is shown in Fig. 3 where
there are five pairs of noisy spheres. The more
complex example in Fig. 4 shows the algorithm
being applied to five pairs of different objects. We
use spheres, lines, circles and 1D and 2D tangents.

Figure 4: Five pairs of different objects (spheres,
lines, circles, 1D and 2D tangents) used to estimate
the rigid body motion.

We have not included planes simply because, unlike
lines, it is hard to visualise the separation between
planes in a figure.

6 Discussion

We have presented a technique for estimating
motors from noisy geometric data. The data may
comprise a variety of objects including points,
rounds (point pairs, circles, spheres), flats (lines,
planes), tangents, and directions; which can all be
combined naturally in a single framework while
excluding reflection. In order to formulate the
problem we restricted the similarity measure to
the simple form 〈PQ̌〉. In addition we restricted to
admissible objects which allowed us to ignore the
motor constraint 〈MM̃〉

4
= 0 during optimisation,

and which include all major classes of geometric
primatives. The estimation procedure reduced to
an eigenrotator problem.
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Abstract—This paper proposes a new resolution conversion
method for halftone images. Recently, smartphone or tablet PC
has become widespread. When viewing comics on mobile devices
as e-books, image resolution conversion is required, because there
are various resolution devices. If resolution of a comic image is
reduced with conventional resolution conversion methods using
interpolating functions such as bicubic interpolation, moiré that
leads to deterioration in image quality is generated because of a
halftone that has periodic structures included in comic images.
In this paper, we propose a resolution conversion method for
halftone images which preserve a periodic structure of original
images. Experiments show that moiré is not generated with
our proposed method, and the method is superior in subjective
image quality and computational time to the conventional bicubic
interpolation.

I. INTRODUCTION

Recently, as the popularity of smartphone or tablet PC, the
opportunity to view comics as e-books on portable devices has
increased. When viewing comics on mobile devices, image
resolution conversion is required because of distribution of
various resolution devices in market.

The methods using an interpolating function such as nearest-
neighbor, bilinear, bicubic, and Lanczos interpolation [1][2]
have been conventionally used to convert image-resolution.
However, if resolution of a comic image is reduced with the
conventional resolution conversion methods, moiré that leads
to deterioration in image quality is generated in a resolution-
converted image, because a comic image includes halftones
which simulate continuous tone imagery by binary. Therefore
our goal is to propose a high-quality resolution conversion
method for halftone image that does not generate any moiré.

If conventional resolution conversion methods using inter-
polating functions are used, one cycle pattern of an original
halftone image might not correspond to that of a resolution-
converted image. In this case, the periodic structure of the orig-
inal image collapses, and a different pattern that means moiré
is generated in the resolution-converted image. To propose a
high-quality resolution conversion method for halftone images,
it is necessary to preserve a periodic structure of an original
image. Thus, we focus that halftone images are composed of
periodic array of one cycle pattern. In this paper, we propose a
method generating one cycle pattern of a resolution-converted

image from that of an original image, and composing a
resolution-converted image by arranging it periodically. When
generating one cycle pattern of a resolution-converted image
from that of an original image, we use bifluency interpolation
[3] using Fluency DA Function of Degree 2 [4] based on“Flu-
ency Information Theory” [5]. Bifluency interpolation pro-
vides less staircase noise than bicubic interpolation. Through
experiments, it is demonstrated that moiré is not generated for
an arbitrary magnification with our proposed method. And it
is shown that our proposed method is superior in subjective
image quality and computational time to conventional bicubic
interpolation.

II. RESOLUTION CONVERSION METHOD

A. Resolution Conversion Method Using Interpolating Func-
tion

Resolution conversion for a raster image is the process
of increasing or decreasing pixels from an original image
according to conversion magnification. At this time, we must
determine unknown pixel values after resolution conversion.
To determine them, the methods using interpolating functions
have been conventionally used. Interpolation is the process of
estimating the intermediate values of discrete samples.

It can be shown that a continuous signal can reconstructed
by the use of an interpolating function, in one dimension,
which has the form

L̂(t) =
∑

i

L(i) · h(t − i) . (1)

Where i is the coordinate of the input pixel, L(i) is the input
pixel value at i, h(t) is the interpolating function considered
as a kind of impulse responses and L̂(t) is the interpolated
pixel value. The interpolating function converts discrete data
into continuous signal by an operation of linear combination
and must be h(0) = 1 and h(n) = 0 when n is any nonzero
integer.

Two-dimensional interpolation is easily accomplished by
performing one-dimensional interpolation in each dimension
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as follows.

L̂(x, y) =
∑

i

∑
j

L(i, j) · φ(x − i, y − j), (2)

φ(x, y) = h(x) · h(y) , (3)

where (i, j) is the two-dimensional coordinate of the input
pixel, L(i, j) is the input pixel value at (i, j), φ(x, y) is the
two-dimensional interpolating function defined as the direct
product of one-dimensional interpolating function h(t) and
L̂(x, y) is the interpolated pixel value.

There are some interpolating functions such as nearest-
neighbor, bilinear, bicubic or Lanczos. Nearest-neighbor, bi-
linear and bicubic are used in Adobe Photoshop. Bicubic in-
terpolation is most commonly used because of its smoothness.

B. Bifluency Interpolation

One of our research groups had established “ Fluency
Information Theory”which is a new information theory for
flexible conversion between digital and analog signals. In this
theory, one of the subspaces of L2 (the space of square-
integrable functions) is classified into subspaces by the times
of continuous differentiability of the functions. We denote
the function space as mS, which is composed of piecewise
polynomials of degree (m − 1) with only (m − 2) times
continuous differentiability. The theory can be considered as
both a generalization of Shannon’s sampling theorem and that
of wavelet theory.

Fluency DA Function of Degree 2,

3

[c]ψ(t) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩
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− t2

4τ2 + t
τ − 1, 3

2
τ ≤ t ≤ 2τ

0, otherwise ,

(4)

is one of sampling functions derived from the basis function of
m = 3 class signal space. Where τ means a sampling interval.
For the remainder of this paper, τ is set to 1. Figure 1 shows
the wave form of Fluency DA Function of Degree 2 and Fig. 2
shows its amplitude characteristic. Since Fluency DA Function
of Degree 2 converges to 0 at 2 points after and before the
sampling point, no truncation error is provided in applications.
Actually, this function is applied to digital-analog converter of
CD player and DVD-Audio player known as“Fluency Audio”.
Due to this function, Fluency Audio can generate ultrasonic
component, which conventional sinc function cannot generate.
Therefore Fluency Audio has won many awards.

The pixel values of the resolution-converted image with
bifluency interpolation are calculated according to the follow-
ing procedure. First, convert the coordinate of the resolution-
converted image ĩ, j̃ into that of the original image (x, y)
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Fig. 1. Fluency DA Function of Degree 2 (sampling interval τ = 1)
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Fig. 2. Amplitude characteristic of Fluency DA Function of Degree 2 (Dashed
line shows Nyquist frequency.)

based on the conversion magnification α as follows.

x =
ĩ

α
, y =

j̃

α
. (5)

Then, calculate the values of the resolution-converted image
L̃ ĩ, j̃ using two-dimensional Fluency DA function,

ψ (x, y) = 3

[c]ψ(x) · 3

[c]ψ(y) , (6)

as the interpolating function as follows.

L̃ ĩ, j̃ =
�x�+2∑

i=�x�−1

�y�+2∑
j=�y�−1

L(i, j) · ψ (x − i, y − j) , (7)

where �a� is the maximum integer which is not greater than
a. Since Fluency DA Function of Degree 2 is compactly
supported as seen from Eq.4, bifluency interpolation can
decide an arbitrary pixel value of the resolution-converted
image by 4×4 = 16 points of an original image (Fig. 3). This
method provides less staircase noise than bicubic interpolation.

III. GENERATION OF MOIRÉ IN HALFTONE IMAGE

In the following sections, we describe the mechanism of
generation of moiré and our proposed method according to
the list of symbols Table I.

A. Basic Matters of Halftone
The halftone [6] is a pattern of dots to simulate continuous

tone imagery by binary in the offset printing. The area ratio
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Fig. 3. Bifluency interpolation

TABLE I
LIST OF SYMBOLS

The size of the input halftone image I × J pixel
Pixel values of the input image L(i, j),

i = 0, 1, · · · , I − 1,
j = 0, 1, · · · , J − 1

The size of one cycle pattern of the
input image

P × Q pixel

Pixel values of the one cycle pattern H(p, q),
and one pixel before and after it of p = −1, 0, 1, · · · , P,
the input image q = −1, 0, 1, · · · , Q
Conversion magnification α = b/a
The size of output (resolution-
converted) image

�αI� × �αJ� pixel

Pixel values of the output image L̃(̃i, j̃),
ĩ = 0, 1, · · · , �αI� − 1,
j̃ = 0, 1, · · · , �αJ� − 1

The size of one cycle pattern of the
output image

�αP � × �αQ� pixel

Pixel values of one cycle pattern of H̃(p̃, q̃),
the output image p̃ = 0, 1, · · · , �αP � − 1,

q̃ = 0, 1, · · · , �αQ� − 1
Fluency DA function of degree 2 3

[c]
ψ(t)

Two-dimensional Fluency DA func-
tion

ψ(x, y) = 3

[c]
ψ(x) · 3

[c]
ψ(y)

of a binary pattern is pseudo-perceived as continuous tone
because of a human visual performance.

The halftone is divided into two classes, AM (amplitude
modulation) screen and FM (frequency modulation) screen.
Former represents tone by changing area of dots and latter by
changing the number of dots per unit area. The AM screen is
commonly used to create comics. The AM screen as a digital
image can be considered to be composed of a periodic array
of one size (P × Q pixel) images. An example of a halftone
image and its one cycle pattern are shown in Fig. 4.

B. Mechanism of Generation of Moiré with Conventional
Resolution Conversion

When resolution of a halftone image having periodicity is
reduced with conventional method using interpolating func-
tions, moiré that is a different pattern from the original
image might be generated. In this section, we describe that
mechanism.

The halftone image is composed of the periodic array of
one cycle pattern. We assume the size of one cycle pattern
of the halftone image to be P × Q pixel, and the reduction

A�

B�

Fig. 4. Halftone image at left, and image of one cycle pattern of halftone
image at right

magnification to be α = b/a. If both P and Q are integral
multiples of a, since both αP and αQ can be integers, the
αP×αQ pixel-pattern is generated after resolution conversion.
Therefore it corresponds to the original P × Q pixel-pattern
and moiré cannot be generated. In contrast, if either P or Q is
not an integral multiple of a, since either αP or αQ cannot be
an integer, αP×αQ pixel-pattern cannot be generated because
coordinates of pixels must be integers. Therefore, the different
pattern from the original image, that is moiré, is generated after
resolution conversion.

An example is shown in Fig. 5. If a halftone image (a)
composed of a pattern (c) (7 × 7 pixel) is reduced to half
with a method using an interpolating function, since αP =
αQ = 7/2 (not integers), the 7/2 × 7/2 pixel-pattern cannot
be generated. Instead of that size pattern, the 7 × 7 pixel-
pattern (d) which is twice bigger than it along each dimension
and includes four patterns of original image (c) is generated.
Thus, the resolution-converted image (b), which has moiré, is
generated.

���

A � C�

���

B � C� C�

C�C 	D

C 	D

���

���

Fig. 5. (a) Original halftone image, (b) Reduced image with bicubic
interpolation (Magnification is 1/2 along each dimension.), (c) One cycle
pattern of original image, (d) One cycle pattern of reduced image (Dashed
lines show the regions corresponding to one cycle pattern of original image.)
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IV. RESOLUTION CONVERSION METHOD PRESERVING
PERIODIC STRUCTURE OF HALFTONE USING BIFLUENCY

INTERPOLATION

When using conventional method, if either αP or αQ is
not an integer, a αP × αQ pixel-pattern cannot be generated
and moiré is generated. Thus, we focus that a halftone image
is composed of a periodic array of one cycle pattern. In
our proposed method, we generate one cycle pattern of a
resolution-converted image from that of an original halftone
image, and generate a resolution-converted image by arrang-
ing it periodically. When generating one cycle pattern of a
resolution-converted image from that of an original image,
we use bifluency interpolation that our research group has
proposed. The steps of our proposed method are as follows.
Step 1: Cutting One Cycle Pattern Out of an Original Halftone
Image

Cut one cycle pattern and one pixel before and after it along
each dimension (P + 2) × (Q + 2) pixel from an original
halftone image L(i, j). That is, the pixel values of one cycle
pattern of original image, H(p, q), is set as follows.

H(p, q) = L(p + P, q + Q),
p = −1, 0, · · · , P, q = −1, 0, · · · , Q .

(8)

Where the values of P and Q are given manually.
Step 2: Generation of One Cycle Pattern of a Resolution-
Converted Image

Define the size of one cycle pattern after resolution conver-
sion as �αP � × �αQ� pixel. Then generate that size image
H̃ (p̃, q̃) from the image cut out in step 1 with bifluency
interpolation as follows.

H̃ (p̃, q̃) =
�x�+2∑

p=�x�−1

�y�+2∑
q=�y�−1

H(p, q) · ψ (x − p, y − q) ,

p̃ = 0, 1, · · · , �αP � − 1, q̃ = 0, 1, · · · , �αQ� − 1 ,

(9)

where,
x = p̃ · P

�αP � , y = q̃ · Q

�αQ� . (10)

The reason why we cut out not only one cycle pattern but
also one pixel before and after the pattern at step 1 is that
Fluency DA Function of Degree 2 converges to 0 at 2 points
after and before the sampling point, thus a value of an arbitrary
coordinate of a signal interpolated with this function is affected
by 2 sampling points after and before the coordinate.
Step 3: Composition of a Resolution-Converted Image

Regard the image generated in step 2, H̃ (p̃, q̃), as one
cycle pattern of a resolution-converted image. Then compose
a resolution-converted image by arranging this pattern period-
ically. That is, the output pixel values L̃ ĩ, j̃ are decided as
follows.

L̃(̃i, j̃) = H̃ (̃i mod �αP �, j̃ mod �αQ�),
ĩ = 0, 1, · · · , �αI� − 1, j̃ = 0, 1, · · · , �αJ� − 1 .

(11)

Where a mod b means the remainder on division of a by b.

V. EXPERIMENTS

A. Experimental Condition

We converted two images Fig. 6 (200 × 200 pixel, binary)
with our proposed method and bicubic interpolation. The size
of one cycle pattern of the image-1 is 7 × 7 pixel and that
of the image-2 is 12 × 12 pixel. Conversion magnifications
are 500%, 80%, 60% and 40% along each dimension. We
implement these algorithms with Microsoft Visual C++ 2008
and execute on the environment with Intel Core2 Duo E8400
CPU, 998MB RAM.

B. Experimental Results

Figures 7 and 9 show result images with our proposed
method. Figures 8 and 10 show result images with bicu-
bic interpolation. Moiré is not generated in any conversion
magnification for each image with our proposed method. In
contrast, moiré is generated in magnification 80%, 60% and
40% for both images with bicubic interpolation. Especially
moiré stands out in magnification 40%. Our proposed method
is superior in subjective image quality to bicubic interpolation.

Table II shows the comparison of computational time be-
tween our proposed method and bicubic interpolation. The
computational time of our proposed method is about 2%-16%
compared to that of bicubic interpolation. The reason why our
proposed method is faster than bicubic interpolation is that the
former converts only one cycle pattern of a halftone image, in
contrast, the latter converts the entire halftone image.

TABLE II
COMPARISON OF COMPUTATIONAL TIME (MSEC)

Image-1
conversion magnification 500% 80% 60% 40%
proposed 49.9 3.3 1.6 2.9
bicubic 2068.4 59.7 61.8 18.1

Image-2
conversion magnification 500% 80% 60% 40%
proposed 66.9 2.6 1.9 2.2
bicubic 2051.7 107.3 37.8 18.1

C. Application Example

Our proposed method can be applied to resolution con-
version for the comic image which has the halftone region.
Figure 11 shows an application example. (a) is the original
comic image. (b) is the reduced image, where the halftone
region with our proposed method and the line drawing region
with bifluency interpolation. At this time, we assumed that
the halftone region and line drawing region were already
known. (c) is the reduced image with bicubic interpolation.
The conversion magnification is 40% along each dimension.
Since, in image (b), moiré is not generated, it is superior in
subjective image quality to image (c).
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Fig. 6. Original image-1 at left, original image-2 at right

��������������������
�!��"
�
������
���������������������������#�������������������������������������������$��������������� %���

Fig. 7. Resolution-converted images of image-1 with our proposed method (magnification: from left to right 500%, 80%, 60% and 40%)
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Fig. 8. Resolution-converted images of image-1 with bicubic interpolation (magnification: from left to right 500%, 80%, 60% and 40%)

VI. CONCLUSION

In this paper, we proposed a high-quality resolution con-
version method for halftone images which does not cause
generation of moiré. Conventional resolution conversion meth-
ods using interpolating functions cause generation of moiré
that leads to deterioration in quality. In our proposed method,

we generate one cycle pattern of a resolution-converted im-
age from that of an original halftone image and compose
a resolution-converted image by arranging it periodically.
Through experiments, it is shown that our proposed method
is superior to bicubic interpolation because our proposed
method does not generate moiré and computational time of
our proposed method is faster than that of bicubic interpola-

539



��������������������
�!��"
�
������
���������������������������#�������������������������������������������$��������������� %���

Fig. 9. Resolution-converted images of image-2 with our proposed method (magnification: from left to right 500%, 80%, 60% and 40%)
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Fig. 10. Resolution-converted images of image-2 with bicubic interpolation (magnification: from left to right 500%, 80%, 60% and 40%)

tion. Furthermore, this method can be applied to resolution
conversion for the comic image.

Our proposed method targets only a halftone image whose
density is uniform. Our future work is considering how to
apply this method to a halftone image whose density is not
uniform.
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(a) Original image

(b) Proposed, 40%                                     (c) Bicubic, 40%

Fig. 11. (a) Original comic image, (b) Reduced image, where the halftone
region is reduced with proposed method and the line drawing region with
bifluency interpolation, (c) Reduced image with bicubic interpolation
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Abstract
 
 The largest human organ is the human skin. It is a complex 
system that exhibits anisotropic, heterogeneous and 
viscoelastic mechanical properties. A strain measurement 
system capable of micron-level accuracy material point 
tracking was developed to measure complex strains that occur 
at the surface of the skin using a 3D image correlation 
technique. An image correlation process which makes use of 
phase information is developed and implemented for 3D 
space. Previous work using phase based correlation process 
has been done only in 2D with accuracy to a twentieth of a 
pixel. The accuracy of the 3D implementation of the phase 
cross-correlation method was assessed experimentally 
through examining the ability of the system to track 1mm 
linear displacements and 1 degree angular rotations; in-plane 
and out-of-plane with respect to the central axis of the camera 
system. Tests show that the new method performs slightly 
better than the previously implemented non-phase method. 
Further work must be done to address the resolution of the 
camera calibration as it may be the limiting factor on the 
phase cross-correlation method. 

Keywords- Phase based cross-correlation, 3D, strain 
measurement, phase spectrum, skin, surface strain, stereoscopy 

I. INTRODUCTION  
The human body is a complex system with many interacting 
sub-systems. The interdependency between the systems 
suggests that for a thorough characterization of the mechanical 
behavior of the human body, the sub-systems (organs) need to 
be described appropriately.  From a modeling perspective, a 
multi-scale modeling approach has the potential to 
characterize this complexity. For the human body, a prominent 
sub-system found is the human skin. Made of numerous 
layers, the anisotropic, non-linear, viscoelastic [1, 2] soft 
tissue lends itself to many of the multiscale approaches to 
analyze sub-systems that operate in human body.  
 
By indentifying the inhomogenous material properties of skin, 
modeling of the human body can now include more realistic 
and site specific parameters of skin behavior. For applications 
that require knowledge of skin mechanics, (e.g. tracking soft 
tissue deformation of a breast as in undergoes mammographic 
compression), the skin plays a significant role in determining 

the movement of the underlying tissue. The parameters 
determined from this method could be used to better model the 
skin behavior better and thus improve on the multi-scale 
model. 
 
Previous work has been done to characterize mechanical 
properties of skin through stereoscopic analysis of strain fields 
on the surface of the skin [3]. The present study looks to 
compare a method of analyzing surface strains calculated 
through the aid of a phase-spectrum-based cross-correlation 
technique with that of previous work done with standard 
normalized cross-correlation, using a three camera 
stereoscopic setup. To examine the comparisons, material 
points on a speckle pattern image were tracked across a range 
of rigid body movements. This method is important for future 
work in examining surface strain on skin and determining skin 
material properties when used in conjunction with applied 
forces to the surface of soft tissue.  

II. EXPERIMENTAL SETUP 

A. Instrumentation and Apparatus 
The set of instrumentation and apparatus for this study were 
chosen to allow future in-vivo studies on soft material. The 
stereoscopic arrangement required the use of three High Speed 
Megapixel MV-D1024E-160-CL CMOS CameraLink cameras 
from Photon-Focus. The cameras were equipped with 25 mm 
machine vision lens manufactured by Fujion (CF25HA-1) 
with a field of view of 65 mm by 45 mm (for larger depth of 
field, the manual aperture was set to F22). Used alongside the 
cameras were X64-CL Full Series Dalsa Coreco frame grabber 
boards. The above CameraLink system allowed integration 
with Labview software for synchronous image acquisition. 
The cameras were positioned on wedges angled at 55 degrees 
atop a metallic plate. Due to the relatively small aperture 
setting, adequate lighting was needed in order to obtain high 
contrast images.  
 
A halogen-based, fibre optic, ring-light system was used to 
provide strong and even lighting for the testing surface. The 
diffused lighting reduced surface glare. Lighting intensity for 
the testing stage was experimentally determined to give 
suitably even lighting, whilst maintaining the stage in field of 
view. In-plane rigid body transformations were conducted 
using Newport M-423 Series Translation Stage, driven by a 
Zaber Technologies T-LA28A linear actuator, for linear 
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transformations and with a rotating plate constructed to permit 
rotations with resolution better than 1 degree. Out-of-plane 
transformations were conducted by moving the testing stage 
for Z direction movement and a small fixture for tilting the 
pattern towards and away from the cameras. 

B. Camera Calibration 
Camera calibration was performed using a multi-plane direct 
calibration method using software developed at the University 
of Bonn [4]. The calibration method involved utilizing the 
information of a known grid, derived from a checkerboard 
pattern, in conjunction with a reference frame set on the planar 
surface to determine the initial estimates to points located at 
the intersections of the grid. 
 
The initial estimates of these locations were then used to 
derive a set of initial camera parameters which were iteratively 
(non-linear) optimized to minimize reprojection error across 
all cameras and between corresponding images. For further 
information see Kahlesz et al.[4]. 

                                    

 
Figure 1: Calibration pattern used in multi-plane calibration  

Camera parameters determined by the calibration method are 
listed below. 
 
 
 
Camera 1         
Focal Length (x,y) 
(Pixels) 2295.90 2289.76     
Principal Point 
(Cx,Cy) (Pixels) 499.47 515.46    
Distortion kc -0.32 0.56 -0.01 0.00 
R (θ,ψ,φ) (Radians) 2.45 0.74 0.38   
T (x ,y,z) (mm) -16.36 2.25 127.39   
Camera 2         
Focal Length (x,y) 
(Pixels) 2289.78 2298.14    
Principal Point 
(Cx,Cy) (Pixels) 626.05 605.61    
Distortion kc -0.37 0.70 0.00 0.00 
R (θ,ψ,φ) (Radians) -0.98 -2.76 0.47   
T (x ,y,z) (mm) -7.37 -27.06 143.67   

Camera 3         
Focal Length (x,y) 
(Pixels) 2310.92 2330.61  ��
Principal Point 
(Cx,Cy) (Pixels) 440.65 552.31  ��
Distortion kc -0.38 0.70 0.00 0.00�
R (θ,ψ,φ) (Radians) 1.50 -1.64 0.80 ��
T (x ,y,z) (mm) 18.35 0.60 128.27 ��
    �
ERROR 
RESULTS Initial Optimised   ��
RMS reprojection 3.4493 0.3686   ��
RMS per corner 
size 0.0479 0.0163  ��
RMS per corner 
angle 0.9295 0.2259  ��
RMS planarity 0.0464 0.0143  ��
RMS 3D 0.0477 0.0210   ��

Figure 2: Camera parameters obtained from multi-plane 
calibration method 

III. STEREOSCOPIC TRACKING 

A. Overview
The tracking method used in this study is based on  

a previously implemented method by Alvarez [5].  
Local template matching methods were used  
for reconstruction and surface tracking. As the planned  
test surfaces were to be processed with a high  
spatial frequency speckle pattern, local template  
matching methods were appropriate. Normalized cross-
correlation (NCC) and sum of squared differences (SSD)  
are common measures in correlation-based, local  
template matching. The method outlined below  
was implemented for future work with soft tissue. In  
this study, assumptions about the surface geometry  
were made. Since printed patterns were used for validation 
and comparison, the geometry of the surface was assumed to 
be planar however, in reality, skin is non-homogenous. A 3D 
image correlation system was implemented in MATLAB. 
 

The process was initiated with a region of interest (ROI) 
selected by the user and triangulated from each camera. This 
ensured that matching between subsets was performed with 
like regions, and allowed for mismatches to be constrained 
within the ROI. To reconstruct the test surface into a world 
coordinate system, a grid of points is generated within the 
ROI. In the case of examining a skin surface, assumptions 
cannot be made about the geometry of the surface using these 
points, a surface profiling algorithm would be used to 
construct a finite element mesh (FEM) which provided the 
necessary geometric description [5].  

 
Material points are generated using the surface profile and 

are tracked temporally as the testing surface deforms. In this 
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investigation material points were generated for a planar 
surface and oriented unto the speckle pattern using epipolar 
geometry. The material points on the grid of the validation 
images are pseudo-temporally tracked as the testing surface 
undergoes rigid body transformation. 
 

B. 3D Tracking 

Tracking was performed using a 2D cross-correlation 
provided by Ebert et al [6].Customization of the software was 
based on work by Sutton et al [7] to deal with large 
distortions. Nonlinear optimization for the six rigid body 
displacement parameters to provide the maximum cross-
correlation [5]. These calculations were performed for subsets 
of the image created around each material point. For a given 
material point, the image subset of that point was cross-
correlated with the images that captured the rigid body 
transformation. The positions of these material points were 
triangulated into 3D space allowing for 3D displacements to 
be calculated. By indentifying the displacement field it is then 
possible to characterize strain.  

However, how well the displacements were calculated was 
a limiting factor on the accuracy of the method. A phase-
spectrum-based cross-correlation was implemented to improve 
the accuracy in calculating displacements. 

IV. CROSS CORRELATION 

A. Phase spectrum cross-correlation 
Cross-correlation is a method by which the relative 

displacement between two similar signals may be calculated. 
The cross-correlation theorem states that the in frequency 
domain, cross-correlation is represented by the inverse time 
convolution of the two signals [8] defined by the formula 

 
[f  * g](x) = F–1(F(ω) G*(ω))          (1) 

 
where F(ω) and G(ω) are the Fourier Transforms of the 

signals f (ω)and g(ω); and G*(ω) is the complex conjugate of 
G(ω)  [3]. Cross-correlation was conducted in the frequency 
domain as it is more computationally efficient than performing 
the method in the spatial domain. The fast Fourier transforms 
provided within the MATLAB toolbox was used to transform 
the discrete 2D signals of images between the spatial domain 
and Fourier domain. 
 

In the frequency domain the two approaches that are 
available for calculating the relative difference between the 
signals are the amplitude spectrum method and the phase 
spectrum method. The two methods require the frequency 
spectrum (denoted by the signal amplitude when represented 
in the frequency domain) and the phase spectrum of the 
signals be calculated. The following equations calculate the 
frequency spectrum and phase spectrum respectively: 

| F(ω)| = |Re(F(ω)) + iIm(F(ω))|  (2) 
 

                                              (3) 
where i = √-1. 
 

The amplitude spectrum method locates the position of the 
maximum amplitude of frequency spectrum, F–1(F(ω) G*(ω)) , 
which correlates with the relative shift, xd, between the two 
signals. The accuracy of the calculated relative shift is limited 
by the resolution of the signal as the location of the amplitude 
is determined within the sample space which it is calculated in 
[3] . The phase spectrum method operates by examining the 
slope of F(ω) G*(ω) where[8], 

 
φ[F(ω) G*(ω)] = ωxd.            (4) 
 

For shifts greater than one sample space, it can be expected 
that the phase spectrum will wrapped between –π and π with 
saw-tooth profile jumps of 2π at the phase boundaries [3]. The 
calculation of the slope is not restricted by the sample space 
and therefore can produce better estimates of the relative shift 
xd [3]. The two methods above can be used in conjunction 
with one another; the phase spectrum method operates as an 
agent building upon the result of the amplitude spectrum 
method. The benefit of this is that the method is able to handle 
displacements greater than one sample space as well as being 
less susceptible to noise. Given two signals, the amplitude 
spectrum method can be used to narrow down the shift, to half 
a pixel x1 (within a single sample space) without unwrapping 
the spectrum (phase wrapping of discrete signals) [3]. Using 
the shift x1, the phase spectrum method can be now be used to 
calculate a second shift x2 between the two signals where one 
of the two has been shifted “closer” to the other by x1. This 
reduces problems of phase wrapping as the signals are within 
half a sample space difference to each other. It also allows for 
a linear least squares fitting method to be conducted and the 
slope to be calculated. The resulting total shift is the sum of 
the shifts, x1 and x2. In this investigation the combined 
amplitude and phase spectrum method was used to track the 
material points. This method from here onwards will be 
referred to as the “phase cross-correlation method” (PCC) and 
the previously implemented method as “non-phase method” 
for simplicity. 

 
With testing of this method, a high spatial frequency image 

in the form of a pseudo-random speckle patterned image was 
generated. The speckle pattern provides both the amplitude 
and phase spectrum calculations with a broad frequency 
bandwidth which is needed for the PCC method to perform 
well [3].The pattern then underwent iterations of small rigid 
body transformations which were captured as images by the 
three cameras. These images were used as input for the PCC 
method. Material points were projected onto the pattern image 
plane using knowledge of the camera parameters and epipolar 
geometry. To determine the amount by which the pattern 
transformed at each iteration, the material points were 
examined. Small square sections (sub-images) of 32 or 64 
pixels were created around each material point. Sub-images 
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made for the material points at the initial state (before 
transformation) acting as the template and a second set are 
made for the same pixel position of the material points for the 
image of the transformed state. The amplitude spectrum was 
used to calculate the 2D position of the maximum amplitude, 
and the template sub-images were shifted by x1. A third set of 
sub-images was created for the points at this shifted position. 
The phase spectrum method was carried out using this set and 
the deformed set of sub-images using the slope of a 2D plane 
giving a shift of x2. Note that x1 and x2 in this case are 2D 
vectors in the image planes of each camera. The relative shifts 
calculated in the amplitude spectrum, x1, and phase spectrum 
method, x2, were then summed to give the average 
displacement xd. 

V. RESULTS 
To characterize the PCC method, a series of experiments 

were conducted to examine the “tracking error” of the method 
for the six degrees of freedom (D.O.F) of the system. It is 
important to note that the 3 camera system is characterized as 
a whole rather that with respect to a single camera.  
 

The axes upon which these experiments are based are with 
reference to a central axis of the 3 camera system defined in 
Fig. 3. From the figure the blue arrow denotes the “y” axis, the 
red arrow denotes the “x” axis and the green arrow denotes the 
central or “z” axis. In-plane experiments refer to 
transformations in the horizontal plane of the central axis 
coordinate system defined by the y and x axis. In-plane 
rotation is regarded as the rotation “φ” from the y axis to the x 
axis, which are displayed as the green ring in Fig. 3 Out-of-
plane experiments refer to transformations in the vertical plane 
defined by the central axis and either the y or x axis. Out-of-
plane rotations refer to the rotation “θ” about the x or y axes, 
which in Fig. 3 are the blue and red rings respectively. 

 

  
Figure 3: Three camera experimental system setup in and central 
axis coordinate system 

The series included in-plane x and y translations, in-plane 
counter-clockwise rotations, out-of-plane z translations and 
out-of-plane angular rotations along x and y axis. All material 

points were tracked individually and triangulated using 
Zisserman’s triangulation [9] into 3D coordinates. The region 
of interest (ROI) used was a 25 mm by 25 mm square holding 
25 evenly spaced material points. The experiments were 
carried out for both the PCC method and the previously 
implemented non-phase method. 

 

A. In-plane experiments 
The first set of experiments that were conducted were the x 

and y translations. The pattern was fixed to the single axis 
Newport M-423 Series Translation Stage driven by the Zaber 
Technologies linear actuator. The stage was programmed to 
perform 1 mm translations over 5 iterations. In these 
experiments “tracking error” is defined as the difference 
between the known applied translation to the material points 
on the pattern, and the measured displacement from the 3D 
tracking system. The error was calculated for each material 
point and averaged over the number of iterations. The results 
presented below display the maximum and minimum mean 
error and standard deviation for the set of material points for 
capturing 1 mm displacements.  

 
 
 

 
PCC Method Y 
Axis 

 Mean error 
(μm) 

Standard Deviation 
(μm) 

Max 7.525 6.702 
Min 5.000 1.652 

Figure 4: Maximum and minimum mean error and standard 
deviation of linear rigid body displacements along the y axis 
using the PCC method. 

 
Non-phase 
Method Y Axis 

Mean error 
(μm) 

Standard Deviation 
(μm) 

Max 9.075 7.608 
Min 4.500 1.615 

Figure 5: Maximum and minimum mean error and standard 
deviation of linear rigid body displacements along the y axis 
using the Non-phase method 

 
PCC Method X 
Axis 

 Mean error 
(μm) 

Standard Deviation 
(μm) 

Max 7.800 5.263 
Min 2.960 1.873 

Figure 6: Maximum and minimum mean error and standard 
deviation of linear rigid body displacements along the x axis 
using the PCC method. 

 
Non-phase 
Method X Axis 

 Mean error 
(μm) 

Standard Deviation 
(μm) 

Max 8.200 5.148 
Min 2.140 1.355 
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Figure 7: Maximum and minimum mean error and standard 
deviation of linear rigid body displacements along the x axis 
using the Non-phase method 

The PCC method resulted in 1 mm displacements being 
tracked with an error ranging from 7.525 μm to 5 μm with 
standard deviations of 6.702 μm and 1.652 μm. For the 
previously implemented non-phase method, similar results 
were obtained. A mean error with a range of 9.075 μm to 
4 μm mean error and standard deviation of 7.608 μm and 
1.615 μm was obtained. The PCC method performed slightly 
better than the previously implemented method. Results 
obtained were similar for the translation in the x direction. 

 
A rigid body rotation was examined next. The system was 

designed to track the material points through deformations that 
result in inhomogenous strain fields, therefore rigid body 
rotations were included to examine the idea of characterizing 
such a distortion. A pattern was placed unto a flat acrylic plate 
(testing surface) attached to a rotating stage. The stage was 
then rotated in 1 degree rotations through 5 iterations. As in 
the previous experiments, images were taken by the three 
cameras at each iteration. As the testing surface was assumed 
to be planar; an assumption was made that following rigid 
body rotation, a common 3D transformation was applied to all 
points resulting in them remaining on the same plane. The 
“rotation error” was then computed as the RMS fit between 
the reconstructed points at each iteration and a plane fitted to 
these points. As the rotation was performed in-plane, the 
direction of rotation φ was not important. The overall root 
mean squared (RMS) fit is the average of the RMS fit at each 
degree of rotation over the 5 iterations of rotation.  

 
 Overall RMS error(μm ) 
PCC Method 2.013 
Non-phase Method 2.304 

Figure 8: Overall RMS error of fit for angular rotations 

The results above indicate that the PCC method once again 
performs slightly better than that of the previously 
implemented non-phase method. 

B. Out-of-plane experiments 
With respect to the central axis of the three camera system, 

out-of-plane rigid body transformations were captured by 
moving the testing stage along the z axis and  by rotating the 
testing stage around the systems x and y axis. To conduct the 
out-of-plane displacement of the testing stage, the stage was 
moved at 1 mm displacements along the central axis over 5 
iterations. Due to the inability to precisely apply these 
displacements quantification of tracking error associated with 
these displacements was not possible. 
 

Out-of-plane rigid body angular rotations were carried out 
using a small attachment arm upon which the testing stage was 
placed. This arm allowed for incremental changes in the angle 
of rotation about the transverse plane in the x and y directions 
of the central axis of the three camera system. Incremental 

changes of 1 degree were carried out over 5 iterations. As with 
the previous in-plane rotation experiment, the points were 
assumed to lie along the same plane following a 3D rigid body 
rotation. The tracking error was represented as the RMS error 
associated with the fit of a plane to the transformed material 
points at each iteration. 

 
Out-of-plane 
Rotation Y Axis 

Overall RMS error(μm ) 

PCC Method 21.724 
Non-phase Method 22.087 

Figure 9: Overall RMS error of fit for out-of-plane angular 
rotations about the y axis 

 
Out-of-plane 
Rotation X Axis 

Overall RMS error(μm) 

PCC Method 25.454 
Non-phase Method 27.643 

Figure 10: Overall RMS error of fit for out-of-plane angular 
rotations about the x axis 

The PCC method displayed 21.7 μm an overall RMS error 
for tracking the material points through the rotation along the 
y axis. Likewise the non-phase method demonstrated 22.1 μm 
for overall RMS error. For rigid body angular rotations about 
the x axis, the PCC method displayed 25.5 μm of RMS error 
while the Non-phase method demonstrated 27.6 μm RMS 
error. For the two out-of-plane rotations performed there was 
no apparent difference between the two methods. 

 

VI. DISCUSSION 
The development aim of the PCC method for cross-

correlation was to improve on the displace detection of the 
previous implemented non-phase method which used standard 
cross-correlation. The system itself is intended for use to 
determine complex deformations across the skin surface by 
tracking material points projected unto the skin surface in 3D.  
 

From previous work done by Malcolm and Nielsen et al. [3] 
the PCC method was used to determine 2D displacements of 
small regions on the surface of a deforming membrane. 2D 
displacements were resolved to within a twentieth of a pixel 
[3]. Whilst the implementation was not performed for 3D, it 
was expected that the PCC method would improve the camera 
systems previous 3D tracking ability which was documented 
to provide less than 5 percent error, approximately 10 μm. 
Given the camera resolution, this would indicate a tenth of a 
pixel accuracy. Such an improvement over the previously 
implemented method would increase the accuracy in 
determining small inhomogenous deformations on a skin 
surface. The results of the comparisons made between the 
PCC method and the non-phase method however does not 
indicate this. 
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From the results obtained for each individual experiment, 
the PCC method only performed slightly better than that of the 
previously implemented method. This is most noticeable in the 
in-plane experiments. For translations in the x and y direction, 
the difference in the maximum mean error between the two 
methods was 0.4 μm and 1.55 μm respectively. The PCC 
method failed to meet the expectation of a twentieth of a pixel 
accuracy. The finest resolution of the Newport translation 
stage is specified at 0.0496 which is too small to be the factor 
behind the discrepancy. Another reason for this may lie with 
the reliability of the camera calibration itself. Reprojection and 
triangulation of the tracked 2D points into 3D space requires 
the use of the camera parameters. If the resolution of the 
camera calibration can only determine reprojected values and 
reconstruct the 3D space with a certain error, it can be 
expected that the system is not able to perform significantly 
better than this when utilizing the displacement information 
from the cross-correlation methods. In Fig. 2 it can be seen 
that the RMS error associated with 3D space reconstruction is 
2.1 μm for the calculated camera parameters. The minimum 
mean error for both the PCC and Non-phase method, exhibit 
values within 2 μm of the 3D reconstruction RMS error for the 
camera system. This could well mean the PCC method may be 
able to estimate displacements with better accuracy but is 
limited by the error from the calibration; however this may 
apply as well to the non-phase method.  
 

One possible solution to this issue is to modify the camera 
calibration software such that the corner detection of the 
calibration method is improved. This would allow for more 
accurate estimates of the checkerboard internal corners and 
therefore more accurate camera calibration. One way to go 
about this is to implement the PCC method instead of the 
gradient based approach [10] currently used in the calibration 
algorithm. It would be possible to generate a Fourier 
representation of a template checkerboard corner utilizing the 
information from the checkerboard plane and initial location 
estimates. Here, instead of comparing sub-images of the 
displaced speckle pattern, the corners of the checkerboard are 
compared against that of the generated template checkerboard 
and the relative shift is calculated. 
  

For the results of the out-of-plane experiments; it was 
expected that the out-of-plane tracking resolution would be 
less than that of in-plane resolution due to the projective 
distortion of image subsets that arise from the each individual 
camera’s perspective of the testing stage. The projective 
distortion increased the error associated with the 
reconstruction for a change in the angle of the candidate plane. 
This was shown in the results by the tracking error   an order 
of magnitude greater than that of previous experiments.  For 
out-of-plane transformations in the z direction, it can be 
expected that the varying depth of field as the characterization 
object moves further or closer to the cameras, may cause a 
large associated error. 

VII. CONCLUSIONS 
Results indicate that the PCC method is capable of 

measuring in-plane linear displacements up to less than 10 
μm, in-plane angular rotations at approximately 2 μm and out-
of-plane angular rotations at approximates 20 μm. The PCC 
method was expected to measure displacements to the 
accuracy of one twentieth of a pixel, however, there was no 
significant difference between the PCC method and the 
previously implemented method (which measures to 
approximately a tenth of a pixel). One possible reason to this 
was the limitation of the error associated with the reprojection 
of points unto and reconstruction of 3D space as result of 
camera parameters. Further work is required to modify the 
calibration algorithm with that of the PCC method such that 
checkerboard corner detection is improved and camera 
calibration parameters are more accurate. Additional work 
must be done to obtain adequate results to characterize the 
out-of-plane transformations along the central axis of the 
system. Future work looks to incorporate the new PCC 
tracking method for the camera system such that with a 
significant improvement in small displacement measurements, 
3D strain fields can be measured. 
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Abstract— Image zooming is the process of enlarging the spatial 
resolution of a given digital image. We present a novel technique 
that intelligently modifies the classical pixel replication method 
for zooming. Our method decomposes a given image into layer of 
binary images, interpolates them by magnifying the binary 
patterns preserving their geometric shape and finally aggregates 
them all to obtain the zoomed image. Although the quality of our 
zoomed images is much higher than that of nearest neighbor and 
bilinear interpolation and comparable with bicubic interpolation, 
the running time of our technique is extremely fast like nearest 
neighbor interpolation and much faster than bilinear and bicubic 
interpolation. 

Keywords-image zooming; binary decomposition; intelligent 
pixel replication; 

I.  INTRODUCTION 
In this modern era of high performance computing 
machineries, imaging application are becoming ubiquitous in 
our everyday life. Image processing techniques that magnifies 
a digital image is routine process encountered in diverse 
applications like medical imaging, astronomy and satellite 
imaging, law enforcement, military defense, industrial 
operation, archaeological research, high definition 
visualization, large size printing, digital and mobile phone 
cameras and many more. Whenever the user wishes to gain a 
closer and better look in the above mentioned applications, 
images will be required to be zoomed in and out and 
reproduced to higher resolution from lower resolution. 

The problem of image magnification has been pursued in a 
variety of ways in the literature. Most current imaging 
software packages as well as software included in digital 
cameras implement the conventional linear magnification 
algorithms. Among them nearest neighbor interpolation, 
bilinear interpolation and bicubic interpolation methods are 
most notable [1-3]. Nearest neighbor interpolation method is a 
technique of blind pixel replication, which is simple to 
implement by replicating the original pixels. This method is 
usually susceptible to the undesirable defect of blocking 
effects. Bilinear and bicubic interpolation employ first-order 
spline and second-order spline model, respectively to achieve 
a more pleasing outcome, although bilinear interpolation tends 
to blur the zoomed image. Among the above mentioned 
techniques nearest neighbor is the fastest one, whereas both 

bilinear and bicubic interpolation method has considerable 
computational complexities preventing them from being 
utilized in real time systems like HDTV or web video 
streaming and hand-held devices with low processing 
capabilities [4]. 

To this end, we have redesigned the simple pixel replication 
method from a completely new perspective and proposed a 
novel technique based on binary decomposition. Our 
algorithm’s computational complexity is extremely low, like 
that of nearest neighbor interpolation, whereas the quality of 
the magnified image clearly outperforms nearest neighbor and 
bilinear interpolation zooming and comparable with bicubic 
interpolation zooming. This enables our technique to be 
employed in high speed real-time systems as well as low-
capability mobile devices. 

The paper is organized as follows: our binary 
decomposition based intelligent pixel replication method is 
introduced in Section II. Section III is devoted to experimental 
results, followed by some conclusions in Section IV. 

II. INTELLIGENT PIXEL REPLICATION BY BINARY 
DECOMPOSITION 

In our proposed method we have introduced an intelligent 
modification in the classical pixel replication zooming 
technique by using the concept of binary decomposition. We 
begin by describing our magnification framework. Given an 
input image L with resolution w × h, we want to infer the 
zoomed image H having resolution (2w - 1) × (2h - 1) to 
achieve a 2 times magnification as shown in Figure 1. Note that 
we can repeatedly apply the same procedure to achieve 4, 8, 16, 
… 2n time’s magnification. 

 
(a) 

 
(b) 

Figure 1.   (a) Input Image (b) 2× Magnified Image 
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As can be seen from Figure 1(b), due to zooming there will 
be newly created pixels (colored white) with undefined 
intensity. The purpose of a zooming algorithm will be to infer 
values for those undetermined pixels from nearby known pixels 
in a way that is fast and accurate. 

A. Motivations 
Referring to Figure 2, we start with a given 2 × 2 low 

resolution (LR) image patch with pixel values {a, b, c, d} and 
we would like to infer the 3 × 3 high resolution (HR) image 
patch with pixels {a, b, c, d} positioned as shown and 5 (five) 
newly created pixels. Now most existing interpolation/zooming 
techniques [5-9] use the exact values of {a, b, c, d} in their 
interpolation which we have found causes the following 
intricacies. 

 

Figure 2.  Image Zooming Scenario in Existing Methods 

1. Each of the {a, b, c, d} pixels can have values ranging from 
[0-255], giving us a possible 2564 = 4294967296 possible 
patterns that can occur in a LR patch. Encompassing these 
large variations within some general rule is very difficult. 
2. When exact values of {a, b, c, d} are used, multiple 
heuristics are required for determining whether one pixel value 
is sufficiently close to another and often variations in image 
illumination can cause instability for the chosen heuristics. 
3. For sharp magnification, some sort of edge detection 
method is usually employed which introduces large 
computational complexity. 
4. Determined new pixel values tend to be statistical in nature 
(mean, median, weighted average etc.) that usually causes 
blurriness. 

B. Proposed Methods 
Theoretically our method has the following three stages as 
depicted in Figure 3. 

1. Binary Decomposition: We threshold input image L of size 
W × H using threshold parameter T with values [0-255] 
producing 256 binary images using the following equation. 

 
2. Binary Interpolation: We magnify each of the 256 binary 
images, Li into the size of magnified image H using a special 
binary pattern interpolation method to be explained shortly. 

)2(2550 →=→→ i,iHiL EnlargingBinary      

3. Aggregation: Finally we sum up each of the 256 magnified 
binary images Hi to get the final zoomed high resolution 
image, H.  
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0
∑
=

→
i

HiH  

 
 
 

Figure 3.  Steps of the Proposed Intelligent Pixel Replication Technique 

We now describe in detail binary interpolation method. Using 
binary decomposition we have eliminated exact pixel values of 
large magnitude and in each of our binary images only 
possible pixel values are 0 and 1. So now, a 2 × 2 LR image 
patch can have only 24 = 16 possible patterns instead of 2564 
patterns. We interpolate each of these 16 LR 2 × 2 sized 
binary patches into 3 × 3 sized HR binary patches in a way 
that preserves the inherent geometrical shapes they represent. 
This process is depicted in Figure 4 and explained in the figure 
caption. 

     The process of binary interpolation has the following 
desirable properties, 
1. It preserves the sharp edges and boundaries in an elegant 
way without producing any blocking effect. 
2. The smooth regions are also preserved without blurring the 
whole image. 
3. The method does not produce any noise, artifacts or 
variations that was not present in the original image. 

Finally when all the 256 binary LR images have been 
interpolated into corresponding binary HR images, we simply 
aggregate (mathematical summation) all the HR images to 
construct the final zoomed HR image. The validity of the final 
summation is evident from how we initially decomposed our 
input image. 
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Case 1 

 
Case 2 

 
Case 3 

 
Case 4 

 
Case 5 

 
Case 6 

 
Case 7 

 
Case 8 

 
Case 9 

 
Case 10 

 
Case 11 

 
Case 12 

 
Case 13 

 
Case14 

 
Case 15 

 
Case 16 

Figure 4.  Case 1 and 2 represent a rectangular shaped binary pattern enlarged 
keeping the filled shape. Case 3-10 represent a triangular shape situated at 
various corners that are expanded preserving the triangle shape. Case 11-14 
represent horizontally or vertically similar shapes that are expanded 
maintaining the similarity stretch. Case 15 and 16 represent diagonally 
separable 3 segment shapes which are expanded maintaining the separation 
and segmentation. 

 

If we try to employ straightforwardly the techniques 
described so far, it will incur a huge computational complexity. 
This is obvious since we are interpolating 256 images instead 
of a single image. Interestingly, the algorithm proposed so far 
has a nice closed form mathematical representation. That will 
enable us to achieve the effect of all separate 256 binary 
interpolations and final aggregation through a single operation 
only. We shall now derive the stated mathematical formulation. 

 
Figure 5.  Illustration required for Deriving a Mathematical Closed Form 

Referring to Figure 5, {a, b, c, d, e, f} are original pixel 
values coming from input LR image. We seek to find the 
values of pixels {x, y} (all other pixels will have symmetrical 
calculations). We have the following claims,  
(1) x = (b∩e) and (2) y = (b∩ f)  (c∩e).  
Here the operation (p∩q) returns the minimum value between 
p and q and the operation (p q) returns the maximum value 
between p and q. 
 

Proof:  
According to our claim (b∩e) is the number of binary HR 
images having values 1 at pixel x. As can be seen from Figure 
5, x is effected by rectangular, triangular and vertical line 
shaped binary patterns as explained in our algorithm. The 
rectangular pattern (case 1-2) existed (a∩b∩d∩e) and 
(b∩c∩e∩f) times, the triangular pattern (case 3-10) existed 
(a∩b∩e), (b∩d∩e), (b∩c∩e) and (b∩f∩e) times and the 
vertical line pattern (case 13-14) existed (b∩e) times. x does 
not involve any diagonal patterns. 

Now, x = (a∩b∩d∩e)  (b∩c∩e∩f)  (a∩b∩e)  (b∩d∩e)    
                (b∩c∩e)  (b∩f∩e)  (b∩e)     
             = (a∩b∩e)  (b∩d∩e)  (b∩c∩e)  (b∩f∩e)  (b∩e) 
             = (b∩e)   [repeatedly applying (x ∩ y)  y = y] 

In a similar manner, we can see for y, the rectangular pattern 
existed (b∩c∩e∩f) times, the triangular pattern existed 
(b∩c∩e), (b∩e∩f), (b∩c∩f) and (c∩e∩f) times, the diagonal 
pattern (case 15-16) existed (b∩f) and (c∩e) times. y does not 
involve any horizontal/vertical line shaped pattern. 

Now, y = (b∩c∩e∩f)  (b∩c∩e)  (b∩e∩f)  (b∩c∩f)   
                 (c∩e∩f)  (b∩f)  (c∩e) 
             = (b∩c∩e)  (b∩e∩f)  (b∩c∩f)  (c∩e∩f)  (b∩f)   
                (c∩e) 

        = (b∩f)  (c∩e)  [repeatedly applying (x ∩ y)  y = y]  
■ 
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We now give our final zooming algorithm in Figure 6(a) 
which refers to Figure 6(b). 
 

Input: Low resolution image L 
Output: High resolution image H 
1.   for all undefined pixels in the enlarged image H 
2.          if the pixel is an undefined vertical pixel, x 
3.                  then, x = Min( a, c ) 
4.          if the pixel is an undefined horizontal pixel, y 
5.                  then, y = Min( a, b ) 
6.          if the pixel is an undefined central pixel, z 
7.                  then, z = Max( Min( a, d ), Min( b, c ) ) 
8.   end for 
 

                                                      (a) 

 
(b) 

 
Figure 6.  (a) Intelligent Pixel Replication Algorithm (b) Reference Image for 
Illustration 

For color image zooming we would apply our algorithm 
separately on R, G and B channel and combine them at the end. 
Our algorithm runs in linear time O(n) where n is the output 
image size (in pixels) since we require O(1) computation time 
per new pixel value determination. The space complexity is 
also O(n) because only as much memory as the size of output 
image is required. Note that for a magnified image of size n, 
O(n) is the lowest possible complexity achievable. Also note 
that since the algorithm requires only a single pass and 
localized pixel operations, it readily lends itself to complete 
parallelization at each pixel simultaneously. With no floating 
point calculation involved, our method is, to our knowledge 
amongst the fastest image zooming techniques with acceptable 
quality output. 

III. EXPERIMENTAL RESULTS 
We have performed several experiments to assess the 
performance of our proposed method and compared it with 
well established zooming methods like nearest neighbor, 
bilinear and bicubic interpolation. We shall present our 
findings in the next three subsections. 

A. Visual Quality 
From visual inspection our method produces better images 
than nearest neighbor and bilinear method and is quite close to 
bicubic method. Our test set consisted of a number of both 
grey level and color images. We have also used a set of highly 
textured image and text images to demonstrate the capability 
of our method in suppressing the blocking effect and 
maintaining sharp edges. In all our images, we had a ground 
truth image of size 256 × 256. We decimated that image into 
the size of 128 × 128 which we then zoomed using different 

methods. Figure 7, 8 and 9 shows the zoomed images of the 
nearest neighbor, bilinear and bicubic methods compared with 
our method. Quality of zooming in our method is visible in the 
digits and letters of the ‘Calculator’ and ‘Vision’ image and 
sharp object borders in the ‘Stones’ image. More experimental 
zoomed images, in their actual sizes, will be provided for 
visual comparison if requested. 

 
(a) Nearest Neighbor Interpolation 

 
(b) Bilinear Interpolation 

 
(c) Bicubic Interpolation 

 
(d) Intelligent Pixel Replication 

Figure 7.  Comparison of Zooming Methods on 2× Zoomed ‘Calculator’ Image 

 
(a) Nearest Neighbor Interpolation 

 
(b) Bilinear Interpolation 

 
(c) Bicubic Interpolation 

 
(d) Intelligent Pixel Replication 

Figure 8.  Comparison of Zooming Methods on 2× Zoomed ‘Vision’ Image 
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(a) Nearest Neighbor Interpolation 

 
(b) Bilinear Interpolation 

 
(c) Bicubic Interpolation 

 
(d) Intelligent Pixel Replication 

Figure 9.  Comparison of Zooming Methods on 2× Zoomed ‘Stones’ Image 

B. Quantitative Analysis 
We have used the classical PSNR measures between the 
original picture and the reconstructed picture to assess the 
numerical quality of zooming [2, 10]. The PSNR is defined in 
the following equations where I is the original image and I’ is 
zoomed image. 
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Table 1 gives the PSNR values of different methods for the set 
of images presented in this paper. We can see that our method 
consistently outperforms both pixel replication and bilinear 
method and compares closely with bicubic method. 

TABLE 1. PSNR VALUES OF VARIOUS ZOOMING METHODS ON TEST 
IMAGES 

Zooming Technique 
PSNR (dB) 

Calculator Vision Stones 
Nearest Neighbor 

Interpolation 26.63 32.51 33.22 

Bilinear Interpolation 28.09 34.66 34.26 

Bicubic Interpolation 29.64 36.47 37.71 
Intelligent Pixel 

Replication 28.98 35.11 36.43 

C.    Computational Complexity 
One of the major efficiency of our proposed method comes 
from its extremely low computational cost. Table 2 reports the 
number of operations per pixel for a straight forward 
implementation of nearest neighbour, bilinear and bicubic 
interpolation methods compared with our method [11]. The 
fact that our method produces good quality zooming with such 
little computational burden indicates its suitability in real-time 
and embedded applications. 

TABLE 2.  NUMBER OF OPERATIONS PER PIXEL FOR DIFFERENT 
ZOOMING METHONDS 

Zooming 
Method 

Operations 

Addition Multiplication 

Nearest Neighbor Interpolation 2 0 

Bilinear Interpolation 16 18 

Bicubic Interpolation 22 29 

Intelligent Pixel Replication 0 0 

Comparison operations are ignored here 

IV. CONCLUSION 
In this paper we have proposed a technique for zooming 
digital images. We transformed the blind pixel replication 
process into an intelligent zooming algorithm by introducing 
the concept of shape preserving binary decomposed 
interpolation. Complexity analysis suggests that ours is 
amongst the fastest zooming techniques available. 
Experimental results shows that even with such simplistic 
nature of the algorithm, it is capable of producing good quality 
zooming comparable to computationally expensive bilinear 
and bicubic interpolation methods. 
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Abstract—Genetic Programming (GP) presents one means to
automate object classification tasks in images. GP uses a process
similar to biological evolution to evolve programs that are able
to identify significant features and correlations in image data.
Using GP with loop structures has been found to increase the
classification accuracy over traditional GP without loops. We pro-
pose four new loop structures for image classification tasks. The
loops provide a framework for summarizing pixel information
into new image features and taking advantage of the correlation
between neighboring pixels with an iteration structure. The
identified features are used to distinguish between objects of
different classes. The results suggest that the loops increase image
classification accuracy and produce evolved programs that are
smaller and more Human understandable than GP with no loops
and previous work with GP using loops.

I. INTRODUCTION

Image classification and object detection are important sub-
jects in computer vision. Tasks such as environmental analysis,
video surveillance, and image categorization all require the
automatic analysis and inference of images [1] where it is
not feasible for people to perform the tasks manually. Auto-
mated image classification techniques improve classification
accuracy and efficiency over manual processes which are
ideal for streamlining production processes and for robotics
vision applications. For image classification tasks, it is often
the case that locating particular regions of significance for
differentiation becomes a difficult task due to the lack of
domain knowledge or the natural variances between images.
Machine learning processes such as Genetic Programming
(GP) provide one means of automatically identifying which
parts of images are useful for classification.

GP is able to analyze raw image pixel data and find
correlations between pixels which may be significant for
classification. GP’s population based learning makes it ca-
pable of identifying correlated pixels and then improving its
solutions by analyzing different combinations of pixel values.
Although effective, prior knowledge of pixel correlations is
often not provided to GP for image classification problems. It
is understood that neighboring pixels are considered correlated
but GP must undergo significant learning to identify such a
correlation. Features in images span multiple pixels in size so
it may not be effective to target pixels in isolation. The lack of

expressiveness from targeting individual pixels and the large
learning effort to correlate pixels can hinder the classification
accuracy of learned solutions.

One way to improve the effectiveness of GP for image
classification tasks is to incorporate loop structures to target
nearby pixels that are likely to be correlated. Loop structures
such as ‘For’ loops and ‘While’ loops can increase the
expressiveness of learned solutions produced by GP by per-
forming aggregate functions designed to exploit relationships
within image regions [2], [3]. Image regions and aggregate
functions operated upon those regions can be learned au-
tomatically. Learned solutions become easier to understand
because notable regions of images are explicitly identified
and the increased expressiveness of loop structures reduce the
size of learned solutions. Loop structures for classification
tasks have been found to increase the accuracy of learned
classifiers [2], [4]. However, the range of loops used for image
classification is narrow. Varying characteristics of different
loop structures enhance or restrict the utility of loop structures
for different types of image classification problems. There is
a need to develop a variety of loop structures for examination
against varying image classification problems to gain a better
understanding of the utility of loops in GP.

A. Goals

This paper aims to develop an approach to the use of loop
structures in GP for image recognition/classification tasks. To
achieve this goal, we will develop four different loops with
various considerations. Instead of using manually crafted, task
specific features as inputs to the GP program classifiers, this
approach will directly use the raw image pixels as inputs with
the expectation that the new loop structures can automatically
locate the regions (and features) of interest useful for classi-
fication. This approach will be examined and compared with
the GP approach without loops and a well-known GP approach
with loops (Li’s Loop [2]) on three benchmark image recogni-
tion/classifications problems of varying difficulty. Specifically,
we will investigate:

1) how the loop structures can be developed in GP with
the considerations of image properties;
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2) whether GP with the new loop structures can achieve
better classification performances than GP without a
loop structure and a well known GP approach with loop
structure;

3) whether the loop structures in GP can automatically
evolve/leave good regions/features of interest that are
helpful and understandable for image classification; and

4) whether the loop structures evolved by the new approach
are simpler and easier to understand than Li’s loop
method.

B. Organisation

In Section II a brief overview of GP and background work
is given. Section III describes current loops and our new
loop structures. Section IV describes the image datasets used
and how experiments are carried out. In Section V results
are evaluated and loop structures are discussed. Section VI
concludes the paper.

II. BACKGROUND

GP is a form of evolutionary machine learning that generates
and ‘evolves’ a population of candidate programs to solve a
problem. Sometimes, it can be unclear which features are best
to find a solution, be it general problem solving or image
recognition. GP is effective for identifying features in areas
where the domain is not well understood. Below, an overview
of GP is given and a brief introduction to previous work is
described.

A. Overview of Genetic Programming

GP is one form of evolutionary machine learning. Given
a problem, a set of function nodes (procedures such as
arithmetic operators), and a set of terminal nodes (variables
such as pixel values and constant numbers), GP will evolve
a computer program to solve the problem through a process
similar to biological evolution [5]. GP cycles through iterations
called ‘generations’ to perform the evolution process. For each
generation, the best programs from the previous generation are
chosen and genetic operators such as crossover and mutation
are performed to breed a new generation of programs. Each
generation improves in performance until a user-defined stop-
ping criterion has been met (perfect classification accuracy
for example). When evolution concludes, the best individual
is taken and applied to a testing set of unseen data to measure
classification performance. For binary classification tasks, GP
will evolve a program that returns a negative value for one
class and a positive value for another. For image classification
tasks the final output will be based on individual pixel values
and their locations. Loop structures are a form of function
node capable of iteration.

B. GP with Loops for Problem Solving

Much early work on loop structures for GP have been
focused on problem solving tasks. For instance, a Lambda
expression structure capable of implicit recursion was used
in GP to solve the Even-N-Parity problem [6]. The addition

of iteration through Lambda expressions allowed GP to have
a notably higher probability of solving the problem than
GP with no loops. In a separate study, the addition of both
count-controlled and event-controlled loops were tested on
the factorial problem (n!) and the artificial ant problem [3].
The GP systems with loops were able to reliably solve both
problems while GP with no loops found the problems difficult
to solve. The evolved solutions from GP with loops were also
simpler than those generated from GP without loops which is
important for analysis purposes.

C. GP with Loops for Image Classification

Loop structures have been applied to various binary image
classification tasks. One previous application of loop structures
in GP was the incorporation of the for-loop-2d-rect and
for-loop-1d loops [2, Ch. 4]. The former loop structure
is evaluated against our new loop structures in Section V. The
loop structures achieved better classification accuracy than GP
without loops for a simple image problem comparing boxes to
circles. The learned solutions were smaller and more Human
readable than those learned by GP with no loops and the
probability of success for GP with loops improved upon GP
with no loops. Despite the positive results, the loop structures
were evaluated against only one image dataset. Further, the
dataset was artificially produced and consisted of binary pixel
values which may not be representative of real world problems.
The datasets we use contain images with gray scale pixels of
naturally occurring objects.

The application and comparison of two identical loop
structures, one restricted (nesting disallowed) and the other
unrestricted (nesting allowed), found that GP with loops
performed notably better than GP without loops for a difficult
classification problem where objects in images were shifted
off-center [4]. Furthermore, the unrestricted loop structure
outperformed the restricted loop structure for the difficult
problem. A computer-generated character recognition problem
and naturally occurring texture recognition problem were used.
The evolution time of GP with loops was found to be longer
than that of GP without loops. When loops were applied to
a coin recognition problem, it was found that GP with loops
achieved more accurate results and has less overfitting than
GP with no loops [7], indicating that the solutions learned by
GP with loops are more general and in turn more reliable on
unseen data.

III. NEW LOOP STRUCTURES

Four new loop structures are proposed for binary image
classification problems: The Evolvable Body Loop (EB-Loop),
Step-Loop, Bar-Loop, and Seam-Loop. All but the Step-Loop
evaluate on 2D image data. All loops except for the EB-
Loop are unrestricted, allowing nesting to occur to generate
at least one argument. For comparison, GP with no loops and
Li’s for-loop-2d-rect [2, Ch. 4] (restricted loop) were
implemented.
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A. EB-Loop
Performing good aggregate operations over loop regions

is essential to derive higher-level meaning of an identi-
fied feature. When it is not fully understood which op-
erations are useful, GP can be used to build useful loop
operations. The Evolvable Body Loop (EB-Loop) is de-
signed to analyze the performance of GP when evolv-
ing a loop body for aggregate operations. The EB-Loop
structure is (EB-Loop startPosition endPosition
loopBody). The loopBody argument is a subtree that rep-
resents the evolved aggregate function. The loopBody argu-
ment uses two special loop terminals, LoopCurrentValue
and LoopResult, to accumulate an aggregate result.

B. Step-Loop
Related object features are not guaranteed to be nearby.

Useful information may be extracted by identifying if re-
lated features change together or by targeting physically
large features in images. The Step-Loop is designed to
find such features by targeting distant pixels. The Step-
Loop structure is (Step-Loop startIndex stepSize
iterationCount loopMethod) where iteration is akin
to a for loop as illustrated in Fig.1.

C. Bar-Loop
The probability of finding good solutions increases if the

search space is reduced because fewer search paths are
taken. The Bar-Loop is given an orientation (vertical or
horizontal) to enforce the constraint that the loop region
must touch two opposing sides of an image. The constraint
minimises the search space by automatically defining the
length of loop regions. The Bar-Loop structure is (Bar-Loop
position thickness orientation loopMethod)
where thickness determines the thickness of a row or
column in number of pixels. loopMethod determines and
operation in the loop (e.g. summation).

D. Seam-Loop
The Seam-Loop is inspired by Seam-Carving [8] which

attempts to find seams of low energy. The Seam-Loop finds
seams of high energy (bright pixels) which may be significant
for classification purposes. For performance, the Seam-Loop
performs a rough version of the Seam Carving algorithm.
Only vertical seams are found and the process is performed
using a greedy hill-climbing algorithm without any prepro-
cessing steps. The Seam-Loop structure is (Seam-Loop
startColumn loopMethod) where iteration begins from
the (x, y) coordinate (startColumn, 0) and moves down-
wards.

Table I describes the terminals and functions used for GP
with no loops. Every GP system with loops contains a superset
of the terminals and functions described in Table I. All loop
arguments of type loopMethod are one of Summation,
Standard Deviation, or Sum-Mode (the sum of all values
with an equal-highest frequency) only, including Li’s loop
structures (which originally used Summation and Subtraction)
for comparison.

Algorithm III.1: STEP-LOOP(start, step, count, data)

index ← start; result ← 0
for index ← 0 to count

do

{
index ← index % data.length
result ← result+ data[index]
index ← index+ step

return (result)

Fig. 1. Step-Loop Procedure

TABLE I
TERMINALS AND FUNCTIONS FOR GP WITH NO LOOPS

Node Type Description

Drand Terminal Generates a double value between 0.0-100.0
denoted by ‘drand-x’.

Pixel-Value Terminal Generates a random position within the
bounds of the image, denoted by ‘pixel-value-
[x,y]’. It returns the pixel value at position
(x,y) and the pixel value is cast to a double.

Addition Function Takes two double values and returns the sum.
Subtraction Function Takes two double values, subtracts the second

from the first and returns the result.

IV. EXPERIMENT CONFIGURATION

A. Image Datasets

Three image datasets were used for analysis: Cell, MNIST,
and Face. The datasets were chosen because they are clearly
different classification problems that have different character-
istics which we use when comparing the new loop structures.
The datasets and any modifications are described below.

1) Cell Dataset: The Microscopical Cell Image Database
(Serous cytology) [9], [10] represents a collection of eigh-
teen different types of Cells. Experiments perform a binary
classification of Lymphocytes non activés and Mésothéliales.
The original images are in colour and have been converted to
gray scale images to simplify classification. In gray scale, each
pixel is a natural number between 0 and 255 (inclusive) which
allows pixels to be represented as single numbers. Images are
also cropped to only include the cell by removing data not
included in the nuclear segmentation of the cell. The images
are cropped to avoid GP classifying cells based on artifacts
outside each cell which ensures that GP systems are actually
distinguishing between cells. The original cell images were
of different dimensions so all images were scaled to 25× 25
pixels to ensure consistency. The cells have a relatively bland
internal content which means that the shape/structure of the
cells play a large role in classification.

2) MNIST Dataset: The MNIST Database of Handwritten
Digits [11] is a collection of images representing hand written
numbers from 0 to 9 (inclusive). All images are 28×28 pixels.
Experiments perform a binary classification between the “6”
and “9” digits. All images are gray scale and numbers are
centered on each image. Because the actual digits are filled
with a solid colour, GP systems must classify digits based on
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TABLE II
GP EXPERIMENT VARIABLES

Variable Value

Experiment runs 30
Generations 50
Population size 1024
Crossover (%) 70
Mutation (%) 28
Elitism (%) 2
Termination 0% error or generation limit reached
Training Set size 500 (250 class 1 and 250 class 2)
Testing Set size 500 (250 class 1 and 250 class 2)
Tree Depth Min: 1 Max: 8

shape alone.
3) Face Dataset: The Face dataset [12] contains a col-

lection of images which are either a face or an unknown
object. Faces occupy the entire space of the image and hair is
not displayed (though facial hair is). Experiments perform a
binary classification between “Face” and “Not Face” images.
All images are in gray scale and 19×19 pixels. Faces have well
known significant regions that can be used for differentiation:
Eyes, noes, and mouth. Because the border of the face is
not clearly displayed in images, GP systems must perform
classification based on the content of the face, not the shape
of the head.

B. GP Parameter Settings

Each dataset consists of 1000 images: 500 for training and
500 for test. Experiments perform binary classification be-
tween two classes. The training and test sets contain an equal
split of both classifications. The GP settings are described in
Table II. The GP settings are similar to those used by Li [2,
Ch. 4] in order to facilitate a comparison with the new loop
structures. Each GP system was run 30 independent times in
order to produce accurate results. Every run used the same
training and testing sets with only variability in the seeds
chosen for GP terminals which require a random number.
Strongly Typed GP using ECJ [13] was used to ensure the
proper construction of programs.

V. RESULTS AND DISCUSSIONS

Table III displays the results of the GP systems against
the three image classification problems. Training and testing
set mean classification accuracies with a + or – superscript
indicate statistical significance of p < 0.05 when compared to
GP with no loops for a higher or lower value respectfully.
Results are discussed in the following sections. In most
cases, the best program evolved with loops achieved better
performance than GP without loops, particularly on the test
set.

A. Cell Classification Results

It is clear in Table III that each GP system with loops
achieved a higher accuracy in the testing set than GP with no
loops. Furthermore, GP without loops achieved the greatest
reduction in performance between the training set and testing

set of 3.81%, indicating that GP with loops is able to gener-
alize more effectively on image data than GP without loops.
Li’s loop achieved one of the best classification accuracies on
the testing set. Li’s loop structure requires a start coordinate
and an end coordinate in order to target significant regions
in images. Although more precise regions may be able to
produce more significant results by better targeting correlated
features, the added complexity of the loop structure increases
the search space which may have reduced the quality of the
loop regions learned. The Bar-Loop and Seam-Loop produced
the best results (marginally better than Li’s loop) while the
Step-Loop and the EB-Loop found the classification task more
difficult.

To understand why the evolved loops can perform well,
Fig.2 shows the learned loop regions of the best solutions for
the Cell dataset. Loop regions are marked in yellow. Green
is used for clarity to differentiate multiple overlapping loop
regions. The Bar-Loop achieved a good result by evolving
two large loop regions. The first (in yellow) targets the bottom
half of the cell which is extracting features from the internal
content and size of the cell while the second (in green) uses
a pixel-value to determine the thickness of the Bar. A black
pixel value due to a small cell will result in a narrow horizontal
line that may likely produce a small value (Fig.2i) while a gray
pixel will produce a thicker bar that would produce a larger
value (Fig.2d). The best solution from Li’s loop produced two
smaller loops. Despite the use of smaller loop regions that
may be more capable of targeting specific features, the size
and position of the loops may be sensitive to variations in cell
size and shape within a single class. The increased sensitivity
may have lead to a poorer classification accuracy than the Bar-
Loop. The large loop region is targeting cell internal content
while the smaller loop is targeting cell size. The EB-Loop only
produced two valid loop structures, both targeting the top of
the cell to detect cell size.

Of all the GP systems, the Seam-Loop achieved the best
result on the Cell dataset. The Seam-Loop used pixel values
to determine the start position of seams based on the cell while
the Seam Carving algorithm automatically targeted the border
of the cell, which may be significant for classification. The
reduced search space due to the simplicity of the loop structure
coupled with the particular characteristics of the cell image
may have significantly contributed to the Seam-Loop achieving
the overall highest accuracy on the test set. The Step-Loop
clearly iterated over much of the cell to detect changes in
cell internal content and cell size. Due to the relatively bland
internal content of cell images, the Step-Loop had used a large
step size to target many areas across cells rather than localized
regions. Notwithstanding, the difficulty for the Step-Loop to
target localized regions may be a factor that contributed to a
lower best result than the other loop structures.

B. MNIST Classification Results

Li’s loop achieved the best average accuracy for the MNIST
dataset followed closely by the Bar-Loop and the Step-Loop.
It is apparent that due to the relatively simple nature of the
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TABLE III
GP RESULTS FOR IMAGE DATASETS.

Data Set Fitness Set Variables No-Loop Li EB-Loop Step-Loop Bar-Loop Seam-Loop

Cell

Training

Mean (%) 96.00 96.10 94.49– 95.70 96.27 97.43+

Std. Dev. (%) 0.63 0.62 1.74 1.37 0.80 0.56
Best (%) 97.60 97.20 96.80 97.80 97.80 98.40
Duration (s) 13.63 48.43 238.03 335.37 977.13 177.53

Test
Mean (%) 92.19 94.32+ 93.54+ 93.13+ 94.91+ 94.84+

Std. Dev. (%) 1.45 0.69 1.85 1.77 1.15 0.62
Best (%) 94.60 95.60 96.00 95.60 97.20 96.40

MNIST

Training

Mean (%) 99.31 99.57+ 98.71– 99.43 99.47+ 98.56–

Std. Dev. (%) 0.30 0.14 0.81 0.17 0.19 0.79
Best (%) 100.00 100.00 99.60 99.80 100.00 99.80
Duration (s) 14.20 56.13 203.03 419.53 1112.97 129.13

Test
Mean (%) 96.54 99.03+ 97.95+ 98.55+ 98.93+ 95.70–

Std. Dev. (%) 1.12 0.31 1.19 0.75 0.35 1.14
Best (%) 98.60 99.60 99.60 99.60 99.40 97.80

Face

Training

Mean (%) 96.67 96.06 92.32– 95.91– 96.51 95.76–

Std. Dev. (%) 0.96 1.89 3.41 1.69 1.61 1.98
Best (%) 98.00 99.40 96.80 98.40 98.60 99.00
Duration (s) 14.00 29.77 139.00 293.93 524.63 72.83

Test
Mean (%) 91.41 91.45 86.95– 91.82 92.95+ 91.27
Std. Dev. (%) 1.33 2.58 3.70 2.58 2.64 2.34
Best (%) 93.80 96.60 92.20 96.40 96.60 95.00

(a) Li (b) EB-loop (c) Step-Loop (d) Bar-Loop (e) Seam-Loop

(f) Li (g) EB-Loop (h) Step-Loop (i) Bar-Loop (j) Seam-Loop

Fig. 2. Example evolved loops of the best solutions for the Cell dataset. The
top row are class 1 images and the bottom row are class 2 images.

images (white object on a black background), GP with loops
had little variation in classification accuracy as evidenced by a
small standard deviation. Li’s loop and the Bar-Loop were the
most stable GP systems for this problem while the complexity
of the EB-Loop and the unpredictability of the Seam-Loop
lead to higher variances in classification results.

Concerning the loop regions of the best solutions for the
MNIST dataset (Fig.3), it is important to note that each best
solution, except for the Seam-Loop, performed equally well.
Li’s loop identified regions within the body of digits. The left
loop region is targeting the area under the head of the nine
which may be empty for a nine but non-empty for a six. The
right loop is targeting the body of the six and the right vertical
stroke of the nine for differentiation. The center loop may be
analyzing the mass of the digit which may be taking advantage
of peculiarities in the drawing of six and nine digits. Li’s loop
and the Seam-Loop produced the least intuitive solutions while
the remaining loops produced easily understandable solutions.

(a) Li (b) EB-Loop (c) Step-Loop (d) Bar-Loop (e) Seam-Loop

(f) Li (g) EB-Loop (h) Step-Loop (i) Bar-Loop (j) Seam-Loop

Fig. 3. Example evolved loops of the best solutions for the MNIST dataset.
The top row are class 1 images (6s) and the bottom row are class 2 images
(9s).

It is clear that the EB-Loop had targeted the top ‘stalk’ of
the six and the bottom stalk of the nine which are both unique.
The Step-Loop produced two loops (the overlapping loop is
not shown) to target the stalk of the nine only. A step of one
ensures that the narrow stalk is not missed. The Bar-Loop also
targeted the stalk of the nine, but also the right of the image
which may be detecting the right vertical stroke of the nine
or the base of the six.

It is clear that the new loop structures had evolved relatively
simple solutions that provide insight into which regions of im-
ages are significant for classification. The clarity of solutions
may be helpful for analysis of data where the domain may not
be well understood.

C. Face Classification Results

The Bar-Loop performed the best for the Face classification
problem with a tie for second place with Li’s loop, the Step-
Loop, and the Seam-Loop. It is clear in Fig.4 that Li’s loop
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(a) Li (b) EB-Loop (c) Step-Loop (d) Bar-Loop (e) Seam-Loop

(f) Li (g) EB-Loop (h) Step-Loop (i) Bar-Loop (j) Seam-Loop

Fig. 4. Example evolved loops for the best solutions for the Face data set.
The top row are class 1 images and the bottom row are class 2 images.

produced more complex results than the remaining loops with
the Step-Loop and Bar-Loop producing simpler results. Li’s
loop targeted the significant portions of the face, the eyes,
nose, and mouth to achieve good classification results. The
Bar-Loop produced a better result by targeting only one side
of the face to produce more specific loop regions as faces are
nearly symmetrical. The EB-Loop did not learn any valid loop
structures and hence it achieved the worst classification results
because no iteration could be performed. The unpredictability
of the Seam-Loop lead to a poorer best result, especially with
regard to the fact that the horizontal alignment of features in
faces could not be extracted by the vertical-only Seam-Loop.

D. Comparison of Loop Structures

It is clear that Li’s loop structure performs well when com-
pared to GP with no loops and our proposed loop structures,
but the learned solutions are generally not as simple and
Human readable as those produced by the Bar-Loop and the
Step-Loop. Through restricting the search space by applying
constraints to the Bar-Loop, GP was able to more quickly find
good image regions that when looped over produce significant
results for classification. It is also apparent that the Step-
Loop is adaptable to various types of images because it is
able to vary the step size in order to target nearby or distant
features and is able to alter its direction to capture variances
in images that occur on particular axis. The Seam-Loop, while
able to produce good results for training data by automatically
targeting significant portions of images, does not generalize
as well on unseen data when compared to the remaining loop
structures because the path of the Seam differs from picture
to picture. The learned solutions are also less understandable
than the remaining loop structures.

The EB-Loop was designed to learn complex loop bodies in
order to make better use of identified regions of significance
in images. But the difficulty of evolving valid loop structures
as well as the large size of the loop structure are limiting
factors when considering finite restrictions on the number of
generations and GP tree depth. It is clear that the new loop
structures all increase the evolution time when compared to
GP with Li’s loop and GP with no loop, but with the benefit

of being able to produce simpler and more accurate classifiers.

VI. CONCLUSION

In this paper, we have proposed four new loop structures
for image classification tasks and compared the new loop
structures with GP with no loops and GP with Li’s loop
structures on three image classification problems. Two of the
new loop structures, the Bar-Loop and the Step-Loop, have
been able to achieve good results, especially with regard to
the Bar-Loop achieving the best average testing accuracies for
two out of the three classification problems. The Step-Loop
and Bar-Loop were also able to produce program solutions that
were simpler and more Human readable than those learned by
Li’s loop, and also those from GP with no loops. We have
found that the complexity of a loop structure can negatively
impact classification performance as evidenced by the EB-
Loop.

It is clear that GP with loops can achieve better results than
GP with no loops for binary image classification problems
but more research must be undertaken to better understand
how the different properties of loop structures impact image
classification performance. Research to increase the efficiency
of GP to learn solutions with loop structures is also desirable
to ensure the wider application of loop structures.
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Abstract—This paper proposes a gait identification technique
which is robust to changes in observation angle in one gait cycle.
In person identification using gait images, various inherent image
features of individuals are extracted from a sequence of gait
images taken by a camera. However, for instance, if the subject
is close to the camera and the camera captures gait images from
the side direction, observation angles between walking direction
of the subject and directions of the camera to the subject at all
frames are varied during one gait cycle. This unfavorable change
induces the decrease of the identification performance. To deal
with this problem, the proposed technique in this paper utilizes
a 4D gait database consisting of multiple 3D shape models of
walking subjects and adaptive virtual image synthesis. In the
proposed method, a foot position in each gait image is estimated
by the principal component analysis of silhouette images at first.
Next, the walking direction of the subject is estimated by applying
the least square method to the foot positions, and observation
angles between the walking direction of the subject and directions
of the camera to the subject at all frames are estimated in one gait
cycle. Then, a virtual image in the estimated observation angle
is synthesized from the 4D gait database at each foot position.
Finally, the subject is identified using affine moment invariants
as gait features. Experiments using the 4D gait database of 20
subjects show that the proposed method is robust to the changes
of the observation angles in one walking cycle and achieves higher
recognition performance than the case using a fixed observation
angle in one gait cycle.

I. INTRODUCTION

Biometric research encompasses a large number of charac-
teristics of a person in order to identify them. These include
physiological biometrics, related to the shape of the body, the
oldest of which are the fingerprints; and the behavioral biomet-
rics, related to the behavior of a person, the first of which used
was the signature. However, in general these systems need
special equipment and require interaction with the subject. On
the other hand, techniques such as face recognition and image-
based gait recognition have the advantage of being unobtrusive
because body-invasive sensing is not needed to capture gait
information. Gait-based recognition has the further advantage
of being used from further distance.

Gait recognition approaches generally fall into two main
categories: (1) model-based analysis, and (2) appearance-based
analysis. Model-based approaches include parameterization of
gait dynamics, such as stride length, cadence, and joint angles
[1] [2] [3]. Traditionally, these approaches have not reported

high performances on common databases, partly due to their
needs for 3D calibration information and self-occlusion caused
by legs and arms crossing.

Appearance-based analysis [4] [5] [6] uses measurements of
gait features from silhouettes by feature extraction methods,
such as gait energy image(GEI) [7], fourier transforms [8]
[9], and affine moment invariants [10]. Appearance-based
approaches have been used with good results on human
identification. However, since image-based gait recognition
is sensitive to appearance changes, the correct classification
rate gets low in case that subject’s appearance is different
from that in the database. One of possible situations in which
this problem occurs is the case that a subject’s observation
angle changes compared with those in the database. To deal
with this problem, several methods have been proposed so
far. Makihara et al. introduced a view transformation model
to synthesize virtual viewpoint images from captured images
[9]. In this method, the view transformation model is obtained
from training datasets of multiple people which were taken
from multiple view directions. We have introduced a 4D gait
database consisting of multiple 3D shape models of walking
subjects, and a method which synthesizes virtual viewpoint
images from 3D models in the database [11].

However, there is another problem which causes the sub-
ject’s appearance changes. That is a change of observation
angles between walking direction of the subject and directions
of the camera to the subject at all frames in one gait cycle
(hereafter we call this as ”local angle change”). Akae et al.
showed that the local angle changes in one gait cycle affects
the performance of gait identification, especially in case that
the distance between a camera and a subject is small and
side view images are captured [12]. The reason is as follows:
in general, most conventional methods extracted gait features
from synthesized virtual images with a fixed local angle at
the center position of one gait cycle, so the discrimination
capability of gait features gets low in case that local angles
vary in one gait cycle.

Conventional methods introduced above did not deal with
this problem. So in this paper we propose a method which
is robust to local angle changes in one gait cycle by taking
the variation of local angles into account. In the proposed
method, a foot position in each gait image is estimated
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by the principal component analysis of silhouette images at
first. Next, the walking direction of the subject is estimated
by applying the least square method to the foot positions,
and observation angles between the walking direction of the
subject and directions of the camera to the subject at all frames
are estimated in one gait cycle. Then, a virtual image in the
estimated observation angle is synthesized from the 4D gait
database at each position. Finally, the subject is identified
using affine moment invariants as gait features.

This paper is organized as follows. Section 2 describes the
details of the proposed person identification method. Section 3
describes experiments performed using the 4D gait database.
Conclusions are presented in section 4.

II. PERSON IDENTIFICATION ROBUST TO LOCAL ANGLE
CHANGES IN ONE GAIT CYCLE

In this section, we explain the local angle changes in one
gait cycle, and then introduce the proposed method.

A. Local angle changes in one gait cycle

The local angle at each frame in one gait cycle is defined
with the azimuth angle θaPn

and elevation angle θePn
at each

position Pn in one gait cycle. In case that the azimuth angle is
around ±90 degree and the elevation angle is small (front/back
view images are captured), the local angle changes among
frames in one gait cycle are small. On the other hand, in case
that either the azimuth angle is small or the elevation angle
is around ±90 degree, the local angle changes among frames
in one gait cycle are big. Nevertheless, most of conventional
approaches utilize a fixed local angle θPc = (θaPc

, θePc
) at

the center position Pc in one gait cycle. However, local angle
changes in one gait cycle affect the performance of the gait
identification, since the subject’s appearance changes due to
local angle changes.

Camera

φ a
Pc

φ e
Pc

Pc

Pn

1 gait cycle

P1

PN

Fig. 1. Local angle changes in one gait cycle.

B. The proposed person identification method

1) Estimation of local angles: To estimate local angle at
each frame in one gait cycle, at first we estimate foot position
and walking direction in 3D space from each captured image.
Here, we assume that external and internal camera parameters
and the position of the floor are known.

A background subtraction method is applied to captured
images to extract silhouette areas, and the foot positions on
the images are estimated as follows: (1) principal component
analysis is applied to a silhouette area of each image, and (2)
the foot position on the image is estimated as the position
whose value along the first principal component is minimum
in the silhouette as shown in Fig. 2.

Next, foot positions in 3D space are determined by project-
ing the estimated foot positions on 2D images onto the floor,
and the walking direction of the subject is estimated by fitting
a line to the foot positions by the least square method. Then
azimuth angle θaPn

and elevation angle θePn
at foot position Pn

(0 ≤ n < N , N is the number frames in one gait cycle) are
calculated from the pose of the camera, the subject’s walking
direction, and one’s foot position in 3D space.

The 2nd principal
component

The 1st principal
component

Foot position

Fig. 2. Foot position detection.

2) Synthesis of virtual images from 3D models: Figure 3
shows an examples of 3D models of a walking person in
the database and one of them. A virtual viewpoint image
is synthesized from a 3D model Modelim (0 ≤ m < M ,
0 ≤ i < I , M is the number of models in one gait cycle
of a person i and I is the number of people in the database)
according to the azimuth angle θaPn

and elevation angle θePn

as shown in Fig. 4. Here, the number of frames of the subject
in one gait cycle may be different from that of a person in
the database, so we align them by m = n

N ×M . Besides, we
assume that the phase of the first frame of one gait cycle of the
subject is the same that of each person in the database. Virtual
images are synthesized from all 3D models in the database
with respect to each subject.

3) Extraction of gait features and person identification:
For feature extraction, at first a silhouette area is scaled
to a uniform height, set to 128 pixels, and the average
image Iaverage from images of one gait cycle is defined
by Iaverage(x, y) = 1

N

∑N
n=1 I(x, y, n). Figure 5 shows an

example of average images. Then affine moment invariants are
extracted from the average image as gait features [10]. Affine
moment invariants are moment-based descriptors, which are
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(a) Exmaples of 3D models (b) One of (a)

Fig. 3. Examples of 3D models.

Camera

Pc

Pn

P1

PN

(a)

(b)

(c)

(a) (b)

(c) (d)

(d)

Fig. 4. Examples of synthesize virtual images.

invariant under a general affine transform. The moments
describe shape properties of an object as it appears. For an
image the centralized moment of order (p+ q) of an object O
is given by

μpq =
∑∑

(x,y)∈O
(x− xg)

p(y − yg)
qI(x, y). (1)

Here, xg and yg are the center of the object. In our method we
used eighty affine moment invariants I = {I1, I2, . . . . , I80},

and we show two of them [13] [14].

I1 =
1

μ4
00

(μ20μ02 − μ2
11)

I2 =
1

μ10
00

(μ2
30μ

2
03 − 6μ30μ21μ12μ03 + 4μ30μ

3
12 + 4μ03μ

3
21

−3μ2
21μ

2
12)

(2)

Gait features from virtual images are extracted in the same
way.

In this paper, in the same way with [11], we divide each
average image into K multiple areas, and extracted gait
features from each area as shown in Fig. 5. Here, K is the
number of divided areas.

Fig. 5. An example of average images (K=4).

4) Person identification: In the proposed method, we use
the nearest neighbor as the classifier. In the training phase,
we extract gait features by the affine moment invariants from
synthesized virtual images, and then build a database. Then
in the identification phase, gait features are extracted from
silhouette images of a subject and the subject is identified by
the classifier.

III. EXPERIMENTS

This section shows results of person identification experi-
ments using the 4D gait database. This database comprises of
20 subjects with 4 sequences for each subject, and multiple
3D models were reconstructed by the visual hull technique
with 16 cameras placed in a studio as shown in Fig. 6.
We utilized sequential 3D models of all subjects as training
datasets and captured images from a camera as test datasets.
Here, we selected a camera A so that side view gait images
were captured. The height of the camera A is approximately
1.2 [m], and the distance from the camera A to the center of
the studio is 3.5 [m]. Each gait sequence consists of 15 ∼
20 images, and in experiments the correct classification rate
is estimated with the leave-one-out cross validation.

A. Person identification with the 4D database

To evaluate the effectiveness of the proposed method, we
applied one of conventional methods [11], which utilizes the
fixed local angle at the center position of one gait cycle to
synthesize virtual images, to the 4D database. This method
extracted gait features from average images by affine moment
invariants in the same way with the proposed method. The
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Camera A

1.2 m 3.5 m

Fig. 6. Experimental setting.

difference between this method and the proposed method
is that the angle to synthesize virtual images; the proposed
method estimates observation angle at each position of one
gait cycle, but the conventional method estimated an angle at
the center position of one gait cycle.

In these experiments, we separate each average image into
up to 2 areas (K=1 and 2), and we combined gait features
from areas of K = 1 and K = 2. Figure 7 shows the results
of correct classification rates by the proposed method and the
conventional method with respect to the change of number
of affine moment invariants. From these results, the highest
correct classification rate by the proposed method was 96.4
%, and that by the conventional method was 91.7 %.

Figure 8 shows examples of silhouette images ((a1) and
(a2)), those corresponding synthesized images by the proposed
method ((b1) and (b2)), and those corresponding synthesized
images by the conventional method ((c1) and (c2)). For in-
stance, in the synthesized image by the proposed method (Fig.
8(b1)) the subject’s arm was separated from one’s body which
was similar to that in the silhouette image (Fig. 8(a1)), but the
subject’s arm in the synthesized image by the conventional
method (Fig. 8(c1)) was connected to one’s body. From these
results, the proposed method synthesized images similar to
captured images compared with the conventional method. It
is clear that local angle changes affect the performance for
people identification, and the proposed method outperformed
the conventional method.

0 8070605040302010
0.0

1.0
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1

The proposed method

The conventional method

CCR [%]

The number
of features

Fig. 7. Correct classification rates.

(a1) (a2) 
(a) An example of silhouette images

(b) Synthesized image by the proposed method
(b1) (b2)

(c) Synthesized image by the conventional method
(c1) (c2)

Fig. 8. Comparison of virtual images by the proposed method and the
conventional method [11].

IV. CONCLUSIONS

We proposed in this paper the person identification robust
to changes in observation angle by utilizing a 4D gait database
and adaptive virtual images synthesis. In this method, we
estimated a walking direction of a subject in 3D space from
foot positions of the subject, and determine the azimuth and
elevation angles from the walking direction and foot positions.
Next, virtual image based on local angle at each position is
synthesized from 3D models of all people in the database.
Then the subject is identified by gait features extracted by
affine moment invariants. We carried out experiments with the
4D database, and showed the effectiveness of the proposed
method. One of our future work is to do more evaluation of
the proposed method by applying it to gait images captured
by cameras of different viewpoints.
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